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Introduction

The integration of machine learning methods into meta-heuristic search techniques is currently an important
topic in the field of combinatorial optimisation. It is often referred to as intelligent optimisation [1]. Learning
has the potential of helping the search process in several ways. Searching for instance, can become more
generic when online learning and automation mechanisms tune the critical parameters of the search process
themselves and avoid expensive manual finetuning. Some techniques also have the ability of learning to
explain why, when and how the search is effective, resulting in better documented search. In this paper [6]
we integrate multi-agent reinforcement learning and local search for building schedules for the multi-mode
resource-constrained project scheduling problem (MRCPSP).
In the last few decades, the resource constrained project scheduling problem (RCPSP) has become an
attractive subject in operational research. It considers scheduling a project’s activities while respecting the
resource requirements and the precedence relations between the activities. The academic problem has many
relevant real world counterparts in the building and consultancy sector, for example, which results in a
challenging list of instances with varying optimisation objectives. The MRCPSP is a generalized version
of the RCPSP, where each activity can be performed in one out of a set of modes, with a specific activity
duration and resource requirements (e.g. 2 people each with a shovel need 6 days to dig a pit, while 4
people each with a shovel and one additional wheelbarrow need only 2 days). The RCPSP is shown to be
an NP-hard optimisation problem [2], thus so is the MRCPSP. Demeulemeester and Herrroelen [3] present
a comprehensive research handbook on project scheduling.
The idea we propose here is to learn a good constructive heuristic that can be further refined by local
search techniques for large scale scheduling problems. With the latter goal in mind, a network of distributed
reinforcement learning agents was set up, in which agents cooperate to jointly learn a well performing
heuristic. As we will show, our method generates results that are comparable to those obtained by the
best-performing finetuned algorithms found in the literature, which confirms the above mentioned positive
presumptions of using machine learning in search.
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The multi-agent learning approach

The multi-agent learning approach proposed here is inspired by a commonly used activity network representation, namely the activity on node diagram (AON). Each activity is represented by a node in a graph,
and the edges represent the precedence relations between the activities.
Our goal is to generate an activity list (AL) and a mapping from activities to modes, i.e. a mode assignment (MA), which can later be used to construct a schedule. We do this by using a learning agent for
each activity. These agents make their decisions using 2 learning automata (LA) [5]. An LA is a simple
decision making device based on reinforcement learning. One LA is used for choosing a successor activity

Figure 1: Comparison with other approaches for the MRCPSP - Average deviation from optimal(%)
to forward the control to, and one LA is used for choosing the mode in which the activity will operate. An
additional dispatcher agent is introduced for forwarding the control to all agents.
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Results and discussion

For testing the performance of the algorithm, we applied it to instances of the project scheduling problem library (PSPLIB) [4], which is available from the server of the University of Kiel (http://129.187.106.231/psplib/).
Figure 1 shows the comparison of the multi-agent learning approach with other state-of-the-art approaches
for the MRCPSP. The numbers denote the average deviation from the optimal makespan in percent. The
best results are marked in bold.
When considering these results for the MRCPSP, we can conclude that the multi-agent approach performs very well when comparing it to the state of the art methods from the literature. We even reach the best
result for one dataset (J16). We also tested the new approach on the largest single-mode RCPSP instances.
The single-mode results reveal average performance when compared to the best algorithms reported in the
literature. We can conclude that the power of our approach is its coupling between learning the activity order
and learning the modes. Note that although our approach is distributed, it does not require mutual communication between the learning automata. The coupling of the LA happens through the common global reward
signal.
We have shown that the combination of reinforcement learning and optimization is definitely useful and that
this combination will certainly be further investigated in the future. One of the next topics will be to test the
scalability of our local learning approach.
Acknowledgment: This research was carried out within the IWT SBO DiCoMAS project (IWT060837).
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Abstract
Multi-agent learning plays an increasingly important role in solving complex dynamic problems in today’s society. Recently, an evolutionary game theoretic approach to multi-agent reinforcement learning
has been proposed as a first step towards a more general theoretical framework. This article uses the evolutionary game theory perspective to link behavioral properties of learning algorithms to their performance
in both homogeneous and heterogeneous games, thereby contributing to a better understanding of multiagent reinforcement learning dynamics. Simulation experiments are performed in the domain of 2 × 2
normal form games with the learning algorithms Lenient and non-lenient Frequency Adjusted Q-learning,
Finite Action-set Learning Automata and Polynomial Weights Regret Minimization. The results show
that evolutionary game theory provides an efficient way to predict the behavior, convergence properties
and performance of reinforcement learners. In general, leniency is found to be the preferable choice in
cooperative games. Furthermore, the non-lenient learning algorithms do not show significant differences
when their intrinsic learning speed is compensated for.

1 Introduction
Recent years have seen an increasing interest in multi-agent learning within the field of Artificial Intelligence
(AI) [8]. The dynamic and complex nature of many multi-agent environments makes reinforcement learning
(RL) a preferred learning technique in such cases. Single-agent RL has already been studied in much detail
and acquired a strong theoretical foundation [9]. This allowed for the construction of proofs of convergence
for several RL methods, e.g., Q-learning [12]. However, multi-agent RL still lacks such a general theoretical
framework, despite some specific theoretical proofs of convergence (e.g., [2]). Recently, an evolutionary
game theoretic approach to reinforcement learning has been taken up that might fill this gap [11].
This article combines the result of simulation experiments with insights from evolutionary game theory,
in order to provide a thorough analysis of the qualitative as well as quantitative aspects of reinforcement
learning. Such an analysis provides a means to link certain behavioral properties of a learning method to
its performance. Furthermore, different RL methods are analyzed both in homogeneous and in heterogeneous games, thereby being able to compare results from both scenarios. Recently, [5] have studied several
RL methods in a similar setting. This article contributes to these results by emphasizing the difference
between traditional RL methods (such as studied by [5]) and lenient methods, i.e., methods that forgive miscoordination in the initial learning phase. The latter have been shown theoretically to improve convergence
in coordination games [7]. This article extends on and confirms these results empirically.
The remainder of this article is structured as follows. Section 2 provides an overview of reinforcement
learning and its link to evolutionary game theory. The experimental setup is described in section 3. Sections 4 and 5 present the results of the homogeneous and heterogeneous experiments. Finally, section 6
summarizes and concludes this article.

2 Background
This section presents the necessary background for the experiments performed in this article. We limit the
theoretical discussion to a brief overview of reinforcement learning and its relation to evolutionary game
theory. For a more extensive introduction to these fields, the reader is referred to [9] and [3], respectively.

2.1 Reinforcement learning
In reinforcement learning (RL), an agent has to learn by trial and error interaction with the environment.
It performs action i with probability xi and receives reward ri as a feedback that indicates the desirability
of the resulting environment state. Two types of RL methods are generally distinguished: value-based
methods, which estimate the expected discounted future reward Qi , from which then a policy x is derived;
and policy-based methods, which learn directly in the policy space. This article studies the following four
RL methods.
Frequency Adjusted Q-learning (FAQ) [4] is a variation of the value-based Q-learning method, that
modulates the learning step size to be inversely proportional to the action selection probability. This modulation leads to more rational behavior that is less susceptible !to initial
" over-estimation of the action values.
β
The update rule for FAQ learning is Qi (t+1) ← Qi (t)+min xi , 1 α [r(t + 1) + γ maxj Qj (t) − Qi (t)],
where α and β are learning step size parameters, and γ is the discount factor. The Boltzmann action-selection
−1

mechanism is used with a temperature τ : xi =

eQi ·τ
# Qj ·τ −1
j e

.

Lenient FAQ-learning (LFAQ) is a variation of FAQ learning. Leniency has been shown to improve
convergence to the optimal solution in coordination games [7]. Leniency is introduced by having the FAQ
method collect κ rewards for an action, before updating this action’s Q-value based on the highest perceived
reward.
Finite Action-set Learning Automata (FALA) [10] is a policy-based learning method. This article
considers the Linear Reward-Inaction update scheme. It updates its action selection probability based on a
fraction α of the reward received. The probability is increased for the selected action, and decreased for all
other actions. The update rules for FALA are xi (t + 1) ← xi (t) + αri (t + 1)(1 − xi (t)) if i is the action
taken at time t, and xj (t + 1) ← xj (t) − αri (t + 1)xj (t) for all actions j ̸= i.
Regret Minimization (RM) [5] is another policy-based learning method. It updates its policy based on
the loss (regret) incurred for playing that policy, with respect to some other policy. This article studies the
Polynomial Weights method, that calculates the loss with respect to the optimal policy in hindsight. Again, a
learning step size parameter α controls the update process. The method updates the weight of the actions by
wi (t + 1) ← wi (t) (1 − αli (t + 1)). Normalization of these weights gives the action selection probabilities.

2.2 The evolutionary game theoretic approach
Evolutionary game theory (EGT) adopts the idea of evolution from biology to describe how agents optimize
their behavior without complete information [6]. It therefore provides a solid basis to study the decision
making process of boundedly rational agents in an uncertain environment. EGT utilizes concepts such as
evolutionarily stable strategies (ESS) and replicator dynamics (RD) to describe behavior and convergence
of a population of agents playing a certain game. Supposing that each player is represented by a population
consisting of pure strategies, the fact that a player plays action A with probability p can be translated as a
fraction p of the population playing pure strategy A. In a two-player game, the coupled replicator equations
that describe the change in the frequency distribution over the pure strategies are given by
dxi
= xi [(Ay)i − xT Ay]
dt
dyi
= yi [(Bx)i − y T Bx]
dt

(1)
(2)

where x (y) is the frequency distribution for player 1 (2), and A (B) represents its individual payoff matrix.
Recently, a formal relation between evolutionary game theory and reinforcement learning has been established, by showing that a specific RL method, Cross learning, converges in the continuous time limit
to the replicator dynamics [1]. Based on this result, several authors have derived evolutionary models for
different RL methods. Table 1 presents the evolutionary models of FAQ [11], LFAQ [7], FALA [11] and
RM [5].

3 Experimental setup
Table 1 shows the four games that are used for the learning experiments. All are 2 × 2 normal form games,
meaning that they are two-player games in which each player has to choose between two actions. Three

Table 1: Overview of the evolutionary dynamics of the studied learning methods. Only the dynamics of the
first player are given; the dynamics of the second player can be found by substituting B for A, swapping x
and y, and swapping the matrix indexes in the ui rule of LFAQ.
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distinct classes of 2 × 2 normal form games can be identified [3]. The first class consists of games with one
pure Nash equilibrium, such as the Prisoner’s Dilemma. The second class of games has two pure and one
mixed Nash equilibrium. The Battle of the Sexes, Stag Hunt and Coordination game belong to this class.
Finally, the third class of games has only one mixed Nash equilibrium; an example is the Matching Pennies
game. Results from the latter are left out as these do not contribute additional insights for the discussion.
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Figure 1: Normalized payoff matrices for the four different games.

3.1 Convergence speed
When two different learners oppose each other in a game, they may not learn equally fast. This can lead
to artifacts caused by the mere difference in learning speed rather than a true differentiation in qualitative
learning dynamics. Knowing the relation between the learners’ step sizes and their convergence speed
makes it possible to select the step sizes in such a way that the different methods learn equally fast in self
play, which ensures a fair competition in mixed play.
Table 2 shows the average number of iterations needed to converge for the different learning methods,
in the Prisoners’ Dilemma using the step size α = 0.001. These averages are calculated by running 250
simulations with starting points uniformly distributed over the policy space, and measuring the number of
iterations needed for the learner to ϵ-converge (ϵ = 0.001). The other parameters are set to β = τ = 0.01
and γ = 0 for FAQ and LFAQ, and κ = 5 for LFAQ. These results also provide a means to level the
convergence speed of the different algorithms. For example, to level the convergence speed of FAQ and
Table 2: Mean convergence time of the different
learners in the Prisoner’s Dilemma (rounded averages over 250 simulations with uniformly distributed
starting points), learning speed ratio ρ and convergence time given modulated learning rate αρ.
PD
FAQ
LFAQ
RM
FALA

α = 0.001
46388
270003
38413
38116

ρ
1.00
5.82
0.83
0.82

α = 0.001ρ
46388
46625
46655
46121

Table 3: The learning speed ratio ρ for different
games and learners, with respect to FAQ, as calculated from 250 simulations with uniformly distributed starting points for each pair of learners.

FAQ
LFAQ
RM
FALA

PD
1.00
5.82
0.83
0.82

SH
1.00
7.81
0.97
0.89

BoS
1.00
7.20
0.91
0.90

CG
1.00
5.41
0.95
0.95

RM, the ratio ρ between their respective average numbers of iterations k can be calculated as
ρRM,F AQ =

kRM
.
kF AQ

This ratio might differ depending on the game, since the learners’ behavior also depends on the game,
especially when multiple equilibria are present. The resulting values of ρ are indicated in Table 2, and
additional experiments with the modulated learning rate αρ show that it compensates the intrinsic learning
speed differences. The same procedure can be applied to the other games, using the corresponding values
for ρ, with similar results, summarized in Table 3. The values found in this table are used throughout the
remainder of the experiments.

4 Self play
Self play is the standard form of learning experiments, in which each competing player implements the same
learning method. All experiments use the same parameter settings: step size α = 0.001 times the ratio given
in Table 3; for (L)FAQ, β = 0.01, τ = 0.01 and γ = 0. This section describes the behavior of the learning
methods in self-play. Convergence properties and performance are evaluated in Section 5 in comparison to
mixed play results.
The behavior of a learner over time can be visualized using a trajectory plot or by plotting the directional field of the corresponding replicator dynamics. Here, a combination of both is used to show how the
individual learning trajectories relate to their evolutionary prediction. All trajectory plots show the average
trajectory over 10 runs of 50,000 iterations each (100,000 for the Prisoner’s Dilemma).
Figure 2 shows the difference in behavior of FAQ and LFAQ in the four games studied. FAQ is taken as
a representative example of the non-lenient learners, whose behavior is very similar. The results show that
both algorithms indeed behave as predicted by their evolutionary model. In the Prisoner’s Dilemma, there
is not much variation in the trajectories or predictions for the two different learners. As can be seen, all
trajectories converge to the game’s Nash equilibrium (D,D), which in the plot lies at (0,0). The directional
field shows that indeed all possible initial policies will eventually converge to this equilibrium, for both types
of learners. In the three games belonging to the second category, with multiple equilibria, a clear distinction
can be seen between the three non-lenient learners, FAQ, FALA and RM, and the lenient learner LFAQ.
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Figure 2: Policy trajectories of FAQ and LFAQ in three different games. In these games, the trajectories of
FALA and RM are similar to FAQ.
In the Battle of the Sexes, the trajectories converge to the same equilibria for both types of learners, but
do so in different ways. The lenient learner has a different mixed equilibrium much closer to (O,F) which
indicates that each player sticks to its preferred action much longer by ignoring lower payoffs. The higher
the degree of leniency, the closer the mixed equilibrium gets to (O,F).

The Stag Hunt, and to a lesser extend also the Coordination Game, clearly shows the advantage of
leniency in cooperative environments. In these games, both player prefer the same equilibrium, in both cases
(1,1) in the plot. In the Stag Hunt game, non lenient learners prefer the safer risk dominant equilibrium (0,0),
where both hunt for Hare. The lenient learner in this case forgives mistakes made by the other player, and
can therefore reach the Pareto optimal equilibrium (S,S) in most cases. In the Coordination game this effect
is less strong, since there is no risk dominant equilibrium. However, again the lenient learner is able to reach
the Pareto optimal equilibrium more often. This effect is described in more detail in the next section.

5 Mixed play
In the mixed play experiments, games are played by heterogeneous pairs of players, meaning that both
players implement different learning methods. The results of these experiments are compared with those of
the self play experiments in the previous section. This provides insight into how the behavior of a learner
depends on the behavior of its opponent. Moreover, the results indicate how well the learners do against
different opponents by looking at their performance.
Again, all experiments use the same parameter settings. All methods use step size α = 0.001 times the
ratio given in Table 3. For (L)FAQ, β = 0.01, τ = 0.01 and γ = 0. This section is divided in three parts,
describing the behavior, convergence properties, and performance of the learning methods respectively.

5.1 Behavior
The behavior of the learners is again analyzed by running simulations with several different starting points,
and plotting the resulting trajectories together with the directional field of the mixed replicator dynamics.
For each starting point, 10 simulations are run and the resulting trajectories are averaged. Each simulation
consists of 50,000 iterations (100,000 in the Prisoner’s Dilemma).
Again, the non-lenient learners behave very similar to each other, and most deviations occur only when
LFAQ is involved. For example, Figure 3 shows the behavior of combinations of the three non-lenient
learners in the Stag Hunt game. The behavior of these combinations of learners does not show any significant
deviation. Moreover, the behavior is very similar to the self play behavior of these learners, see for example
the self play of FAQ in Figure 2.
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Figure 3: Policy trajectories of combinations of non-lenient learners in the Stag Hunt game.
When LFAQ is involved, on the other hand, the resulting behavior tends to differ from any of the learners’
self play behavior. Figure 4 shows the behavior of a combination of FAQ and LFAQ in four different games.
In these games, both FALA and RM in combination with LFAQ show very similar results. The depicted
trajectories clearly deviate from the self play behavior of any of the learners. It is interesting to note that the
evolutionary prediction is still correct, which shows that also in mixed play the replicator dynamics provide
a very useful analytical tool.

5.2 Convergence properties
The effect of the behavioral changes described in the previous section can best be analyzed by looking at
the changing basins of attraction of the different games. This analysis is limited to the three games with
multiple equilibria, since the Prisoner’s Dilemma has only one basin of attraction that either fills the whole
policy space, or is empty.
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Figure 4: Policy trajectories of mixed play between FAQ and LFAQ in four different games. The results of
the Prisoners’ Dilemma resemble self-play behavior. LFAQ has a larger basin of its preferred equilibrium
in the Battle of Sexes, and it supports convergence to Pareto optimal equilibria in common interest games.
The dotted trajectory line in Battle of the Sexes indicates that not all simulations converged to the same
equilibrium for this starting point.
As noted before, the most interesting changes occur when LFAQ is involved, otherwise results resemble
self play. Since RM, FALA and FAQ showed almost identical behavior, FAQ is used as a representative for
these three non-lenient learners. Figure 5 shows the basins of attraction in the three games for FAQ and
LFAQ, both in self play and when the two play against each other. The basins are calculated by iterating
the replicator equations over a 100 × 100 grid, and represented as a solid line indicating their border. The
directional field of the replicator dynamics is also shown to provide a clear overview of the convergence
properties.
The figures show several interesting properties of mixed play learning. In the Stag Hunt game, for
example, both learners have almost opposite basins of attraction in self play, with FAQ converging to (H,H)
and LFAQ to (S,S) in the largest part of the policy space. When these two learners play against each other,
the resulting basins of attraction appear to be a mix between those two opposites. A similar effect can be
seen in the Coordination Game, although in this case the difference is much smaller as the original basins of
attraction are more similar.
Also interesting to note is that in the Battle of the Sexes, FAQ and LFAQ show similar convergence
properties in self play, but LFAQ profits in the mixed scenario: a larger part of the policy space converges
to (0,0), which corresponds to the preferred equilibrium (F,F) of LFAQ, being player 2. When the learners
switch sides, again LFAQ ‘wins’ and FAQ ‘loses’ in a larger part of the policy space. The results for all
combinations of learners are summarized in Table 4.
Table 4: Percentage of the policy space belonging to the basin of attraction of the various equilibria, for
different combinations of learners. Pareto optimal equilibria are indicated with ∗.

FAQ self play
FAQ - LFAQ
LFAQ self play

(H,H)
74.3
37.3
19.0

SH
(S,S)∗
25.7
62.7
80.9

BoS
(F,F) (O,O)
49.5
49.5
68.3
31.7
49.5
49.5

(F,F)
25.7
16.7
10.8

CG
(O,O)∗
73.9
83.3
89.2

5.3 Performance
The performance of the learners is analyzed by looking at the average reward earned during game play. The
average reward of learning method A against learning method B is calculated as the average over 1,000
simulations where A is player 1 and B is player 2, and another 1,000 simulations where B is player 1 and
A is player 2. The starting points of the simulations are uniformly distributed over the policy space. These
results are compared to the self play results of lenient and non-lenient learners.
Figure 6 shows the average reward over time for FAQ and LFAQ in self play and mixed play. In the
Prisoner’s Dilemma not much variation is seen in the results, indicating that both learners do equally well in
this game. In the Stag Hunt game, LFAQ performs better than FAQ in self play, but it does worse in mixed
play. This can be explained by the fact that FAQ still prefers to play action H in the beginning, which leads
to a lower payoff for LFAQ when playing S. In the Battle of the Sexes, LFAQ clearly gains from mixed play,
whereas FAQ looses. Finally, in the Coordination Game the mixed result lies between the two learners’
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Figure 5: Overview of the basins of attraction of FAQ, LFAQ, and the combination between both learners
as representative examples of the difference between non-lenient and lenient learners.
results in self play. In this game, both players always receive the same payoff and therefore their cumulative
reward in mixed play is exactly equal.
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Figure 6: Average reward over time for FAQ (solid), LFAQ (dotted), FAQ mixed (dashed), and LFAQ mixed
(dash-dot).
It is also possible to calculate the expected average reward of the learners given in Table 5 using the
basins of attraction calculated in Table 4 and the games’ payoff matrices. These evolutionary expectations
are in line with the simulation-based findings presented in Figure 6, which shows that the replicator dynamics
are not only useful in describing the behavior and convergence of the learners, but can also accurately predict
their performance.

6 Discussion and Conclusions
A method has been designed to level the convergence speed of different learners in self play by calculating
a modulation factor for the learning step size. This is required to ensure a fair competition in the case of
mixed play, and to rule out artifacts based on quantitative rather than qualitative differences between the
learners. The self play experiments, described in Section 4, show that all learners behave as predicted by
their evolutionary models. There are notable differences between the behavior of LFAQ and the other, non-

Table 5: Expected average reward for FAQ and LFAQ in self play and mixed play, based on the games’
basins of attraction and payoff matrices. These results show that leniency is a weakly dominant choice in
cooperative games, as it achieves at least as high reward against any opponent.

FAQ self play
FAQ - LFAQ
LFAQ self play

SH
Player 1 Player 2
0.75
0.75
0.88
0.88
0.94
0.94

BoS
Player 1 Player 2
0.74
0.74
0.66
0.84
0.74
0.74

CG
Player 1 Player 2
0.87
0.87
0.92
0.92
0.95
0.95

lenient learners. In common interest cooperative games such as the Stag Hunt, LFAQ converges to the Pareto
dominant equilibrium more often than the other learners, thereby achieving a higher average reward.
Similar effects are seen in the mixed play experiments of Section 5. Again, there is a difference between
the non-lenient learners, and the lenient learner LFAQ. Most notably, in the Battle of the Sexes LFAQ is
able to push the learning process towards its preferred equilibrium more often than the non-lenient learners,
leading to a higher average reward in mixed play for LFAQ and a lower reward for its opponent. In the
cooperative games with common interest, LFAQ ‘teaches’ its opponent to converge to the Pareto optimal
equilibrium more often, which leads to a higher payoff for the other player and a lower payoff for LFAQ
itself. In general, LFAQ performs at least as well against a specific opponent as the other investigated
learners do. As such, it is the preferable and safe choice for cooperative games.
Furthermore, it has been shown that the replicator dynamics can efficiently describe the behavior and
convergence properties of the learners both in self play and in mixed play. Moreover, the replicator dynamics
can be used to predict the performance of the learners in specific games, using the game’s basins of attraction
and payoff matrix to compute the expected average reward of the learners.
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Abstract
Overcoming convergence to suboptimal solutions in cooperative multi-agent games has been a main challenge in reinforcement learning. The concept of “leniency” has been proposed to be more forgiving for
initial mis-coordination. It has been shown theoretically that an arbitrarily high certainty of convergence to
the global optimum can be achieved by increasing the degree of leniency, but the relation of the evolutionary game theoretic model to the Lenient Q-learning algorithm relied on the simplifying assumption that all
actions would be updated simultaneously. Building on insights from Frequency Adjusted Q-learning, this
article introduces the variation Lenient Frequency Adjusted Q-learning that matches the theoretical model
precisely, and allows for arbitrarily high convergence to Pareto optimal equilibria in cooperative games.

1 Introduction
Many strategic interactions can be characterized as collaborative, i.e., success primarily depends on the
coordination of actions executed by different agents. Such cooperative multi-agent games may yield a vast
number of stable but suboptimal solutions, in which either the agents are partitioned into coordinated subgroups, or complete coordination on suboptimal joint actions is achieved. Cooperative multi-agent learning
aims to overcome these challenges. However, multi-agent learning is significantly more complex than singleagent learning, since the presence of other adaptive agents makes the environment dynamic, and the optimal
behavior depends on the other agents’ strategies.
Recently, an evolutionary game theoretic approach to multi-agent reinforcement learning has been proposed to facilitate the understanding of multi-agent learning dynamics [1, 10]. This approach replaces
individual rationality from game theory by concepts like selection and mutation from evolutionary biology
to describe the change in a population of candidate strategies. The replicator dynamics that govern the population change have been formally linked to the behavioral change of multi-agent reinforcement learners.
This article demonstrates the strength of the evolutionary game theoretic approach by introducing a variation of Q-learning based on insights from evolutionary game theory. Recently, it has been shown that the
introduction of leniency to the evolutionary model of Q-learning improves convergence to Pareto optimal
equilibria in cooperative games [8]. A lenient version of Frequency Adjusted Q-learning [5] is proposed,
which implements this evolutionary model. In addition, the match between the model and the proposed
learning algorithm is demonstrated empirically, and the almost certain convergence to Pareto optimal equilibria with growing degree of leniency is illustrated.
The remainder of this article is structured as follows. Section 2 summarizes the necessary background on
evolutionary game theory and reinforcement learning. The formal link between these two fields is presented
and the proposed Lenient Frequency Adjusted Q-learning algorithm is introduced subsequently in Section 3.
The theoretical arguments are complemented in Section 4 by an empirical study of the new algorithm and
its dynamics. These experiments are discussed in Section 5, which also concludes this article.

2 Background
This section presents a brief overview of evolutionary game theory and reinforcement learning. For a more
elaborate discussion of these two fields, the interested reader is referred to [4] and [9], respectively.

2.1 Evolutionary game theory
Game theory models the interaction between players as a game, in which each player has a set of actions
to choose from. All players have to select an action simultaneously, upon which they receive a payoff that
depends on the combination of actions played. The goal for each player is to come up with a strategy that
maximizes its payoff in the game. It is assumed that the players are rational, in the sense that each player
tries to maximize its own payoff irrespective of the payoffs of the others [3].
The payoffs can be conveniently represented in the bi-matrix (A, B). A bi-matrix can, just like a normal
matrix, contain any number of rows and columns; “bi” just reflects the fact that each cell contains two
numbers: the payoffs for both players [3]. Suppose the row player plays action i and the column player plays
j, then the bi-matrix (A, B) gives the payoffs Aij to the row player and Bij to the column player. Figure 1
presents the payoff bi-matrices of three games that are used to evaluate the proposed learning method in
this article. The Coordination Game and the Stag Hunt are cooperative games, where both players prefer
the same outcome: (S, S) in the Stag Hunt and (O, O) in the Coordination Game. Matching Pennies is an
example of a competitive game, in which a win for one player is a loss for the other.
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Figure 1: Normalized payoff matrices for the three games considered in this article.
2.1.1 Pareto optimality
An important concept in game theory is the Nash equilibrium (NE). A set of strategies for all players forms
a Nash equilibrium if no single player can do better by playing a different strategy [3]. In the Stag Hunt,
both (S, S) and (H, H) are NE; the Coordination Game has NE (O, O) and (F, F ); and Matching Pennies
has a mixed NE in which both players play action H with probability 12 . The examples of the Stag Hunt
and Coordination Game show that not all NE of a game may be equally preferable. The concept op Pareto
optimality captures this idea: an outcome is Pareto optimal if no other outcome leads to a higher payoff for
at least one payer, without reducing the payoff to any other player [4]. The outcomes (S, S) and (O, O) are
the Pareto optimal NE of the Stag Hunt and the Coordination Game; Matching Pennies has only one NE
which is therefore also Pareto optimal.
2.1.2 Replicator dynamics
Classical game theory assumes that full information is available to the player, which together with the assumption of hyper-rationality does not reflect the dynamical nature of most real world environments [4].
Evolutionary Game Theory (EGT) was developed to overcome this limitation, by adopting the idea of evolution from biology to describe how players can learn to optimize their strategy without requiring complete
information [6]. The theory provides a solid basis to study the decision making process of boundedly rational
players in an uncertain environment.
Central to evolutionary game theory are the replicator dynamics, that describe how a population of
candidate strategies evolves over time. Supposing that each player is represented by a population consisting
of pure strategies, the fact that a player plays action A with probability p can be translated as a fraction p of
the population playing pure strategy A. In a 2-player game, the process of change over time in the frequency
distribution of the candidate strategies is described by
dxi
= xi [(Ay)i − xT Ay]
dt
dyi
= yi [(Bx)i − y T Bx]
dt

(1)
(2)

where x (y) is the frequency distribution for player 1 (2), and A (B) represents its individual payoff matrix.
These equations are the replicator dynamics that constitute the link between EGT and RL.

2.2 Reinforcement learning
A reinforcement learning agent has to learn by trial-and-error interaction with its environment. It has no
explicit knowledge on how to achieve its goal, it can only perceive the results of its actions by means of
punishment and reward. The agent’s goal is to maximize its reward over time by learning what the best
action is in each situation. This article considers single-state reinforcement learning. Each time step the
agent performs an action i upon which it receives a reward ri ∈ [0, 1]. Based on this reward the agent
updates its policy which is defined as a probability distribution over its actions x, where xi denotes the
probability of selecting action i. The way in which the policy is updated is specific to each reinforcement
learning algorithm.
A distinction has to be made between single-agent and multi-agent RL. Whereas in single-agent environments the Markov property may be assumed, multi-agent environments are inherently non-stationary,
and as a result proofs of convergence that hold for the single-agent case are no longer valid. Nevertheless,
single-agent RL algorithms have been shown empirically to produce good results in multi-agent settings as
well [2]. This article considers a variation of the Q-learning algorithm, which is introduced below.
2.2.1 Q-learning
Q-learning is an off-policy reinforcement learning method based on the idea of temporal difference (TD)
learning [12]. TD methods generally consist of two steps: policy evaluation and policy iteration. The first
step estimates a value function Q, that is then used in the second step to update the policy x. Q-learning
differs from on-policy TD methods in that it approximates the true action-value function Q∗ independent of
the policy being followed [9]. Single-state Q-learning uses the action-value update function
#
$
Qi (t + 1) ← Qi (t) + α ri (t + 1) + γ max Qj (t) − Qi (t)
(3)
j

to refine Q at every time step, where i is the action taken at time t, α controls the learning step size,
and γ discounts future rewards. Only the value of the selected action is updated; for all other actions j,
Qj (t + 1) ← Qj (t). The policy plays no role in this update process; it is only used to determine which
action is selected. Instead, the action-value update is based purely on the reward received and the expected
value of the next iteration, expressed by the term γ maxj Qj (t). After each update of Q, the new optimal
policy is derived using the Boltzmann exploration mechanism that converts the action-value function Q to
the probability distribution x, using a temperature parameter τ to control the balance between exploration
and exploitation:
−1
eQi ·τ
xi = % Q ·τ −1
(4)
j
je
A high temperature drives the mechanism towards exploration by leveling the action probabilities, whereas
a low temperature promotes exploitation by favoring actions with a high Q-value. Q-learning is proven to
converge to the true action-value function Q∗ in a Markovian environment, given that each action is selected
(and its action-value is updated) an infinite number of times [12].
2.2.2 Lenient Q-learning
Lenient Q-learning is a learning method specifically tailored to cooperative multi-agent environments. When
multiple independent agents learn together in such an environment, it can often happen that they converge
to suboptimal solutions whereas a single agent might have no difficulty at all in finding the optimum. One
of the reasons is that the environment is unpredictable, since actions taken by other agents influence the
rewards received. Initial mis-coordination on a Pareto optimal solution may result in severe punishment,
and as a result the Q-value of the Pareto optimal action may decrease. In the end, this can drive the agents
away from the Pareto optimum, resulting in suboptimal behavior. This effect can be reduced by introducing
leniency, i.e., by ignoring initial mis-coordination. It has been shown that leniency can greatly improve the
accuracy of an agent’s projection of the search space in the beginning of the learning process [7]. It thereby
overcomes the problem that initial mis-coordination might lead to suboptimal solutions in the long run.
Leniency towards others can be achieved by having the agent ignore some low rewards and only consider
the highest of several samples. For example, the agent might always update its policy when an action yields
a higher reward than expected. When the reward is lower, it chooses probabilistically: in the beginning it

should show more lenience towards its teammates and ignore more low rewards, whereas in the end it might
be more critical and always update its policy. A simpler approach is to have the agent collect κ rewards for
a single action before it updates the value of this action based on the highest of those κ rewards [8]. This
results in a fixed degree of leniency, expressed by the value of κ.

3 Connecting evolutionary game theory and reinforcement learning
The relation between reinforcement learning and evolutionary game theory was first formalized by [1], who
proved that the continuous time limit of Cross learning, a specific reinforcement learning method, converges
to the replicator dynamics. Recently, evolutionary dynamical models of Q-learning and Lenient Q-learning
have been developed with the intention to provide a more intuitive way to understand the behavior of reinforcement learning [11, 8]. However, these two models use the simplifying assumption that all actions
would be updated at each iteration. This leads to a discrepancy between the predicted and actual learning
behavior. For Q-learning, this difference has been resolved by the variation Frequency Adjusted Q-learning
(FAQ), which inherits the preferable behavior of the evolutionary model [5]. Combining the insights from
leniency and frequency adjustment, a lenient version of the FAQ algorithm, called Lenient Frequency Adjusted Q-learning (LFAQ), is proposed that adheres to the predictions of the evolutionary model of Lenient
Q-learning in the same way that FAQ adheres to the model of Q-learning.

3.1 Frequency Adjusted Q-learning
Differences between the actual behavior of reinforcement learning and the evolutionary model have been
observed. It is known that such differences can occur when the step size of the learning is large [1]. However,
the discrepancies observed in Q-learning may remain when the step size is decreased [5]. The evolutionary
model was derived under the assumption that all actions are updated equally often [11], but the actionvalues in Q-learning are updated asynchronously: the value of an action is only updated when it is selected.
If synchronous updates incur a change of ∆Qi , then asynchronous updates incur a change of xi ∆Qi , where
xi is the probability of selecting action i. Due to the simplifying assumption, the derivative of the actionvalue update function used in the evolutionary model of Q-learning differs by a factor xi from the actual
Q-learning behavior. It is further argued that the evolutionary model predicts more rational behavior than
the Q-learning algorithm actually exhibits, and therefore [5] introduce the variation Frequency Adjusted
Q-learning (FAQ) that perfectly fits the evolutionary model. The action-value update is weighted inversely
proportional to the probability with which the action is selected, thereby simulating synchronous updates:
#
$
1
Qi (t + 1) ← Qi (t) + α r(t + 1) + γ max Qj (t) − Qi (t)
(5)
j
xi
However, this function is only valid in the infinitesimal limit of α, as otherwise the fraction α/xi may
become larger than 1. This would violate the assumptions under which the algorithm converges [12]. In
order for the method to be numerically applicable, the authors define a generalized version of the frequency
adjusted Q-learning method, by introducing a variable β ∈ [0, 1):
!
" #
$
β
Qi (t + 1) ← Qi (t) + min
, 1 α r(t + 1) + γ max Qj (t) − Qi (t)
(6)
j
xi
When β = 1, FAQ reduces to normal Q-learning; therefore this value is excluded from the allowed range
of β. It is shown that the value of β controls the area of the policy space for which FAQ is valid [5]. If
xi ≥ β, FAQ behaves according to the evolutionary dynamics; if xi < β, FAQ behaves equivalent to regular
Q-learning. Given the range of possible rewards and a specific temperature τ , the most extreme policy that
may arise can be computed using the Boltzmann policy generating function. Hence, a temperature τ can
be selected according to β, such that xi ≥ β is guaranteed in FAQ-learning, and thus the algorithm always
behaves according to the evolutionary model. Theoretically, this means that the range of β can be further
narrowed, since it reduces the policy space from both sides: 0 < β < 12 . Practically, β should be chosen as
small as possible to ensure the validity of FAQ for a large part of the policy space.
The behavior of FAQ has been shown to match the evolutionary model that was originally designed for
Q-learning, whereas Q-learning itself deviates from it [5]. Furthermore, FAQ is less sensitive to the initialization of the Q-values, whereas Q-learning behaves differently depending on the initial action-values. The
latter fact makes FAQ a robust choice for many applications where correct initialization might be impossible.

3.2 Lenient Frequency Adjusted Q-learning
Several ways exist in which leniency can be introduced in a learning method, as explained in Section 2.2.2.
The most straightforward way to forgive mistakes is to collect several rewards for each action, before performing an update step. This update is then based on the highest of those collected rewards. The expected
maximum payoff for action ai over κ interactions is given by Equations 7 and 8 for both players. Substituting these for the reward matrices A and B in the replicator dynamics leads to the evolutionary model of
Lenient Q-learning [8]:
'(%
)κ (%
)κ *
−
& Aij yj
k:Aik ≤Aij yk
k:Aik <Aij yk
%
ui =
(7)
k:Aik =Aij yk
j
'(%
)κ (%
)κ *
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& Bji xj
k:Bki ≤Bji xk
k:Bki <Bji xk
%
wi =
(8)
k:Bki =Bji xk
j
&
dxi
αxi
xj
=
(ui − xT u) + xi α
xj ln( )
dt
τ
xi
j

(9)

&
dyi
αyi
yj
=
(wi − y T w) + yi α
yj ln( )
dt
τ
yi
j

(10)

Since Lenient Q-learning inherits the action-value update rule from Q-learning, its behavior is similarly
influenced by the asynchronous nature of the updates. In addition, the evolutionary model of Lenient Qlearning is based directly on the evolutionary model of Q-learning [8]. Therefore, the same discrepancies
between predicted behavior and actual behavior are expected, and may similarly be resolved.
This article proposes the Lenient Frequency Adjusted Q-learning (LFAQ) algorithm that combines the
improvements of FAQ and Lenient Q-learning. The action-value update rule of LFAQ is equal to that of
FAQ; the difference is that the lenient version collects κ rewards before updating its Q-values based on the
highest of those rewards. In addition to the theoretical arguments that carry over from FAQ [5], Section 4.1
provides empirical proof that LFAQ indeed matches the evolutionary model proposed by [8]. This implies
that the newly proposed algorithm inherits the strong guarantees derived from the evolutionary model, i.e.,
the basins of attraction of the Pareto optimal equilibria can be increased to an arbitrarily large fraction of the
policy space by increasing the degree of leniency.

4 Experiments
This section presents two experiments that demonstrate the validity and advantage of Lenient Frequency
Adjusted Q-learning (LFAQ). First, differences between Lenient Q-learning and the evolutionary prediction are illustrated, and it is shown that the proposed LFAQ matches the evolutionary model significantly
better. Second, the effect of leniency on the basins of attraction for equilibria with different payoffs is investigated. This experiment gives an intuition how leniency increases the probability of convergence to the
global optimum.

4.1 Validating Lenient Frequency Adjusted Q-learning
This experiment compares the behavior of Lenient Q-learning (LQ) and Lenient FAQ-learning (LFAQ)
and shows that LFAQ better matches the behavior predicted by its evolutionary model. This is done by
comparing the learners’ policy trajectories with the directional field of the replicator dynamics for various
games. As explained in Section 3.2, the policy trajectories of LQ deviate from their expected path in a
way similar to those of Q-learning. LFAQ counters this deviation by introducing an extra term in the value
function update rule that compensates for the frequency with which an action is chosen.
In order to be comparable to [5], which investigates this deviation for (FA) Q-learning, a similar setup
is used for the experiments. Three games are selected: the Coordination Game (CG) and the Stag Hunt
(SH) game with two pure Nash equilibria; and the Matching Pennies (MP) game with one mixed Nash equilibrium. The results of the Prisoner’s Dilemma which is used in [5] are not shown since MP sufficiently
represents the class of competitive games, and leniency is especially suited to cooperative games. Of particular interest is the Stag Hunt game, since its two equilibria are different in nature. It has one payoff dominant

equilibrium and one risk-dominant equilibrium, and the cooperative nature of Lenient Q-learning makes it
particularly suited to find this payoff dominant Nash equilibrium.
Different initializations of the Q-values result in different learning behavior in Q-learning. As LQ is a
direct extension of Q-learning, a similar effect is expected. Therefore, experiments include different initial
values for Q, based on the minimum (pessimistic), mean (neutral), and maximum (optimistic) possible Qvalues given the game’s reward space [5].
Figure 2 shows a combination of the RD directional field plots and the policy trajectories of both LQ
and LFAQ for the three different games and initialization settings. Both learners use τ = 0.1, γ = 0.9 and
κ = 5. A learning rate of 10−5 is chosen in order to obtain predictable behavior, which with the given value
for κ relates to α = 5 · 10−5 for LQ, and α = 5 · 10−2 and β = 10−3 for LFAQ.
These results show that the behavior of LQ indeed depends on the initial Q-values. This leads to significant differences in convergence properties of the learner. For example, the pessimistic and neutral initialization in the Matching Pennies lead to outward movement, which actually means moving away from the
equilibrium. In the Stag Hunt and Coordination Game, the learner converges to either one of the equilibria
depending on the initial settings. LFAQ is more robust; it behaves the same irrespective of the initialization. In each of the cases LFAQ converges to the game’s Nash equilibrium, and in the cooperative games
the learning traces converge to the payoff dominant Nash equilibrium. The fact that LFAQ does not quite
reach the equilibrium point in the Stag Hunt is caused by the temperature setting; decreasing the temperature
allows the algorithm to reach the equilibrium.
Comparing the learners’ trajectories to the evolutionary model, it is clear that LQ deviates from the
expected path in most cases, whereas LFAQ shows behavior consistent with the predicted dynamics. The
learners behave most similar to each other with maximum initial Q-values. However, in many applications
the rewards are not known in advance, making it impossible to calculate the maximum Q-value for a game.
LFAQ is a better choice than LQ since its behavior does not depend on the initialization and is consistent
with the evolutionary prediction.

4.2 An example of lenient convergence to the global optimum
The main challenge to converge to a Pareto optimal solution in cooperative games is mis-coordination, which
may lead to inferior rewards. As long as actions are not sufficiently coordinated, the probability of lower
rewards is high and the agent may have more incentive to adopt a safe action. This can be demonstrated using
the example of the Stag Hunt game, where mis-coordination on the Pareto optimum is punished, while the
alternative action yields a mediocre reward that is independent of the other agent’s action. Lenient learning
ignores lower rewards and thereby increases the probability of converging to a Pareto optimal solution.
Figure 3 shows the dynamics of LFAQ in the Stag Hunt game given different degrees of leniency. The
highest payoff is achieved by playing the first action with probability one. The basin of attraction for the
global optimum grows with the degree of leniency, and in the limit consumes the whole strategy space.
These results illustrate the claim of [8] that “properly-set lenient learners are guaranteed to converge to
the Pareto-optimal Nash equilibria in coordination games”. In combination with the previous result, this
demonstrates the value of the newly proposed Lenient Frequency Adjusted Q-learning algorithm, which
inherits the theoretical guarantees from the evolutionary model.

5 Discussion and conclusions
The contributions of this article are three-fold: 1. the Lenient Frequency Adjusted Q-learning algorithm has
been introduced, 2. it has been compared with Lenient Q-learning and its evolutionary model, and 3. the
ability of LFAQ to converge to the Pareto optimal Nash equilibrium has been illustrated.
The proposed LFAQ algorithm combines insights from FAQ [5] and LQ [8] and inherits the advantages
of both. Empirical comparisons confirm that the LFAQ algorithm is consistent with the evolutionary model
derived by [8], whereas the LQ algorithm may deviate considerably. Furthermore, the behavior of LFAQ
is independent of the initialization of the Q-values. This implies that it is less prone to problems arising
from premature temperature decrease, which yields similar artifacts as skewed initialization, and it is overall
easier to set up. In addition, the behavior of LFAQ is more desirable than the behavior of the original LQ
method with respect to the learning trajectories followed. Finally, the probability of converging to a Pareto
optimal equilibrium with LFAQ can be increased arbitrarily close to one by raising the degree of leniency.
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Figure 2: Overview of the behavior of Lenient Q-learning and Lenient FAQ-learning in different games.
The figure shows different initialization settings for the Q-values: pessimistic (left), neutral (center) and
optimistic (right). The arrows represent the directional field plot of the replicator dynamics of Lenient FAQlearning.
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Figure 3: Lenient Frequency Adjusted Q-learning in the Stag Hunt game with varying degree of leniency.
The line indicates the border between the two basins of attraction for the risk dominant equilibrium at (0, 0)
and the payoff dominant equilibrium at (1, 1).
The methodology underlying this article demonstrates the value of evolutionary game theory as a tool
to analyze, understand and design multi-agent learning algorithms. Future work will provide an empirical
evaluation of the performance of lenient learners against lenient and non-lenient learners in a variety of
normal form games.
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Abstract
Reinforcement Learning is a promising paradigm for adding learning capabilities to humanoid robots.
One of the difficulties of the real world is the presence of disturbances. In Reinforcement Learning, disturbances are typically dealt with stochastically. However, large and infrequent disturbances do not fit
well in this framework; essentially, they are outliers and not part of the underlying (stochastic) Markov
Decision Process. Therefore, they can negatively influence learning. The main reasons for such disturbances for a humanoid robot are sudden changes in the dynamics (such as a sudden push), sensor noise
and sampling time irregularities. We investigate the effects of these types of outliers on the on-line learning process of a simple walking robot simulation. We propose to exclude the outliers from the learning
process with the aim to improve convergence and the final solution. While infrequent sensor and timing
outliers had a negligible influence, infrequent pushes heavily disrupted the learning process. By excluding
the outliers from the learning process, performance was again restored.

1

Introduction

Reinforcement Learning (RL) is an attractive paradigm for adding autonomous learning capabilities to machines such as humanoid robots. By means of interaction with the real world, i.e., trial-and-error learning,
the system is capable of learning complex behavior while receiving coarse feedback in terms of positive
and negative rewards. An added complexity of real-world systems is the presence of disturbances. For a
real-time dynamic system such as a humanoid robot (see Figure 1(a)), we have found the main sources of
disturbance to be sensor noise, noise on the timing (i.e., sample duration) and changes in the dynamics such
as a sudden push or height differences in the floor. Disturbances can be (virtually) instantaneous, such as
sensor noise and timing hiccups, or lengthier such as wind, changing floor slope, or (temporary) sensor drift.

✓

(a)

(b)

Figure 1: a. LEO: a 2D walking robot suitable for on-line Reinforcement Learning [8]. b. Simplest walker
model, the most elementary model that describes walking behavior.

Within RL, the learning agent and its environment are usually modeled as a Markov Decision Process
or MDP. It is common practice for RL algorithms to allow stochastic state transitions (and rewards) in
the MDP [3, 6, 11]. Usually, averaging over sufficient experiences will allow the algorithm to find the
optimal solution to such a stochastic MDP. However, not all disturbances can be considered to be part of
the stochastic nature of the problem. Some disturbances, especially large and infrequent ones, should be
considered as outliers. While some algorithms – particularly off-line ones – are robust against outliers, to
our knowledge no in-depth study has been made of the effect of realistic outliers on learning a control policy
for real-time dynamic systems.
We are primarily interested in on-line Temporal Difference (TD) learning, such as Q-learning and
SARSA [10], because this class of algorithms requires a minimal amount of prior knowledge and does
not restrict the space of possible solutions. This is important for creating learning techniques that make
machines truly autonomous, i.e., not dependent on an engineer pre-programming a part of the solution.
Dealing with outliers has two main aspects. The first step is to detect the outlier. Once it is detected, the
system can reject the outlier, excluding it from the learning process. A possible further step is correction,
i.e., to try and counter the disturbance while it is active, which is only possible when the disturbance has
a significant duration. Appropriate correction requires classification of the outlier to predict its evolution.
Deliberately including disturbances in the learning process might result in a solution that is more robust
against disturbances. However, this is only possible if they occur often enough; in other words, if they are
part of the stochastic nature of the system. The focus of this paper is on the effects of outliers and the added
value of rejecting them.
Several techniques have been studied to make RL more robust against disturbances [9, 7, 4, 1]. While
this work offers important and useful techniques, the difference in effects of various types of disturbances
remains unknown. We explore the influence of several types of outliers on the learning process of a simple
simulation1 model of a walking robot – the simplest walker model [5] – in order to assess the need for further
steps such as detection and classification. To illustrate the benefit of being able to detect outliers, we test
the effect of excluding the outliers from the learning process – a relatively simple operation in TD learning.
We do not look into the ability of the learning agent to withstand stochastic disturbances, e.g. normally
distributed disturbances of moderate size; we only consider large, infrequent disturbances that can best be
regarded as outliers. We also do not look into slow and permanent changes in the system or its environment,
because this requires different properties of the learning algorithm: the ability to adapt to new situations.
This paper is organized as follows. In Section 2, we give a theoretical overview of the Reinforcement
Learning framework and discuss the influence of large disturbances in Section 3. In Section 4, we describe
the experimental setup (simulation). We present our results in Section 5 and our conclusions in Section 6.

2

Reinforcement learning

In this section, we briefly introduce the Markov Decision Process and the main on-line Temporal Difference
learning algorithms Q-learning and SARSA. For a thorough introduction to RL, see, e.g., [10].
Markov Decision Process The common approach in RL is to model the learning system as a Markov Decision Process (MDP) with discrete time steps labeled k = 0, 1, .. 2 Z with sampling period h. The dynamic
systems that we are interested in - robotic systems - have a continuous state space S and a continuous action
space A. The MDP is defined as the 4-tuple hS, A, T, Ri, where S is a set of states and A is a set of actions.
The state transition probability function T : SR ⇥ A ⇥ S ! [0, 1) defines the probability that the next state
sk+1 2 S belongs to a region Sk+1 ⇢ S as Sk+1 T (sk , ak , s0 )ds0 , when executing action ak 2 A in state
sk 2 S. The reward function R : S ⇥ A ⇥ S ! R is real valued and defines the reward of a state transition
as rk+1 = R(sk , ak , sk+1 ). An MDP has the Markov property, which means that T and R only depend on
the current state-action pair and not on past state-action pairs nor on information excluded from s.
The goal of the learner is to find the optimal control policy ⇡ ⇤ : S ! A that maps states to actions and
1
P
k
that maximizes, from every initial state s0 , the long term sum of discounted rewards R(s0 ) =
rk+1
k=0

in which is the discount factor. The action-value function or Q-function Q(s, a) gives the estimated return
of choosing ak in sk and following the control policy afterwards: Q(sk , ak ) = E{rk+1 + R(sk+1 )}.
1 While in simulation one can choose when and how to apply a disturbance, on a real robot, this happens mostly involuntarily.
Therefore, we use simulations throughout this paper to show the effects of several types of large disturbances.

Online RL implies that the system learns from interaction with the real world. In this paper, we assume
that the state transition probability function T is unknown to the learning agent (model-free RL). Although
there are multiple classes of online RL algorithms, in this paper we focus on the class of (online) Temporal
Difference learning algorithms.
Temporal Difference learning Temporal Difference (TD) learning methods mostly aim at directly estimating the Q-function Q(s, a), from which the policy is derived by selecting the control action for which
Q(s, a) is maximal. Popular on-line algorithms in this category are Q-learning and SARSA. After every state
transition, Q(sk , ak ) is updated as follows
Q(sk , ak )

Q(sk , ak ) + ↵

where ↵ is the learning rate, the discount factor and
calculated differently for SARSA and for Q-learning:
TDSARSA ,k
TDQ ,k

TD

TD,k

(1)

is the temporal difference (TD) error, which is

= rk+1 + Q(sk+1 , ak+1 ) Q(sk , ak )
= rk+1 + max
Q(sk+1 , a0 ) Q(sk , ak )
0

(2)

a

While SARSA uses the Q-value of the actually selected action in its update rule, Q-learning uses the maximum achievable Q-value, which does not depend on the executed policy. This makes SARSA an on-policy
and Q-learning an off-policy algorithm.
To speed up convergence, SARSA and Q-learning can be combined with eligibility traces, thereby forming SARSA( ) and Q( ), respectively. With eligibility traces, learning updates are not just applied to the
previously visited state-action pair (sk , ak ), but also to pairs that were visited earlier in the episode. In this
process, more recently visited (s, a)-pairs receive a stronger update than pairs visited longer ago. The update
rules become
Qk+1 (s, a) = Q
⇢ k (s, a) + ↵ T D ek (s, a)
1
, if s = sk , a = ak
(3)
ek (s, a) =
ek 1 (s, a) , otherwise.
which are now executed for all s 2 S, a 2 A. At the start of a new episode, e is reset to 0. For Q( ), the
eligibility of preceding states is only valid while the greedy policy is being followed. Thus, for Q( ), e must
also be reset after an exploratory action.
For Q-learning and SARSA, the greedy policy selects actions ak,greedy according to
ak,greedy = arg maxQ(sk , a0 ).
a0

(4)

A widely used action selection scheme that includes exploratory actions is the ✏-greedy policy, which defines
an exploration rate ✏ at which random actions are chosen (and greedy actions otherwise).

3

Large disturbances during Reinforcement Learning

For a real-time dynamic system such as a humanoid robot, the main sources of outliers are sudden changes
in the dynamics, sensor and actuator noise and sampling time irregularities. We now discuss the effect of
each of these categories of outliers on the Reinforcement Learning process, as well as disturbance rejection
and detection.
1. Outliers due to sudden changes in the system dynamics or the environment An external disturbance such as an instantaneous push or a step-up or step-down in the floor can cause an outlier in the state
transitions and bring the learning agent into an exotic state sexo
from which it needs to recover. This may
k
not always be possible. See Figure 2a for a one-dimensional example. The agent will erroneously relate
exo
Q(sk 1 , ak 1 ) to Q(sexo
k , ak ). Especially when the agent cannot recover from sk , states on good solution
paths might be linked to the negative results of the disturbance. The agent cannot relate and thus not reward
its behavior before the disturbance to the reward that it actually deserves.
When the agent almost never suffers from such disturbances, it probably does not have enough experience to recover from exotic states. However, when it is disturbed frequently, it is able to practice in these
regions of the state space as well, so that it automatically learns to correct these outliers.
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Figure 2: Effect of disturbances.
is the actual state, ⇥ is the measured state, and • is the state on which the
effective action at that timepoint based. (a) Instantaneous push. (b) Erroneous sensor reading. (c) Sample
time irregularity.
The effect of actuator noise is similar. However, actuator noise is likely to bring the system in a state that
it also could have visited under normal conditions, e.g. due to exploration. Therefore, this type of outlier is
less interesting and we do not further look into it.
In summary, the learning problem becomes larger because a larger part of the state space is visited.
Furthermore, with every outlier, parts of the state space are connected that are in principle not related, which
can negatively influence learned behavior in frequently visited parts of the state space.
2. Outliers due to sensor noise In case of an outlier in the sensor reading, the system will perceive a state
serr
that is different from the actual sk . Because of this, it will experience two erroneously perceived state
k
err
err
err
transitions; (sk 1 , ak 1 ) ! (serr
k , rk ) and (sk , ak ) ! (sk+1 , rk+1 ), with rk = R(sk 1 , ak 1 , sk ). See
Figure 2b for a one-dimensional example. The effect on the learning agent is that Q(sk 1 , ak 1 ) will be
err
related to Q(serr
k , ak ) – the latter most probably having a Q-value unrelated to the problem with sk being
an outlier. Next, Q(serr
,
a
)
is
related
to
Q(s
,
a
).
When
using
eligibility
traces
however,
it
is likely
k
k+1 k+1
k
that the subsequent TD updates (see (2)) largely cancel each other out. When using SARSA, for example,
the two subsequent errors in the TD updates are:
TD,k 1
TD,k

=
=

err
correct
TD,k 1
TD,k 1
err
correct
TD,k
TD,k

= rkerr
err
= rk+1

rk + (Q(serr
Q(sk , ak ))
k , ak )
rk+1 + Q(sk , ak ) Q(serr
k , ak )

(5)

When using eligibility traces and when serr
is not terminal, both incorrect TD updates are applied to all
k
Q(s, a) with e(s, a) 6= 0. The net error function (s, a) then becomes (also see (3)):
(s, a)

= ↵( TD,k 1 ek
= ↵(rkerr rk +

1 (s, a) +
err
(rk+1

)ek 1 (s, a)
TD,k ek (s, a)) = ↵(
TD,k 1 +
TD,k
rk+1 ) + (1
)(Q(serr
Q(sk , ak )))ek 1 (s, a)
k , ak )

(6)

with ek (s, a) = ek 1 (s, a). (s, a) is maximal for (sk 1 , ak 1 ) because ek 1 (sk 1 , ak 1 ) = 1. If the
reward function R is simple (e.g., sparse with possibly a time penalty) and sk,err is not a goal state, it often
err
holds that rkerr = rk and rk+1
= rk+1 , in which case the remaining error goes to 0 when approaches 1.
However, the agent will base ak on Q(sk,err , ⇤), which results in a suboptimal action. This action can
remove the agent from its optimal path - but not worse than when an exploratory action was chosen. Unlike
with a dynamics disturbance, the agent has a fair chance to successfully continue its trial and receive the
reward it deserves based on its behavior before the disturbance.
In summary, the most prominent effect of a sensor outlier are two learning updates with an erroneous
TD-error (with eligibility traces, the effect is usually very small) and one extra random action.
3. Outliers due to sampling time irregularities When the sampling time is suddenly disrupted, e.g. due
to calculations taking longer than normal, the dynamics of the system evolve longer (or shorter) than normal.
Depending on the type of action that the agent executes, the action itself will be shortened or extended,
which results in a different resulting state. This is true for actions like motor torque or voltage when they
are maintained until other actions overwrite them. However, unless the disruption lasts a large multiple of
the sampling time, the effect is expected to be limited. See Figure 2c for a 1-dimensional example.
In summary, an outlier in sampling time is expected to have a limited effect, unless it lasts a large
multiple of the sampling time.

Disturbance rejection and detection For on-line TD-learning, simply skipping the learning update for
state transitions that include outliers is enough to exclude the outlier from the learning process. When
eligibility traces are used, the traces can simply be cleared once an outlier is detected. This skips the faulty
learning update. Note that clearing the eligibility trace can slow down the learning process.
In this paper, we do not focus on the subject of detection of outliers. In our simulations, we simply
signal the learning algorithm that an outlier was detected at the moment we apply the disturbance. For online disturbance detection on robotics systems, a state transition model of the robot and its environment is
needed, preferably learned on-line. Model learning techniques that might be appropriate for such systems
are Locally Weighted Learning (LWL) [2], a local linear regression technique, and SmartSifter [12]. Once
a model is available, every state transition can be compared to the expected state transition based on the
model. If the prediction differs significantly from the measurement, the measurement can be labeled as an
outlier. Prediction intervals can serve as a significance measure and are easily calculated for LWL.

4

Experimental set-up

In order to evaluate the effect of several types of outliers on the learning process and the efficacy of skipping
the learning update, we have performed simulations of a simple two-dimensional system - the simplest
walker - that learns to walk. To simulate a disturbance, the walking system was severely perturbed for a
single time step. Because we do not focus on the outlier detection aspect, we simply signal the learning
algorithm of the presence of the outlier when the disturbance was applied. To reject the outlier, the learning
update is not performed and the eligibility trace is cleared. We tested three types of disturbances:
1. An instantaneous push, which is a change in the dynamics with a duration of one time step.
2. An erroneous sensor reading (spike noise).
3. A sampling time irregularity, resulting in a sample that takes longer to acquire.
The relevant parameters are a learning rate ↵ of 0.4, exploration rate ✏ = 0.05 (discounted such that it is 0.01
after 30 simulated hours), time discounting factor = 0.99 and trace decay rate = 0.92. The time step
was 0.2s. We keep the learning rate constant, which is realistic for a learning robot; it can then continuously
adapt to possible slow changes in the environment or its own dynamics, such as changes in friction due to
wear and tear of the system.
The simplest walker The simulated system is a compass walker [5] consisting of two rigid legs of unit
length connected by a frictionless hinge at the hip (Figure 1(b)). A mass of unit size is located in the hip
of the walker. The legs are massless, while the feet contain an infinitesimally small mass. This results in
pendulum-like behavior of the swing leg. We allow the swing foot to be briefly below floor level during
its swing, which is inevitable for a walker without knees; the second time the swing foot is at floor level
height, the walker makes a step and the swing leg becomes the new stance leg. The system is described by
the following equations of motion:


sin(✓
)
✓¨
(7)
¨ = sin( )(✓˙2 cos(✓
)) + sin(✓
)

in which ✓ is the angle between the stance leg and the floor normal and is the relative hip angle. We
used 4th order Runge-Kutta to integrate (7) with a time step of 0.0125s. At heel strike, the collision with the
floor causes the system to lose energy, and the swing leg becomes the new stance leg and vice versa. The
impact is modeled as an instantaneous velocity change from the pre-collision state(–) to the post-collision
state (+) by:
 +

✓˙
cos(2✓)
˙
(8)
˙ + = cos(2✓)(1 cos(2✓)) ✓
This unactuated system is able to passively and stably walk down a slope in a gravity force field with
unit magnitude. The slope angle is 0.004rad. For this passive walking gait, a footstep takes around 4
seconds (20 time steps). Its stability and walking speed can be increased by adding actuation. Because the
legs are virtually massless, the action consists of an acceleration of the swing leg instead of a torque. This
acceleration has no effect on the movement of the stance leg, only on the swing leg. The agent can choose its
action from the range [ 1.2, 1.2]ms 2 in 15 uniformly spaced steps. The state space of the learning agent

˙ and ˙ . At the start of a trial, the walker is randomly set to an initial condition that is
is spanned by ✓, ✓,
known to contain enough energy to start walking (but not necessarily leads to a stable walking pattern). A
trial ends when the walker fell down or after 100 seconds. The rewards are 1 for every action, 50 per meter
at every footstep and 50 when it falls. By rewarding traveled meters and punishing time, the walker will
optimize towards maximum walking speed. In most gaits we observed, a footstep took around 1.6 seconds.
Test scenarios We analyzed three types of large disturbances. In each test, we added a specific type of
disturbance to the system at random time intervals with an average of one disturbance every 50 time steps.
The first type of large disturbance is a physical perturbation of the system in the form of an instantaneous
push, which leads to an outlier in the state transitions (Figure 2(a)). In our simulation this was effected by
applying an instantaneous change in angular velocity of the stance leg, distributed uniformly over the ranges
[ 0.044, 0.038]rad/s and [0.038, 0.044]rad/s. This corresponds to a change in its velocity of rougly 25%100% depending on the moment of application.
The second type of large disturbance is sensor spike noise. Potentiometers commonly applied to measure
joint angles can lose contact, resulting in noise spikes. Such a disturbance only changes the state reported
to the learning module, while the physical system itself remains unchanged (Figure 2b). In our simulation,
an outlier was implemented by replacing the sensor reading of the hip angle by a random value distributed
uniformly over the range [ 2⇡ , ⇡2 ]rad. In addition, we changed the hip angular velocity as if it resulted from
differentiating the faulty position signal.
The third type of large disturbance is sampling time irregularity. While the motor control policy of most
robots runs on a proper real-time operating system, samples may still be delayed or lost due to communication errors or algorithmic calculations taking occasionally longer than normal. This was simulated by
omitting samples at random, causing the last chosen action to take twice as long.

5

Results and Discussion

We present our test results as learning performance graphs, showing the average traveled distance of the
walker versus simuation time. After every 20 episodes, a series of 11 test runs – each 100 seconds long –
was performed. By measuring traveled distance, an increase in performance in terms of faster walking shows
an increase in traveled distance. On the other hand, equally fast but unstable walking results in the walker
falling easily, resulting in on average a decrease in traveled distance. Each point in the graph is an average
of 20 tests and includes the 95% confidence interval of the average. Usually, the walker quite quickly learns
to walk, after which it (slowly) continues to optimize for walking speed.
The performance of learning to walk using the SARSA algorithm without disturbances is shown as
baseline in, e.g., Figure 3(f). We see that the walker learned to walk after about 1.5 hours, after which
it slowly keeps increasing its average walking speed, which increases its traveled distance during the 100
second test runs. We now compare this result to our different disturbance scenarios.
Push We first compared a learning process disturbed with random pushes – but undisturbed during the
test runs – to undisturbed learning. This allows us to ascertain how well we do on learning the underlying
undisturbed problem. In Figure 3(a) we can see that by muting the learning algorithm during an outlier as
described in Section 3, we do indeed learn the optimal policy. Without rejection however, the performance
is significantly worse. Apparently, Q-values of states that regularly visited during walking are severely
affected. Figure 3(b) shows the more realistic scenario we get when we include disturbances in the test
runs. Again, undisturbed learning and outlier rejection perform similarly (but worse than testing without
disturbances, of course), while regular learning in the disturbed system has a lower performance. This
indicates that the SARSA algorithm is unable to treat the outliers in the dynamics as stochastic variations.
Learning without disturbances while testing with disturbances performs slightly worse than learning with
and rejecting outliers. This can be explained by the fact that the disturbed learner visits a larger part of the
state space (i.e., more exotic states), from which it learns to recover, than the undisturbed learner. Note that it
might be expected that not rejecting outliers could eventually improve performance over rejection, because
the system could possibly learn a more cautious walking gait. In our simulations this was not the case.
Although we motivated our choice of keeping the learning rate constant (see Section 4), we tested the
effect of slowly reducing the learning rate over time (results not shown here). The low learning rate at the
end of the runs allowed regular SARSA to perform enough averaging to endure the disturbances and reach

the same level of performance as outlier rejection. However, it converged more slowly. We also compared
the performance of Q-learning and SARSA, but could not find a significant difference between the two,
indicating that outlier rejection is equally applicable to both algorithms.

(a) Undisturbed test (pushes). Disturbance
rejection (muting) restores optimal performance over regular disturbed learning.

(b) Disturbed test (pushes). Disturbance
rejection performs better than undisturbed
learning and regular disturbed learning.

(c) Disturbed test (sensor noise). There is
almost no difference between this scenario
and the baseline.

(d) Disturbed test (sensor noise), unrealistic case. Rejecting outliers has a negative
effect.

(e) Disturbed test (timing). There is almost
no difference between this scenario and the
baseline.

(f) Disturbed test (timing), unrealistic
case. Outlier rejection has the worst performance.

Figure 3: Performance comparison for the push scenario (a, b), sensor spike scenario (c, d) and sampling
time irregularity scenario (e, f) using SARSA.
Sensor spike noise Our second testing scenario is sensor spike noise. In Figure 3(c) we see that one
spike every 50 timesteps does not significantly reduce the performance from the baseline. As described in
Section 3, the eligibility trace masks the disturbance. The situation changes when we increase the frequency
of the spikes to once every 5 timesteps: overall performance drops, and only regular unmuted learning
learns to deal with the disturbances (Figure 3(d)). Both outlier rejection and undisturbed learning plateau at
a significantly lower performance level. Additionally, the convergence of muted learning is slowed by the
clearing of the eligibility trace. This shows that for certain disturbances, outlier rejection can actually have
a negative effect.
Sampling time irregularity The final scenario involved omitting samples. As can be seen in Figure 3(e),
there is again no significant difference from the baseline. More interestingly, even in the unrealistic case
of one lost sample every 5 timesteps, the regular unmuted learning process achieves only a slightly lower
performance than the baseline (Figure 3(f)). This indicates that our walking system is quite robust against
sampling time irregularity if it is allowed to learn to anticipate them. The frequency of the disturbance now
allows it to be treated as stochastic noise.

6

Conclusions

Stochastic system behavior is part of the stochastic MDP framework and poses no problem for most learning
algorithms, other than that it usually results in the need to average over more experience and thus longer
learning times. However, the effect of large and infrequent disturbances – or outliers – is relatively unknown.
Every real system will suffer from outliers to some degree. They can occur in sensor readings, timing or in
the dynamics of the system or its environment. In this work, we evaluated the effects of outliers on a simple

simulation model of a walking robot, which learned to walk using SARSA( ). We tested the effects of three
types of outliers: an instantaneous push, a sensor reading outlier, and a sampling time irregularity.
Pushing the walker at random moments, on average once in approx. 6 footsteps, had a dramatic effect on
the learning time and system performance. A simple remedy – rejecting the outliers by excluding the faulty
state transitions from the learning process – completely restored the performance of the walker. After an
equal amount of practicing hours, the ’ignorant’ walker performed only roughly half as good as the outlier
rejecting walker. The introduction of random spike noise on the sensor reading of the hip angle, on average
once every 50 measurements, had an undetectable effect on the learning agent. When spike noise was
applied ten times more often (unrealistic), outlier rejection actually resulted in a decrease in learning speed.
This can be explained by the fact that we excluded outliers in SARSA( ) by clearing the eligibility traces,
thus on average once in 5 samples, which slowed down learning. Doubling the sampling period randomly,
on average every 50th sample, also had an undetectable effect on the learning agent. When this was done ten
times more often (unrealistic), the effect became noticeable but was still surprisingly small. Again, rejecting
outliers by clearing the eligibility traces led to a large drop in learning speed. The rejection process had a
much more negative impact on the learning performance than the outliers themselves.
We can conclude that for this simple model, large disturbances in the dynamics have by far the largest
influence on the learning process, compared to timing and sensor outliers. In the future, we will test whether
these conclusions hold for a more complex model of our walking robot Leo.
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1 Introduction
In this paper, we propose an automated multi-agent multi-issue negotiation solution to solve a resource
allocation problem. We present a multilateral negotiation model, by which agents bid sequentially in consecutive rounds. Issues are bundled and negotiated concurrently, so win-win opportunities can be generated
as trade-offs exist between issues. We develop heuristics of negotiation strategies for three-agent two-issue
cases where the agents have non-linear utility functions and incomplete information about his opponents’
preferences, deadlines, etc. The strategies are composed of a Pareto-optimal-search method and concession strategies. An important technical contribution of this work lies in the development of the Paretooptimal-search method for three-agent multilateral negotiation. Moreover, we present the identification of
agreements and Pareto-optimal outcomes achieved by our methods in the mathematical way. Compared
to game-theoretic solutions, our heuristic methods are practical and tractable; the whole solution is very
efficient such that (near) Pareto-optimal outcomes can be achieved.

2 The Negotiation Model
Suppose three agents N = {1, 2, 3} partition two issues (resources) M = {1, 2} through negotiation. The
range of each issue is normalized to a continuous range [0, 1]. Each agent i ∈ N requires a combination
of a part of every issue j ∈ M , and only a unanimous agreement can be accepted. The negotiation takes
place round by round n ∈ N until an agreement is reached or some agent quits. In each round, three agents
bid their own desired parts of two issues, xi = (xi,1 , xi,2 ), sequentially in some (pre-specified) order. If
the bid profile x = (x1 , x2 , x3 ) forms an agreement, in which the sum of all bids of each issue is no more
than the total value 1, agent i will get a utility ui (x, n) = vi (xi ). We assume the valuation function vi
to be continuous and strictly monotonically increasing in each of the issues and the utility function ui is
strictly convex. All agents get zero utility without agreements. In this model, every agent’s preference and
negotiation deadline are private information.

3 The Negotiation Strategies
When it is an agent’s turn to bid, given his opponents’ latest bids, he needs to determine i) a desired utility ci
and ii) one bid xi of the utility. Given agent i’s utility function, a utility can be represented by an indifference
curve, which is a graph showing different combinations of issues, between which the agent is indifferent.
Given set Ci of all points on the curve, i.e., Ci = {xi | vi (xi ) = ci }, agent i can choose a most satisfying bid
which benefits his opponents most and gives himself the same maximum utility. This is the semi-cooperative
part of a competitive game to generate win-win opportunities and reach Pareto-optimal outcomes possibly.
For the first bid, the agent just chooses one point on the curve of his initial desired utility randomly.
1 The full version of this paper appeared in: Proceedings of the 12th International Conference on Principles of Practice in MultiAgent Systems (PRIMA’09), Nagoya, Japan, December 2009.

First, we present our Pareto-optimal-search method, the orthogonal bidding strategy, which lets agent
i find the most satisfying bid on his current indifference curve. The idea is to make a reference point ri
based on the other two agents’ latest bids and bid the point in Ci which is closest (measured
! in the Euclidean
distance) to ri . We propose the notion of reference point ri = (ri,1 , ri,2 ) = (1 − k∈N −{i} xk,1 , 1 −
!
k∈N −{i} xk,2 ), because the rest of the issues (represented by ri ) left by his opponents imply the two
agents’ joint expectation of agent i’s partition and bid xi closest to ri can make them most satisfied. Figure
1 left illustrates how agents use the orthogonal bidding strategy to make bids sequentially. In this figure, the
bidding order is agent 2 (green), agent 3 (red) and agent 1 (blue); the odd steps determine reference points
and the even steps determine bids based on the reference points.
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Figure 1: Examples of the Orthogonal Bidding Strategies
Given relatively low utilities, suppose three agents keep bidding (with the orthogonal strategy) on the
indifference curves of the utilities without concession and no agent quits. Figure 1 right illustrates the
process, in which the bids and reference points move closer round by round. Finally, each agent’s bids and
reference points are converged into one point on his indifference curve. That means, each agent’s final bid
completely satisfies his opponents’ desires and an agreement is reached. We give the following lemma.
Lemma 1. A profile of bids x = (x1 , x2 , x3 ) is an agreement ⇐⇒ each reference point ri Pareto
dominates bid xi , i.e., ri,j ≥ xi,j , where i ∈ N and j ∈ M .

However, an agreement that all issues are exactly partitioned does not necessarily indicate a Paretooptimal solution in multi-issue negotiation. Agents may still have chances to get Pareto improvements by
making trade-offs between issues. We analyse that every combination of two points (bids) on the other two
agents’ curves introduces a reference point to agent i. If agent i chooses any one of those reference points
as his bid where ri,j > 0 (j ∈ M ), his opponents can get their desired utilities and agent i can get a utility
larger than zero. We call the area composed of all such reference points the reference area of agent i and let
Xi denote the set of points in it. For each agent i, once his reference area and his indifference curve have
intersections, there are agreements. We give the following lemma.
Lemma 2. |Xi ∩ Ci | > 1 where i ∈ N ⇐⇒ there is an agreement x such that ui (x, n) > ci .

Only if the reference area and the indifference curve of every agent i has a unique intersection, the profile
of three intersections (bids) is a Pareto-optimal solution. We give the following theorem with a condition
that the indifference curves are strictly convex.
Theorem 1. |Xi ∩ Ci | = 1 where i ∈ N ⇐⇒ there is a Pareto-optimal solution x = (x1 , x2 , x3 ) where
ui (x, n) = ci .
Second, we study how agents make concession by lowering their desires of utilities, if no agreement
can be reached on their current indifference curves. In this work, we develop several concession strategies.
Agent i can concede a fixed amount utility, or concede a fixed fraction of current utility ci , or concede a
fixed fraction of the difference between his current utility ci and the utility introduced by the latest reference
point ri , or concede a fixed fraction of the remaining issues, given all agents’ latest bids.
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Abstract
This paper describes a new method for solving the Capacitated Vehicle Routing Problem (CVRP). The
CVRP is defined as the problem of delivering goods from a depot to a number of customers with a fleet
of capacitated vehicles, minimizing the cost of distributing the goods while respecting the capacity constraints of the vehicles. We have developed a method based on Monte Carlo Simulation (MCS) and the
Clarke & Wright Savings (CWS) heuristic that, with similar memory and CPU usage, outperforms previous best known Monte-Carlo-based algorithms for the CVRP. Performance is comparable with that of the
current state-of-the-art methods based on metaheuristics.

1

Introduction

The Vehicle Routing Problem (VRP) is a widely studied [17] NP-hard [16] combinatorial optimization problem that was introduced in 1959 by Dantzig and Ramser [9]. In the capacitated variant we are given a number of customers (nodes), each with its own numerical demand, the distance between each pair of customers
(edges), and a number of capacitated vehicles that can, starting from the depot (a special node), traverse the
edges and serve the customers. Many variants of the problem have been suggested, but the main objective is
to minimize the total distance traveled while respecting the capacity constraints of the vehicles.
The problem is not only of scientific value, but it is also important to the industry sector. Large package shipping companies benefit greatly from implementing the Vehicle Routing Problem as efficiently as
possible: every percentage saved on transportation costs means saving tremendous amounts of money.
The term Monte Carlo Techniques (MCT) is used to describe a class of widely used algorithms that rely
on the use of random sampling to finally acquire a solution to an optimization problem. Often, the decisions made when traversing the search space are based on performing random simulations for the possible
successor states. We will see that these techniques can also be applied to the VRP.
Section 2 starts with a description of the Vehicle Routing Problem and its variants. Several solution
methods are presented in Section 3. Monte Carlo Techniques are introduced in Section 4, and Section 5
describes how these techniques can be applied to the Vehicle Routing Problem. We will propose a new
Monte-Carlo-based algorithm and study its performance in Section 6. Section 7 concludes.

2

Vehicle Routing Problem

This section outlines and formally defines the VRP, ending with an overview of the most common variants.

2.1

Problem Definition

A customer is an entity that has a certain demand and therefore requires the presence of a vehicle, a “salesman” that can move between customers and the depot, a unit that initially possesses the demands of the
customers. The fleet is defined as the total group of vehicles. Moving a vehicle between the depot and the
customers comes with a certain cost. A route is a sequence of visited customers for a certain vehicle, and
starts and ends at the depot. The goal of the basic VRP is to serve all customers, minimizing the total cost
of the routes of all vehicles. Depending on the considered variant of the VRP (see Section 2.3), additional
constraints, such as vehicle capacities, may apply. A visual example of the VRP is given in Figure 1.

Figure 1: Example of a VRP instance with
n = 13 and m = 3. To keep visualization simple, the graph is not complete. Image
courtesy of Markus Chimani, Univ. Lena

2.2

Figure 2: Visualization of a solution of an instance with
n = 200 and m = 17 (instance 200-17B,see Table 2)

Formal Definition

The underlying structure of the VRP is a complete (fully connected) directed graph G(V, E). This structure
and notations with respect to vehicles, routes and the associated cost is outlined in the following definitions:
• V = {v0 , v1 , . . . , vn } is a set of n + 1 (n

1) vertices. We distinguish the depot v0 and n customers.

• E = {(vi , vj ) | 0  i, j  n, i 6= j} is the set of edges (arcs) between the vertices, called the roads.
• C = (cij ) is a cost matrix, with cij > 0 representing the cost of traversing edge (vi , vj ). For all i,
we define cii = 0. The triangle inequality holds: cij  cik + ckj (0  i, j, k  n). If cij = cji for
all customers i and j, we talk about the Symmetric VRP. If there exist customers i and j for which
cij 6= cji , we consider it to be an Asymmetric VRP. We will also denote cij = c(vi , vj ).
• m, with 1  m  n, is defined as the number of vehicles, or the fleet size.
• Ri = (v0i , v1i , . . . , vki i , vki i +1 ) is the vector of the route of vehicle i (with v0i = vki i +1 = v0 , vji 6= v`i ,
0  j < `  ki ), starting and ending at the depot. Here ki is the length of route Ri .
• S = {R1 , R2 , . . . , Rm } is a set of routes representing the solution of a VRP instance.
P ki
i
• C(Ri ) = j=0
c(vji , vj+1
) is defined as the cost of route Ri .
Pm
• C(S) = i=1 C(Ri ) is defined as the total cost of solution S, satisfying Ri \ Rj = {v0 } for all
routes Ri and Rj (1  i, j  m, i 6= j), and [m
i=1 Ri = V , so that each customer is served exactly
once. Here we treat the route vectors as sets to keep notation simple.
• d = (d0 , d1 , . . . , dn ) with all di > 0 (1  i  n) is a vector of the customer demands; d0 , the demand
of the depot, is always equal to 0. We will also denote the demand di of customer vi as d(vi ).
We have now defined the Vehicle Routing Problem in terms of a minimization problem (or actually, as
a Multiple Traveling Salesman Problem), as the main task at hand is to minimize the value of C(S). The
constraint that is related to the correlation between the demands and the vehicle routes is specific to the
considered variant of the VRP, and therefore outlined in the next subsection.

2.3

Variants

This subsection describes the most common variants of the Vehicle Routing Problem that have been suggested in literature. Note that these variants do not necessarily exclude each other; combinations of two or
more of these variants can be made to form more complex variants of the VRP.
The Capacitated Vehicle Routing Problem (CVRP) is the most common variant of the Vehicle Routing
Problem. In this variant, a fixed fleet of m delivery vehicles must service the customer demands, with the
additional restriction that these vehicles are capacitated: they can contain goods (the customer’s demands)
up to a certain maximum capacity. The CVRP has a homogeneous and heterogeneous variant.

In the Homogeneous CVRP (or Uniform Fleet CVRP) each vehicle has the same capacity Q. The only
difference in the formal definition is that a route is considered
feasible if the total demand of all customers
P ki
on a route Ri does not exceed the vehicle capacity Q: j=1
d(vji )  Q. To ensure that vehicles are always
big enough, the demand of a customer is never greater than the vehicle capacity: dj  Q (1
Pn j  n). Also,
the total demand of all customers can not be greater than the total capacity of all vehicles: j=1 dj  m⇤Q.
In the Heterogeneous CVRP (or Mixed Fleet CVRP) the fleet is composed of different vehicle types,
each with its own capacity, and sometimes also with its own fixed cost. Even the cost matrix C can be
specific for each vehicle. A more detailed analysis of this variant is given in [22].
In the Vehicle Routing Problem with Time Windows each customer has to be served within a specific time
window. Adding these windows to the VRP creates a link with the well-known Job Scheduling Problem, see
[3]. In the VRP with Pickup and Delivery customers may also return items; this variant is outlined in [11].
The Stochastic VRP covers all the variants of the VRP with one or more randomized properties. For example,
the variant where the distance matrix is dynamic is described in [24]. Any variant that has a certain bound
D on the maximum distance covered by a vehicle is called a Distance Constrained VRP. Time may also be
dependent on other properties than distance, and when a maximum allowed time T per vehicle or for the
entire routing is specified, we consider the VRP to be Time Constrained.
This paper will focus on the Symmetric Homogeneous Capacitated Vehicle Routing Problem, in the
sequel addressed as “the CVRP”, or even shorter for reader convenience, “the VRP”. This VRP variant has
been proven to be NP-hard. For a detailed complexity analysis we refer the reader to [16]. We remark that
the hardness of an instance of the VRP is often related to the tightness
Pn T, which is the relation between the
sum of the demands and the total capacity of all the vehicles: T = i=1 di / (Q ⇤ m).

3

Related Work

Many solving methods for the CVRP have been proposed. We distinguish between exact methods, methods
based on heuristics, and those based on meta-heuristics. In this section, we will describe each of these
approaches, paying special attention to one heuristic method, which will be the basis of our algorithm.

3.1

Exact Methods

The easiest exact method that one can think of is a simple brute-force approach. In essence we would be
listing our n customers in some order (which can be done in exactly n! ways), and we then place m 1
delimiters that determine when a route has ended after m 1 out of the n 1 customers (placing it after the
n 1
last customer creates an empty vehicle), creating a total of n! m
1 /m! possible solutions (we divide by m!
because the order of the vehicles is irrelevant). Because of this extremely large number of possibilities, we
can conclude that it is unlikely that we will ever find the optimal solution with a brute-force approach.
A branch-and-bound algorithm for the VRP clearly requires a lower bound, because we are trying to
minimize the total cost. Over the past 50 years, many lower bounds have been suggested for the Vehicle
Routing Problem. An excellent survey of lower bounds is given in [2]. Pure branch-and-bound is still rather
slow and will not give good solutions when the value of n increases. A description of a branch-and-cut
algorithm for the VRP is given in [15]. The algorithm converts the graph behind the VRP into a so-called
“K-tree”, a structure for which a polynomial algorithm exists to find shortest paths. Edges between certain
clustered customers are also fixed, and constraints that take care of the vehicle capacity and the fact that
each customer is visited at most once are also added. This algorithm has produced proven optimal solutions
for a number of difficult problems, and works well for problems with up to 100 customers.
Because exact methods are rather limited in performance, we refer the reader to the excellent surveys in
[18] and [22] for an overview of other exact algorithms for the VRP.

3.2

Heuristic Methods

Heuristic methods are a class of methods that do not provide an exact answer, but instead produce an as
optimal as possible solution in a reasonable amount of time. In this section we describe the Clarke & Wright’s
Savings heuristic algorithm in detail. Many other algorithms have been developed, see [22] for an overview.
The Clarke & Wright’s Savings (CWS) algorithm dates back to 1964 when it was introduced in [6] as
the first savings-based algorithm (sometimes also referred to as merging-algorithm). This method initially
assumes that each customer is served by its own vehicle. Next, two customers are to be served by the same
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Table 1: Example VRP instance with n = 5 for the CWS method
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(d) Savings List

vehicle as long as their capacity constraints are not violated. Determining the order in which customers are
combined into a certain vehicle route is done by processing the so-called savings list, which is a list of all
customer pairs sorted in descending order by their savings value. The savings sij for a pair of customers vi
and vj is defined as the savings in terms of distance that would be realized if these two customers would be
served right after each other by the same vehicle instead of each by their own vehicle:
sij = c0i + c0j

cij

(1)

Due to the triangle inequality sij
0 for all customers i, j. When the savings list has been processed,
two things can happen. Either all customers have been combined into m or less routes and the instance is
solved, or more than m routes are still present, as some customers are still assigned to their own vehicle.
This problem with so-called capacity-infeasible solutions being generated is often caused by a high tightness
value. The CWS method thus does not guarantee a capacity-feasible solution, however, when a solution is
found, it is likely to be good, as a more or less greedy algorithm to maximize savings has been performed.
Example. Consider the symmetric distance matrix in Table 1a for n = 5 customers and the demand
vector given in Table 1b. Assume that we have m = 2 vehicles, each with capacity Q = 100. We first
compute the savings of all the customer pairs vi and vj by applying the previously mentioned formula to the
distance matrix, resulting in Table 1c. For convenience we sort the customer pairs by savings, in descending
order, creating the savings list (Table 1d).
We will describe how the CWS algorithm would process the savings list. First, 1 5 is processed and
inserted in the first route. 1 2 is then skipped because adding 2 would exceed the capacity constraint of
our vehicle (37 + 35 + 32 > 100). Next 2 4 is inserted in a new route. Only customer 3 is left now and
is first encountered in the 3 5 pair, so it is added to the first route. In this way the algorithm constructs the
routes 1 5 3 and 2 4 with a total cost of 171, which in this case also happens to be optimal.
The CWS algorithm has a complexity of O(n2 · log n) with n 1 customers, assuming the savings list
is implemented as a heap with n2 elements, where extraction from the heap takes log n time. The method
has very often been adjusted, improved and tuned. As we will see later on, the CWS algorithm can serve as
a good basis for other (meta-heuristic) algorithms.

3.3

Meta-heuristics

Meta-heuristics can roughly be categorized into local search, population search and learning algorithms.
Each of these meta-heuristics have been applied more than once to the VRP. Tabu search is the most popular
local search method that has very often been successfully applied [7]. Genetic algorithms are also very
useful in solving the VRP; these population search techniques are discussed in great detail in [1]. For the
VRP, Ant Colony Optimization (ACO) [20] is the most frequently applied learning algorithm. Currently, the
best algorithms for larger VRP instances are based on Tabu Search and Genetic Algorithms.

4

Monte Carlo Techniques

Monte Carlo Techniques (MCT) are a class of algorithms that rely on the use of random sampling to finally
acquire a solution to a given problem. Plain random sampling is a method that starts at the root node of
a search tree and repeatedly picks a random child as a successor until it reaches a leaf node. The process
can be repeated a number of times to obtain a set of solutions, or to only keep the best solution after each
iteration. The advantage of plain random sampling compared to for example Depth-First-Search (DFS),
is that diversity is maximized. However, the disadvantage is that good solutions are not always randomly
distributed over the search tree, but even though scattered, are clustered in some part of the tree. It would

Figure 3: Basic Monte Carlo Simulation

Figure 4: Values of p (⇥100%, horizontal axis) and their
corresponding average solution lengths (vertical axis)

be better if we could guide the search towards these better clusters. The key lies in the balance between
exploration and exploitation: the algorithm needs a sufficient amount of randomness to explore the search
space, but it also has to exploit already found potentially better regions of the search space.
Monte Carlo Simulation (MCS), for example as described in [19], is especially useful when it is hard
to judge the quality of a partial solution before the entire solution has been generated, which would be a
requirement for heuristic algorithms such as (ID)A*. The process is explained in Figure 3, and works as
follows. We start at the root node of the search space which is marked as the current node. From each of
the b 1 possible successors (children) of this current node we perform r 1 (common values are around
1000 or more) random simulations until a terminal node of the search space is reached. So at each step
of this algorithm a total of b ⇤ r so-called probes are sent down towards the leaf nodes, following some
simulation strategy. The “best” child based on these random simulations is then selected for expansion. The
“best” child can be the node with the highest score out of the r random probes, or it can be the node with the
highest average out of the r probes. Which evaluation method is best depends on the type of problem and
the behaviour of the search space. When the current node is a leaf, an actual solution has been found and
the method is terminated. The emerging behaviour here is what we are looking for: the search is repeatedly
“guided” towards better parts of the search tree where again better solutions can be found. Another advantage
of MCS but also Monte Carlo Techniques in general is that these methods are highly parallelizable.
The MCS method can be improved by performing a full search as soon as the size of the remaining search
space below the current node allows this. Another simple improvement can be realized by, at a global level,
keeping track of the best solution found so far during all the random probes, as this solution may not always
be identical to the solution that is finally found by the MCS algorithm itself. Also, it is often worthwhile to
optimize the simulation strategy. Instead of sending random probes down the search tree, domain-specific
knowledge can be used to slightly guide the search. For example, in case of the Vehicle Routing Problem, it
might not be smart to create a path between two customers with a very large distance in between them, while
both customers have many other closer customers that they can be connected to. The problem with having a
big random factor playing a role in an algorithm such as MCS is that even though we take an average out of
a fixed (perhaps too small) number of random simulations, wrong choices can still be made. Therefore, one
run of a Monte Carlo algorithm is not as efficient as ten runs. Often described in literature as Meta Search,
the so-called restarts can help to improve the quality of the final solution.

5

Monte Carlo Techniques applied to the VRP

Compared to the huge amount of work done on the VRP, relatively little work seems to have been done
on applying Monte Carlo Techniques to the Capacitated VRP. Using Monte Carlo Techniques to solve the
VRP was suggested for the first time in 1979 in [5]. Improvements compared to the CWS method were
already observed at that time, though standard test sets were not yet defined, making comparison with current
techniques quite hard. Random sampling for the Distance Constrained VRP was suggested in 2000 by [10],
where a simulation method very similar to the Nearest Neighbor Insertion [4] method was used. Compared
with best known methods, performance was quite limited. Other than the algorithm outlined in the next
subsection, no other literature than the above, was found on the application of MCT to the CVRP.

5.1

ALGACEA

In 2007, the ALGACEA-1 method was suggested in [14] as a Monte Carlo algorithm for the VRP, based
on the Clarke & Wrights Savings approach. Later on, ALGACEA-2, an improved version assisted by an
entropy function and some other improvements was introduced in [13]. In essence, this algorithm performs
plain random sampling where in each random sample a savings pair sij is repeatedly selected from the set
of savings pairs with probability pij :
sij ↵
pij = P
(2)
↵
k,` sk`
Here k and l are the indexes of the unvisited customers and ↵ defines the focus on the best savings pairs,
and can according to the authors be set to an integer value somewhere between 1 and 5. This algorithm
thus selects savings pairs with a higher savings value with a higher probability than pairs that produce lower
savings, in an attempt to keep the balance between exploration and exploitation intact.
SR-1 [12] and SR-2 are are Monte-Carlo algorithms very similar to ALGACEA, but unfortunately only
tests on randomly distributed search spaces were reported, and not the well-known test sets.

5.2

BinaryMCS-CWS

In this section we introduce our method, BinaryMCS-CWS, which is based on Monte Carlo Simulation
(see Section 4) and the Clarke & Wright’s (CWS) algorithm (see Section 3.2). The method is outlined in
Algorithm 1, and it essentially iterates over the savings list, sorted in descending order by the size of the
savings. If a savings pair is feasible, r random simulations are performed for the current state and the state
where that savings pair is processed. If the average solution quality is better when the pair is processed, it
is actually processed and the procedure is repeated, otherwise the savings pair is skipped. The algorithm
ends when a solution is found or when the savings list has been exhausted. The main difference with the
ALGACEA algorithm lies in the fact that our algorithm never deviates from the order of the savings list.
In each random simulation (Algorithm 2), the savings list is processed linearly from top to bottom.
However, a savings pair is either skipped with a certain probability p (0  p  1) or processed with
probability 1 p. Notice that setting this parameter p to 0 is the exact CWS algorithm: no savings pairs are
skipped and every simulation will have the same outcome. Very high values for p will in turn result in a lot
of chaos and infeasible (or at least inefficient) routes. In essence, this probability parameter p allows us to
tune the balance between exploration and exploitation: it defines how much diversity is added to the CWS
solution. We have experimented with different values of p on several instances from [23]. The best solutions
were not generated with one specific value, but for a range of values. Therefore, in each simulation of our
algorithm, p is set to a random value between a lower bound ` and an upper bound u. This ensures that some
simulations have more “exploration power” than others. For our VRP test set, a value between 0.05 and 0.20
appears to give the best results (see Figure 4 for instance E051-05E), so we set ` = 0.05 and u = 0.20.
Algorithm 1 B INARY MCS-CWS

Algorithm 2

Require: savingslist, r
while !savingslist.empty() or solution.done() do
pair
savingslist.pop();
if feasible(pair ) then
processed
solution.process(pair );
yes
0; no
0;
for i = 1 to r do
yes
yes + SIMULATION(processed , savingslist);
no
no + SIMULATION(solution, savingslist);
end for
if yes no then
solution
processed ;
end if
end if
end while
if best.length() < solution.length() then
return best;
end if
return solution;

Require: solution, savingslist
p = rand(`, u);
while !savingslist.empty() do
pair
savingslist.pop();
if rand(0, 1) > p then
solution
solution.process(pair );
end if
end while
if solution.length() < best.length() then
best
solution;
end if
return solution.length();

SIMULATION

Note that in both algorithms, `, u and best are
global variables. All other variables are local.

Instance
A-n65-k9
A-n80-k10
E051-05E
E072-04F
E076-07S
E076-10E
E076-14U
E101-08E
E101-10C
E101-14U
E151-12C
E200-17B
E200-17C
Total

Tightness
0.97
0.96
0.89
0.97
0.97
0.97
0.91
0.91
0.93
0.93
0.93
0.94
0.94

Best
1174
1764
525
242
691
837
1029
826
820
1091
1031
1291
1311
12632

CWS
1479
1945
637
345
845
999
(1160)
1031
940
1306
1331
1291
1557
14866

ALGACEA-2
1343
1927
579
310
781
948
1122
970
877
1258
1252
1557
1502
14426

Diff
14.40%
9.24%
10.29%
28.10%
13.02%
13.26%
9.04%
17.43%
6.95%
15.31%
21.44%
20.60%
14.57%
14.20%

BinaryMCS-CWS
1224
1805
536
265
703
860
1057
861
844
1101
1084
1346
1360
13046

Diff
4.26%
2.32%
2.10%
9.50%
1.74%
2.75%
2.72%
4.24%
2.93%
0.92%
5.14%
4.26%
3.74%
3.28%

Table 2: ALGACEA-2 vs. BinaryMCS-CWS, and their difference (“Diff” ) with the best known solution.

6

Results

In this section we will compare BinaryMCS-CWS with ALGACEA-2 using a big part of the test sets found
at [23]. We used a 3.2GHz machine with 6GB memory and no more than 5 minutes of computation time per
instance, which is also the maximum the amount of time spent by ALGACEA-2.
The results are shown in Table 2. The first column lists the instance names, where the first and second
number in a name denote the number of customers and the number of vehicles, respectively. The second
column denotes the tightness of that instance, followed by the instance’s best known solution, found either
by an exact algorithm or some algorithm based on metaheuristics. The fourth column shows the obtained
solution length by the standard CWS algorithm. Values between brackets denote infeasible solutions, meaning too many vehicles were used. The next four columns represent the obtained solution lengths and their
difference with the best known solution, for the ALGACEA-2 and the BinaryMCS-CWS method.
The BinaryMCS-CWS algorithm as described in Section 5.2 was executed with r = 2000 and making
use of random restarts. It produces solutions with a difference of 13046 12632 = 414 distance units
(3.28% on average), whereas ALGACEA-2 has a difference of 1794 (14.20%) from the optimal or best
known solution. Interesting to note is that the instances that are hard for the ALGACEA-2 algorithm (such
as E072-04F) are also relatively hard for our BinaryMCS-CWS method. This is most likely due to to the
limitation of the applicability of the CWS method to that particular instance. Apparently, for some instances,
the CWS method is simply not the way to go, and no matter how much we deviate from the CWS solution
path, or no matter how many and which savings pairs we skip, we never find that one optimal solution.
We think our method performs better because of two reasons. First of all, our method performs Monte
Carlo Simulation instead of random sampling. Second, our method respects the order of the savings list,
whereas the ALGACEA-2 method can and often will change the order in which the savings are processed.
We expect this ordering to be crucial for obtaining good results. We also point out the simplicity of our
method compared to the ALGACEA-2 algorithm. Our experiments suggest that adding more time does
not significantly improve our solution quality, which is likely due to the limited applicability of the CWS
method. Nevertheless, we think that we have presented an interesting, simple, and well-performing solving
method for the VRP. Our obtained solutions are available at [21]. An example solution is given in Figure 2.

7

Conclusion

We have applied Monte Carlo Simulation to the CWS algorithm and developed a solving method for the
Vehicle Routing Problem called BinaryMCS-CWS. This method produces solutions with only an 3.28%
average deviation from the optimal solutions for a well-known test set, outperforming the previous best
known Monte Carlo algorithm for the VRP, and performing comparable to exact and meta-heuristic methods.
Even though our method is limited by the applicability of the CWS algorithm on which it is based, using a
very simple approach, it produces high-quality results in a reasonable amount of time.
Our algorithm, BinaryMCS-CWS, can most likely still be improved by fine-tuning the value of p, for
example by finding a correlation with some domain-specific property of the VRP. Furthermore, it is worth
investigating how our method performs within other Monte-Carlo frameworks, such as MCTS [8]. It may
also be worth investigating how our method performs on other variants of the VRP, or how Monte Carlo
Techniques could perhaps also be applied to other heuristic VRP solving methods.
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1

Introduction

In context-aware route planning, there is a set of transportation agents each with a start and destination
location on a shared infrastructure. Each agent wants to find a shortest-time route plan without colliding
with any of the other agents, or ending up in a deadlock situation. This problem arises in the deployment
of Automated Guided Vehicle Systems (AGVSs), for instance in manufacturing where the vehicles carry
materials between production stations, or at container terminals such as Hamburg and Singapore, where
they carry containers to and from ships [7]. Another application domain of multi-agent transportation is
taxi routing at airports [2], where aircraft have to taxi, e.g. from a runway to a gate, while avoiding close
proximity with other aircraft. Avoiding collisions and deadlocks can be achieved by constructing a set of
conflict-free route plans. A route plan for a single agent specifies which infrastructure resources (such as
roads and intersections) the agent will visit, and at which times it will visit these resources. The set of agent
route plans should ensure that there are never more agents in a resource than its capacity allows. Finding an
optimal set of conflict-free route plans is an NP-hard problem [5], and optimal centralized approaches have
difficulty finding plans for more than a handful of agents (four agents, in [1]).
In the full version of this paper, we present a context-aware route planning algorithm, which finds an
optimal route plan for a single agent, given a set of existing route plans that have been constructed earlier
by other agents. From the set of existing agent plans, we can derive the set of free time windows on each
resource, which represent time intervals during which a resource has capacity left for at least one more agent.
In our approach we construct a graph of these free time windows, and our algorithm performs an A*-like
search through the free time window graph, which results in an optimal (shortest-time), conflict-free route
plan. The worst-case complexity of our algorithm is O(|A||R| log(|A||R|) + |A||R|2 ), where A is the set
of agents (vehicles), and R is the set of infrastructure resources. This is an improvement over an earlier
context-aware route planning algorithm with a complexity of O(|A|4 |R|2 ) by Kim and Tanchoco [3].
A further trade-off between plan quality and computation time can be achieved by finding an optimal
schedule along a fixed path. In fixed-path scheduling, an agent has one or more pre-determined paths from its
start location to its destination location, and it will choose the path along which it can find the shortest-time
conflict-free schedule. Lee et al. [4] suggest finding a conflict-free schedule along one of k shortest paths.
The fixed-path scheduling approach cannot guarantee individually optimal route plans, because it may be
faster to take a longer but less congested path.

2

Evaluating global plan quality

Although context-aware route planning produces locally optimal plans, there is no guarantee that a set of
sequentially obtained plans is also globally optimal (for example if we measure global plan cost as the sum
of the costs of the agent plans). Moreover, it is possible to construct examples (in the full paper) in which
the fixed-path scheduling approach actually produces better global plans. We therefore conducted a set of
experiments to compare the global plan quality of context-aware route planning and fixed-path scheduling.
1 This paper is an extended abstract of [6], which can be found at http://www.st.ewi.tudelft.nl/ adriaan/pubs/
˜
terMorsWitteveenZuttKuipersMates2010.pdf
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Figure 1: Comparison of Context-Aware (CA) routing and fixed-path scheduling (k = 1, . . . , 5).

In our experiments we ran both approaches on the same problem instances, which varied in the number
of agents for which a plan needed to be found (from 100 to 500 agents), and in the type of infrastructure (we
tested on random graphs, but also on a realistic model of Amsterdam Airport Schiphol). Figure 1(a) shows
the CPU times required by both algorithms for problem instances on random graphs of 180 nodes and 300
edges. Although fixed-path scheduling is clearly faster, context-aware route planning still manages to find
plans for all 500 agents within half a second. Figure 1(b) depicts the global plan cost of both approaches
on the infrastructure of Schiphol airport, relative to a lower bound on global plan cost2 . From figure 1(b)
it is clear that context-aware routing produces much better global plans, a picture that also emerges from
the experiments on other infrastructures. Fixed-path scheduling, on the other hand, suffers from over-use of
bottleneck resources, especially in case each agent has only a single path.

References
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Abstract
This paper investigates the application of stochastic approximation theory to the problem of learning
optimal temporal buffers between activities in order to make a schedule more robust. We investigate this
problem for the domain of Airport Ground Handing services. Because of incidents, the duration of these
services may sometimes take longer than expected. This may have consequences for preceding services
or the planned takeoff of an aircraft. To avoid rescheduling of services, temporal buffers can be inserted
between activities.
The optimal buffer size depends on the occurrence of uncertain incidents. Stochastic approximation
theory enables us to learn an optimal buffer based on observed incident costs. Convergence is however
slow. The paper investigates the reason for the slow convergence and proposes an improvement that gives
a speedup of a factor 30.

1

Introduction

Airport Ground Handling (AGH) is well-known for incidents disrupting the execution of the ground handling
services an aircraft needs during its turnaround process (from landing till take-off). Because of incidents,
some ground handling services have to be rescheduled, causing additional costs. These costs can be reduced
by adding temporal buffers between services. The temporal buffers increase the time of the turnaround
process and thereby also introducing additional costs. The total cost of inserting a temporal buffer after a
ground handling service is the sum of the delay cost caused by the buffer and the rescheduling cost if the
buffer is too small.
The challenge is to choose a buffer size that minimizes its expected total cost. Of course, the optimal
buffer size depends on environmental factors such as the weather and the crowdedness of the airport. Hence,
we have an optimization problem with a continuous domain of possible actions (choosing a buffer size) and
a continuous state space (determined by the weather, the crowdedness, etc.).
Abstracting from the application domain of AGH, we can say that we have to learn an optimal policy
mapping from a continuous domain of states to a continuous domain of actions based on observations about
incidents. Here an incident is described by the additional time needed to finish a ground handling service.
The cost of the current buffer size and the rescheduling cost if the buffer size is too small to handle an
incident, is the reward of the current buffer size. Reinforcement learning seems therefore the obvious choice
to learn an optimal policy.
To simplify the problem we discretize the state space of the learning problem. We can introduce states for
different weather conditions and different levels of crowdedness at an airport. We do not wish to discretize
the action space. A discrete action space requires learning a quality measure for every action. We are
however only interested in learning the optimal action. For this reason, we will not consider reinforcement
learning techniques such as Q-learning [5]. Instead, we will focus on a technique underlying all learning
techniques based on temporal difference learning, namely, stochastic approximation theory.
Stochastic approximation theory was introduced by Robins and Monro [4]. It has subsequently been extended and the convergence conditions have been relaxed by several authors, e.g. [2, 1]. We will investigate

the practical applicability of stochastic convergence theory to our problem of learning optimal buffer sizes
for airport ground handling services.
In the next section, a formalization of our learning problem is given together with a specification of the
environment in which the learning task has to be preformed. Section 3 analyzes the possibility of learning an
optimal buffer size using different approximation methods. In Section 4, the experiments that were carried
out are described as well as the results of the experiments. Section 5 concludes the paper.

2

Problem description

The processing time of ground handling services may take longer because of incidents. Incidents may force
rescheduling of the remaining ground handling services, resulting in additional rescheduling cost. We may
reduce the additional rescheduling cost by reducing the need for rescheduling through the insertion of a
temporal buffer after a service. The insertion of a buffer after a service results in a larger processing time of
the whole job / project. The marginal cost of inserting a buffer is added to the cost of the service after which
the buffer is inserted. Also the rescheduling cost in case the buffer is still to small, is added to the cost of
this service.
Notation:
• a : the buffer size (we use ‘a’ because of the action of adding a buffer);
• s : the current state;
• p(x | s) : the probability that ground handling service requires an additional x time units processing
time given the current state of the world s;
• dc(s, a) : the cost of adding a buffer a (delay costs), which might depend the on state s;
• rs(s, a, x) : the (expected) rescheduling cost in state s given a buffer a and an incident duration of x;
• etc(s, a) : the expected total cost of adding a buffer of size a after a service in state s.
The expected total cost is given by:
etc(s, a) = dc(s, a) +

Z

1
a

p(x | s) · rs(s, a, x) dx

Since rs(s, a, x) = 0 if x  a, we can rewrite the equation to:
Z 1
etc(s, a) = dc(s, a) +
p(x | s) · rs(s, a, x) dx
0

The optimal buffer a given in state s is a buffer size for which:
@
etc(s, a) = 0
@a
where:
@
etc(s, a)
@a

=
=
=

Z 1
@
@
dc(s, a) +
p(x | s) · rs(s, a, x) dx
@a
@a
Z 10
@
@
dc(s, a) +
(p(x | s) · rs(s, a, x)) dx
@a
@a
Z0 1
@
@
dc(s, a) +
p(x | s) ·
rs(s, a, x) dx
@a
@a
0

The optimal policy ⇡ ⇤ : S ! A selects the optimal buffer size:
@
etc(s, ⇡ ⇤ (s)) = 0
@a
Note that in the domain of buffer sizes that we are interested in, we can assume that the function etc(s, a) is
convex. Therefore, there will be no local optima beside the global optimum.

Cost functions and the probability of incidents In order to study the ability of learning an optimal
buffer size independent of the rescheduling algorithm [3] and to be able to change the rescheduling cost,
all experiments have been carried out with predefined functions. The following functions were used in the
experiments.
• The probability of an incident extending the duration of a service with a time period x is determined
by an exponential probability distribution.
p(x | s) =

x
1 µ(s)
e
µ(s)

Here, µ(s) is the average duration of an incident, which may depend on the state s.
• The cost of a buffer of size a is described by a linear function.
dc(s, a) = u(s) · a
For a fixed state s, u(s) is a constant.
• The rescheduling cost of an incident x given a buffer of size a is also described by a linear function
⇢
v(s) · (x a) + w(s) if x > a
rs(s, a, x) =
0
otherwise
For a fixed state s, v(s) and w(s) are constants. Note that the rescheduling cost is discontinuous
if w(s) 6= 0. This is often the case at an airport where the aircraft for which services have to be
rescheduled have to wait.

3

Learning

Given a state s, we must learn an optimal policy ⇡(s), that is, the policy such that ⇡ ⇤ (s) = a⇤ and etc(s, a⇤ )
is minimal. As was pointed out above, the expected total cost function etc(s, a) is convex. Therefore
learning the optimal policy for a given state seems to be a simple hill-climbing problem. Unfortunately,
because of the underlying stochastic process, the occurrence of incidences, standard hill-climbing is not an
option. Stochastic approximation theory offers an alternative for standard hill-climbing.
Stochastic approximation theory introduced by Robins and Monro [4] addresses learning the root of
expected value of a stochastic function. Here, the stochastic function is described the random variable
@
Y (a, x) = @a
(rs(s, a, x) + dc(s, a)) assuming that the state s is fixed. The expected value of this random
variable is a function of the buffer size a:
µ0 (a) = Ex (Y (a, x)) =

@
etc(s, a)
@a

The value a⇤ such that µ0 (a⇤ ) = 0 is approximated by the sequence a1 , a2 , a3 , . . . where a1 is an arbitrary
value,
an+1 = an
n · yn ,

and yn is an instance of the random variable Yn (an , x). Robins and Monro prove that this sequence converges to a⇤ if n = n1 and some additional requirements. Blum [1] relaxed the requirements proving
convergence with probability 1 if:
P1
1.
i=1 i = 1,
P1 2
2.
i=1 i < 1,
3. µ0 (a) < 0 for a < a⇤ and µ0 (a) > 0 for a > a⇤ ,
4. µ0 (a)  c + d · |a| for some c, d
5. Ex ((x

µ(a))2 

6. inf e1 |a

a⇤ |e2

2

0,

< 1,

|µ(a)| > 0 for every 0 < e1 < e2 < 1.

@
The problem in using this approach lays in determining Y (a, x) = @a
(rs(s, a, x) + dc(s, a)). We can
@
@
calculate @a dc(s, a) but @a rs(s, a, x) must be derived from samples rs(s, a, x) + dc(s, a). Especially
because the rescheduling cost function rs(s, a, x) need not be continuous at x = a, approximating Y (a, x)
is hard.
Kiefer and Wolfowitz [2] adapted the Robbins-Monro procedure to approximate the maximum of the
expected value of a stochastic function. In this case, the stochastic function is described the random variable
Z(a, x) = (rs(s, a, x) + dc(s, a)) assuming that the state s is fixed. The expected value of this random
variable is:
µ(a) = Ex (Z(a, x)) = etc(s, a)

The value a⇤ such that µ(a⇤ ) is maximal is approximated by the sequence a1 , a2 , a3 , . . . where the a1 is an
arbitrary value,
an+1 = an +

n

⌘n

· (z2n

z2n

1 ),

and z2n 1 and z2n are instance of random variables Z(an ⌘n , x) and Z(an + ⌘n , x), respectively. Blum
[1] relaxes the convergence condition of Kiefer and Wolfowitz and proves convergence with probability 1 if
1. limn!1 ⌘n = 0,
P1
2.
n=1 n = 1,
P 1 ⇣ n ⌘2
3.
< 1,
n=1 ⌘n

4. µ(a) is strictly decreasing for a < a⇤ and strictly decreasing for a > a⇤ ,
5. there exists two positive numbers ⇢ and r such that |a0
6. for every d > 0 there exists a e > 0 such that |a
inf

d/2>✏>0

a00 | < ⇢ implies |µ(a0 )

µ(a00 )| < r,

a⇤ | > d implies

µ(a + ✏)

µ(a

✏)

✏

> e.

Two important parameters of the Kiefer-Wolfowitz procedure
are n and ⌘n . Here, we choose for n
P1
and ⌘n the functions: n = n x and ⌘n = n y . A series n=1 n z converges to a finite value for z > 1,
and goes to infinity otherwise. Therefore, the first three requirements of the Kiefer-Wolfowitz procedure
imply that 0.5 < x  1. If x = 1, then 0 < y < 0.5, and if x approximates 0.5, then y must approximate 0.
Experiments showed the best convergence results for the Kiefer-Wolfowitz procedure if we choose x close
to 0.5 and y close to 0.
Despite optimizing the choices for n and ⌘n , experiments with the Kiefer-Wolfowitz procedure showed
that convergence is still slow. The problem is caused by a high variance in the total cost of an incident x:
Z(a, x) = (rs(s, a, x) + dc(s, a)). This causes a high variance in the approximation of the derivative
(z2n z2n 1 )/⌘n , which is insufficiently damped by n . To cope with this problem, we investigated the
possibility of reducing the variance of Z(a, x).
Z(a, x) = (rs(s, a, x) + dc(s, a)) is the total cost of the current buffer size and rescheduling cost of
the incident x. If instead of the current incident x, we use the average total cost over the last M incidents,
we may significantly reduce the variance. Hence, we propose a new random variable
Zn0 (a) =

M
1 X
Z(a, xM ·n+i )
M i=1

The experiments will show that this enables much faster learning of the optimal buffer size.

4

Experiments

To evaluate the ability to learn an optimal buffer size, a series of experiments has been carried out. Below
we will report on some of these experiments. The reported results are all based on the following settings:
• p(x | s) = 13 e
• dc(s, a) = a
• rs(s, a, x) =

x
3

⇢

3 · (x
0

if x > a
otherwise

a) + 5

Given these settings we can calculate the expected total cost etc(s, a) for different buffer sizes. Figure 1
shows this cost. As we can see in the figure, the optimal buffer size to be learned in this example is 4.6.
Expected total cost of buffer
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Figure 1: The expected total cost as a function of the buffer size.
We first tested the Kiefer-Wolfowitz procedure in its standard setting. That is, using the random variable
Zn (an , xn ) which is equal to Zn0 (an ) for M = 1. Given these settings we evaluated different choices for
the parameters n and ⌘n . Figure 2 shows the results for n = n 0.51 and ⌘n = n 0.005 , for n = n 1
and ⌘n = n 0.01 , and for n = n 1 and ⌘n = n 0.49 . The figure shows the average buffer size over 100
experiments and standard deviation. Since we have the best result for n = n 0.51 and ⌘n = n 0.005 , we
will use this setting in the following experiments.
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After determining the optimal choice for n and ⌘n , we continued testing the Kiefer-Wolfowitz procedure in its standard setting. That is, using the random variable Zn (an , xn ) which is equal to Zn0 (an ) for
M = 1. Figure 3 shows the results. The result shows a high variation in the total cost of an incident, and a
significant variation in the buffer size around the optimal buffer size.
The next experiment shows the effect of averaging the total cost over M incidents given a buffer size a.
Figure 4 shows the results for M = 10 (left) and M = 100 (right). Note that we adapted the number of
learning steps such that in each experiment 20000 observations are used. As we can observe in the figures,
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Figure 3: The total cost and the buffer size as function of the learning steps.
larger values for M result in a lower variance of Z 0 (a) and a better approximation of a⇤ . Only 10 learning
steps are needed to learn a good approximation of the buffer size where each learning step requires 200
observations of incidents (or the absence thereof). So, in total the information of 2000 observations are
needed for a good approximation of the optimal buffer size.
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14

15

12
total cost

total cost

The total cost of the optimal buffer size is: 7.6214 with M=10
20

10

10

5
0

8
0

100

200

300

400

500

600

700

800

900

6

1000

0

10

Learning the optimal buffer size: 4.6 with M=10

40

50

60

70

80

90

100

90

100

6

6

buffer size

buffer size

30

Learning the optimal buffer size: 4.6 with M=100

8

4
2
0

20

0

100

200

300

400
500
600
learning steps

700

800

900

1000

4
2
0

0

10

20

30

40
50
60
learning steps

70

80

Figure 4: The estimated total cost and the buffer size as function of the learning steps.
Figure 4 shows a single learning sequence. The convergence shown in the figure could be a coincident.
Therefore, in the next experiments, the average over 100 learning sequences is determined for M = 1,
M = 10, M = 100 and M = 1000. Figure 5 shows the average buffer size that is learned as well as the
standard deviation for M = 1, M = 10, M = 100 and M = 1000 (shown from left to right and from top to
bottom, respectively). In every experiment 20000 observations are used.
Comparing the results of the experiments shown in Figure 5, we see that
• higher values for M reduce the standard deviation of the learning sequences;
• higher values for M decrease the learning speed;
• between M = 10 and M = 100 we have an optimal balance between the reduction of the standard
deviation and the decrease of the learning speed.
The experiments also show that after 2000 observations, the difference between M = 1 and M = 100 is
not in the average value of the 100 learning sequences but in the reduction of the standard deviation with a
factor of about 3.5. 2000 observations correspond with 1000 and with 10 learning steps, respectively. Figure
5 also shows that using more observations does not significantly change this ratio.
In the last experiment we investigated how many learning steps are needed to using M = 1 to get the
same standard deviation as we get using 10 learning steps and M = 100. The result in Figure 6 shows that
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Figure 5: The average learned buffer size and the standard deviation over 100 learning sequences for M = 1,
M = 10, M = 100 and M = 1000.
for M = 1 we need about 30, 000 learning steps to get more or less the same standard deviation. Hence,
averaging over 100 observations for each learning step clearly improves the result with a factor 30.
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Figure 6: The average learned buffer size and the standard deviation over 100 learning sequences for M = 1.

5

Conclusion

This paper addressed an application of the stochastic convergence theory to the optimization problem of
learning an optimal temporal buffer between airport ground handling services. The optimal buffer size must
be learned using stochastic information of the costs of incidents. The result shows that because of the large
variance in the stochastic information, convergence is very slow and the standard deviation over multiple
experiments is high. By averaging the stochastic information before a learning step is made, the convergence
can be accelerated and the standard deviation can be reduced. Future research will address dynamically
determining the amount of stochastic information over which we average before making a learning step.
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Abstract
Argumentation networks are put forward by Dung considering only one kind of attack among arguments. In this paper, we propose to extend Dung’s argumentation framework with voluntary attacks in the
context of multiagent systems, characterized by the possibility of the attacker to decide whether to attack
or not. Enabling voluntary attacks impacts on the acceptability of the arguments in the framework, and
therefore it becomes subject of debate between the agents. Agents can negotiate about which subset of
voluntary attacks can be raised, and they form coalitions after the negotiation process.

1

Introduction

In this paper, we present a new kind of argumentation framework, called voluntary argumentation framework, which has two kinds of attacks, actual ones and voluntary ones and we show how the agents negotiate
about these attacks in order to form coalitions. This framework starts from the observation that, in Dung’s
argumentation [7], all the attacks are actual ones and the decisions of an agent not to attack another agent’s
argument even if she has the possibility to do so have not been analyzed. A basic example in law is the
difference between an accusation, which is automatically raised and can be represented by an attack in the
argumentation framework, and a legal action which is just a threat of suing, that may become an actual sue or
nothing at all, depending on the attacker’s choice. In this paper, we answer the following research question:
How do agents reason together with the other agents about voluntary attacks?
We firstly present an extended abstract argumentation framework with voluntary attacks. Secondly, we
embed this framework in a multiagent system, partitioning the set of arguments amongst the agents. Each
partition of arguments associated to an agent represents the reasons behind her beliefs and actions. Agents
propose a number of arguments and try to maximize their acceptability in the multiagent system. The
decision of raising or not a voluntary attack corresponds to different kinds of refinements of the abstract
framework into a fully instantiated one. Firing a voluntary attack can modify the extensions of the argumentation framework, and therefore it may lead to a contrast between the agents since some of them can see their
arguments becoming not acceptable after the addition of the voluntary attack. Agents negotiate about which
subset of voluntary attacks shall be fired and they form coalitions based on common interests and strategies
or reached compromises.
Consider the scenario of the preparation of an electoral manifesto by an alliance of political parties: some
opinions are clearly incompatible and can be modeled with a standard actual attack relation, while some
discrepancies are more subtle and agents can be open to negotiate about them. An agent who firmly cares
about laicism will attack another agent’s proposal to defend the sacred nature of life. The same attacking
agent may dislike an argument about the exemption from property taxes for Church-owned properties, but
she may decide not to attack that argument if she gains something in return: for instance, getting the second
agent to attack one of the first agent’s attackers.
This paper is organized as follows. Section 2 provides a background on Dung’s theory. In section 3
we introduce voluntary attacks and the relationship between arguments and attack relations and the agents.
Section 4 shows how agents negotiate and form coalitions in order to reach a compromise about which
voluntary attacks shall be raised. Conclusions end the paper.

2

Argumentation frameworks

Dung’s theory [7] is based on a binary attack relation among arguments, which are abstract entities whose
role is determined by their relation to other arguments. Its structure and its origin may be not known. We
restrict ourselves to finite argumentation frameworks, i.e., in which the set of arguments is finite.
Definition 1 (Argumentation framework) An argumentation framework is a tuple hA, !i where A is a
finite set (of arguments) and ! is a binary (attack) relation defined on A ⇥ A.
We follow Baroni and Giacomin [2] in defining an acceptance function E that associates with a set of
arguments A ✓ U, a set of arguments produced by a reasoner at a given instant of time, and a binary relation
!✓ A ⇥ A, representing the dominance or attack relation among these arguments, the sets of acceptable
arguments of A.
Definition 2 (Acceptance function) Let U be the universe of arguments. An acceptance function E : 2U ⇥
U
2U ⇥U ! 22 is a partial function which is defined for each argumentation framework hA, !i with A ✓ U
and !✓ A ⇥ A, and which associates with argumentation framework hA, !i sets of subsets of A: E(hA, !
i) ✓ 2A .
Definition 3 (Conflict free) Given an argumentation framework AF = hA, !i, a set C ✓ A is conflict
free, denoted as cf(C), if and only if there does not exist ↵, 2 C such that ↵ ! .
The following definition summarizes the most widely used acceptability semantics. Which semantics is
most appropriate depends on the application domain of the argumentation theory.
Definition 4 (Acceptability semantics) Let AF = hA, !i be an argumentation framework. Let S ✓ A. S
defends a if for all b 2 A such that b ! a, there exists c 2 S such that c ! b. Let D(S) = {a | S defends a}.
• S 2 Eadmiss (AF ) iff cf(S) and S ✓ D(S).
• S 2 Ecompl (AF ) iff cf(S) and S = D(S).
• S 2 Eground (AF ) iff S is smallest in Ecompl (AF ).
• S 2 Epref (AF ) iff S is maximal in Eadmiss (AF ).
• S 2 E skep-pref (AF ) iff S = \Epref (AF ).
• S 2 Estable (AF ) iff cf(S) and 8b 2 (A\S)9a 2 S : a ! b.
A semantics S satisfies the conflict-free principle if and only if for all AF and for all E 2 ES (AF ) :
cf(E). Caminada [6] show that these semantics can also be described by a three valued argument labeling,
where the first two conditions represent conflict free and defense, and the third one represents the so-called
reinstatement principle.
hA,! i

Proposition 1 Let L
: A ! {in, out, undecided} be a complete labeling function for semantics
admiss
satisfying the conflict free principle such that:
hA,! i

hA,! i

1. L
(b) = out iff 9a ! b : L
(a) = in
admiss
admiss
hA,! i

hA,! i

2. if L
(b) = in then 8a ! b : L
(a) = out
admiss
admiss
hA,! i

and let Lcompl : A ! {in, out, undecided} be a complete labeling function such that in addition:
hA,! i

hA,! i

3. if 8a ! b : Lcompl (a) = out then Lcompl (b) = in.
Then we have the following results.
hA,!i
hA,! i
Eadmiss (AF ) = {{a | L
(a) = in} | 9L
}
admiss
admiss
hA,!i
hA,! i
Ecompl (AF ) = {{a | Lcompl (a) = in} | 9Lcompl }

3

Agents negotiation and voluntary attacks

We extend Dung’s argumentation framework [7] by adding another kind of binary relation which represents
voluntary attacks. Voluntary attacks do not impact on arguments’ acceptability in any way, hence the previous definitions of defense, conflict-free and acceptability semantics still apply to our extended argumentation
framework. An agent takes into account whether to raise a voluntary attack or not and the voluntary attack
becomes either an actual one, impacting on the acceptability of the arguments, or it is eliminated from the
framework. The decision of raising a voluntary attack corresponds to a refinement of the arguments involved
in the voluntary attack relation. Refining an argument means to refine one of the literals composing it. A
literal is refined by assigning to one or more of the variables composing it a constant value. The process of
refining the abstract framework adds, in fact, the information about the internal structure of the argument,
potentially modifying, as a result, the relations with the other arguments and the nature of framework.
Definition 5 (Extended Argumentation framework) An extended argumentation framework EAF is a
tuple hA, !, _i where A is a finite set (of arguments), ! and _ are two disjunct binary relations defined
on A ⇥ A: respectively called attack and voluntary attack relations.
Let Ag be a finite set of agents. Ag is not part of the EAF but it is related to it via the fbel function.

Definition 6 (fbel function) Let fbel : A ! Ag, 8a 2 A 9agi 2 Ag s.t. fbel (a) = agi .

Informally, each agent owns a subset of arguments, and each argument belongs to exactly one agent.
Argument j threatens argument k if j, k 2 A and (j, k) 2_. As mentioned before, voluntary attacks do
not impact on the acceptability of arguments, since they are only potential attacks, and can turn into actual
attacks or be discarded. Let (j, k) 2_ and let fbel (j) = ag1 . Agent ag1 controls the threatening argument
j and can decide whether to raise the attack (j, k) or not. In the first case, the voluntary attack becomes
an actual one, and the EAF changes as follows: EAF 0 =< A, !0 , _0 > , where !0 =! [(j, k) and
_0 =_ \(j, k). Otherwise, (j, k) is just removed from _. Note that, in the first case, ag1 ’s decision to fire
the attack (j, k) modifies the attack relation ! and hence the framework’s extensions.
agent 1

i

agent 2

j

k
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m

n
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Figure 1: Example of argumentation framework with voluntary attacks and firing choices
The left side of Figure 1 shows an extended argumentation framework EAF =< {i, j, k, l, m, n}, {(j, l)},
{(k, j), (m, n)} > and agents set Ag = {1, 2, 3}. Arguments are circles, attacks are edges and voluntary
attacks are triangle-head arrows. Agents are represented by rectangles. This is a basic framework, but it
allows to explain the choice of firing a voluntary attack. Consider agent 2. She owns three arguments in her
argument set (k, m, n) and has the chance to raise two voluntary attacks, (k, j) and (m, n). Firing (m, n)
is pointless, because it would not change the acceptability of any of agent 2’s arguments. But agent 2 may
want to raise the (k, j), because doing so she attacks one of her arguments’ attacker, thus defending her own
argument l. Therefore, if agent 2 chooses to fire (k, j) but not (m, n), the resulting framework is the one
depicted in the right side of Figure 1. Note that, after a phase of decision making, the resulting framework
contains no voluntary attacks, and is therefore a Dung’s argumentation framework. In this example, agent
2 is the only agent who may raise voluntary attacks, and therefore she can make decisions on her own. In
a slightly more complex scenario, where different agents can raise voluntary attacks, the social context has
to be taken in account, and agents shall communicate and negotiate in order to reach a compromise about
which subset of voluntary attacks shall be fired.

3.1

Agents

As stated above, agents know all about the argumentation framework, i.e. their and the others’ arguments and
attack relations. But each agent holds a specific knowledge about his own arguments, voluntary attacks, and
her desire to join coalitions. We introduce three parameters, respectively ↵, and , in order to characterize
agents’ preferences on arguments, voluntary attacks and coalitions.

Definition 7 (Agents’ parameters)
• Parameter ↵ij is associated to every argument j owned by agi and describes the rating of agj .
• Parameter
• Parameter

j,k
i

i

is defined if i, j 2 A and (j, k) 2_ and fbel (j) = agi .

is the relative sociality of agent agi .

Parameter ↵ij captures the fact that each agent owns different arguments, but their relevance for her may
vary. Parameter ij,k describes the cost, for agent agi , to raise the attack (j, k). Parameter i models the
willing to be part of a coalition of agent i. The principal aim of an agent is to maximize her arguments’
acceptability. The second aim is to use the least possible effort in voluntary attacks raising and the final
aim is to be part of a coalition. There is a sort of triple trade-off among these three goals that each agent
aims to. Each agent prefers the arguments with an associated high ↵ parameter and will raise, where useful,
lower-cost attacks depending on parameter ; moreover, the agents which desire to be part of a coalition
have an high parameter. Each agent’s sociality is relative and has to be weighted with the coalition’s
importance: an agent will prefer, and therefore join, a powerful team over a weak one, as described in the
next section.
Definition 8 (Scenario) Let EAF =< A, !, _> be an extended argumentation framework, we define a
scenario s_0 as the hypothetical firing of a subset _0 of the voluntary attack set _, i.e. s_0 =< A, !0 > ,
where !0 =! [ _0 .
The analysis of the scenario is purely potential, because agents have to evaluate the possible dialogue
game’s outcomes [8] before the dialogue actually happens. So each agent agi has three tools for evaluating
a scenario s_0 such as her utility functions.
P j
Definition 9 (Argument utility function) Given an agent agi and a scenario s_0 , utarg
i (s_0 ) =
j ↵i
hA,!i

s.t. fbel (j) = agi , Lcompl (j) = in

Definition 10 (Voluntary attack utility function) Given an agent agi and a scenario s_0 , utcost
(s_0 ) =
i
P
j,k
0
s.t.
f
(j)
=
ag
,
(j,
k)
2_
bel
i
(j,k) i
j
Basically, for each scenario s_0 , utarg
i (s_0 ) sums up the relevance ↵i of agi ’s accepted arguments and
utcost
(s_0 ) sums the costs ij,k of the voluntary attacks raised by agi .
i

3.2

Coalitions

A coalition is a team of agents who decides to join together in order to mutually protect their interests.
Coalitions are not seen as democratic: stronger agents have more influence than weaker ones. But how is
the concept of power defined? It is based on the number of accepted arguments each agent owns. In the
political scenario, an argument is a proposal of a topic and the acceptance of such point is the defeasible
insertion into the electoral manifesto. Discarded topics will not appear in the manifesto, giving no power to
the agent who proposes them. For instance, an agent with n arguments, none of them accepted, is weaker
than an agent with a single, accepted argument. We define the agent’s power as the number of accepted
arguments she owns, and the coalition’s power as the summation of the agents’ powers.
hA,!i

Definition 11 (Power) Let pow(agi ) =| {k : fbel (k) = agi ,L
(k) = in } |. Given coalj =
compl
P
{ag1 , ..., agn }, pow(coalj ) = agw 2coalj pow(agw ).

Note that this is why the parameter was introduced as relative: on the one hand, the choice for an
agent agi to join a coalition coalj depends on agi ’s sociality i , the highest the parameter’s value the better
chances for the agent to appreciate the idea of joining coalj ; on the other hand, the same agent will more
likely join a more powerful coalition than a least accredited one. This is captured by the third utility function:
Definition 12 (Coalition utility function)PLet agi be an agent and coalj a coalition. Then utcoal
(coalj ) =
i
pow(ag
)
and
pow(ag
)
=|
{k
:
f
(k)
= agw ,
i ⇥ pow(coalj ), where pow(coalj ) =
w
w
bel
agw 2coalj
hA,!i

L
(k) = in} |.
compl

Furthermore, each agent’s relevance in a coalition is defined as her leverage.
Definition 13 (Leverage) Given an agent agi and a coalition coalj s.t.
agi 2 coalj ,
hA,!i
let levij = pow(agi )/pow(coalj ), where pow(agi ) =| {k : fbel (k) = agi ,L
(k) = in } | and
compl
P
pow(coalj ) = agw 2coalj pow(agw ).
When a decision has to be made within a coalition, each agent provides her evaluation of the possible
outcomes, and this value is weighted by the agent’s leverage in the coalition-wide decision.

4

Algorithm and example

In this subsection we describe our algorithm for negotiation and coalition formation. This algorithm takes
in input an extended argumentation framework with voluntary attacks and returns a standard, Dung-style
one, since every voluntary attack is either raised as an actual one or removed from the framework. The
algorithm output can subsequently be subject to modifications and become the next round’s input: this is
because agents may drop or introduce new arguments or attacks (voluntary or actual). Every round exploits
the previous round’s coalition structure.

4.1

Phases

Each round consists of three phases which can be iterated until a global agreement is reached. For first,
each agent evaluates the possible scenarios and computes their outcome; after that, a coalition phase is
faced, when agents decide which proposals shall be made; the third phase is a negotiation dialogue among
coalitions about which voluntary attacks shall be fired. The coalition structure is modified throughout the
round, according to agreements/disagreements among agents and coalitions.
In the agent phase, each agents evaluates the different scenarios that emerge from the raising of subsets
of voluntary attacks. Outcomes are computed considering which agent’s arguments would be accepted and
which voluntary attacks the agent should fire. Each agent may come out with a different evaluation of the
same scenarios. The utility functions’ outputs differ from agent to agent, and can favor, for instance, the
maximization of accepted arguments over the burden of raising attacks.
In the coalition phase, in each coalition the agents put out their outcomes. Since there is complete
information, a normal form game representation can be used and game theory solution concepts (such as
Nash Equilibrium) can be used to elect a best choice, which will be the coalition’s first proposal in the
following dialogue. If the selected scenario has a negative outcome for some agent within the coalition, she
has to compare the negativity of the proposal with the value of her membership to the coalition, i.e. coalition
utility function versus arguments and attacks utility functions. If sociality prevails, the agent accepts a
disadvantageous coalition proposal for the sake of belonging to that coalition; otherwise, she leaves the
coalition.
In the framework phase, each coalition has a list of negotiation proposals to put forward. Due to opacity,
there’s no inter-coalition knowledge about scenarios’ outcomes: coalition coali does not know anything
about what coalition coalj will propose. Therefore, game theory tools cannot be helpful, and a dialogue
phase has to be faced. Coalitions take turns in the dialogue according to their power, strongest coalitions
speak first and are therefore advantaged. Proposals are put forward, accepted and refused. Sets of coalitions
that reach an agreement can join together in a bigger coalition.
Whenever an agreement is made and voluntary attacks are raised or there is a change in the coalition
structure, agents and coalitions need to refine and adjust their proposals, so the algorithm shifts to the coalition phase. When the _ set is empty every decision has been made, the resulting framework is in standard
Dung-like form, and the round terminates. Subsequent changes to the framework, such as introducing new
arguments and voluntary attacks, would trigger another round, whose initial coalition structure would be the
previous round’s resulting one.

4.2

Moves and dialogue

Since the negotiation phase models an open debate, all messages are broadcasted. We assume that every
message is delivered without flaws or relevant delays.

Definition 14 (Move) A move is a tuple < id, idans , Sa, Rs, _+ , _ , inf o >, where id, idans 2 N,
Sa 2 {propose, accept, ref use}, Rs ✓ CS, _+ , _ ✓_ s.t. _+ \ _ = ;

In Definition 14 we have that id is the move identifier, idans is the target of the move; Sa is the speech act,
Rs is a subset of the set of coalitions CS to which the move is addressed to; _+ and _ are two disjunct
subsets of _ and match the proposed scenario: the attacks in _+ shall be fired, those in _ shall be
removed from the framework; inf o is an extra field the coalition can use to send more informations. Given a
move m = < id, idans , Sa, Rs, _+ , _ , inf o > the function Id (resp. T arget, SpeechAct, Recipient,
V oluntary + , V oluntary , Inf o) returns the identifier id of the move (resp. the target move’s id, i.e.
idans , the speech act Sa, the recipient set Rs, the sets of voluntary attacks _+ and _ , the inf o field).
Let Id(mi ) = i , SpeechAct(m0 ) = propose , T arget(m0 ) = ;.
The dialogue phase goes through two stages: closed dialogue and open dialogue. In the closed dialogue,
after the first move, only selected coalitions are allowed to talk. In the open dialogue stage, making moves is
permitted to every coalition. Allowed coalitions take turns in making moves according to their power. The
first move has to be a proposal. A generic legal move has a non empty scenario and targets a previous move,
proposals are directed to the voluntary attacks’ owners, refused proposals can not be repeated.
Definition 15 (Dialogue) A Dialogue D is a non-empty finite sequence of legal moves m0 , m1 , ..., mn .
Definition 16 (Legal Moves) A move mi is legal
• if 8j s.t. 0 6 j<i9mj 2 D, T arget(mi ) < Id(mi ), V oluntary + (mi ) [ V oluntary (mi ) 6= ;;

• if SpeechAct(mi ) 2 {propose}, then 8 (ari , arj ) 2 V oluntary + (mi )\V oluntary (mi ) s.t. fbel (ari ) =
agk , agk 2 Rs;
• if T arget(mi ) = mj ^ SpeechAct(mi ) = ref use, 6 9mk s.t. V oluntary + (mj ) = V oluntary + (mk ) ^
V oluntary (mj ) = V oluntary (mk ).
The first negotiation stage succeeds if a set of coalitions agrees upon a proposal. If it happens, the second
stage begins; otherwise the dialogue fails. The second stage succeeds if an agreement is reached and fails
if all coalitions run out of moves before an agreement is reached. If the second stage succeeds the dialogue
result is the second stage’s agreement; if it fails the dialogue agreement is the one reached in the first stage.
Hence if and only if the first stages succeeds the dialogue succeeds and the argumentation framework is
modified according to this agreement. The negotiation ends when there are no more voluntary attacks in the
framework.

4.3

Example

Consider the extended argumentation framework in Figure 2.
The extended framework is
EAF = h{a, b, c, d, e, f, g, h, i, j, k}, {(b, h), (c, b), (c, i)}, {(d, c), (j, k)}i. The agent set is {1, 2, 3, 4, 5, 6},
the coalition structure is given from the previous negotiation phase and coalitions are {{1}{2}{3, 6}{4, 5}}.
We do not introduce in this example the utility functions due to space constraints.
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agent 2
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agent 4

d
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agent 2
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g
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Figure 2: Argumentation framework before and after the algorithm
For the sake of our example, consider agents as different political parties’ leaders, and let the arguments
be interpreted as follow: [a]: Keep water services public; [b]: Alternative energy production; [c]: Cut
research funding; [d]: More taxes on summer homes; [e]: Quality product seal institution; [f]: Make

insurance mandatory for each kind of contract; [g]: Capital to host 2015 Auto Show; [h]: Allow 5%
deforestation of National Park; [i]: Join European Research Team; [j]: Sign the Atlantic Protocol; [k]:
Build an industrial area in the Central Valley. (b, h) means that by providing energy from alternative sources
there will be no need to deforest new areas. (d, c) models that if research funding are cut then the country
will not be able to invest on alternate energy production. (c, j) means that cutting down research funding
will make the country fall below the community standards needed to join the European Research Team.
The voluntary attack (d, c) models the potential attack relation between raising taxes and cutting research
funding: money incoming from the newly introduced taxation may be devolved to research grants. The
second voluntary attack, (j, k), captures another potential attack relation: argument j proposes to commit
to the Atlantic Protocol. There is an optional guideline in the protocol that discourages from creating highpolluting areas, and therefore, if followed, would make the Central Valley industrial area a not accepted
argument. Note that in both cases all agents know about the voluntary attacks but the choice is always up to
the agent who controls the attack: in the first case it is about how to invest some money, in the second one
whether to follow an optional guideline or not.
Now consider a political setting, where the spokesman of six allied political parties is called to prepare
the electoral program for the incoming elections. The programs of the single parties are known. First of
all, each coalition holds a preliminary reunion in order to prepare a list of proposals to be inserted in the
manifesto.
Coalition {1} Agent 1 belongs to a singleton coalition, so she can skip the preliminary phase. She knows
that agent 2’s proposal of cutting research funding leaves no space for alternative energy production
to be part of the program, and hopes that {3,6} objects to this cut by the taxation proposal, raising the
(d, c) voluntary attack.
Coalition {2} Agent 2 wants {3,6} not to attack his research funding cut argument.
Coalition {4,5} Agent 5 wants to propose coalition {3,6} to fire its attack against agent 2’s argument c,
because c attacks her argument i. Agent 4 disagrees, since cutting the research funds defends her
argument about deforestation. They find no compromise, so they split up.
Coalition {3,6} Agent 3 knows that the money gained from tax raising could support research, but since
such argument is not part of her program she decides she will not propose the attack. Agent 6 wants
to build an industrial area, and she knows that there is an optional guideline in the Atlantic Protocol
which discourages from creating high-polluting areas. So they decide to propose {4,5} not to raise
the (j, k) attack (i.e. they ask them not to include the optional guideline). None of them would be
advantaged from agent 3 firing her (d, c) attack, but they are open to do it as a negotiation’s do ut des.
After this phase, the coalitions face a negotiation dialogue. As the most powerful coalition, {3,6} gets to
talk first. They ask coalition {5} not to include the pollution guideline in the Atlantic Protocol ratification.
Agent 5 asks them, in exchange, to commit themselves to devolve the money from extra taxes to sponsor
research. {3,6} accepts and the first stage terminates. Now all the other coalitions can make different
proposals. Three singleton coalitions are now allowed to make moves: {1},{2},{4}. They do it with respect
to their power, so coalition {4} is the first one. {4} asks {3,6} not to devolve money to research funding, but
{3,6} refuses the proposals because it does not concern the pollution question he cares about. So {4} has
only one move left: she proposes to both {3,6} and {5} not to raise their attacks; this is the only possible
scenario she can propose, since she does not want {3,6} to raise her attack and {3,6} does not want {5} to fire
hers. {3,6} accepts, since this is her first choice, but {5} refuses because in this case the research funding
cut would be approved and joining the European Research Team would be dropped from the manifesto.
Therefore, {4} has no moves left. It is {1} turn now, but she can not put forward new proposals, so she
passes, same does {2}. So coalitions {5} and {3,6} reach an agreement and join themselves to form a
bigger coalition. Voluntary attack (d,c) is raised as (j,k) is removed.
Formally, the dialogue is represented by the following tuples:
• {3,6} : < 0, , propose, {{5}}, {}, {(j, k)},

>

• {5} : < 1, 0, propose, {{3, 6}}, {(d, c)}, {(j, k)},
• {3,6} : < 2, 1, accept, {{5}}, {(d, c)}, {(j, k)},
• {4} : < 3, 0, propose, {{3, 6}}, {}, {(d, c)},

>

>
>

• {3,6} : < 4, 3, ref use, {{4}}, {}, {(d, c)}, consider(j, k) >
• {4} : < 5, 4, propose, {{3, 6}, {5}}, {}, {(d, c), (j, k)},
• {3,6} : < 6, 5, accept, {{4}}, {}, {(d, c), (j, k)},
• {5} : < 7, 5, ref use, {{4}}, {}, {(d, c), (j, k)},

>

>
>

The resulting framework and coalition structure are represented on the right side of Figure 2.

5

Conclusions

In this paper we present a new kind of argumentation framework in which not only actual attack relations are
considered but also potential ones called voluntary attacks. We associate to the agents, composing the multiagent system, a set of arguments, attacks and voluntary attacks. The aim of the agents is to form coalitions
for achieving in this way a more important position in the multiagent system. The application of argumentation to coalition formation has been discussed by Amgoud [1], Bulling et al. [5] and Boella et al. [4].
The difference with these approaches is that we do not propose argumentation for doing coalition formation
but we propose a new argumentation framework to represent agents’ beliefs and we discuss how they can
negotiate in order to form coalitions. Bench-Capon et al. [3] propose a framework for the representation
and evaluation of arguments in practical reasoning. They assume that rational disagreement is possible, the
acceptability of an argument depends in part on the audience to which it is addressed. This idea is a source
of inspiration also in our approach where depending on the audience, and on the negotiation this audience
carries on, a voluntary attack is fired or not. For more details about the application of argumentation in game
theory, see Rahawan and Larson [9] who show the importance of game theory as a tool for analyzing strategic argumentation. Future work addresses the implementation and simulation of the proposed algorithm in
order to study its computational properties.
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Abstract
Making a rational decision requires the decision maker’s preferences. However, in many situations it is
not clear what to prefer. For example, the outcome of a decision may never been encountered before, there
may be are very different aspects that matter, or it may be difficult how to weigh short-term and longterm consequences. Furthermore, artificial agents may be required to justify and discuss their decisions to
others. Designers must communicate their wishes to artificial agents. Existing research does not address
how to reason about what to prefer. Therefore, this paper addresses how to reason about preferences. For
this, argumentation is used because it allows to justify and attack preference statements. To be able to
justify and question preferences, we propose a qualitative model of preferences that is inspired by multiattribute utility theory.

Introduction
In many applications where artificial agents are used, agents need to cooperate with either other artificial
agents and/or human users. This requires the agent the explain its preferences and decisions and to understand the user’s preferences. In this paper, we use as an example that a human user wants to buy a house,
but the user does not know what house to prefer. An artificial agent supports the user by arguing about what
house is best according to the user’s preferences. The problem with buying a house is not that there are
too many houses available, but that even deciding between two houses is difficult because so many different
aspects matter and therefore it is hard to determine what house to prefer.
In human dialogue, argumentation is typically used to explain decisions and preferences. In recent years,
researchers have investigated how argumentation can be used in decision-making. The advantages of using
argumentation are that it is intuitive to explain things and that it can handle inconsistent and incomplete
information. A possible argumentation framework for this purpose is the one proposed in [1], which enables
constructing arguments concerning decisions on the basis of what goals agents pursue. However, it is not
possible to discuss what goals an agent has. By understanding better why the user has certain goals, the
agent can better determine what is preferred. For example, the agent could also ask the user why he has
the goal to live in a house bigger than 60m2 and why the user does not look at the volume of the house or
whether the house has a garden and how much of the space is usable. Suppose that the user explains that
he wants a bigger house because a bigger house is more comfortable. Then the agent could argue that other
aspects are also important for how comfortable a house is. The user may not have known or forgotten that
these aspects matter, or he may disagree with the agent that these aspects influence comfort.
In the framework proposed by [2], the values that people pursue, e.g. values like fairness, friendship or
fun, are used to justify and attack having a goal. People use their values as standards or criteria to guide
selection and evaluation of actions. For example, suppose that the user pursues the values of fun and of
comfort. The user can now justify his goal to live downtown by arguing that it promotes his values of fun
and the goal to live in a bigger house because it promotes the value of comfort. Values are typically very
general and subjective. What one person considers to be fair or fun, another does not. What constitutes
a specific value like fun, comfort, justice, or health often is disputable and therefore it is also disputable
whether a goal or an action promotes a certain value. However, in [2] it is not possible to explain or discuss
what constitutes a value and consequently it is also not possible to justify or attack that a goal or action
promotes or demotes a value.

Approach
In the paper, we introduce a formal argumentation system based on the ASPIC logic as described in [3] to
argue about preferences, goals and values. A model is introduced to decompose an agent’s preferences into
the perspectives and criteria he cares about. Inference rules are then proposed to infer how an agent prefers
outcomes from how outcomes are preferred from the perspectives he cares about. Finally, inference rules
are proposed to justify goals based on the decomposition of an agent’s preferences.
The notion of a perspective is introduced and denotes a criterion from which outcomes of decisions can
be compared. Each perspective p is associated with an ordering p over outcomes. For example, outcome
!1 may be better than outcome !2 from the perspective of costs, worse from the perspective of its centrality,
indifferent from the perspective of comfort, and perhaps incomparable from the perspective of fun. Support
of decisions is done by arguing what decision’s outcome a user should prefer most.
Values are represented as perspectives that people use to make decisions. Because some perspectives are
abstract and/or subjective, it may be unclear how to compare outcomes from that perspective. This makes
it necessary to specify what that abstract and/or subjective perspective means. For example, suppose that
the user said that fun is important to him. The perspective of fun is both abstract and subjective. If the
user explains that the centrality of the house influences how fun the house is, then the perspective of fun is
specified using the more specific perspective of centrality.
Two binary relations over perspectives are introduced to decomAgent a
pose perspectives: positive and negative influence, denoted p " q and
p # q respectively with p and q perspectives. If perspective p posifun for a
comfort
tively influences perspective q, then ‘the more preferred an outcome
is from perspective p, the more preferred it tends to be from percentrality
quietness
size
spective q’. This argument scheme is formalized with the defeasible
inference rule p " q, !1 p !2 ) !1 q !2 . Similarly, if perspecneighbour
surface
tive p negatively influences perspective q, then ‘the more preferred
hood
area
an outcome is from perspective p, the less preferred it tends to be
from perspective q’, which is formalized with the defeasible infer- Figure 1: Preference Decomposition
ence rule p # q, !1 p !2 ) !2 q !1 . For example, ‘centrality
positively influences fun’ means that the more central a house is, the more fun it tends to be and ‘the costs
of a house negatively influences agent A’s preferences’ means ‘the more costs, the less A prefers it’.
If a perspective is specific, then it can order the attribute-values of an attribute of outcomes. For example,
the perspective ‘size of house’ orders the attribute-values of the attribute ‘surface area in m2 ’. This is
formalized by associating an ordering p over the attribute-values of an attribute. The strict inference rule
x(!1 ) p x(!2 ) ! !1 p !2 is added to the logic to infer how outcomes are ordered from a perspective
based on how that perspective orders the outcome’s attribute-values. Figure 1 is a sketch of how perspectives
can be decomposed into more specific perspectives and finally into attributes of outcomes.
Using the introduced inference rules, the following arguments could be constructed. Arguments A and
B both conclude how outcomes !1 and !2 compare from perspective r but for different reasons. However,
argument C conflicts with A and B because of how the attribute x values are preferred from perspective p00 .
p # q !2 < p !1
p0 " q ! 1 < p 0 ! 2
x(!2 ) p00 x(!1 )
q "r
!1 < q !2
q "r
!1 < q !2
p00 " r
!2 <p00 !1
A=
!1 < r !2
B=
!1 < r !2
C=
!2 < r !1
Goals are defined as satisfactory sets of attribute-values and are justified using the decomposition of an
agent’s perspective. For example, agent A has the goal to live downtown because perspective A is influenced by perspective fun, which is influenced by the perspective centrality, which orders the attribute
‘neighborhood’. Because the attribute-value ‘downtown’ is satisfactory, A is justified to have that goal.
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1 Introduction
In the current paper we propose justification statuses of arguments based on the notion of complete labellings. One of the main advantages of our proposal is that it allows for a more fine-grained notion of a
justification status than is provided by the traditional extensions-based approaches. In particular, it allows
for six distinct justification statuses (strong accept, weak accept, strong reject, weak reject, undetermined
border line and determined border line) which correspond with different levels of acceptance and rejection.
Furthermore, our proposal is fully compatible with Dung’s approach [2] in the sense that it works on standard
argumentation frameworks and can be implemented using existing argumentation-based proof procedures.

2 Complete Labellings
The concept of complete semantics in abstract argumentation was originally stated in terms of sets of arguments. It is equally well possible, however, to express this concept in terms of argument labellings. In
the current paper, we follow the approach of [1] where a labelling assigns to each argument exactly one
label, which can either be in, out or undec. The label in indicates that the argument is accepted, the label
out indicates that the argument is rejected, and the label undec indicates that the status of the argument is
undecided, meaning that one abstains from an explicit judgment whether the argument is in or out. The
idea of a complete labelling is that one accepts an argument iff one rejects each of its attackers, and one
rejects an argument iff one accepts at least one of its attackers. Hence each complete labelling can be seen
as a reasonable position one can take in the presence of the conflicting information of the argumentation
framework.
Definition 1 ([1]). Let Lab be a labelling of argumentation framework (Ar , att) and Lab : Ar → {in, out,
undec} be a total function. We say that Lab is a complete labelling iff it satisfies the following:
1. ∀A ∈ Ar : (Lab(A) = out iff ∃B ∈ Ar : (B att A ∧ Lab(B) = in)). and
2. ∀A ∈ Ar : (Lab(A) = in iff ∀B ∈ Ar : (B att A ⊃ Lab(B) = out)).
In [3], it is stated that complete extensions and complete labellings are one-to-one related. In essence,
the set of in-labelled arguments of a complete labelling is a complete extension (and vice versa).

3 Justification Statuses of Arguments
Our proposed justification status of an argument consists of the set of labels that could be assigned to the
argument. Hence the justification status answers the question “can the argument be accepted (in), can the
argument be rejected (out) and is it possible to abstain from having a explicit opinion (undec)”.
Definition 2. Let AF = (Ar , att) be an argumentation framework and A ∈ Ar. The justification status
of A is the outcome yielded by the function J S : Ar → 2{in,out,undec} such that J S(A) = {Lab(A) |
Lab is a complete labelling of AF }.
1 The

full version of this paper is published in the proceedings of NMR2010 [3]

Given the above definition, one would expect there to be eight (23 ) possible justification statuses, one
for each subset of {in, out, undec}. However two of these subsets turn out not to be possible. First of all,
it is not possible for a justification status to be ∅, because there always exists at least one complete labelling
(the grounded labelling [1]). Furthermore, it is also impossible for a justification status to be {in, out},
because when in and out are both included in the justification status, then undec should also be included,
as is proved in the full paper [3].
We will refer to the justification status {in} as strong accept, to {in, undec} as weak accept, to
{in, out, undec} as undetermined borderline, to {undec} as determined borderline, to {out, undec} as
weak reject and to {out} as strong reject. Hence strong accept means that the argument has to be accepted
in each reasonable position, weak accept means that the argument can be accepted, does not necessarily
have to be accepted but at least cannot be explicitly rejected, etc. An overview of the justification statuses is
provided in Figure 1.
As an example of how our notion of justification status can be applied, consider Figure 2. Here, D is
the strongest argument (weak accept), C is the weakest argument (weak reject) and A and B are in between
(undetermined borderline). Hence, our approach is able to make more fine-grained distinctions than for
instance grounded or ideal semantics (which treats A, B, C and D the same), credulous preferred (which
treats A, B and D the same) and sceptical preferred semantics (which treats A, B and C the same). Some
connections between our approach and other approaches are given by proposition 1 which is shown below.
Membership of an admissible set [2] and membership of the grounded extension, of the argument itself
and of its attackers, is sufficient to determine the argument’s justification status. The overall procedure of
doing so (of which the correctness is provided in the full paper [3]) is shown in Figure 3. Hence, our notion
of justification status can be computed using standard algorithms for grounded semantics and admissible
semantics.
in grounded?

{in, undec}
{in, out, undec}

acceptance

No

{in}

{in, out, undec}

B
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Figure 1: The hierarchy of justification statuses

No

D

{in, undec}

Figure 2: An example
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Figure 3: determining the justification status of an argument

We now specify the connection between our notion of justification status and the existing approach of
grounded semantics, credulous preferred semantics, sceptical preferred semantics, semi-stable semantics
and ideal semantics.
Proposition 1. Let (Ar , att) be an argumentation framework and A ∈ Ar. It holds that (1) A is in the
grounded extension iff it is strongly accepted, (2) A is in at least one preferred extension iff A is strongly
accepted, weakly accepted, or undetermined borderline, (3) if A is in every preferred extension then A is
strongly or weakly accepted, (4) if A is strongly accepted then A is in every semi-stable extension; if A is
weakly accepted then A is in at least one semi-stable extension, and (5) A is in an ideal set iff A is member
of an admissible set consisting only of strongly or weakly accepted arguments.
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Abstract
In this paper, we describe an open problem in abstract argumentation theory: the precise conditions under
which semi-stable extensions exist. Although each finite argumentation framework can be shown to have
at least one semi-stable extension, this is no longer the case when infinite argumentation frameworks are
considered. This puts semi-stable semantics between stable and preferred semantics. Where stable semantics does not warrant the existence of extensions (even for finite argumentation frameworks) and preferred
semantics always warrants the existence of extensions (even for infinite argumentation frameworks), semistable semantics warrants the existence of extensions only for finite argumentation frameworks, but not for
infinite argumentation frameworks. We illustrate this with a counter-example of the latter. The question
is then studied if, even for infinite argumentation frameworks, one can identify specific conditions under
which semi-stable extensions do exist.

1 Introduction
Much of the recent work regarding the formal study of argumentation has its origin in Dung’s 1995 landmark
paper [7]. In this work, the focus is on the mathematical properties of one aspect of argumentation, namely
the attack relation between arguments. Dung’s analysis of the attack relation uses sets as a central tool. He
proposed four kinds of extensions of an argumentation framework: stable, preferred, grounded and complete
extensions. Verheij continued the analysis using labellings [13]. He defined labelling analogues of stable and
preferred extensions, and added two new kinds of extensions, arising naturally in the setting of labellings:
stage extensions and admissible stage extensions. Instead of maximizing the set of arguments, the set of
labeled arguments was maximized. In a sense, this meant that the set of arguments taken into account was
maximized (whether attacked or not), instead of just the set of unattacked arguments. Verheij continued the
labelling analysis of argumentation [16], but in a more expressive setting, namely one in which both support
and attack can be analyzed. Recently, Caminada has resumed the analysis of argumentation frameworks
in terms of labellings [1, 5]. In Caminada’s work, Verheij’s admissible stage extensions [13] occur by the
elegant name of semi-stable extensions [2]. Although the work of Caminada has been done independent of
that of Verheij, both discovered essentially the same concept in their respective formalizations of abstract
argumentation semantics. In the current paper, we will use the term semi-stable extension (or semi-stable
labelling) instead of Verheij’s original term admissible stage extension.
Semi-stable semantics can be located between stable semantics and preferred semantics, in the sense
that every stable extension (labelling) is also a semi-stable extension (labelling), and that every semi-stable
extension (labelling) is also a preferred extension (labelling) [13, 2]. Moreover, if an argumentation framework has at least one stable extension (labelling) then all of its semi-stable extensions (labellings) are also
stable extensions (labellings) [13, 2].
Over the recent years, research on semi-stable semantics has produced complexity analysises [9] as well
as an algorithm that computes all semi-stable extensions (labellings) given an argumentation framework
[3, 4].1 In the current paper, we discuss a property that so far has not received any attention: the existence
(and possible non-existence) of semi-stable extensions (labellings) of a given argumentation framework.
Although semi-stable extensions (labellings) do exist for every finite argumentation framework, we will see
that they do not always exist for every infinite argumentation framework.
1 Slightly modified versions of the algorithm can also be used to computer all preferred or stable extensions (labellings) of a given
argumentation framework[3, 4].

The current paper is structured as follows. First, in Section 2 we provide some formal preliminaries on
argumentation semantics, and in particular on semi-stable semantics. Then, in Section 3 we will provide an
example of an (infinite) argumentation framework without any semi-stable extension (labelling) state some
conditions under which semi-stable extensions do exist, even for infinite argumentation frameworks. We
will round off in Section 4 with a brief discussion and a description of an open research issue.

2 Formal Preliminaries
In the current section, we state some basic notions of abstract argumentation theory.
Definition 1. Let U be the universe of all possible arguments. An argumentation framework is a pair
(Ar, att ) where Ar is a subset of U and att ⊆ Ar × Ar.
We say that an argument A attacks an argument B iff (A, B) ∈ att.
An argumentation framework can be depicted as a directed graph in which the arguments are represented
as nodes and the attack relation is represented as arrows. For instance, argumentation framework (Ar , att)
where Ar = {A, B, C, D, E} and att = {(A, B), (B, A), (B, C), (C, D), (D, E), (E, C)} is represented
in Figure 1.

D

A

B

C
E

Figure 1: An argumentation framework represented as a directed graph.
The shorthand notation A+ and A− stands for, respectively, the set of arguments attacked by argument
A and the set of arguments that attack argument A. Likewise, if Args is a set of arguments, then we write
Args + for the set of arguments that are attacked by at least one argument in Args, and Args − for the set of
arguments that attack at least one argument in Args. In the definition below, F (Args) stands for the set of
arguments that are acceptable in the sense of [7].
Definition 2 (defense / conflict-free). Let (Ar, att ) be an argumentation framework, A ∈ Ar and Args ⊆
Ar.
We define A+ as {B | A att B} and Args + as {B | A att B for some A ∈ Args}.
We define A− as {B | B att A} and Args − as {B | B att A for some A ∈ Args}.
Args is conflict-free iff Args ∩ Args + = ∅.
Args defends an argument A iff A− ⊆ Args + .
We define the function F : 2Ar → 2Ar as
F (Args) = {A | A is defended by Args}.
Args is admissible iff it is conflict-free and Args ⊆ F (Args).
When Args is a set of arguments, we refer to Args ∪ Args + as the range or Args, a term that was first
introduced in [13]. Using the concept of admissibility, it then becomes possible to define preferred, stable
and semi-stable semantics. The definitions of stable and semi-stable extensions below are not literally the
same as in [7] and [2] but can be proved to be equivalent. Our aim is to formulate these notions in such
a way to make clear the connection between the extensions-based (Definition 3) and the labelling-based
(Definition 5) characterisations of argumentation semantics.
Definition 3 (acceptability semantics). Let (Ar , att) be an argumentation framework and let Args ⊆ Ar
be an admissible set of arguments.
- Args is a preferred extension iff Args is a maximal (w.r.t. set-inclusion) admissible set.
- Args is a stable extension iff Args is an admissible set where Args ∪ Args + = Ar .

- Args is a semi-stable extension iff Args is an admissible set where Args ∪ Args + is maximal (w.r.t.
set-inclusion) among all admissible sets.
As an example, in the argumentation framework of Figure 1 {B, D} is a stable (and semi-stable) extension, {A} is a preferred extension which is neither stable nor semi-stable, and {B} is an admissible set
which is not a preferred extension (and also not a stable or semi-stable extension).
The connection between stable, semi-stable and preferred extensions can be stated as follows.
Proposition 1 ([2]). Let AF = (Ar , att) be an argumentation framework.
1. Every stable extension of AF is also a semi-stable extension of AF .
2. Every semi-stable extension of AF is also a preferred extension of AF .
3. If AF has at least one stable extension, then every semi-stable extension of AF is also a stable
extension of AF .
The concept of admissibility, as well as that of preferred, stable or semi-stable semantics were originally stated in terms of sets of arguments. It is equally well possible, however, to express these concepts
using argument labellings. This approach was pioneered by Pollock [12] has subsequently been applied by
Jakobovits and Vermeir [10], Caminada [1, 3], Vreeswijk [18] and Verheij [13, 17]. In the current paper we
follow the approach of Caminada [1, 5], where the idea of a labelling is to associate with each argument exactly one label, which can either be in, out or undec. The label in indicates that the argument is explicitly
accepted, the label out indicates that the argument is explicitly rejected, and the label undec indicates that
the status of the argument is undecided, meaning that one abstains from an explicit judgment whether the
argument is in or out.
Definition 4 ([5]). Let (Ar, att ) be an argumentation framework. A labelling is a total function L : Ar −→
{in, out, undec}. A labelling is called admissible iff for every A ∈ Ar it holds that:
1. if A is labelled in then all attackers of A are labelled out
2. if A is labelled out then A has a attacker that is labelled in, and
We write in(L) for {A | L(A) = in}, out(L) for {A | L(A) = out} and undec(L) for {A | L(A) =
undec}. Sometimes, we write a labelling L as a triple (Args 1 , Args 2 , Args 3 ) where Args 1 = in(L),
Args 2 = out(L) and Args 3 = undec(L).
Using the concept of an admissible labelling, it becomes possible to define the notions of preferred,
stable and semi-stable labellings.2
Definition 5. Let L be an admissible labelling of argumentation framework AF = (Ar , att).
• We say that L is a preferred labelling iff in(L) is maximal (w.r.t. set inclusion) among all admissible
labellings.
• We say that L is a stable labelling iff undec(L) = ∅.
• We say that L is a semi-stable labelling iff undec(L) is minimal (w.r.t. set inclusion) among all
admissible labellings.
The connection between stable, semi-stable and preferred labellings are similar as for the stable, semistable and preferred extensions.
Proposition 2. Let AF = (Ar , att) be an argumentation framework.
1. Every stable labelling of AF is also a semi-stable labelling of AF .
2. Every semi-stable labelling of AF is also a preferred labelling of AF .
3. If AF has at least one stable labelling, then every semi-stable labelling of AF is also a stable labelling
of AF .
2 In [1] these were defined using the concept of complete labellings. However, our current formalization based on admissible
labellings can be shown to be equivalent.

For preferred, stable and semi-stable semantics, extensions and labellings stand in a one-to-one relation
to each other. In essence, in order to convert a labelling to an extension, one simply takes the set of inlabelled arguments. Similarly, in order to convert an extension to a labelling, one labels all arguments in the
extension in, all arguments attacked by the extension out and all other arguments undec. More details can
be found in [5].

3 On the Existence of Semi-Stable Extensions
Although various technical issues regarding semi-stable semantics (like computational complexity [9] and
algorithms [3]) have been treated in the literature, there is one particular question that is still to be answered
in any reasonable detail: can we guarantee the existence of semi-stable extensions for any argumentation
framework? Although we understand that this question might at first appear odd to the reader, it will be
explained that answering it is definitely not a trivial task. In fact, the reader might be surprised to learn that
for a wide variety of cases, one cannot provide an a priori answer to this question.
To properly understand the nature of the problem, it can be interesting to look at it from the perspective
of preferred semantics. Recall that preferred extension can be defined as a maximal admissible sets [7],3
while semi-stable extension can be defined as admissible sets with a maximal range.4 When being asked
why there always exists a preferred extension, many scholars reply by stating that the empty set is admissible
and that one can always keep on adding arguments to it until one has reached a preferred extension. This is
stated in remarks like “Every argumentation framework possesses at least one preferred extension (the empty
set is always an admissible set)” [6] and “(...) it is always the case that a preferred extension exists since
the empty set is always admissible” [8]. While we agree that each argumentation framework has at least a
minimal admissible set (the empty set), this still does not answer the question of whether each argumentation
framework also has a maximal admissible set (a preferred extension).
Of course, an easy and straightforward way of ensuring the existence of a preferred extension would be
to take into account only argumentation frameworks with a finite set of arguments. If there are only finitely
many arguments, then there are also finitely many admissible sets. It then trivially follows that there exists
some maximal admissible set. This is for instance the approach taken in [8].
A similar observation holds with respect to the existence of semi-stable extensions, as long as one restricts oneself to finite argumentation frameworks. For finite argumentation frameworks, one can always
identify an admissible set Args where Args ∪ Args + is maximal, thus warranting the existence of a semistable extension.
When one also allows for argumentation frameworks with an infinite set of arguments, the situation
becomes more complex. It should be mentioned that the idea of having an infinite number of arguments is
not too far-fetched. When one, for instance, defines an argumentation framework using classical logic (such
as [11, 12]) then from the fact that there are infinitely many classical tautologies, it follows that one can
construct infinitely many arguments.
Suppose there are infinitely many arguments. Is there then still always a preferred or semi-stable extension? For semi-stable semantics, this question should, unfortunately, be answered negatively. Take the
example (taken from [14, 16]) of an argumentation framework where there are infinitely many A-arguments
(A1 , A2 , A3 , . . .), infinitely many B-arguments (B1 , B2 , B3 , . . .) and infinitely many C-arguments (C1 , C2 ,
C3 , . . .). Let each Ai attack itself. Let each Bi attack each Aj with j ≤ i as well as each Bk with k < i.
Furthermore, let each Bi and Ci attack each other. This situation is depicted in Figure 2.
Perhaps the best way of explaining why in this case no semi-stable extension exists is by examining the
preferred labellings (recall that every preferred labelling corresponds to a preferred extension). In this case,
there exist an infinite sequence of preferred labellings, of which we only provide the first three:
1. each Ci is in, each Bi is out and each Ai is undec
2. C1 is out, all the other Ci s are in, B1 is in, all the other Bi s are out, A1 is out, all Aj with j > 1
are undec.
3. C2 is out, all the other Ci s are in, B2 is in, all the other Bi s are out, A1 and A2 are out, all Aj with
j > 2 are undec.
3 We

write “can be” because it would be equally possible to define a preferred extension as a maximal complete extension [7].
write “can be” because it would be equally possible to define a semi-stable extension as a complete extension with maximal
range [2].
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Figure 2: Sometimes, there does not exist a semi-stable extension.
The situation here is as follows. There can be at most one B-argument that is labeled in (otherwise one
loses conflict-freeness and violates point 1 of Definition 4). Let us assume that Bi is labelled in (for some
i ≥ 1). Then, if one wants to minimize undec, one should label Ci out and all other Cj (with j ̸= i) in.
All Ak with k ≤ i then become out (this is because Bi is in) whereas all Ak with k > i remain undec.
For instance, if one chooses B1 to be in, then the set of undec labelled arguments becomes {A2 , A3 , A4 ,
A5 , . . .}. If one chooses B2 to be in then the set of undec labelled arguments becomes {A3 , A4 , A5 , . . .}.
If one chooses B3 to be in then the set of undec labelled arguments becomes {A4 , A5 , . . .}, etc. Thus, the
larger we choose the i in Bi , the less arguments get labelled undec. Nevertheless, we never end up with
a minimal set of undec labelled arguments, since one can always obtain a set that is smaller. There is no
admissible set Args where Args ∪ Args + is maximal. Therefore, there exists no semi-stable extension in
Figure 2.
As an aside, one may ask the same question regarding preferred semantics. Is it perhaps possible that
one can invent an example where the admissible sets keep on increasing, such that there is no admissible
set Args where Args is maximal? Suppose there exists an infinite sequence of increasing admissible sets
Args 1 , Args 2 , Args 3 , . . . How can one guarantee the existence of a global maximum?
The first step towards dealing with this is to observe that the union of Args 1 , Args 2 , Args 3 , . . . where
Args i (i ≥ 1) keeps getting bigger is again an admissible set. This is not difficult too see, as the union is
conflict-free (otherwise at least one Args i (i ≥ 1) would not be conflict-free) and defends all its elements
(otherwise at least one Args i (i ≥ 1) would not defend all its arguments). Nevertheless, this is still not
enough to warrant the existence of a global maximum. What if the union (say Args ′ ) is in itself again the
starting point of an ever increasing sequence of admissible sets?
The key to the existence of preferred extensions is to be found in Zorn’s Lemma, which can be stated as
follows: “Every non-empty partially ordered set (S) of which every totally ordered subset (T ) has an upper
bound contains at least one maximal element”. Let S be the set of all admissible sets, where the admissible
sets are ordered according to the subset relation. As every totally ordered subset T (that is: every sequence of
increasing admissible sets) has an upper bound (that is: its union), one can apply Zorn’s Lemma and obtain
the existence of at least one maximal element (a preferred extension). Although not explicitly mentioned in
[7], this is in fact the reason why there always exists a preferred extension.
As for semi-stable semantics, one cannot perform the same trick. The point is that the union of a
sequence of admissible sets Args 1 , Args 2 , Args 3 , . . . where Args i ∪ Args +
i (i ≥ 1) keeps getting bigger
might not be an admissible set itself. Again, an example can be found in Figure 2, where this union is
not conflict-free (since it contains more than one B-argument). Thus, we cannot apply Zorn’s Lemma for
semi-stable semantics.
To summarize: the existence of extensions is not as straightforward as it may appear at a first sight. For
stable semantics, the situation is clear: there may not be stable extensions regardless of whether there are
finitely or infinitely many arguments. For preferred semantics, the situation is quite the opposite: there is
always at least one preferred extension, again regardless of whether there exists finitely or infinitely many
arguments. For semi-stable semantics, however, the situation is somewhere in between: extensions are
guaranteed to exist for finite argumentation frameworks, but not for infinite argumentation frameworks. So

also here, it can be seen that semi-stable semantics has a position between stable semantics and preferred
semantics.
Overall, some properties with respect to the existence of semi-stable extensions can be identified as
follows.
1. There exist (infinite) argumentation frameworks without semi-stable extensions (labellings).
2. Every finite argumentation framework has at least one semi-stable extension (labelling).
3. Every argumentation framework with a finite number of preferred extensions (labellings) has at least
one semi-stable extension (labelling).
4. Every argumentation framework with at least one stable extension (labelling) has at least one semistable extension (labelling).
Point 4 follows from Proposition 1 and Proposition 2. Points 2 and 3 are actually special cases of the
following theorem.
Theorem 1. If an argumentation framework (Ar , att ) does not have an infinite sequence of preferred extensions with strictly increasing ranges (or equivalently, does not have an infinite sequence of preferred
labellings with strictly decreasing sets of undec-labelled arguments) then it has at least one semi-stable
extension (labelling).
Proof. We prove this by modus tollens. Suppose (Ar , att) has no semi-stable extension. Now pick an
arbitrary preferred extension (say P1 ). It is not semi-stable, so there exists an admissible set A2 with a larger
range (that is, the range of A2 is a proper superset of the range of P1 ). Let P2 be a preferred extension that
is a superset of A2 (from [7] it follows that such a preferred extension always exists). From the fact that P2
has a larger (or equal) range than A2 , together with the fact that A2 has a larger range than P1 , it follows
that P2 has a larger range than P1 . P2 is not semi-stable either, so using the same reasoning there exists a
preferred extension P3 with a larger range. Repeating this process gives (by induction) an infinite sequence
of preferred extensions with strictly increasing ranges.
The validity of point 3 above follows directly from Theorem 1. The validity of point 2 above follows
from the fact that it is a special case of point 3 above.

4 Discussion
Although Theorem 1 does provide a guideline regarding the existence of semi-stable extensions (labellings)
it does so by examining its preferred extensions (labellings). An interesting question is whether one can also
warrant the existence of semi-stable extensions based on the topological properties of the argumentation
framework. One possible candidate would be to consider only finitary argumentation frameworks, as defined
in [7]. Recall that in a finitary argumentation framework each argument has a finite number of atackers. It
is not too difficult to see that the argumentation framework of Figure 2 is not finitary. This is because each
Ai (i ≥ 1) has an infinite number of atackers (each Bj with j ≥ i) and each Bi has an infinite number of
atackers (each Bj with j > i).
The fact that there exists no semi-stable extension for the argumentation framework of Figure 2 is closely
related to the fact that it is not finitary. In fact, we have been unable to construct an example of a finitary
argumentation framework that still does not have any semi-stable extensions. Still, this does not mean that
there exists an easy and straightforward proof of the existence of semi-stable extensions for finitary argumentation frameworks. It appears that such a proof would have to use Zorn’s Lemma, and it is not obvious
how such should be done while making use of the specific properties of finitary argumentation frameworks.
The following conjecture should therefore be seen as an open research issue in abstract argumentation.
Conjecture 1. Every finitary argumentation framework has at least one semi-stable extension (labelling).
In our view, the above conjecture is currently one of the main technical open issues in the theory of
abstract argumentation.5
5 We

encourage people who are interested to work on this to contact us, in order to prevent double work from being done.

Epilogue: Historic Context and Terminology
The issue of the existence of semi-stable extensions was first examined in [14, 16]). The argumentation
framework associated to example 5.8 of [16][p. 338]6 has no semi-stable extension.7 The result is obtained
using the DefLog language, a straightforward generalization of Dung’s attack graphs. DefLog8 is a logical
language in which attack is interpreted as a kind of conditional relation. The language adds support, nested
conditionals and — what might be called — negation-as-defeat9 to the expressiveness of Dung’s attack
graphs. Analogues of Dung’s stable and preferred extensions are defined, and shown to be faithful generalizations (in the sense that translating an attack graph into DefLog does not affect its stable and preferred
extensions). Next to the semi-stable semantics, Verheij [13, 16] adds a second kind of semantics that is new
with respect to Dung’s definitions, namely the stage semantics. A stage extension is a conflict-free set of
arguments, with maximal range [13].10 For the sake of completeness of the analysis, Verheij [16] adds maximal conflict-free sets to the comparative analysis (using the term “compatibility class”). Table 1 contains
an overview of the different uses of terminology.
Dung [7]
stable
extension
preferred
extension
grounded
extension
complete
extension
-

Verheij [13]
complete stage
extension
preferred
stage
-

Verheij [14, 16]
extension, dialectical
interpretation
dialectically
preferred stage
-

-

-

admissible stage
extensions
stage
extension
-

maximal dialectically
preferred stages
maximal
stage
compatibility class
(in [14]: satisfiability class)

Caminada [2]
stable
extension
preferred
extension
grounded
extension
complete
extension
semi-stable
extension
-

Encompassing proposal
stable
extension
preferred
extension
grounded
extension
complete
extension
semi-stable
extension
stage
extension
conflict-free
extension

Table 1: Comparison of terminology.
As an aside, the example of Figure 2 is also a counterexample against the existence of stage extensions
for infinite argumentation frameworks. Identifying topological properties that warrant the existence of extensions (labellings) is therefore not only an issue for semi-stable semantics, but for stage semantics as well,
and to some extent even for stable semantics.
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Abstract
Hermes is an ontology-based framework for building news personalization services, which focuses on
news classification and knowledge base updating. The framework also allows for news querying and result
presentation. In this paper, we focus on the techniques involved in keeping Hermes’ internal knowledge
base up-to-date. Essentially, our semi-automatic approach to knowledge acquisition from news is based
on ontologies and lexico-semantic patterns.

1

Introduction

In today’s information-driven world, it is beneficial to be up-to-date with emerging events. Not only regular
people benefit from being updated regularly, for instance on common-day matters such as the weather, but
also companies merit from being aware of the latest events in for instance their target market, as for example
stock markets for financial companies. Common valuable, widely available, yet mostly unstructured sources
of information are news messages. With the publishing frequency of most news sources, e.g., Web sites such
as Reuters and Bloomberg, it is of utmost importance to be able to extract key events in a timely and efficient
manner, and to update one’s knowledge base accordingly. Reasoning with up-to-date information contributes
to a valuable knowledge base that can serve many purposes.
Knowledge acquisition tasks require both proper extraction techniques, as well as adequate and easily
accessible storage facilities. The Hermes news personalization framework [2] combines a Natural Language
Processing (NLP) pipeline with Semantic Web domain ontologies. The framework classifies online news
messages by identifying their key concepts, and updates its internal knowledge base (modeled by means of a
domain ontology) based on discovered events. Also, the framework provides for news query execution and
result presentation.
As updating the knowledge base is one of the most vital tasks within such frameworks, this paper focuses on the techniques involved in keeping Hermes’ internal knowledge base up-to-date. Sections 2 and 3
elaborate on the Hermes framework in general, and more specifically on classification and knowledge base
updating, respectively. Finally, Section 4 wraps up this paper by presenting results of an implementation of
the framework, i.e., the Hermes News Portal (HNP).

2

Classification

When news items are announced through RSS feeds, the Hermes framework fetches these messages and
processes them using an NLP pipeline. Text processing is done by means of an NLP pipeline based on

the GATE framework [1]. The pipeline accounts for tokenization, sentence splitting, Part-Of-Speech (POS)
tagging, morphological analysis, ontology gazetteering, and Word Sense Disambiguation (WSD).
Incoming news messages and their discovered concepts are stored in a domain ontology that contains
the most important target domain concepts, so that future queries can be done in timely manner, avoiding
superfluous text processing. Concepts are mapped to their corresponding sets of synonyms from a semantic lexicon (WordNet [3]). These sets provide domain-independent lexical representations for associated
concepts, which complement domain-specific lexical representations stored in the domain ontology.

3

Knowledge Base Updating

After classification, a necessary step within the Hermes framework is updating the knowledge base. This
is done by means of lexico-semantic patterns, which are designed by hand and define events using lexicosemantic arguments based on ontological classes. These patterns have one or more associated update actions
that are to be executed once elements from a news message match these patterns. Within the Hermes
framework, events discovered using such patterns are manually validated, to ensure a correct knowledge
base.
Patterns are defined by a subject, a relation, and optionally an object. An example is [kb:Person]
kb:BecomesCEO [kb:Company], which identifies CEO changes in a company. Square parentheses
indicate lexical representations of individuals of the enclosed type, whereas the lack of square parentheses
indicates that only lexical representations of the given instance are taken into consideration.
Once the event has been manually validated, the Hermes framework updates the ontology by means of
action rules that make use of SPARQL/Update [4]. The action rules are ordered, e.g., removing old CEOs
before adding new CEOs to prevent incorrect updates. Furthermore, rules are executed in the order of event
appearances in news. After executing all associated actions, the event effects are captured in the ontology.

4

Results

We implemented the Hermes framework in the Hermes News Portal (HNP), which allows for browsing a
knowledge base, querying relevant news items, and semi-automatically updating a knowledge base. Experiments on 200 news items extracted from Yahoo! Business and Technology news feeds show 86% precision
and 81% recall on concept identification, and 64% precision and 53% recall on pattern-based matching,
which utilizes multiple identified concepts. Usability tests show that user interaction with the system, needed
for knowledge base updating, is positively assessed by the users.
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Abstract
The Web of Data (WoD) is a network connecting billions of facts hosted by many different parties, represented using a variety of vocabularies with varying degrees of preciseness, and supplied in an inconsistent
fashion, altogether yielding a high level of messiness. This WoD is growing at an amazing rate and it will
no longer be feasible to deal with it in a global way, by centralising the data or reasoning processes making
use of that data. Currently, techniques coming from research on databases are at the core of applications
dealing with the WoD. However, considering its increasing size and messiness, there is a need to shift
to approximated and decentralised algorithms. We believe that Computational Intelligence and collective
intelligence techniques provides the approximation, adaptiveness, robustness and scalability that will be
required to exploit the full value of ever growing amounts of dynamic data on the Web.

This short paper is a summary of the paper “Linked Data Meets Computational Intelligence”,
published at the AAAI spring symposium 2010 “Linked Data Meets Artificial Intelligence” [2]

1

The Web of Data

Using Semantic Web technologies such as RDF and SPARQL, people have lately been able to publish a
massive amount of semantically enriched information. The published data is expressed as the association
between a subject, a predicate and an object (a “triple”). By sharing subjects and objects, these triples gets
connected to each other, thereby creating a knowledge network made of related facts. This Web of Data
(WoD) is taking momentum with more than 15 Billions of triples already created with some contribution,
for instance, from Facebook and the UK government. Currently, most of the techniques used to make use
of the WoD comes from research done on databases. It often means that in order to be used, the data must
be first gathered from different places to be stored into a single data store. Soon, this will no longer be a
reasonable approach considering that:
• The number of triples and triple providers is growing. Data stores have become increasingly efficient
and can now deal with billions of triples in a single store but the number of triple providers is also
growing steadily. In plus, incoherence and conflicts likely to be found when combining heterogeneous
data. Both the exponential increase of figures and the risk of conflicts when merging data poses a
serious threat on centralised approaches.
• Centralising data rises privacy issues. Providing access to some data or giving away an copy of it
are two different stories. While triple providers are, by definition, willing to provide access to their
data some of them may not be keen on giving away entire copies of it. For instance, social network
web sites provide access to part of the data they host but will typically not allow anyone to dump
everything the know into one place.
• Centralisation implies consolidation. The predicates used to compose the triples are defined in user
created vocabularies. Although some, like FOAF or Dublin Core, are very popular, two different
data sets are likely not to use the same vocabulary. Before being merged and queried as a unique
information base, all the triples have to be consolidated in order to use the same vocabulary.

• Data consumers are actually not interested in how the data is stored or processed. The recent developments on cloud computing highlighted the fact that users like to have the data somewhere and, more
importantly, always accessible. There is less demand for single access point to data sets.
There is thus a need for the research community to work on techniques able to deal with decentralised,
huge and incoherent amount of data and data providers. New algorithms designed to leverage knowledge
from the WoD will have to be scalable, robust, anytime and adaptive. These properties are among the key
features offered by computational intelligence algorithms and collective intelligence techniques.

2

Approximated and self-organising algorithms

Computational intelligence is a research field compromising work done on fuzzy systems, neural networks
and evolutionary computation. While the usage of the former as already made it’s way through databases,
and by extension the Semantic Web, the later is still hardly considered. The self-organising behaviour of
collective intelligence algorithms as also not been sufficiently investigated yet, although self-* properties
would fit the decentralised context provided by the WoD. In more details, and considering the challenges
posed by the WoD, these particular advantages are of interest:
• Simplicity and interactivity: techniques such as evolutionary algorithms and swarm intelligence only
requires the (careful) design of interaction rules. The final result then emerges from the activity
of the system. Besides, and because they can be run continuously, these algorithms can cope with
changing parameters and stream back results as they are found. This breaks the classical loop of
“query,wait,result,query” user actions.
• Learning, adaptation and approximation: programs are able to cope with changes and learn as they
are executed. Approximated results can be returned as performances improve over time.
• Scalability, robustness and parallelism: population-based algorithms such as swarm intelligence and
evolutionary algorithms are easier to parallelise as every individual is a unique, independent, entity.
Robustness is also improved as the loose of a single entity doesn’t rhyme with a complete failure of
the system.
As to illustrate the relevancy of these techniques for the WoD and to give the reader an idea of “what’s
going on”, here are a few examples of successful usage of CI and swarm techniques:
• Semantic gossiping is a technique making use of self-organisation to establish peer-to-peer semantic
equivalences among vocabularies used by different triple providers [1]. This avoids the need of a
central translation point.
• The brood sorting behaviour of ants can be used to design an efficient triple store that finds the most
efficient way to distribute triples over a set of storage areas [3].
• In [4], an evolutionary algorithm used to solve a query answering problem turned into an optimisation
problem has been proved to be able to stream “good enough” answers to queries.
The work on approximation algorithms and self-organisation for dealing with the WoD is an emergent
research field with a nascent research community working on it. For more references, the interested reader
is invited to read [2].
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Abstract
This paper proposes a design for an Embodied Conversational Agent (ECA) that empowers victims of cyberbullying by simulating peer support. The anti-cyberbullying buddy helps a child to cope with negative
emotions due to a cyberbullying incident and it shows the child how to deal with future incidents of cyberbullying. The buddy interacts with the victim in three stages: first the child communicates her emotional
state, next the buddy gathers information about the situation at hand, then the buddy gives practical advice
on how to deal with the situation. During the interaction, the buddy gives emotional support by responding
empathically. In addition to giving practical advice and providing emotional support, the buddy tries to
establish a relationship with the user by referring to previous events when appropriate.

1

Introduction

According to a recent study, US children aged 8 to 18 on average spend 1.5 hours a day using the computer
for recreational purposes [14]. Most of these activities take place on the Internet. The study also found
84% of children has access to the Internet at home. So, many children spend a lot of time online. They
use the Internet not only as an educational tool, but also for fun, games and to develop and maintain social
contacts. One of the risks they run online is to become a victim of cyberbullying. Cyberbullying can be
defined as ‘any behavior performed through electronic or digital media by individuals or groups that repeatedly communicates hostile or aggressive messages intended to inflict harm or discomfort on others’ [27].
Cyberbullying takes place via e-mail, instant-messaging programs, Internet chat rooms, multi-player online
games, or social websites or blogs. Our work is part of the multi-disciplinary Cyberbullying project that
aims at designing social, legal and technological measures to protect and empower children and adolescents
against bullying in virtual environments.
It is widely recognized that cyberbullying is a complex issue and a ‘quick fix’ does not exist [6, 19, 24,
26]. Education, both of children and adults, and increasing awareness are suggested to tackle the problem
[6, 10, 28]. In particular, there is a growing recognition of the need for children to receive educational support for social and emotional learning, with awareness of its importance for both non-academic outcomes
and improved academic performance. The eCircus project1 developed innovative technology to support social and emotional learning through role-play and affective engagement for Personal and Social Education
involving complex social situations. The project focused on enhanced learning through the use of an interactive 3D environment that explores virtual play and improvisational drama with synthetic characters that
evoke empathy.
Even though awareness of the problem of cyberbullying is currently increasing at schools, teachers and
parents often lack the knowledge and technical skills to truly help victims of cyberbullying [12]. Peer
support has proven to be effective against traditional bullying [7]. However, peer supporters need excellent
communication skills, such as active listening, adopting a problem-solving approach, being empathic and
the ability to build up trust [7]. Not all children have access to (organized) peer support. In addition, peer
support may not be available when a child needs it. In this paper, we describe work in progress on an
Embodied Conversational Agent (ECA) that empowers victims of cyberbullying by acting as a supportive
friend (peer). This anti-cyberbullying buddy makes peer support more accessible, because it is immediately
available when a victim of cyberbullying needs help.
1 http://www.macs.hw.ac.uk/EcircusWeb/

The buddy is a virtual character that ‘lives’ on the computer screen of potential victims of cyberbullying.
When a child feels uncomfortable because of a cyberbullying incident, it turns to the buddy for emotional
support and practical advice on how to deal with the situation. Ideally, the buddy will be integrated with
systems that the children use on a daily basis, so, children are familiar with the character. Implementing the
buddy as a local application on the host computer, also serves as a protection of the child’s privacy, as its
data will not be shared with the social web applications the child uses. The short term goal of the buddy is to
lower the victim’s negative emotions (coping). On the long(er) term, the buddy aims at teaching the victim
how to deal with cyberbullying. In order to be successful, the buddy must be able to persuade the user to
follow its advice. Interaction between the buddy and the user happens in three stages: first the user indicates
she is distressed because of a cyberbullying incident, next the buddy gathers information about the current
situation by asking questions and finally the buddy gives practical advice on how to deal with the situation.
The paper is organized as follows. In section 2, we discuss related work on empathy and ECAs. Section
3 introduces the architecture of the anti-bullying buddy. In section 4, we discuss the empowerment strategies
followed by the buddy. Section 5 gives an example of an interaction scenario between child and buddy. In
section 6, we present our plan for evaluation of the buddy. Finally, in section 7, we present our conclusions
and indicate directions for future research.

2

Related Work

Empathy is one of the most important communication skills of peer supporters [7]. Empathy is about understanding and responding to the affective state of another person. In recent years, researchers have started to
explore the potential of empathic agents for improving interaction and achieving beneficial outcomes.
During the aforementioned eCircus project, Paiva et al. developed FearNot!, an Intelligent Virtual Environment (IVE), where synthetic characters act out bullying scenarios [23]. Paiva et al. demonstrated that
the characters were able to elicit empathy from users of the application. While FearNot!’s characters elicit
empathy from the user, the anti-cyberbullying agent should be empathic to the user.
Hone showed that empathic agents are able to help users relieving frustration [17]. The SEMAINE
project is also about empathic agents that affect the emotional state of the user. The goal of the SEMAINE
project is to create listening agents that represent different personalities and try to draw the user into their
emotional state by choosing appropriate utterances and non-verbal behavior [16].
Bee et al. proposed an empathic listening agent that tries to keep the user engaged in a social relationship by either mirroring emotions recognized from speech sounds (parallel empathy) or responding to these
emotions (reactive empathy) [3]. Adam and Ye designed an emotional dialogue module for an intelligent
interactive toy aimed at engaging children by using different emotional strategies, including emotional support by expressing empathy and encouraging the child to take active steps to improve the situation (active
coping) [1].
The FitTrack system attempted to change the behavior of its users by trying to establish a relationship
[4]. Even though, a lasting change in exercising behavior did not occur, the relational agent was rated more
positively than the non-relational agent from the control condition of the experiment.
Related work shows that the user’s emotional state can be affected in a positive way by expressing
empathy. Different ways of expressing empathy exist, including linguistic utterances, mirroring the user’s
emotion and responding to it. In addition, embodied agents can help users to deal with their negative
emotions by applying coping strategies. Empathy also plays an important role in establishing a relationship
between the user and an agent. Even though the results of [4] do not show a lasting behavioral change,
researchers believe that ECAs have the potential to assist users in changing their behavior, e.g. in mental
health promotion [8, 18].

3

Buddy Architecture

Interaction between the buddy and the child takes place in three stages:
• Understand the child’s emotional state
• Gathering of information about the bullying situation
• Give advice

Figure 1: The architecture of the buddy agent (based on generic architecture by Steunebrink et al. [25]).

Figure 2: The AffectButton (left side) and several examples of emotional expressions (right side) (image
from [5]).
This indicates that the buddy must be able to communicate with the user and understand user input. As
a simulated peer, the buddy aims to provide the same skill set that is expected of human peer supporters.
Essential skills are being empathic, adopting a problem-solving approach, active listening and the ability
to build up trust [7]. In order to be empathic, the buddy will adapt its response to the emotional state of
the child and display an appropriate facial expression. The problem-solving approach consists of gathering
information about the current situation and giving practical advice. Active listening is implemented by
showing appropriate listening behavior (e.g. nodding) and by asking follow up questions. We expect that
implementing these three skills will foster trust between the child and the buddy. We intend to explore the
extent to which trust is being built up during the evaluation (see section 6).
These requirements are reflected in the proposed architecture of the buddy depicted in Fig. 1. This
architecture is a simplification of the generic design of social agents and robots by Steunebrink et al. [25],
tailored to the specific characteristics of the buddy. The design of the buddy is modular, so the buddy can
easily be extended. We intent to re-use existing modules to jumpstart the development of the buddy. In this
section the different modules are discussed.

3.1

Input and Output Modalities

The interaction between the buddy and the user starts when the user tells the buddy how she feels. The user
describes her emotional state by clicking the AffectButton [5]. The AffectButton is depicted in Fig. 2. By
moving the mouse over the button, the user manipulates its facial expression. When the facial expression of
the button matches the emotion the user wants to express, she clicks the button. Figure 2 also shows some
of the possible affective states.
After the emotional state of the user is communicated, the conversation between the buddy and the user
starts. The buddy communicates with the user by sending text messages to a chat-like interface. Ideally,
the user would be allowed to respond by typing free text. Since online communication is mostly textual,
exchanging text messages would be a natural way for children and adolescents to communicate. However,
free text needs to be interpreted before the information content can be used for reasoning and this is not a
trivial task. In the first version of the buddy, input from the user is limited to predefined options. After the
buddy sends a message, a list of responses is shown on the screen and the user selects one of the options.

RE-phrase [15] offers a way to gather and rank response options in a dialogue. RE-phrase catches patterns
in conversations by storing responses in a tree of choices. Possible response options are ordered and filtered
based on usage statistics.
In addition to verbal communication, the buddy also communicates non-verbally. The buddy is represented by a virtual character on the screen that displays different facial expressions. The buddy is able to
simulate all emotional states that can be expressed with the AffectButton.
The appearance of the buddy is very important. The way the agent looks influences the user’s assumptions regarding the agent’s similarity (to the user), attractiveness and credibility [2]. Users are more easily
persuaded by embodied agents that are considered to be similar to them [13]. Since the buddy plays the
role of a peer, its appearance should be similar to children and adolescents in certain age groups. Gender,
visual style, and specific verbal and non-verbal behavior are other important aspects that should be taken
into account. We are currently evaluating different possible appearances for the buddy. The possibility for
users to adapt the appearance of the buddy is also being considered.

3.2

Knowledge

The knowledge of the buddy is stored in different databases. The buddy uses the following knowledge bases:
• User profile: In order to be able to adapt to the user, the buddy maintains a user profile, consisting of
personal information (e.g. name, age, date of birth, etc.), the personality of the user, previous incidents
and advice given
• Incident database: For each cyberbullying incident, the buddy gathers information about the type
of cyberbullying, the method used, the identity of the bully (if known), the advice given, etc. This
information is stored in the incident database
• Advice module: The advice module contains a mapping of characteristics of bullying incidents to
specific pieces of advice
The action selection engine requests information from the knowledge bases and updates them when
needed. All these modules are under development.

3.3

Emotional Model

The emotional model allows the buddy to reason about the user’s emotional state. The emotional model
will be based on OCC, a standard model for computerized emotion [22]. The emotional model of the
buddy enables it to respond appropriately to emotions of the child, but also includes displaying emotions
itself in response to the current situation and its internal state. The emotions experienced by the buddy are
empathic to the state of the child. This means joy when the child is happy, sadness when the child is sad,
disappointment when a proposed plan failed, etc.
The emotional model includes the components appraiser and intensity [11]. The appraiser is a process
that triggers the creation of emotions based on the state of the environment. The intensity of triggered
emotions indicates how strong the emotion is and is assigned with different values depending on the different
situations that generated the particular emotion.
The emotional model receives the current affective state of the user through the action selection engine.
As discussed in section 3.1, the emotional state of the user is expressed through the AffectButton. The emotional model then guides the synthesis of the buddy’s emotions, by providing a mapping from experienced
emotion to appropriate facial expressions and linguistic utterances.

3.4

Action Selection

In the action selection engine the reasoning process takes place. Based on the input from the user (either
some emotional state or one of the predefined response options), the emotional model and the knowledge
bases, the buddy selects some action consisting of one or more (textual) utterances and one or more movements of the body (including the face).

4

Strategies

In order to achieve its goal of empowerment, the buddy uses the following strategies:
• Emotional support: the buddy provides emotional support by responding empathically to the victim
• Practical advice: the buddy gives practical advice on how to deal with the current incident. The
advice is tailored to the situation (e.g. the type and method of cyberbullying) and the user (based on
the user profile)
• Build relationship: the buddy attempts to build a relationship with the victim by responding empathically and referring to previous incidents when appropriate
The first strategy of the buddy is to provide emotional support by showing empathy to the user. Different
types of empathy exist, e.g. parallel empathy and reactive empathy [9]. Parallel empathy is emotional
mimicry, i.e. mirroring the user’s emotional state. Reactive empathy is being empathic by displaying other
emotions than the ones expressed by the target. The buddy expresses parallel empathy immediately after the
user has indicated her affective state with the AffectButton. In the next stage of the interaction, the buddy
expresses reactive empathy, by responding emotionally to the responses of the user.
The second strategy of the buddy is to give practical advice. The advice module takes into account
characteristics of the incident (e.g. anonymous bullies require a different approach than known bullies), the
affective state of the user (including the intensity of the emotions) (e.g. if the user is frightened the buddy
should respond in a different manner than if the user is angry), the user profile, and previous incidents (e.g.
the first threatening e-mail should be handled differently than the tenth threatening e-mail).
The advice module contains mappings of incident characteristics to specific pieces of advice (cf. section 3.2). The rules in the advice module will be based on children’s and adolescent’s existing coping
strategies that will be gathered from a survey and focus groups. Additional knowledge will be acquired from
experts on cyberbullying. Rules are triggered based on the information the buddy gathers about the current
situation. The buddy will ask the user questions either until it has sufficient information to give advice or
until it concludes it will not be able to give advice. In this case the buddy falls back to the default advice,
e.g. ‘talk to someone about the incident’.
The buddy’s third strategy is to build a relationship. Since bullying refers to a series of events rather
than isolated incidents [21], users will interact repeatedly with the anti-cyberbullying buddy. This gives
the buddy the opportunity to (try to) establish a relationship. The buddy uses its knowledge about earlier
(similar) events and bullies to give the user the sense she is being understood by the buddy. In addition,
the buddy requests explicit feedback about the way it handled situations, so it can adapt its approach to the
preferences of the user.

5

Scenario

In this section, we describe a possible interaction scenario, showing how the buddy (B) will respond when a
child (C) indicates she is being cyberbullied (cf. section 3.1). The dialogue of the buddy will be adapted to
the child (gender, age group, etc.). Verbal responses are given in italic and emotional responses are put between brackets. The child responds to the buddy by selecting one of the response options that are displayed
on the screen. These options have been left out of the scenario in order to keep the story brief. In some
cases, the child can type in additional details (e.g. the name of the bully).
Situation: C has a profile on a social networking site. She just discovered someone set up a fake profile
in her name and added nasty pictures and comments. C is upset and does not know how to respond.
C uses the AffectButton to tell B she is (sad).
B (mirror emotion, sadness): I’m sorry you’re sad. What happened?
C selects: fake profile of me on Facebook
B (negative affect, increased sadness): That’s too bad! Who did that to you?
C selects: Someone in my class
B (no change in expression): What’s this person’s name?
C selects: Type name and types: Nicole

B (positive affect, decreased sadness): So, you know who did it! Has she cyberbullied you before?
C selects: No
B (positive affect, moderate happiness): That’s good news. Does Nicole also bully you in real life?
C selects: Yes, sometimes
B (negative affect, sadness): I’m sorry you are a victim of real life bullying! Let’s try to stop Nicole!
The buddy matches the information it gathered to the advice base. The following advice is triggered: request
removal of the fake profile and talk to your teacher about the bullying. The dialogue engine transforms this
advice into appropriate text messages.
B (positive affect, neutral): You can ask the administrators of Facebook to remove the fake profile. Does this
sound reasonable?
C selects: Yes
B (positive affect, neutral): All right! Do you know how to request Facebook to remove the fake profile?
C selects: Yes
B (positive affect, neutral): I also recommend talking to your teacher about the bullying, because you say
your classmate also bullies you in real life. Would you try that?
C selects: Yes
B (positive affect, encouragement): Good luck! I’m sure you can resolve this situation!
B ends the conversation: I’ll be here, whenever you need me!
Next time the buddy is started, it pro-actively requests feedback about the advice it gave, in order to adapt the
user profile. This also gives the buddy the opportunity to determine whether the child followed the advice
and how it worked. If needed, the buddy repeats the advice or provides additional emotional support.

6

Evaluation Plan

In order to understand the contribution of the buddy to the empowerment of children in cyberbullying situations, a thorough validation of the design and evaluation of the buddy is necessary. Since we are still in
the development stage, we have not yet performed any evaluation. In this section we describe the plan for
future work on evaluation.
The first step of evaluating the anti-cyberbullying agent consists of validating the approach for the Cyberbullying project. Since it is unethical to deliberately expose children to bullying, the buddy is evaluated
indirectly. It is proposed to create a few different scenarios (see section 5 for an example) and a Wizard of
Oz (WOZ) version of the buddy (i.e. a human experimenter selects the actions the buddy performs). The
scenarios will be shown to a number of children and/or adolescents. Next, the participants will interact with
the WOZ buddy. The children will be asked to pretend to be in situations similar to the scenarios shown
before and to give feedback on the interaction. The feedback will be interpreted together with experts on
cyberbullying.
When the approach is validated, a prototype system will be implemented. To further investigate how the
buddy can convincingly mimic the communication skills needed for peer support, the target audience will be
consulted on a regular basis during this phase. Feedback will be gathered on appearance, whether expressed
emotions are recognizable and believable, whether the buddy seems trustworthy, whether the buddy is able
to build a relationship, etc.
The final version of the anti-cyberbullying buddy will be compared to existing technological interventions against cyberbullying. Children and adolescents should be protected and/or empowered while still
being able to enjoy virtual environments. Another important aspect will be the effectiveness of the buddy
in different virtual environments compared to other technological measures (e.g. monitoring and filtering).
Measures against cyberbullying will be evaluated based on a number of different scenarios. The buddy will
also be compared to the social and legal interventions designed in the context of the Cyberbullying project.

7

Conclusion

This paper proposed a design for an embodied conversational agent that simulates peer support. The objective of this agent is to empower victims of cyberbullying. The buddy uses strategies to lower the victim’s

negative emotions (short term) and teach her how to deal with cyberbullying (long term), including emotional support (empathy), practical advice and building a relationship. The next step in our research consists
of creating a WOZ system in order to validate the approach for the Cyberbullying project.
After the approach is validated, we intend to further investigate behavior strategies for the buddy. We
are particularly interested in issues concerning trust. The ability to build up trust is essential for human peer
supporters [7]. Therefore we expect this to be a vital skill for the buddy as well. Trust and empathy are
closely related, but it is still unclear how virtual characters can develop a trusting relationship with the user
by being empathic [20].
At the moment, the buddy is being designed as a stand-alone application. Together with providers of
online virtual environments that are popular among children and adolescents, we are exploring possibilities
to integrate the buddy into these environments. Future research will explore whether an integrated system
has added benefits compared to the stand-alone version.
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Abstract
When agents need to interact in order to solve some (possibly common) problem, resolving potential conflicts beforehand is often preferred to coordination during execution. Agents may lose some flexibility, but
their course of action will be more predictable and often also more efficient. One way to resolve conflicts
beforehand is to give extra constraints to each of the agents such that when they all meet these constraints,
the resulting execution is conflict-free. A set of constraints that meets this requirement is called a decoupling of the original problem; if it also maximizes the social welfare (i.e. the sum of the valuations of all
the agents), it is called optimal. Representing interesting multiagent problems as a constraint problem, we
show that finding an optimal decoupling is at least as hard as finding a solution for the constraint problem.
We therefore focus on a constraint problem that is efficiently solvable, but still very relevant and interesting in the context of multiple agents executing their actions, i.e. the Simple Temporal Problem (STP). Two
more technical results, then, are that we resolve the open question whether finding an optimal decoupling
of the STP is NP-hard (it is), and if all agents have linear valuation functions, this decoupling problem can
be solved efficiently.

1

Introduction

In multiagent systems, a number of autonomous agents perform activities to solve some (possibly common)
problem. There are usually many interdependencies between these activities, for example caused by shared
goals, scarce resources, or consumer–producer relations. Consequently, these activities have to be coordinated in order to ensure a correct solution. In principle, such coordination can be achieved by solving
all agents’ problems together as one multiagent problem, completely coordinating all their activities in the
process. We feel that this is counter to the idea of autonomy and privacy of the agents, thereby removing
all flexibility, and is thus a useful approach only in rare cases. The other extreme is to coordinate during
execution. For example, semaphores (e.g. traffic lights) can be used to prevent agents from using the same
resource at the same time; alternatively, agents can wait for other agents to complete activities they depend
upon. Such real-time coordination allows for last-moment changes and thereby offers the agents a significant amount of flexibility. Often, however, when coordination is performed before execution, the process
is more efficient (obtaining a social optimum) and results are more predictable; moreover, communication
during execution may be prohibitively expensive or simply impossible.
In this paper, we therefore propose to model the problem of coordinating the activities of agents beforehand by finding a decoupling [2, 3]. The idea behind such a decoupling is rather simple: additional
constraints ensure that individual parts can be solved independently, and all combinations of (local) solutions to these parts can be merged to constitute a (global) solution of the original multiagent problem.
Since a decoupling introduces new constraints, the set of solutions of the original system might be
reduced. One commonly used objective is then to choose among alternative decouplings the one that minimizes the loss of flexibility introduced by the additional constraints. For example, Fitoussi and Tennenholtz [1] study how to obtain minimal social laws, which define a set of forbidden strategies such that no
strategy can be removed without losing usefulness (i.e. any combination of the allowed strategies is a global
1 Published in: Proc. of 9th Int. Conf. on Autonomous Agents and Multiagent Systems (AAMAS 2010), Van der Hoek, Kaminka,
Lespérance, Luck and Sen (eds.), May, 10–14, 2010, Toronto, Canada, pp. 789-796.

solution). In this paper we generalize this notion of optimality by optimizing a valuation, specified by agents,
for the chosen decoupling. Beside flexibility, such a valuation can express other preferences as well. We
then study the problem of finding a decoupling that is as good as possible for all agents. To be precise, we
optimize the sum of the valuations of the agents for the chosen decoupling, i.e. the utilitarian social welfare.
In this paper, we use general constraint systems to represent many interesting multiagent problems,
be they distributed constraint satisfaction, task/resource allocation, or scheduling problems. We show that
finding an arbitrary decoupling is as hard as finding a solution for a constraint system. This implies that
finding a decoupling in general is an NP-hard problem. Therefore, finding an optimal decoupling must be at
least as hard, making it very unlikely to have an algorithm that always finds an optimal solution efficiently.
For this reason, we concentrate on constraint systems where optimal solutions can be found in polynomial
time. In addition, in the context of self-interested agents, optimal solutions are important for a second
reason; if optimality cannot be guaranteed, agents may want to lie about their valuations, thus changing the
objective [4]. Therefore, concentrating on constraint systems where finding a solution is tractable, we study
the Simple Temporal Problem (STP). STPs occur as a subproblem of many interesting multiagent problems
and some work has already been done on decoupling of STP by Hunsberger [3]. However, whether an
optimal decoupling of STP can be found efficiently was still an open problem. We show that for general
valuation functions, finding an optimal decoupling is NP-hard, while for linear functions this can be done in
polynomial time. Then, it becomes possible to construct a Groves mechanism that ensures that the dominant
strategy for an agent is to truthfully report its private information, viz. its valuation function.

2

Discussion and related work

In our paper, we presented the following contributions. First, we have proved that finding decouplings for
arbitrary distributed constraint systems is as hard as solving the constraint system centrally. From this, it
immediately follows that optimal decoupling is at least as hard, and that if we aim for efficient algorithms
for optimal decoupling, we should concentrate our attention on problems that are efficiently solvable. We
then solved the open problem put forward by Hunsberger regarding the complexity of finding an Optimal
Temporal Decoupling (OTD) for the STP [3]. Surprisingly, OTD was shown to be intractable even for
some quadratic objectives, but, fortunately, we were able to show that OTD is efficiently solvable when
the objectives are linear, obtaining a socially optimal decoupling instead of a local optimum such as found
by Hunsberger’s algorithm. Finally, we have illustrated how a tractable optimal algorithm for decoupling
can be combined with known results from mechanism design, obtaining a Groves mechanism that resolves
coordination conflicts for rational, self-interested agents.
We believe that the mechanism design view on solving coordination problems between self-interested
agents put forward in this paper can be an inspiration to continue work on social laws and decoupling. In
particular, we expect significant contributions by studying other special cases like OTD that are polynomially
solvable. Additionally, we leave for future work the study of decoupling for multiagent problems that are
even harder than constraint satisfaction, such as e.g. multiagent planning, including nontemporal or mixed
problem settings. In general, we cannot expect to be able to optimally decouple such intractable problems.
This thus encourages us to consider recent work on for example second-chance or maximal-in-its-range
mechanisms [4] to be able to use approximation algorithms in the context of self-interested agents.
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1

Introduction

Optimization problems in real-world settings are often dynamic and need to be solved online, i.e. as time
goes by. Moreover, current decisions may have future consequences, i.e. time-dependence, requiring anticipation of future situations to make well-informed decisions [1]. In real-world optimization problems,
often more than one objective needs to be optimized at the same time. The optimum then is no longer a
single solution but a set of solutions called the Pareto front. Population-based methods such as evolutionary
algorithms (EAs) are among the state-of-the-art in solving MO optimization problems. There is currently no
literature on how to perform anticipation in the optimization of multiple dynamically-changing objectives.
Hospital resource management is concerned with the efficient allocation of resources, i.e. operating room
(OR) time slots and hospital care beds. Here, uncertain patient arrivals and treatment processes cause resource usage to behave stochastically and dynamically. Moreover, multiple care units have to be considered
as patient treatment processes often involve more than one care unit. Also, resources are often shared by
different treatment processes. An extensive, validated simulation is available (see [3]) for four types of surgical and emergency patient pathways that involve the OR and six postoperative care units. Patient routing
between units may deviate from pathways if no resource is available at the required unit.
We show how, for the dynamic MO problem of hospital resource management, anticipatory solutions
can be obtained, providing better results than non-anticipatory solutions.

2

Definition and Approach

We denote the m objectives by fi (x), i ∈ 0, 1, ..., m − 1 and without loss of generality aim to minimize all
objectives. In dynamic optimization, all objectives are explicitly a function of a time parameter t in addition
to the decision variables x. Mathematically, we optimize the functional
!"# end
$%
# tend
t
min
f0 (x(t), t) dt, . . . ,
fm−1 (x(t), t) dt
(1)
x(t)

0

0

This integral represents optimization over time. We determine the resource allocation using policies, π,
i.e. parameterized functions that return an allocation decision given the current situation, and optimize the
parameters of allocation policies using a MO evolutionary algorithm (MOEA).

Our policy, π(t, u), for unit u ∈ U is an iterative step-function that returns an allocation decision based
on current problem variables. A (non-)anticipatory policy considers the (current) future interval and the
outcome depends on the utilization observed (at tnow ) in [tnow ; tnow + ∆t].
We consider three objectives: maximize the mean total number of patients discharged after complete
treatment (f0 (π)), minimize the mean resource costs (f1 (π)) and minimize the mean back-up capacity
usage (f2 (π)). Detailed definitions can be found in [3]. Finally, increased availability of resource capacity is
coupled with increased demand for care of related treatment types, modeling increased attraction of patients
following capacity enlargement or reputation improvement of a hospital unit.

3

Experiments

The MOEA we used in our experiments is SDR-AVS-MIDEA [2]. The genes correspond to the policy
parameters as described above. The parameters for SDR-AVS-MIDEA were based on [2]. The simulation
is run with π(t, u), u ∈ U .
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Figure 1: Three-dimensional Pareto fronts computed from all runs
Figure 1 shows Pareto fronts computed over all runs. We note that without anticipation, already better
results than current real-world practice are obtained. With anticipation however, the anticipatory policy
picks up on the fact that increased availability of resource capacity entails an increase in demand for care
of this type of treatment. Performances are comparable for f1 ! 70. For larger f1 values the use of
predicted occupancy information in the anticipatory policy considerably improves throughput. The increased
frequency in demand for care established by the optimized anticipatory policy also results in more efficient
usage of beds.

4

Summary and Conclusions

We have focused on the design of EAs for solving dynamic MO optimization problems. Typically, optimization has to be performed online. Because for real-world problems running an optimizer online, i.e. in
real time, is not always feasible, we have studied the feasibility of an offline policy-based approach. We
note that our results may be slightly optimistic as we slightly strengthened the coupling of arrival processes
to resource capacity to better illustrate the contribution of anticipation; in practice this coupling may be
weaker and less instantaneous. However, our results illustrate, for the first time, that time-dependence can
be detected and dealt with successfully for dynamic optimization problems with multiple objectives using
anticipatory policies.
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[1] P. A. N. Bosman and J.A. La Poutré. Learning and anticipation in online dynamic optimization with evolutionary algorithms: The stochastic case. In Proceedings of the Genetic and Evolutionary Computation Conference GECCO-2007, pages 1165–1172, New York, New York, 2007. ACM Press.
[2] P. A. N. Bosman and D. Thierens. Adaptive variance scaling in continuous multi-objective estimation-of-distribution
algorithms. In Proceedings of the Genetic and Evolutionary Computation Conference - GECCO-2007, pages 500–
507, New York, New York, 2007. ACM Press.
[3] A. K. Hutzschenreuter, P. A. N. Bosman, I. Blonk-Altena, J. van Aarle, and J.A. La Poutré. Agent-based patient
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Abstract
In this paper we describe a Bayesian approach for obtaining compositional estimates that combines
expert knowledge with information obtained from measurements. We define a prior model for the
compositional volume fractions and observation models for each of the measurement tools. Both
prior and observation models are based on domain expertise. These models are combined in a joint
probability model. To deal with the nonlinearities in the model, Bayesian inference is implemented
by using the hybrid Monte Carlo algorithm.

1 Introduction
In this paper[1] we describe a Bayesian net for the estimation of compositional volume fractions in a
hydrocarbon reservoir on the basis of logging data. It is an extension of the work described in Spalburg
[2].

2 Probabilistic modeling
The starting point is a model for the probability distribution P (⃗v , m)
⃗ of the compositional volume fractions ⃗v and borehole measurements m.
⃗ A causal argument “The composition is given by the (unknown)
volume fractions, and the volume fractions determine the distribution measurement outcomes of each of
the tools” leads us to a Bayesian net formulation of the probabilistic model,
P (⃗v , m)
⃗ =

Z
!

P (mi |⃗v ) P (⃗v ) .

i=1

In this model, P (⃗v ) is the prior probability distribution of volume fractions before having seen any data.
"Z
The factor i=1 P (mi |⃗v ) is the observation model. The observation model relates volume fractions ⃗v
to measurement outcomes mi of each of the Z tools i. Now given a set of measurement outcomes m
⃗ o,
the probability distribution of the volume fractions can be updated by applying Bayes’ rule,
"
P (moi |⃗v ) P (⃗v )
P (⃗v |m
⃗ o ) = i∈Obs
.
(1)
P (m
⃗ o)
The observation model models our belief in the outcome of the measurements m
⃗ ∈ RZ given the
actual composition ⃗v of the reservoir. For each of the measurement tools, we assume additive Gaussian
distributed measurement noise, i.e. mj = fj (⃗v ) + ξj . The real valued functions fj are the deterministic
tool values [2].

2.1 Bayesian inference
In addition to these real valued functions we provide a set of observations {moi }, i ∈ Obs, to compute the
posterior distribution. If we were able to find an expression for the evidence term, i.e. for the marginal

# "
distribution of the observations P (m
⃗ o ) = ⃗v i∈Obs P (moi |⃗v ) P (⃗v ) d⃗v then the posterior distribution
(1) could be written in closed form and readily evaluated. Unfortunately P (m
⃗ o ) is intractable and
a closed-form expression does not exist. In order to obtain the desired compositional estimates we
therefore have to resort to sampling methods. In our application we use the hybrid Monte Carlo (HMC)
sampling algorithm. HMC is a powerful class of MCMC methods that are designed for problems with
continuous state spaces, such as we consider in this paper.

3 Simulations
We looked at the ability of the system to estimate the composition of a (synthetic) reservoir and the
ability to reproduce the results. The estimates are within one error bar from the actual composition. A
notable exception occurs when of quartz or dolomite is present. This is caused by the fact that the tools
employed are incapable of distinguishing between these minerals; during sampling possible states are
visited alternatively (figure 1 left). When no measurement data is available, the samples follow the prior
distribution (figure 1 right).
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Figure 1: Diagrams for quartz and dolomite. Left top: time traces showing the mutually exclusive behavior, left-bottom: resulting multimodal probability distribution. The two peaks indicate the two main
states, the valley corresponds to transient behavior between those two states. Right: Likely compositions
when only the prior is known.
Results of simulations with other measurement values of (not reported here) confirm that the sampler
generates reproducible results, consistent with the underlying compositional vector.

4 Discussion
This research has demonstrated a model and methodology for obtaining compositional estimates given
some (or none) observations combined with expert knowledge. The ability of the system to estimate
compositions is tested using synthetic data. The estimates are within one error bar (uncertainty bound)
from the actual value for unimodal distributions. Tests also confirmed that the method is consistent,
different simulations result in the approximately the same estimates with only minor differences.
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Abstract
This paper appeared at the ISCRAM 2010 [3] and presents an intelligent system facilitating better informed decision making under severe uncertainty, as often found in emergency management. The
construction of decision-relevant scenarios, being plausible descriptions of a situation and its future
development, is used as a rationale for collecting, organizing, filtering and processing information for
decision making. The development of scenarios is geared to assessing decision alternatives, thus avoiding
time-consuming analysis and processing of irrelevant information.
The scenarios are constructed in a distributed setting allowing for a flexible adaptation of reasoning (principles and processes) to the problem at hand and the information available. Each decision can be founded
on a coherent set of scenarios, which was constructed using the best expertise available within a limited
timeframe. Our theoretical framework is demonstrated in a distributed decision support system by
orchestrating both automated systems and human experts into workflows tailored to each specific problem.

Results
Emergency management often involves severe uncertainty, i.e. situations in which a set of possible
developments can be identified, but the likelihood of each element in the set can not be quantified [2]. In
this paper, a framework is proposed to facilitate medium and longer term decision making under severe
uncertainty by considering scenarios: descriptions of a situation and its possible future developments.
Scenarios, being plausible, coherent and consistent are easily understandable and help overcoming cognitive biases [8]. To support decision making taking into account multiple goals and scenarios, techniques
from Multi-Criteria Decision Analysis (MCDA) are used [4].
MCDA has been frequently proven useful in long(er) term emergency management as it facilitates decision making in complex situations [6]. In strategic emergency management, the decision making task is
usually modelled as a choice among a small number of alternatives, making Multi-Attribute Decision
Making (MADM) our preferred technique [1]. A hierarchically structured attribute tree allowing for the
evaluation of alternatives is elicited from the decision makers. This structure breaks down overall-objectives (criteria) into various levels of sub-criteria and finally into measurable attributes. MADM methods,
which rely on deterministic or probabilistic models, have drawbacks when applied under severe uncertainty.
This paper introduces a novel approach for the construction of scenarios based on MADM. Scenario
construction is enabled in a distributed manner by using Causal Maps (CMs) [5], which represent the
interdependencies between the variables relevant in a specific decision problem. Contrarily to expert
systems, our framework does not encode the knowledge on how this is achieved functionally. Rather, it
specifies experts (human or automated) responsible for determining the variables’ possible values. Each
partaking expert has associated the service(s) he/she/it can perform, describing which output information
is based on what input information [7]. In this manner, our framework allows the experts to specify the
variables that are relevant for their task and helps reducing information overload of the experts. The
responsible expert can freely choose the methods to determine the (output) variable’s value. Taking into

account the dependencies between the variables ensures the consistency and coherence of each scenario
to a reasonable level (given that time and availability of experts is bounded). The problem of missing
acceptance and trust in anonymous systems is circumvented as the scenarios are established by (human
and/or artificial) experts. Altogether, our approach results in overall adaptive distributed problem solving.
Using the MADM attribute tree as starting point for scenario construction ensures that only information relevant for the decision at hand is processed. Experts can employ deterministic, probabilistic and
fuzzy uncertainties as usual. Whenever experts consider multiple values to express severe uncertainty for
their variables, a corresponding number of scenarios is constructed. (Otherwise adding, their single value
continues the current scenario.) Eventually a set of scenarios captures uncertainty. Scenario combinatorics
management is facilitated by selecting and processing only scenarios that are (sufficiently)
distinguishable with respect to their values for the attributes.
To come to a robust recommendation, a twofold approach is proposed. First, a detailed analysis of all
scenarios is performed, after which the scenarios with the worst, the best and a medium performance for
each decision alternative are presented to the decision makers. Second, an aggregated overall
performance, which encompasses the evaluations of all scenarios for each alternative, allows for
overcoming overconfidence in a small range of scenarios. Decision makers can gain deeper insights into
the decision situation compared to standard methods from both scenario-based reasoning and MCDA.
Our approach and its application in long(er) term emergency management are developed in close
collaboration with emergency management authorities, including the Danish Emergency Management
Agency (DEMA). Our research aims at tailoring this approach so that it fits best the needs of decision
makers and experts.
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Abstract
Congestion games model self-interested agents competing for resources in communication networks. The
price of anarchy quantifies the deterioration in performance in such games compared to the optimal solution. Recent research has shown that, when the social cost is defined as the maximum cost of all players,
specific graph topologies impose a bound on the price of anarchy. We extend this research by providing
bounds on the price of anarchy for congestion games on series-parallel networks. First we show that parallel composition does not increase the price of anarchy. This result is then used to show that the price of
anarchy is bounded above by both the diameter of the graph and the number of players in the game, and
that these bounds are tight. Finally we identify an important aspect of proofs for bounds on the price of
anarchy: when a bound is achieved by restricting multiple parameters of the game, one should also prove
that this bound cannot be realized using only a subset of these restrictions.

1

Introduction

The optimality of solutions given by most classical optimization algorithms relies critically on the fact that
all parties involved are interested in achieving the same objective: to achieve a common optimal solution.
However, in many cases individual participants (or agents) are interested in optimising their individual
objectives. Agents displaying such behaviour are called selfish: they only care about their own performance,
regardless of what the effect on the entire system may be. The presence of selfish agents into a system can
severely degrade its global performance.
For an example of the effects of selfish behaviour, consider internet routing. When downloading a file
over the internet from a single source, the packets that constitute the file should be delivered as quickly
as possible. The global objective is to minimise the time it takes for the latest packet to arrive, while the
individual agents want their packets to be delivered as fast as possible. In order to avoid congestion, some
packets will be redirected along routes that take far more time than the shortest possible link. By redirecting
some packets, the routing algorithm averts congestion, thus ensuring that the maximum travelling time for a
packet remains low.
However, the packets ordered to take the longer route can improve their performance by ignoring the
command to reroute and continue along the shortest link anyway. If they act selfishly like this, their own
delivery times speed up, but the additional load may cause the shortest link to become congested. This
in turn negatively affects the delivery time of all other packets, thereby decreasing the performance of the
system as a whole.
Depending on the problem, there may be different ways to reduce the effect of selfishness on the overall
optimality of the solution. In order to compare the relative merits of these different approaches, Papadimitriou et al. introduce the notion of the price of anarchy [10], defined as the ratio between the global performance in the worst-case Nash equilibrium and the global performance in the optimal solution. A solution is
said to be a Nash equilibrium when no agent can unilaterally improve its result.
This measure is closely related to the approximation ratio for approximation algorithms and the competitive ratio for online algorithms [5]: The approximation ratio quantifies the price we pay in terms of
optimality when heuristics are used to approximate hard problems in polynomial time. Likewise, the competitive ratio quantifies the price of dealing with incomplete information in online situations. Finally, the
price of anarchy (or coordination ratio) allows us to quantify the effect of the lack of coordination between
selfish agents.

The price of anarchy varies depending on the exact characteristics of the problem. These characteristics
include the topology of the graph, the exact definition of “performance” and various properties of the agents
themselves.
In this paper we concentrate on the price of anarchy of network routing modelled as a congestion game.
An interesting result in this field is Braess’s paradox [3]: the observation that adding an edge to a network
can result in a higher price of anarchy, leading to worse performance. Since the price of anarchy can be
unbounded in general graphs [12], researchers seek alternative ways to bound the price of anarchy.
Quite some research concentrates on the total latency of the system, defined as the sum of the latencies of
all players. For arbitrary latency functions, Roughgarden [12] shows that the price of anarchy is unbounded,
while the bound is 43 when only linear latency functions are used.
Roughgarden concentrates on non-atomic network flow. Christodoulou and Koutsoupias [4] on the other
hand study networks with linear latency functions for atomic network flow. They show that the price of
2
anarchy is 5n
2n+1 for symmetric games. When the social cost is defined as the maximum cost of a player (as
in this paper), they show that the price of anarchy for symmetric games is 52 .
Another way to bound the price of anarchy is to restrict the network topology [6, 7]. Epstein et al. follow
this approach to determine what network topologies are efficient, i.e. for which every Nash equilibrium is
socially optimal [6]. They show that series-parallel graphs are efficient only in bottleneck routing games, that
is, when the social cost is determined by the maximum cost of any player on any edge. This definition of the
social cost is particularly relevant in communication networks [1]. They also show that so-called extensionparallel graphs, a restricted subset of series-parallel graphs, are efficient for both bottleneck routing and
network congestion games. When the social cost is defined as the total cost of all players, Fotakis [7] shows
that the price of anarchy in an extension-parallel graph is bounded by the price of anarchy for non-atomic
congestion games.
In a different approach, the price of anarchy is not analysed as a property of the game itself, but rather
as a value to be optimized by guiding the agents [2, 8, 13, 14]. In this case a central authority, aware
of the optimal solution, tries to guide the agents to follow that solution. This can be accomplished by
assigning a fraction of the (non-atomic) agents to a specific route, as is done with Stackelberg routing by
Roughgarden in [11], who uses the analysis of Korilis et al. [8]. Another approach is to modify the cost
functions in the network. Christodoulou et al. introduce a coordination mechanism as a means of bounding
the price of anarchy [5]. In an example with selfish task allocation, represented as an asymmetric parallel
graph congestion game, they use their mechanism to improve the price of anarchy from an initial value of
3
4
1
2 to 3
3m . Unfortunately, their mechanism is not applicable to general (symmetric) singe-commodity
congestion games.
Our results We study atomic routing games on series-parallel graphs, with the social cost defined as the
maximum of the costs of all players. For games with these properties, we show that the price of anarchy
is bounded in both the number of players and the diameter of the graph. We note that Christodoulou et al.
[5] present a coordination mechanism that achieves the same bound, while in our research we discover that
this bound is a property of the graph topology. Furthermore, we show that parallel composition does not
increase the price of anarchy, which is a generalisation of the work by Epstein et al. [6].
Organisation The remainder of this paper is organised as follows. In section 2 we introduce the model and
notation used. We then provide the upper bounds on the price of anarchy in series-parallel graphs in section
3 and provide an example which shows that these bounds are tight. Finally, we present our conclusions and
suggestions for future work in section 4.

2

The model

We denote a symmetric congestion game with n players as the tuple ⇤ = (N, {⌃i }i2N , {ci (·)}i2N ). Each
player i 2 {1, . . . , n} = N is associated with a set of strategies ⌃i . The cost of the player i is defined by
the cost function ci (·), which maps a strategy Si 2 ⌃i to a value. The n-tuple S = (S1 , . . . , Sn ) denotes
the joint action taken by the players. We refer to the actions of the players other than i as S i .
A game ⇤ is associated with a directed graph G = (V, E), in which edges E represent the resources the
players compete for. We consider atomic single-commodity games, so all players have one unsplittable unit
of flow they want to route from a source s 2 V to a destination t 2 V . The allowed strategies ⌃i of a player

G1 s 1

G2 s 1

t1

t1

(a) Components G1 and G2

s
s

t

t
(b) Series composition G = G1 ! G2

(c) Parallel composition G = G1 ||G2

Figure 1: Composition of series-parallel graphs. Nodes with dashed borders were merged in a composition step.

consist of the set of simple paths in G between s and t. Because for the cases handled in this paper we use
a symmetric strategy system, we have ⌃i = ⌃ for all players.
Each edge has a non-decreasing cost function `e (k), representing the cost (or latency) of the edge when
it is used by k players. The cost of a facility is the same for all players using it, and depends only on the
number of players k. We denote the number of players using an edge e in a given joint strategy S by ne (S).
We define the cost c(Si , S i ) of a player to be the sum of the costs
Pof the edges in the path Si that it uses,
given the strategies S i of the players in the game, so c(Si , S i ) = e2Si `e (ne (Si [ S i )). Given a joint
action S i of all players other than i, the best response Si of this player is defined as argminSi 2⌃ c(Si , S i ).
The player with the maximum cost defines the social cost sc⇤ (S) = maxi c(Si , S i ). For a given congestion
game ⇤, we want to minimize this social cost.
In this paper we compare pure Nash equilibria in congestion games to the social optimum OP T . This
optimum does not need to be a Nash equilibrium itself, therefore OP T (⇤) = minS2⌃ sc⇤ (S). The ratio
between the worst possible Nash equilibrium and the social optimum is called the price of anarchy [9].
Series-parallel graphs Series-parallel (SP) graphs form a class of graphs with a simple network topology.
Each SP graph has two special nodes, called terminals: a source s and a sink t. Using the two terminals as
reference, an SP-graph G can be defined recursively, as follows:
1. A graph G consisting of only the source s, the sink t and a single edge connecting them is a seriesparallel graph.
2. Given two series-parallel graphs G1 and G2 , their series composition G = G1 ! G2 is an SP graph
as well. The series composition G is obtained by merging the sink t1 of G1 with the source s2 of G2 .
3. Given two series-parallel graphs G1 and G2 , their parallel composition G = G1 ||G2 is an SP-graph.
To obtain the parallel composition G, merge the two sources s1 and s2 into a single source node s and
merge the two sinks in the same way.
Figure 1 illustrates the series and parallel composition steps.

3

Bounding the price of anarchy in series-parallel graphs

In [5], Christodoulou et al. present a coordination mechanism that places an upper bound of n on the price
of anarchy in congestion games. In this mechanism, a designer with knowledge of the optimal solution
modifies the cost functions in the network, such that the participating agents will only consider the edges
used by the optimal solution. However, in general graphs the resulting strategy selection still need not be
optimal, since the number of agents choosing each of those edges may still differ from that in the optimal
solution. So, while this mechanism is not applicable to general graphs, Christodoulou et al. were able to
show that their mechanism could be applied to ensure a bound of n in series-parallel graphs.
In this section we show that this bound is an inherent property of series parallel graphs, that is, the
bound holds even if no coordination mechanism is used at all. This illustrates the fact that adjusting the cost
functions and restricting the topology of a problem can independently affect the price of anarchy. Therefore,
when multiple aspects of the problem are changed simultaneously, one should always make sure that each of
these changes is indeed required to achieve the desired bound, and that the same bound can not be achieved
by a subset of the suggested changes.

In order to prove our bound, we first prove that parallel composition does not increase the price of anarchy.
Specifically, assume that for any symmetric network routing game ⇤ on the networks G1 and G2 , for any
joint action of the players, the cost of the best response strategy of any player is at most f times the optimal
social cost. In that case we show that for any joint action of the players in the game ⇤, the cost of the best
response strategy of any player is at most f times the optimal social cost. This statement is made precise in
lemma 3.1.
Lemma 3.1. For j 2 {1, 2}, let Pi,j be the best response of any player i to the joint action (Sj ) i of the
players in the symmetric network routing game ⇤j on the SP graph Gj . Furthermore, let Pi be the best
response of any player i to the joint action S i of the players in the symmetric network routing game ⇤
on the graph G = G1 ||G2 . Then, if c(Pi,j , (Sj ) i )  f · OP T (⇤j ) (where j 2 {1, 2}) it must hold that
c(Pi , S i )  f · OP T (⇤).
As mentioned before, intuitively this lemma states that parallel composition does not increase the price
of anarchy. The proof given below is a generalisation of the proof given by Epstein et al. [6], who prove this
lemma for f = 1.

Proof of lemma 3.1. Let S ⇤ be the optimal joint action of the players in G, such that OP T (⇤) = sc⇤ (S ⇤ ).
Let Tj⇤ be the set of players using paths in Gj according to S ⇤ , and let x⇤j = |Tj⇤ |, for j 2 {1, 2}. Finally, let
S be any (other) joint action, let Tj be the set of players using paths in Gj according to S, and let xj = |Tj |.
Now, there are two cases:
Case 1: x1 = x⇤1 . In this case the same number of players selects the upper parallel part (G1 ) in solution
S as in the optimum solution S ⇤ , and (therefore) the same number of players selects the lower parallel part
(G2 ) as well.
Let ⇤1 be a symmetric network routing game on the symmetric network G1 , with players T1 and the
original edge cost functions. Define ⇤2 and T2 analogously for the network G2 . Now let S 0 and S 00 be the
joint action induced by S of the players in T1 and T2 respectively.
Using the assumption on the network G1 stated in the lemma, for every player i in the game ⇤1 with
a best response Pi0 to S 0 i , it holds that c(Pi0 , S 0 i )  f · OP T (⇤1 ). Following the same reasoning for ⇤2
shows that c(Pi00 , S 00 i )  f · OP T (⇤2 ) for any player i in game ⇤2 with best response Pi00 to S 00 i .
Because we assumed that the number of players using any component j is the same in both the optimal
solution and in any other solution, it follows that OP T (⇤j )  OP T (⇤) for j 2 {1, 2}. After all, in both
games the same number of players have to use each component, so the optimal solution in the composite
game ⇤ cannot have costs on a component j lower than the costs in the optimal solution for the component
game ⇤j .
Now let Pi be player i’s best response to S i in ⇤. Since Pi is a best response, it holds for any player
i 2 T1 that c(Pi , S i )  c(Pi0 , S i ) for every Pi0 . Also, because S 0 is the response induced by S in G1 , it
holds that c(Pi0 , S i ) in ⇤ is equal to c(Pi0 , S 0 i ) in ⇤1 .
In combination with the inequalities obtained above, this allows the following derivation:
c(Pi , S i )  c(Pi0 , S i )

(1a)

c(Pi0 , S 0 i )

(1b)

 f · OP T (⇤1 )

(1c)

=

 f · OP T (⇤)

(1d)

In this derivation equation 1a holds because Pi is the best response to Si , equation 1b holds because S 0
are the actions of the players in T1 induced by S, equation 1c uses the assumption from the formulation of
the lemma and equation 1d is true since OP T (⇤1 )  OP T (⇤).
The same line of reasoning can be used for ⇤2 , by substituting ⇤1 , S 0 , Pi0 and T1 with ⇤2 , S 00 , Pi00 and
T2 respectively. Since the derivation holds for players in both T1 and T2 , the lemma holds in this case.
Case 2: There exists a network Gj for which x⇤j > xj . In this case one of the components is used by
more players in the solution S than in the optimal solution S ⇤ . Conversely, the other component is used by
less players in S than in S ⇤ .
W.l.o.g. suppose x⇤1 > x1 . Consider an arbitrary player i. Let x01 = |T1 [ {i}|, which yields x⇤1
x1 + 1 x01 . Let ⇤1 be a symmetric network routing game on the symmetric network G1 with players T1
and the original edge cost functions. Now let S 0 be the joint action of the players in T1 [ {i} induced by S.

Since x⇤1
x01 , we have that OP T (⇤1 )  OP T (⇤). After all, there are at least as many player using
component G1 in game ⇤ as there are players using that component in ⇤1 . Therefore, if OP T (⇤1 ) were
greater than OP T (⇤), the players in ⇤1 could simply adapt the cheapest strategies from ⇤ and come out
ahead: Since there are no more players in ⇤1 than in ⇤, the cost to pay would be less or equal. This would
contradict the optimality of OP T (⇤1 ), so indeed it must hold that OP T (⇤1 )  OP T (⇤).
By the assumption on the network G1 , for every player i in the game ⇤1 with a best response Pi to S 0 i , it
holds that c(Pi0 , S 0 i )  f · OP T (⇤1 ). Using the inequality above it follows that c(Pi0 , S 0 i )  f · OP T (⇤).
Now let Pi be player i’s best response to S i in ⇤. Since Pi is a best response, it holds for any player
in i 2 T1 that c(Pi , S i )  c(Pi0 , S i ). Also, because S 0 is the response induced by S in G1 , it holds that
c(Pi0 , S i ) in ⇤ is equal to c(Pi0 , S 0 i ) in ⇤1 .
In combination with the inequalities obtained above, this allows the same derivation as in case 1:
c(Pi , S i )  c(Pi0 , S i )

(2a)

c(Pi0 , S 0 i )

(2b)

 f · OP T (⇤1 )

(2c)

=

 f · OP T (⇤)

(2d)

Again, equation 2a holds because Pi is the best response to Si , equation 2b holds because S 0 are the
actions of the players in T1 [ {i} induced by S, equation 2c uses the assumption from the formulation of
the lemma and equation 2d is true since OP T (⇤1 )  OP T (⇤). Since player i was selected arbitrarily, the
lemma holds in this case.
Since cases 1 and 2 constitute an exhaustive listing of possibilities, we conclude that the lemma holds.
Now that we have shown that parallel composition does not increase the price of anarchy, we can concentrate on bounds that are dominated by series composition. A property that comes to mind immediately
is the diameter of the graph. Since the diameter of a graph grows linearly with the diameter of the serial
components, and considering that intuitively the price of anarchy is dependent on the independency of serial
components, one would expect the price of anarchy to grow with the diameter of the graph. We show here
that the price of anarchy does not grow faster than the diameter of the graph.
Theorem 3.2. Let ⇤ be a symmetric network congestion game on an SP network G. Consider the joint action
for the worst-case Nash equilibrium S 2 ⌃. Let d(G) be the diameter of G. Then sc⇤ (S)  d(G)·OP T (⇤).
Proof. We prove this theorem by induction on the network size |E|. Let ⇤ be a symmetric network game on
an SP network G(V, E). For |E| = 1 the claim holds trivially. In what follows we show that this property is
preserved under series and parallel compositions.
Series composition. Suppose the network G = G1 ! G2 is a series composition of the SP networks G1
and G2 . Let ⇤j be the symmetric network congestion game on the symmetric network Gj with the original
players and original edge cost functions, for j 2 {1, 2}. Let Sj be the joined action of the players for the
worst-case Nash equilibrium in ⇤j .
Assuming as induction hypothesis that the theorem holds for the components separately, consider the
following derivation:
sc⇤ (S)  sc⇤ (S1 ) + sc⇤ (S2 )

(3a)

 d(G1 ) · OP T (⇤1 ) + d(G2 ) · OP T (⇤2 )

(3b)

= (d(G1 ) + d(G2 ))OP T (⇤)

(3d)

= d(G) · OP T (⇤)

(3e)

 d(G1 ) · OP T (⇤) + d(G2 ) · OP T (⇤)

(3c)

Inequality 3a follows from the assumption that we are considering the worst-case Nash equilibria; the
social cost of S can not be worse than the concatenation of the strategies dominating sc⇤ (S1 ) and sc⇤ (S2 )
Otherwise there would have to be a path in either part with a higher cost, which would contradict the
definition of worst-case Nash equilibria. Inequality 3b follows from the induction hypotheses, and 3c from
the fact that the optimum in either part is not greater than the optimum of the complete graph. Otherwise
there would exist a path with lower cost in one of the parts, contradicting the definition of optimum.

Parallel composition. Follows from lemma 3.1, by substituting f = d(G).
In order to prove that the price of anarchy is bounded by the number of players, we need a measure to
bound the social cost for series composition of the graph. The most expensive combination of edges forming
a simple s-t-path, using the edge-costs as incurred by S ⇤ , is such a measure. We will first show that this
measure is bounded above by n · OP T (⇤).
Lemma 3.3. Let ⇤ be a symmetric network congestion game on an SP network G with
P source s and sink
t. Let S ⇤ be the optimal joint action, i.e., OP T (⇤) = sc⇤ (S ⇤ ). Then maxP 2⌃ e2P `e (ne (S ⇤ )) 
n · OP T (⇤).
Proof.
max
P 2⌃

X

e2P

`e (ne (S ⇤ )) 

X X

Si

2S ⇤

`e (ne (S ⇤ ))

(4a)

e2Si

 n · max⇤
Si 2S

X

`e (ne (S ⇤ ))

(4b)

e2Si

= n · OP T (⇤)

(4c)

Equation 4a states that the most expensive combination of edges, using the costs incurred by applying
joint action S ⇤ , is not greater than the sum of all costs incurred by that joint action. This is smaller than the
number of players, n, times the most expensive path in the joint action, as described in equation 4b. And,
since the most expensive path is the definition of social cost, equation 4c follows from the definitions of
social cost and optimum.
Next we will show that the bound on the social cost of the cost of the most expensive simple s-t-path is
maintained under series composition.
P
⇤
Lemma 3.4. If for the j-th component, with j 2 {1, 2}, it holds that sc⇤ (Sj )  maxP 2⌃
Pj e2P `e (ne⇤(Sj ))
then also for the series composition G = G1 ! G2 it holds that: sc⇤ (S)  maxP 2⌃ e2P `e (ne (S ))
Proof. Suppose the network G = G1 ! G2 is a series composition of the SP networks G1 and G2 . Let
⇤j be the symmetric network congestion game on the symmetric network Gj with the original players and
original edge cost functions, for j 2 {1, 2}. Let S ⇤ be the optimal joint action, i.e., OP T (⇤) = cost⇤ (S ⇤ ),
then:
sc⇤ (S)  sc⇤ (S1 ) + sc⇤ (S2 )
X
X
 max
`e (ne (S1⇤ )) + max
`e (ne (S2⇤ ))
P 2⌃1

 max
P 2⌃

P 2⌃2

e2P

X

(5a)
(5b)

e2P

`e (ne (S ⇤ ))

(5c)

e2P

The inequality 5a follows from the assumption that we consider worst-case Nash equilibria. If sc⇤ (S)
would be worse than the sum of the partial social costs, there must be a player in the composition that suffers
a cost on a component that is higher than when the component was considered alone. This would contradict
the definition of worst-case Nash equilibria. Inequality 5b follows from the assumption of the lemma. The
last inequality follows from concatenating the most expensive combination of edges in both parts. If this
would not hold, a more expensive path would have to exist in one of the parts, contradicting the definition
of the maximum.
Now we can continue to define the second bound on the price of anarchy.
Theorem 3.5. Let ⇤ be a symmetric network congestion game on an SP network G. Consider the joint
action for the worst-case Nash equilibrium S with Si 2 ⌃. Then sc⇤ (S)  n · OP T (⇤), where n is the
number of players in G.
Proof. We prove this lemma by induction on the network size |E|. Let ⇤ be a symmetric network game on
an SP network G(V, E). For |E| = 1 the claim holds trivially. In what follows we show that this property is
preserved under series and parallel compositions.

(0, 0, a)

v0

(0, 0, a)

v1
(a, a, a)

(0, 0, a)

v2
(a, a, a)

v3
(a, a, a)

Figure 2: Congestion game for three players with price of anarchy n. In the optimum solution player i takes the ith lower edge and
upper edges elsewhere, for a social cost of a. In the worst-case Nash equilibrium two players take the upper edges, and the
third player determines the social cost of 3a. (Example reproduced from [5].)

Series composition. We observe that for the base case, with |E| = 1, the condition of lemma 3.4 is
fulfilled. Therefore the lemma applies, and can be used to yield:
X
sc⇤ (S)  max
`e (ne (S ⇤ ))
(6a)
P 2⌃

e2P

By use of lemma 3.3 we obtain the following result:
sc⇤ (S)  max
P 2⌃

X

`e (ne (S ⇤ ))

(7a)

e2P

 n · OP T (⇤)

(7b)

So it follows that the theorem holds for series composition.
Parallel composition. Follows from lemma 3.1, by substituting f = n.
We summarize the results of both theorems presented in this paper in the following theorem.
Theorem 3.6. The price of anarchy for general series parallel graphs is bounded above in both the diameter
of the graph and the number of players in the game.
Proof. Follows trivially from theorem 3.2 and theorem 3.5.
We use the network in figure 2 to prove that these bounds are tight. The optimal set of strategies results
in a social cost of a. On the other hand the worst-case Nash equilibrium for this example gives a social cost
of 3 · a. With n = 3 as well as d = 3 this example is an instance that realizes the bounds from theorem 3.6.
The bounds presented in this paper are therefore tight.

4

Conclusions and future research

In this paper we have shown that the price of anarchy in series-parallel graphs is bounded above in both the
diameter of the graph and the number of players. We have also shown that the price of anarchy in seriesparallel graphs does not increase under parallel composition. These results hold for atomic games in which
the social cost is the maximum cost over all players. Earlier research showed that when we study the total
or average cost of non-atomic players, the price of anarchy is unbounded regardless of the topology of the
graph [12].
Our results put an upper bound on the price of anarchy in series-parallel graphs. One might ask whether
this bound can be improved if we adjust the cost functions of the network edges. Christodoulou et al.
[5] showed that no symmetric coordination mechanism is able to reduce the price of anarchy of a general
series-parallel graph further than n or d. But although we have shown that their coordination mechanism
for series-parallel graphs does not reduce the upper bound on the price of anarchy in general, it could still
be the case that a coordination mechanism exists that lowers the price of anarchy for specific instances.
Furthermore, it remains an open problem whether a symmetric coordination mechanism exists that achieves
that bound in general graphs. More research is warranted on these subjects.
When designing a network, one could also consider enforcing restrictions on the topology of the graph.
This gives the designer the guarantee of a bounded price of anarchy, without needing mechanisms to achieve
a bound. When considering extension-parallel graphs instead of series-parallel graphs, Epstein et al. [6]

showed that the price of anarchy for such graphs is one. In many applications however, it is infeasible to
change the topology of the network. Therefore, if a series-parallel graph topology is given, other methods
(for example Stackelberg routing [2, 8, 13, 14]) are needed when a price of anarchy lower than n or d is
desired.
In the search for better bounds on the price of anarchy, sometimes several parameters of the underlying
game need to be restricted in order to prove a bound for a specific case. We have shown in this paper that
in such cases one should be very careful what the exact effects of subsets of those restrictions are. In order
to fully prove the necessity of the full set of restrictions, it should therefore also be shown that no subset of
restrictions is sufficient to prove the bound. In the particular case described in this paper we have shown
that the effects of restricting the graph topology have a considerable effect on the price of anarchy of the
underlying graph.
Apart from graph topology, we have seen that the price of anarchy also depends heavily on other properties of the game such as the class of cost functions, the topology of the underlying network, the definition
of the social cost and whether traffic is splittable. Many combinations of these properties have been documented in the literature, but an overview of the bounds is missing, even though it could be of great help to
anyone studying the price of anarchy in a certain network.
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Introduction
In many multiagent settings, situations arise in which agents must collectively make decisions while not
every agent is supposed to have an equal amount of influence in the outcome of such a decision. Weighted
voting games (WVGs) are often used to model these kinds of situations: each agent is assigned a weight,
and a decision is taken if the total weight of the coalition of agents in favor of the decision exceeds a given
quota. Such rules are used for decision making in the US Electoral College, the IMF, the EU’s council of
ministers, and stockholder companies, among others.
The amount of influence an agent has in a weighted voting game is not the same as the (relative) number
of votes she can cast. For example, if the quota is equal to the sum of all agents’ weights, then, irrespective of
their weights, all agents are equally powerful, at least in the sense that every agent’s vote is required for the
decision to go through. A variety of so-called power indices have been proposed to measure agents’ power
in WVGs, most notably the Banzhaf or the Shapley-Shubik index. In our paper, we propose the first exact
algorithm for the ‘inverse’ problem of designing a weighted voting game in which the distribution of power
among the agents (according to a given power index) is as close as possible to a given target vector of power
indices. This is a very relevant problem when designing voting rules for the EU’s council of ministers, for
example [1], where the target vector gives each country an amount of influence proportional to its population
size. Unfortunately, it is already intractable to calculate most power indices, let alone solve this, what we
call Power index Voting Game Design (PVGD) problem. Nonetheless, we propose a method to solve this
problem exactly, which relies on a new efficient procedure for enumerating weighted voting games of a
given number of agents. One might imagine that an exponential algorithm is not so bad if it needs to be run
just once (for every enlargement of the EU, or significant change of population distribution, for example).

Approach
Our approach to solving the inverse problem is to enumerate all possible WVGs of n agents, and to compute
for each of these weighted voting games its power index. We can then output the game of which the power
index is closest to the target vector of agent power indices. Unfortunately, it turns out that finding a good
way of enumerating all weighted voting games is not straightforward.
A naive algorithm For one thing, we can not enumerate the games in the most intuitive representation, the
weighted form. In this representation, for example, a 4-player majority voting game in which one player has
double the weight of the other players, might be represented as (3; 2, 1, 1, 1), where the quota is 3 since that
is more than half the sum of the 4 players’ weights (the last 4 numbers). Even though there are only finitely
many WVGs for a given number of players, there are, as we show in our paper, infinitely many weighted
1 This

is an extended abstract of a paper originally published in the AAMAS 2010 Proceedings:
http://ifaamas.org/Proceedings/aamas2010/pdf/01%20Full%20Papers/07_05_FP_0238.pdf.

form representations for even a single WVG, making enumeration impossible in this representation. Fortunately, there are other, more appropriate representations, such as listing all the (finitely many) winning or
losing coalitions of a game.
n
A first, naive, algorithm, then, lists all of the approximately 22 monotone games as sets of minimal
winning coalitions (MWCs)—winning coalitions from which no agent can be removed without making the
coalition lose—and checks for each of those games whether it is a WVG, which it is if a weighted form for
it can be found (in polynomial time [2]). If the game is a WVG, the algorithm calculates its power index and
compares it to the target, eventually outputting the game whose power index is closest to the target.
Exponential improvement For an exponential improvement, we focus on the class of canonical WVGs,
which are WVGs whose weight vectors are non-increasing. (For any WVG that is not a canonical WVG,
there is a canonical one that can be obtained by just permuting the players.) Theorem 4 of our paper shows
that the ◆-relation among the sets of MWCs describing games partially orders the set of canonical WVGs,
while providing a least element. The theorem basically says: “Consider an arbitrary weighted voting game
of n agents, and look at its list of MWCs. There is a MWC in this list, such that if we remove that MWC,
we obtain a list of MWCs that represents yet another weighted voting game of n agents.”
The figure below depicts this partial order on the set of 4-player WVGs, which has 27 elements (WVGs):
each node in the graph is a WVG which has as its set of MWCs all coalitions labeling the nodes on the path
from the game’s node to the root. The poset is not a tree, which complicates our algorithm. The set of
MWCs defining the ‘lowest’ of the three games at nodes labeled 0110, is a superset of two sets of MWCs
that represent WVGs.
Ø

1000
0100 0110 0111

1100
1010

1011

0010 0011 0101 0110 0111 1001 0111
0001

0011

0110 0111

1110

1111

0000

1101
1011
0111

0101
0011

This partial order on the set of canonical WVGs (CWVGs) allows us to speed up the enumeration. We
start by outputting the WVG with zero MWCs (the game at the root of the poset). Thereafter, we generate the
MWC representation of all CWVGs with i MWCs using the set of CWVGs with i 1 MWCs, for increasing
values of i, until we can find no further CWVGs. Also, we check that we do not output duplicate games
(cf. the dashed line in the figure). This is the process by which the diagram in the figure was generated. For
each game we output, we calculate the power index, and in the end we return the game with the power index
2
closest to the target. The algorithm runs in O⇤ (2n +2n ) time, but is polynomial in the size of the output.

Conclusion
We now have an algorithm for solving the power index voting game design problem exactly. Usually, the
number of players in such games is small, say 10 to 50. Currently, however, even 10 players is beyond the
scope of our implementation. Our present work is focused on improving this implementation, as well as on
improving the design of our algorithm, for example by investigating whether we can safely prune ‘branches’
of the partial order in the enumeration.
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Introduction

Coalition logic (CL) [2] formalizes the ability of groups of agents to achieve certain outcomes in strategic
games. On the other hand, description logics (DLs) are logical formalisms for representing the knowledge
of an application domain in a structured way [1]. The importance of DLs lies in the fact that they are decidable fragments of first-order logic and they have well developed practical decision procedures. Moreover,
they comprise the formal basis of the Semantic Web ontology languages. In [3], we proposed a product
style combination of the description logic ALC with coalition logic, that allowed for application of modal
operators to both formulas and concepts. Still, the combination kept the agent and the concept layers pretty
much separated; in particular, one could not use the first-order elements of DL to specify how agents and
their groups can influence themselves. In this paper, we make the first step to overcome the drawback: we
extend the language of concepts with names of individuals (including agents), and we allow for more complex terms to define coalitions. This simple extension allows to express surprisingly sophisticated properties.
Furthermore, we extend the satisfiability procedure from [3] to handle the new language, and we establish
complexity bounds for the satisfiability problem.
This is an extended abstract of a paper that appeared in Electronic Notes in Theoretical Computer Science. For more technical details, please refer to the original paper.

2

The Logic

In order to specify properties of agents and coalitions, we assume the following sets of names: a countable
set NC of concept names that includes at least Agt (the name for the “grand coalition” of agents), a countable
set NR of role names, a finite nonempty set NI of individual names, and a finite nonempty set NA ✓ NI of
agent names. The set of concepts is the smallest set satisfying the following conditions:
• > is a concept (top concept), and every concept name is a concept;
• If i1 , . . . , in , n

0, are individual names then {|i1 ,, . . . ,,in |} is a concept (enumeration of individuals);

• If C is a concept and R is a role name then 8R.C and 9R.C are concepts;

• If C and D are concepts then C u D, C t D, and C\\D are also concepts;

• If C is a concept and A is a coalitional term (defined further) then [A]C and hAiC are concepts.
A coalitional term is a concept that includes only names from NA [ {Agt}.
Now we can define the set formulas of CLALCO as follows: if C, D are concepts then C v D and
C = D are (atomic) formulas; if ', are formulas then ¬', ' ^ , ' _ are formulas; if ' is a formula
and A is a coalitional term then [A]', hAi' are also formulas.
A model for CLALCO is a quadruple of the form M = hAgt, W, E, Ii, where Agt is a finite nonempty
set of agents, W is a nonempty set of possible worlds (states), and E, I associate a playable effectivity
function Ew and an ALCO-interpretation I(w) with every world w 2 W . The interpretation I(w) defines
1 This is an extended abstract of the following paper:
İ. Seylan and W. Jamroga, Coalition description logic for individuals.
Electronic Notes in Theoretical Computer Science, pages 231–248, 2010.

the denotation of individual names and primitive concepts in state w. We make a number of structural
assumptions which ensure that agents are a part of domain in every state, and can be referred to like all other
concepts and individuals. Moreover, the interpretation of coalitional terms does not change from state to
state, and the cardinality of the set of agents Agt is the same as the number of agent names given in NA .
I(w) is extended to complex concepts in a standard way, with CLALCO -specific cases defined as follows:
{|i1 ,, . . . ,,in |}

I(w)

=

([A]C)I(w)

=

(hAiC)

I(w)

=

I(w)

{i1

{ 2
{ 2

, . . . , iI(w)
},
n
I(w)
I(w)

| kCkM 2 Ew (AI(w) )},

| W \ kCkM 62 Ew (AI(w) )},

where kCkM = {w 2 W | 2 C I(w) } is the set of states that belongs to the interpretation of concept C.
Now we can use the following semantic clauses for the modal part of CLALCO :
M, w |= [A]'
M, w |= hAi'

iff k'kM 2 Ew (AI(w) ),
iff W \ k'kM 62 Ew (AI(w) ),

where k'kM = {w 2 W | M, w |= '} is the set of states that satisfy ' in M.
Example 1 Let P erm stand for the
V set of permissions to be in a building, and In represent the set of agents
that are currently inside. Formula a2NA [admin]({|a|} v P erm)^[admin]¬({|a|
V } v P erm) specifies
that the administrator can grant and deny the permission to any agent. Moreover, a2NA ¬({|a|} v In) !
{|a|} v P erm $ [a]({|a|} v In) says that an agent is able to enter the building if, and only if, he has a
permission to do so.
⌅
Example 2 Consider a system with a dynamic hierarchy of processes captured by the parent
V role name, and
a dynamic configuration of active processes represented by the concept Active. Formula a2NA (Active u
[a]¬Active) = 9parent.{|a|} says that agents can deactivate exactly those processes they
V are parents of.
Adding a requirement that an agent cannot activate a process without becoming its parent: a2NA ¬Activeu
[a](Active u ¬9parent.{|a|}) = ? makes for a viable specification of a hierarchic multi-process system. ⌅

3

Tableau Algorithm for CLALCO

Theorem 1 A CLALCO formula ' is satisfiable iff there exists a compact Hinttika quasistructure for '.
From Theorem 1, an algorithm which constructs a (finite) representation of a compact Hintikka quasistructure for a CLALCO -formula can be used as a decision procedure for the satisfiability of CLALCO formulas. We describe such an algorithm, and we prove its termination, soundness, and completeness (see
the original paper for details).
Theorem 2 The tableau algorithm runs in NEXPTIME.
As a consequence, we have that the satisfiability problem for CLALCO is in NEXPTIME. We also
conjecture that the problem is NEXPTIME-complete.
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In the past 20 years a number of non-trivial two-player games have been solved [6], meaning that the
perfect playing strategy for both players and the resulting game-theoretical value have been determined
(from the starting state only for weakly solved games; from all positions for strongly solved games; for
ultra-weakly solved games only the game-theoretical value is determined, not the playing strategy).
This abstract extends the scope to multi-player games (i.e., games with more than two players). So
far, the notion of solving in multi-player games has attracted little if any attention by the games-and-search
community. One of the reasons is that while two-player games have a unique game-theoretical value such a
unique value is commonly not found in multi-player games because many equilibrium points can exist [5].
The standard search algorithms for multi-player games are maxn [4] and paranoid search [5]. These search
algorithms were designed to provide playing strength for programs but not to solve games.
Proof-Number Search (PNS, [2]), however, was designed for solving, but only for two-player games.
The central idea of PNS is a heuristic that prefers expanding narrow subtrees over wide subtrees. Variants of
PNS have been applied successfully to the endgame of Awari, Shogi, Othello, LOA, and Go; and contributed
to solving Checkers.
In this abstract we propose solving multi-player games under the paranoid condition. This is equivalent
to finding the optimal score a player can achieve independent of the other players’ strategies. At the same
time the paranoid condition is equivalent to reducing a multi-player game into a two-player game by assuming that one player (the paranoid player) plays against a coalition of all other players (the coalition players).
We furthermore introduce and examine a PNS variant that we call Paranoid Proof-Number Search (PPNS)
for weakly solving multi-player games under the paranoid condition. To reduce the memory requirements,
we implemented PPNS in the PN2 framework [1, 3], a two-level proof-number search variant.
Experimental results were obtained by performing PPNS to the game of Rolit, a multi-player variant of
the game known as Reversi or Othello. The object of the game is to block your opponents’ playing pieces
and capture them by rolling their colors to your own. The player with the most playing pieces showing their
color at the end of the game wins. In the experiments, we applied PPNS to solve 4 × 4, 6 × 6, and 8 × 8
Rolit, each for two, three, and four players, resulting in a total of 9 variants. A heuristic evaluation function
was implemented to initialize the unknown leaf nodes of PPNS. The evaluation function simply takes the
number of occupied corners for paranoid and coalition players into account. All experiments were carried
out on a mixed Linux cluster with two kinds of nodes: 10 nodes with four 2.33 Opteron processors with 4
GB, and 2 nodes with eight 2.66 GHz Xeon processors and 8 GB of RAM.
The optimal scores found by PPNS are given in Table 1. The main results are that 4 × 4 Rolit has
solutions that are non-trivial, i.e., scores larger than the minimum theoretical scores of 0 or 1 point exist for
3- and 4-player configurations. This is different in the case of 6 × 6 Rolit. Here, the main finding is that
6 × 6 Rolit is an unfair game: the paranoid player can always be forced to the minimum analytic score of 0
or 1 point. For 8 × 8 Rolit we did not attempt to solve the 2- and 3-player configurations because of the too
large search space.
To assess the performance of PPNS we compared the empirically found search trees of PPNS with
the analytical best-cases of the search trees that standard paranoid search would create when proving the
optimal score for the Red player. We assume that standard paranoid search would not take advantage of
the possible non-uniform nature of the game tree as PPNS does. Thus, we arrive at the best-case game-tree
1 The full version of this paper is published in: IEEE Conference on Computational Intelligence and Games (CIG-2010), pages
203–210, ISBN 978-1-4244-6297-1.

Table 1: Proven optimal scores for all players on 4 × 4, 6 × 6, and 8 × 8 Rolit for 2, 3 and 4 players under
paranoid condition.
4×4
Red
Green
Yellow
Blue

2
7
9
-

3
3
4
3
-

6×6
4
2
1
2
1

2
16
20
-

3
0
0
1
-

8×8
4
0
0
0
1

2
?
?
-

3
?
?
?
-

4
0
0
0
1

Table 2: Comparison of search trees when proving the optimal score for Red. Estimated best cases in number
of nodes for paranoid search compared to PPNS.
4×4
Players
2
3
4

Paranoid
471
5.3 × 103
3.0 × 104

6×6

PPNS

Paranoid
4

4.1 × 10
5.6 × 104
9.1 × 104

11

3.5 × 10
1.3 × 1015
1.3 × 1017

PPNS
9.5 × 1013
4.2 × 1010
1.5 × 106

size of O(bd(n−1)/n ) for paranoid search. For d we use the maximum game-length of Rolit and for b the
branching factor empirically approximated by one million Monte-Carlo simulations per Rolit configuration.
The number of players is indicated by n.
Table 2 shows that for 4 × 4 Rolit PPNS creates larger search trees than paranoid search would do in
the best-case. For 6 × 6 Rolit, PPNS generates larger search trees than the best-case for the two-player
configuration. For the multi-player cases the outcome is different. The PPNS trees are smaller than the
best-case trees of paranoid search. In the 3-player case, PPNS is smaller in the order of 105 , and in the
4-player case the factor is ca. 1011 .
Based on the results in 6 × 6 Rolit we may conclude that PPNS is able to successfully exploit the
non-uniformity of the game tree in multi-player games.
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Abstract
In this article, we propose the use of suffix arrays to implement n-gram language models with practically
unlimited size n. These unbounded n-grams are called 1-grams. This approach allows us to use large
contexts efficiently to distinguish between different alternative sequences while applying synchronous
back-off.
From a practical point of view, the approach has been applied within the context of spelling confusibles, verb and noun agreement and prenominal adjective ordering. These initial experiments show
promising results and we relate the performance to the size of the n-grams used for disambiguation.

1

Introduction

When writing texts, people often use spelling checkers to reduce the number of mistakes in their texts. Many
spelling checkers concentrate on non-word errors, which can be identified (relatively) easily in texts because
they consist of character sequences that are not part of the language. For example, in English woord is not
part of the language, hence a non-word error. A possible correction would be word . A simple example of a
word error is for instance the cat run, a possible correction would be to modify the noun (cat) to a plural, or
to modify the verb (run) to the singular form.
Even when a text does not contain any non-word errors, there is no guarantee that the text is error-free.
There are several types of errors in which words are part of the language, but used incorrectly in context.
We call these errors contextual errors. Note that these kinds of errors are much harder to recognize than
non-word errors, as information from the context is required to recognize and correct them. In contrast,
non-word errors can be recognized without context.
Here, we introduce an approach that can be used to make decisions about different types of contextual
errors. This approach concentrates on the use of large n-grams and as such can be seen as an extension to
more conventional n-gram models, such as a simple trigram model.
The approach generates all possible corrections for each potential contextual error and finds the most
likely of these according to the language model. The language model encodes the context of the contextual
error in the shape of large n-grams.
The underlying assumption of the language model is that if large n-grams can be found as correct examples of an alternative in the model, this is more indicative of the correct alternative than the situation where
only smaller n-grams of the context are found. This thought follows from the idea that it is harmful to forget
about parts of the data in language learning [6]. In short, we assume that using more (precise) information
pertaining to the decision is better.
To be able to capture context of all sizes, we introduce 1-grams, which are n-grams of unbounded size.
We implement these using suffix arrays and will show in the rest of the article that this is a viable approach.
First, we will introduce the suffix array based n-gram disambiguation approach. We will discuss how
we generate and use the language model, which includes an explanation of the use of 1-grams and the
synchronous back-off method. Section 3 describes the three tasks we have used to evaluate the method.
Next, we discuss the results in Section 4 and finally we conclude.

P (a b c) = 0?
+
P (a b ) ⇥ P (b c) = 0?
+
P (a) ⇥ P (b ) ⇥ P (c)

and
and

P (a d c) = 0?
+
P (a d ) ⇥ P (d c) = 0?
+
P (a) ⇥ P (d ) ⇥ P (c)

Figure 1: Computation of probabilities of sequences using synchronous back-off is done in parallel. If all
probabilities with a particular n-gram size are zero, back off to a lower order n-gram until at least one of the
probabilities is non-zero.
i
0
1
2
3
4
5
6
7
8
9
10

suffix
2
3
0
4
6
8
1
5
7
9
10

lcp
0
2
1
3
1
2
0
2
0
1
0

S[suffix]
aaacatat$
aacatat$
acaaacatat$
acatat$
atat$
at$
caaacatat$
catat$
tat$
t$
$

Figure 2: An enhanced suffix array on the string S= acaaacatat on the left, and its corresponding lcp-interval
tree on the right. The acaacatat example is taken from [1].

2

Approach

To tackle the problem of contextual errors in text, we generate all alternative solutions at positions where an
error can occur that we can correct. We then use a language model to select the most likely sequence. The
sequence with the highest score is selected as the most probable correct form.
The language model we use here is based on 1-grams, which are n-grams of arbitrary length. The score
of a sequence is computed by multiplying the probabilities of the 1-gram for each position in the sequence.
Obviously, when using n-grams with very large n, data sparseness is an issue. The training data will
probably not contain any occurrence of the particular sequence of n symbols, even though the sequence is
correct. The probability extracted from the training data will be zero, even though the correct probability
should be non-zero (albeit small). To reduce the impact of this problem we can use techniques such as
smoothing or back-off. Smoothing [4] redistributes probability mass to estimate the probability of previously
unseen word sequences. In the case of back-off, probabilities of lower order n-grams are used to approximate
the probability of the sequence.
In this article, we use the synchronous back-off method [17] to deal with data sparseness. This method,
as illustrated in Figure 1, analyzes alternative n-grams of the same size in parallel. If all n-grams have zero
probability, the method considers n 1-grams for all alternatives. Backing off continues until at least one
alternative has a non-zero probability. This implements the idea that, assuming the training data is sufficient,
if a probability is zero the sequence is not in the language.
The synchronous back-off model uses probabilities of the same model at the same position for all alternative sequences. For this the highest-order model is used that has at least one non-zero probability on one
of the sequences at the position in question.
For instance when we look at trigrams at the focus position as shown in Figure 1. If option b has a
non-zero probability and option d has a probability of zero the synchronous back-off method will halt and
will assign the probability of the model to both b and d. This will result in option d being assigned a zero
probability. When both have a probability of zero, a back-off to a lower-order model is performed for both
alternatives. This is in line with the idea that if a probability is zero and the training data is sufficient, that
the sequence is not in the language. In other words, it means that we have seen evidence that supports one
of the alternative sequences. It is important to note that the output of the system is not a proper probability
as, over a sequence, as it combines probabilities from different sized n-grams.

Task
Confusibles
Verb & noun agreement
Prenominal adjective ordering

# test-cases
221,301
5,632,210
412,974

Table 1: Number of test cases for the different tasks.

Keeping track of all n-grams of all sizes is implemented by storing the training data in a suffix tree. A
suffixtree is a trie-based data structure (as described succinctly in [10, Chapter 6.3]) in which all suffixes
occupy a single path from the root to a leaf. It stores all suffixes of a sequence in such a way that a suffix
(and similarly an infix) can be found in linear time in the length of the suffix. Construction only needs to be
performed once. The largest suffix and therefore the largest n-gram stored in both data-structures is the full
training data.
An alternative data structure to store the data is using a suffix array, which is a flat data-structure containing a sorted list of all suffixes in the training sequence [14]. An enhanced suffix array contains an implicit
suffixtree structure [1].
An enhanced suffix array extends a regular suffix array with a data-structure allowing for the implicit
access of the longest-common-prefix (lcp) intervals [1]. An lcp interval represents a virtual node in the
implicit suffixtree. A simple enhanced suffix array with its corresponding implicit suffixtree is shown in
Figure 2 as an example.
There is a tradeoff between using a suffix array and a suffixtree. The suffix array occupies significantly
less space to a suffixtree even with all the enhancements. Both of these relations are an order of magnitude
in difference. As our main constraint is memory use we opt for the suffix array in this paper.
Due to the way suffix arrays are constructed, we can efficiently find the number of occurrences of subsequences (used as n-grams) of the training data. Starting from the entire suffix array we can quickly identify
the interval that pertains to the particular n-gram query. The interval specifies exactly the number of occurrences of the subsequence in the training data. Effectively, this means that we can find the largest non-zero
probability n-gram efficiently.
Since n-grams of all lengths are stored in the suffix array, we can use suffix arrays to efficiently implement language models of n-grams of any size without suffering storage difficulties. Effectively, this means
that we can always find the largest non-zero probability n-gram efficiently.

3

Experimental settings

To evaluate the 1-gram approach, three contextual error problems will be tackled, namely, the confusibles,
verb and noun agreement, and prenominal adjective ordering tasks. We will first describe these three tasks
briefly, followed by a description of the data and the experimental setup used. In Table 1 we show the number
of different test-cases available for each task. In all experiments we assume our corpus to be correct.

3.1

Confusibles

The class of confusibles [9] consists of words that belong to the language, but are used incorrectly with
respect to their context. For instance, She owns to cars contains the confusible to, which is valid and part
of the language, but used incorrectly in this context. Alternatives too, two, and to are often confused and
hence are placed in the same confusible set. We show an single example of the process for the confusible
set {then,than} in Figure 3.
A typical approach to the problem of confusibles is to train machine learning classifiers for each confusible set. Most of the work in this area has concentrated on confusibles due to homophony or similar
spelling [15, 20]. However, some research has also touched upon inflectional or derivational confusibles
such as I versus me [7].
Most work on confusible disambiguation using machine learning concentrates on hand-selected sets of
notorious confusibles. The confusible sets are typically very small (two or three elements) and the machine
learner will only see training examples of the members of the confusible set. We approach the problem
by finding all members of confusible sets and generating an alternative sequence for each member of the
appropriate confusible set. We use the 21 confusible sets from [7].

From then on the number grew impressively fast
From then on the number grew impressively fast
From than on the number grew impressively fast
Figure 3: An example of a generated alternative set for the confusible set {then, than}. Example taken from
the BNC, selected for the brevity of the sentence.

Our method considers the entire training data, so it sees examples of all members of all confusible sets.
It also the information about the yet-to-be-defined confusible sets. Once trained on a corpus the suffix array
can be used for all tasks, the training phase is not specialized. Therefore it is trivial to dynamically add or
remove confusible sets while running without retraining.

3.2

Verb and noun agreement

The second problem deals with the detection and correction of (simple) agreement errors. Since many words
can have agreement errors with respect to other words in the sentence, we concentrate on agreement between
verbs and nouns only. For example, The man speak has an agreement error between the noun and the verb
which could be solved in two ways: the men speak or the man speaks.
Over the years several approaches have been tried, such as using trigram probabilities [21], using multilevel features with support vector machines [?], reducing the sentence to its stems and rebuilding it [11],
template matching on parse trees [12], pattern discovery with supervised learning [19], constraint grammar rules [3], co-occurrence statistics with the MI metric [5], maximum entropy models for article usage
correction [8] to name a few.
We approach the problem by finding all verbs and nouns in the sequence and generating an alternative
set for each. This alternative set contains a separate sequence for each inflection of the verb or noun. This
list of inflections is generated using information from the English Celex-2 database [2].

3.3

Prenominal adjective ordering

When modifying nouns using multiple adjectives, one has to select the ordering of the adjectives. As a
rule native speakers “know” the correct ordering. However, a formal description of the exact ordering and
division of prenominal adjectives in semantic classes has generated many conflicting proposals [13, 16],
although the correct ordering seems to be a fairly strict.
In this article we perform experiments similar to that of [13] and [16]. We try to find evidence in the
available language model that indicates a single, correct ordering of adjectives out of all potential orderings.
Note that if there are n consecutive prenominal adjectives this results in n! potential orderings.

3.4

Experimental setup

To evaluate the effectiveness of the 1-gram language model approach, we use a modular system with
standardized data representations. This allows us to exchange modules for each of the tasks locally. The
system consists of three phases. Firstly, test data for a specific task is transformed to sets of alternative
sequences. Secondly, the language model is applied to these sets of alternatives and the most likely is
selected based on the computed probability. Finally, the results are evaluated.
To generate test instances, we consider all alternative solutions for each instance extracted from a corpus. To identify test instances for confusibles, we use the 21 confusible sets from [7]. Alternative sets for
verbs and nouns agreement contain all possible inflections, generated using the English Celex-2 database.
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Figure 4: Distribution of the used n-gram sizes in the confusibles problem. The vertical-axis uses a log scale
and denotes the percentage of n-grams of length n. Where n is shown on the horizontal-axis.
Prenominal adjective test instances are all potential orderings of sequences of two or more prenominal adjectives.
To compare the performance of the 1-gram model, we run the experiments for each of the different
tasks with different values for n, namely {1, 2, 3, 4, 5, 10, 1}. The use of synchronous back-off means that
these values for n are maximum values. Prenominal adjective problem experiments are not run with n = 1
as all alternatives would receive the same probability.
The training and testing data is taken from the British National Corpus (BNC). This is a corpus of
approximately 100 million words of both spoken and written English. We use a consecutive chunk of 10%
of the corpus as testing material and the rest as training material. Table 1 contains the number of found
test-examples.

4

Results

Precision, recall and F-score results of the 1-gram and restricted n-gram experiments are summed up in
Table 2. This table shows the increase in performance on the tasks ends around n = 3 or 4, but also that
using larger n-grams, such as 1-grams does not decrease performance. This is due to the robustness of
synchronous back-off [18].
One of the underlying assumptions is that larger n-grams provide more precise information. To test this,
we look at the precision grouped by n-gram sizes used for classification. In Table 3, we show that larger
n-grams perform better than smaller ones. However, larger matching n-grams are rare. In case of the largest
n-grams, this often points at duplicate sentences in the corpus. n-grams in the n = 6–10 range perform
better than smaller n-grams and are still fairly frequent, supporting our assumption that forgetting part of
the data is harmful.
Figure 4 shows a histogram of the n-gram size used for classification of each set of sequences in the
confusible problem. The average n-gram size used for the calculation of the probability is 3.9 for the
confusible problem, 2.9 for verb and noun agreement and 2.8 for adjective ordering. This shows the balance
between imprecise, frequent n-grams (with small n) and precise, infrequent n-grams (with large n).

F-score plots of the three experiments
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Figure 5: Average F-score for each task plotted against the maximum n-gram size. The 999 position shows
results for the 1-grams.

n-gram size
Confusibles

Verb & noun

Adjectives

P
R
F
P
R
F
P
R
F

1
0.753
0.575
0.652
0.563
0.655
0.606
-

2
0.942
0.939
0.941
0.815
0.807
0.811
0.839
0.826
0.832

3
0.949
0.946
0.948
0.829
0.818
0.824
0.891
0.882
0.886

4
0.955
0.955
0.955
0.829
0.817
0.823
0.894
0.886
0.890

5
0.953
0.949
0.951
0.827
0.815
0.821
0.864
0.845
0.855

10
0.955
0.955
0.955
0.827
0.815
0.821
0.894
0.885
0.890

1
0.955
0.955
0.955
0.827
0.815
0.821
0.894
0.885
0.890

Table 2: Average precision (P), recall (R) and F-score (F) for each task with varying sizes of n. This is the
maximum size of the n-gram, not the actual size of the n-gram that was used for classification.

n-gram size
1
2
3
4
5
6–10
11–20
20+

Confusibles
0.585
0.865
0.938
0.957
0.962
0.968
0.986
1

Precision
Verb &Noun
0.694
0.747
0.786
0.806
0.820
0.846
0.975
0.982

Adjectives
0.505
0.714
0.836
0.885
0.909
0.922
0.966
0.997

Table 3: Precision given the size of the n-gram used. The size is the size of the n-gram used for the actual
classification, not the upper bound on the n-gram size.
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Conclusion

In this article, we introduced the 1-gram language model, which allows for the use of arbitrary length ngrams. It was evaluated on three different contextual error problems, leading to interesting results. Overall,
1-grams perform well, which is shown by the precision of large n-grams. However, large n-grams are too
infrequent to increase overall performance compared to limited size n-grams. When they do occur their
results are much more accurate.
In the future to reduce impact of the data sparseness problem, we will look at incorporating other levels
of information, such as part-of-speech, which allows for a more gradual back-off as occurrence of large
n-grams of part-of-speech tags is more likely than occurrence of such n-grams of words.

References
[1] M.I. Abouelhoda, S. Kurtz, and E. Ohlebusch. Replacing suffix trees with enhanced suffix arrays.
Journal of Discrete Algorithms, 2(1):53–86, 2004.
[2] R. H. Baayen, R. Piepenbrock, and H. van Rijn. The CELEX lexical data base on CD-ROM. Linguistic
Data Consortium, Philadelphia, PA, 1993.
[3] E. Bick. A constraint grammar based spellchecker for danish with a special focus on dyslexics. In A
Man of Measure: Festschrift in Honour of Fred Karlsson on his 60th Birthday; a special supplement
to SKY Journal of Linguistics, pages 387–396, 2006.
[4] S.F. Chen and J. Goodman. An empirical study of smoothing techniques for language modelling. In
Proceedings of the 34th Annual Meeting of the ACL, pages 310–318. ACL, June 1996.
[5] M. Chodorow and C. Leacock. An unsupervised method for detecting grammatical errors. In In
Proceedings of NAACL‘00, pages 140–147, 2000.
[6] W. Daelemans, A. Van den Bosch, and J. Zavrel. Forgetting exceptions is harmful in language learning.
Machine Learning, Special issue on Natural Language Learning, 34:11–41, 1999.
[7] A.R. Golding and D. Roth. A Winnow-Based Approach to Context-Sensitive Spelling Correction.
Machine Learning, 34(1–3):107–130, 1999.
[8] N. Han, M. Chodorow, and C. Leacock. Detecting errors in english article usage by non-native speakers. Natural Language Engineering, 12(02):115–129, 2006.
[9] J. H. Huang and D. W. Powers. Large scale experiments on correction of confused words. In Australasian Computer Science Conference Proceedings, pages 77–82, Queensland AU, 2001. Bond University.
[10] D. E. Knuth. The art of computer programming, volume 3: Sorting and searching (second edition).
Addison-Wesley, Reading, MA, 1998.
[11] J. Lee and S. Seneff. Automatic Grammar Correction for Second-Language Learners. In Ninth International Conference on Spoken Language Processing. ISCA, 2006.
[12] J. Lee and S. Seneff. Correcting misuse of verb forms. In Proceedings of ACL-08: HLT, pages 174–
182, Columbus, Ohio, June 2008. Association for Computational Linguistics.
[13] R. Malouf. The order of prenominal adjectives in natural language generation. In Proceedings of the
38th Annual Meeting of the Association for Computational Linguistics, pages 85–92, New Brunswick,
NJ, 2000. ACL.
[14] U. Manber and G. Myers. Suffix arrays: A new method for on-line string searches. SIAM Journal on
Computing, 22(5):935–948, 1993.
[15] D. Sandra, F. Daems, and S. Frisson. Zo helder en toch zoveel fouten! wat leren we uit psycholinguı̈stisch onderzoek naar werkwoordfouten bij ervaren spellers? Tijdschrift van de Vereniging
voor het Onderwijs in het Nederlands, 30(3):3–20, 2001.

[16] J. Shaw and V. Hatzivassiloglou. Ordering among premodifiers. In Proceedings of the 37th Annual
Meeting of the Association for Computational Linguistics, pages 135–143, College Park, Maryland,
USA, June 1999. Association for Computational Linguistics.
[17] H. Stehouwer and A. Van den Bosch. Putting the t where it belongs: Solving a confusion problem
in Dutch. In S. Verberne, H. van Halteren, and P.-A. Coppen, editors, Computational Linguistics in
the Netherlands 2007: Selected Papers from the 18th CLIN Meeting, pages 21–36, Nijmegen, The
Netherlands, 2009.
[18] H. Stehouwer and M. Van Zaanen. Language models for contextual error detection and correction.
In Proceedings of the EACL 2009 Workshop on Computational Linguistic Aspects of Grammatical
Inference, pages 41–48, Athens, Greece, 2009.
[19] G. Sun, X. Liu, G. Cong, M. Zhou, Z. Xiong, J. Lee, and C. Lin. Detecting erroneous sentences using
automatically mined sequential patterns. In Proceedings of the 45th Annual Meeting of the Association of Computational Linguistics, pages 81–88, Prague, Czech Republic, June 2007. Association for
Computational Linguistics.
[20] A. Van den Bosch, G.J. Busser, S. Canisius, and W. Daelemans. An efficient memory-based morphosyntactic tagger and parser for Dutch. In P. Dirix, I. Schuurman, V. Vandeghinste, and F. Van Eynde,
editors, Computational Linguistics in the Netherlands: Selected Papers from the Seventeenth CLIN
Meeting, pages 99–114, Leuven, Belgium, 2007.
[21] L. A. Wilcox-O’Hearn, G. Hirst, and A. Budanitsky. Real-Word spelling correction with trigrams:
A reconsideration of the Mays, Damerau, and Mercer model. In A. Gelbukh, editor, Proceedings of
the Computational Linguistics and Intelligent Text Processing 9th International Conference, CICLing
2008, volume LNCS 4919, pages 605–616, Berlin, Germany, 2008. Springer Verlag.

Answering Complex Questions in Natural
Language using Probabilistic Logic Programming
and the Web
Jose Oramas M. a

Luc De Raedt b

Katholieke Universiteit Leuven, ESAT - PSI
Katholieke Universiteit Leuven, Dept. of Computer Science
a

b

Abstract
We present an algorithm to answer complex questions in Natural Language that are a boolean combination
of simple questions. The main feature of this algorithm is to use a probabilistic Prolog (ProbLog) to handle
the uncertainty of answers obtained by information extraction systems such as TextRunner. The results
shown in this paper indicate that the use of ProbLog improves the answers given by a system that parses
complex questions with light linguistic mechanisms. Therefore, using a probabilistic setting can be seen
as a promising approach for the enhancement of open information extraction systems based on weak
linguistic algorithms.

1

Introduction

Relational Web search appeared as an improvement over traditional search, which was mainly driven by mechanisms based on keywords. Traditional search engines produced acceptable results but Web pages which
did not contain the retrieved keyword(s) within its content or within its anchor text were not considered as
candidate results. This search method seems to be semantically weak since it is only based on keyword
occurrence rather than content “meaning”. TextRunner [18] is a system that presents the potential of relational web search. On its first version, TextRunner scanned the content of 9,000,000 Web pages extracting
approximately 11,000,000 facts. In addition, TextRunner is able to process simple queries in natural language. The candidate answers for a query in TextRunner are presented followed by the number of facts that
support each answer. The higher the number of facts the more likely the answer. A weakness of this system
is that it handles only queries that are formed by two entities and one relation. Complex queries cannot be
processed and additionally, overly general queries may produce a wide variety of results. Given the abundance of information and the multitude of facts generated by TextRunner, some facts are more certain than
others and thus it makes sense to associate a probability of certainty to each fact. There exist some probabilistic systems such as probabilistic Prolog (ProbLog) [4] and WHIRL [2] which allow the processing of
massive data sets with attached probability values, and the discovery of relevant links between the entities on
data sets. Based on the previous observations, this paper aims to answer the question as to whether the use
of probabilistic mechanisms can enable the answering of more complex queries starting from probabilistic
databases generated from systems such as TextRunner.
This paper is organized as follows: Section 2 introduces previous systems that address the answering of
questions from automatic information extraction. The next section presents in detail our method for answering complex questions. Section 4 describes the test procedure that was used to evaluate the improvements
given by the proposed algorithm. Section 5 presents the results of the evaluation followed by a discussion
about the results, in section 6. Finally, conclusions and recommendations for future work are given.

2

Background

Some terms must be clarified in order to avoid confusion while reviewing the literature. In this article, the
term “query” will be used to refer to a form of question in a line of inquiry represented by a formal notation.

The term “question” will refer to questioning forms represented in a natural language form. The task of
information extraction has received some attention during the last years. A significant part of this work
[3, 7, 12] can be grouped within the research line of associative retrieval and spreading activation [15],
which is considered to be the retrieval of information with relevance to other information. These systems
have as common characteristic their dependency on manual knowledge engineering and human feedback,
which makes that they do not scale to the Web.
Within the line of Question-Answering (QA) systems the objective is to provide exact answers or sets
of answers in response to queries. Following this QA paradigm, systems like BASEBALL [6] and LUNAR
[17] which present accurate results, are limited to specific domains and depend on knowledge databases
manually built by experts. More recent systems like [10], and Ask.com try to bring QA from fixed domains
to the heterogeneous Web. These systems are based on heuristics used in linguistic transformations for
question understanding and for answer extraction from a single matching sentence.
Information extraction is a line of research similar to QA. It aims to perform information extraction
from Web pages in a unsupervised, domain-independent, large scale fashion. One of the first systems that
followed this extraction paradigm is KnowItAll [5]. This system uses domain-independent sets of extraction
patterns to learn domain specific extraction rules which are then applied to Web pages returned by external
search-engines. DeWild [13] is a system in which queries are composed by text and wild cards. The results
given by DeWild are in the form of unary, binary or general n-ary tuples. A query in DeWild search engine
looks like a natural language sentence where the queried term or terms are replaced by wildcards giving
the system the instruction to return possible terms found in the Web that might replace these wildcards.
Similar to KnowItAll, DeWild also depends on external search engines to get results for the relaxed queries.
In order to extract knowledge, TextRunner [1, 18] scans millions of web pages, analyzes the assertions
within those web pages, and categorizes as facts the assertions with high number of occurrences. A query
in TextRunner looks like a question expressing a relation between a given entity and the queried entity. As
an output, TextRunner returns a list of possible answers with a number of facts supporting each answer.
Different from KnowItAll and DeWild, TextRunner has the ability to handle large volumes of data without
depending on external search engines, with better response speed as a consequence. The entity-relation
representation, used in TextRunner, has a lot of potential considering the ongoing adoption of mechanisms
as the resource description framework (RDF) and the web ontology language (OWL) for expressing the
content of the Web. RDF is a data model in which statements about resources are done using a notation
of the form subject-predicate-object. OWL is built on top of RDF with the objective of facilitating the
interpretation of information by applications that want to process the information before displaying it.
The work previously mentioned is focussed on information extraction and answering of questions problems. A major focus has been set on developing algorithms that do not require supervision and that can
scale to the Web. A second focus, that received less attention, refers to database interfaces that allow information extraction systems to be queried in a natural language mode. Apparently, little work has been done
towards the answering of more complex queries. In this paper, we define “complex queries” as boolean
expressions that can be chained by different operations stated in boolean logic. It must be noted that these
boolean expressions are formal representations of simple questions which can be effectively answered by
an existing system. From the systems mentioned above, DeWild is the only one that can answer complex
queries to some extent. This is done by using more than one wildcard within the query sentence. However,
DeWild’s wildcards-based interface limits the extraction of information by constraining the text representation in which it can be available. Considering the features of these systems, this paper tackles the question
as to whether the use of probabilistic mechanisms can enable the answering of more complex queries starting from probabilistic databases generated from one of these systems. Following this objective, and to be
able to propose a domain-independent approach, we focus on information extraction systems. TextRunner
is the selected system to be extended with probabilistic mechanisms. Different from DeWild, TextRunner
does not require the retrieved information to follow a specific text representation, and allows more freedom
on the way information is represented. Additionally, probabilistic facts can be derived from the results of
TextRunner which are accompanied by a supporting number of facts. Recently, probabilistic mechanisms
have shown good performance on the discovery of relevant links on massive biological databases [4, 16].
Therefore, the synergy of TextRunner with these probabilistic mechanisms proposes a promising foundation
for extracting knowledge from a complex graph to the Web.

3

Proposed Approach

The question of the toy example What is measured in pounds or carats and is used for jewelry? is a complex
question composed by the disjunction of the simple questions What is measured in pounds? and What is
measured in carats? conjoined with the question What is used for jewelry?, which can be answered by
TextRunner. However, answering these composed questions requires a more complex logical query than
those that can be currently answered with TextRunner. For this reason there is the need to develop a module
that can detect and parse these simple questions from complex questions, and that uses an appropriate
method to combine the results obtained by each subquestion. Something important that should be noted is
that the approach presented in this paper emphasizes the use of probabilistic mechanisms to solve the global
problem of answering complex questions. Therefore, the use of complex and expert-assisted linguistic
mechanisms is out of scope.
In order to enable the answering of more complex questions there are three subproblems that must be
tackled. First, a mechanism for turning complex questions into simpler and easier to answer questions
should be established. Second, TextRunner will be queried using the simple questions, and the obtained
results will be processed in order to handle similar answers. Finally, once all the answers are available and
accompanied by their respective probability, a probabilistic engine should be introduced to obtain the most
probable answer for the question. The following algorithm briefly covers the steps taken to tackle the global
problem.
STEP 1:
STEP 2:
STEP 3:
STEP 4:
STEP 5:
STEP 6:
STEP 7:
STEP 8:
STEP 9:

3.1

Run POS-Tagger
Propose candidate subqueries based on pivot tokens
Parse candidate subqueries using TALK program parser
Query TextRunner with compliant questions
Merge similar answers based on codebooks and TF-IDF
Write the questions and answers in a formal relation language
Compute a probability for each answer
Generate a knowledge base
Query the knowledge base using ProbLog

From Complex Questions to Answerable Simple Questions

To divide complex questions into simple questions the following algorithm is followed. First, the queried
complex question is split into tokens, and Part-of-Speech (POS) tags are assigned to each token based on
a maximum entropy model [8, 14]. POS tags mark words as corresponding to a particular part of speech
based on their definition and context. In the example, the assignment of POS tags looks as follows.
Token
What
is
measured
in
pounds
or
carats

:
:
:
:
:
:
:

POS tags
WP, WDT, NNP
VBZ
JJ VBD VBN
RB, RBR, FW, NNP, RP, IN
NNS
CC
NNS

Token
and
is
used
for
jewelry
?

:
:
:
:
:
:

POS tags
CC, NNP
VBZ
JJ, VBD, VBN
JJ, RB, RP, IN
NN
.

Based on POS tags, pivot tokens are defined. These pivot tokens consist of conjunctive and disjunctive
terms which can serve as an axis to separate words or phrases, i.e. “and”, “or”, “but”, “,”, ... etc. Then,
based on these pivots, candidate simple questions are defined.
Subquestion 1
What is measured in pounds?

pivot
or

Subquestion 2
What is measured in carats?

pivot
and

Subquestion 3
What is used for jewelry

?

It might be the case that detected pivots are not necessarily representing conjunctions or disjunctions
between their adjacent words or questions. For this reason, the candidate questions are parsed to check if
they comply with the grammar of a simple question. This is realized using a parser for questions in English
based on the TALK Program [11]. The TALK Program is written in Prolog where users can introduce facts
in the form of simple assertions after which the program is able to answer questions related to those facts.
This is achieved by routines for detecting if the chain of strings, entered by the user, has the structure of an
assertion or question. The routines related to the assertions were removed while the routines for checking
questions were extended with additional grammar elements to identify more variants of common simple
questions. Once the candidate simple questions are parsed, compliant simple questions are sent as input to
the next step in the process.

3.2

Extracting Results from TextRunner

Once the subquestions have been detected, they are used to sequentially query TextRunner. Each obtained
result set is composed of a group of possible answers for every relation similar to the one queried in the
question. Additionally, each answer is followed by the number of facts that support that answer. Referring
to the example mentioned above, we assume the following results were given by TextRunner.
Subquestion 1
Answer (occurrences)
Pressure (37)
Concrete strength(26)
Strength (18)
Gold (2)
Impact strength (2)

Subquestion 2
Answer (occurrences)
Diamond weight (69)
Diamond (31)
Gold (30)
Gold Purity (20)
Gemstone weight (10)

Subquestion 3
Answer (occurrences)
Gold (53)
Platinum (27)
Tiny diamonds (20)
Diamond (10)

In order to make these results more representative, similar answers must be merged. Considering the
good results for this task presented in [2] a term frequency-inverse document frequency (TF-IDF) approach
was applied. In this case, a vocabulary T was built using all the terms t on the answers given by TextRunner.
The stopwords were removed and stemming was applied on the rest of the words. Based on this vocabulary, each of the answers were represented by a vector ~v = (v1 , v2 , ..., vn ), where each component vt
was computed based on the terms t within the answer. If a term t in T is not present in an answer represented by ~v , then the component has a value of zero. Otherwise, the component value is computed as
vt = (log(T F~v,t ) + 1) · log(IDFt ), where T F~v,t is the frequency at which term t appears in the answer
represented by ~v , and IDFt is the total number of answers divided by the number of answers that contain
the term t. Once each answer has an associated vector, the similarity between
P answers represented by the
vectors ~v and w
~ is computed using the following formula SIM(~v , w)
~ = t2T (vt · wt )/(k ~v k · k w
~ k) .
This formula can be interpreted as the cosine between two vectors. The range of similarity given by this
formula is between 0 and 1. The closer the similarity value gets to 1, the more similar the answers represented by vectors ~v and w
~ are. Once this value is computed between two vectors from an existing and a
candidate answer, candidate answers with a similarity above a certain threshold are considered similar. This
threshold was heuristically set to 0.5 to provide low filtering but the tuning of this parameter may lead to
better results. If the similarity value is above the threshold, the candidate answer is considered a new text
representation of the existing answer and it is not introduced in the graph. The number of facts associated
to the new representation of the answer are added to the similar answer. By doing this, the number of total
occurrences of a certain answer within the set is maintained.
This process is done using every result set obtained as an output from querying TextRunner in the
previous step, presented in section 3.1. By applying the merging of answers in the example introduced
above, answers like ‘Impact Strength’ and ‘Strength’ which have a high similarity value are merged. At the
end we might expect the following results.
Subquestion 1
Answer(occurrences)
Pressure (37)
Strength (46)
Gold (2)

3.3

Subquestion 2
Answer(occurrences)
Diamond (100)
Gold (50)
Gemstone weight (10)

Subquestion 3
Answer(occurrences)
Gold (53)
Platinum (27)
Diamond (30)

A Probabilistic Framework

Given the abundance and multitude of answers produced by TextRunner, some answers may have a higher
certainty than others. Therefore it is suggested to put these results, now weighted by number of occurrence, in a probabilistic setting. Another way to interpret the output of TextRunner, is to see it as a set of
facts/assertions that answer a question. These facts can be represented as r(e1 , e2 ) where entities e1 and e2 ,
which are usually noun phrases, are related by a relation r, which is usually an action. Based on this representation of results, a weighted graph is built where nodes are the entities participating on a relation and the
links of the graph represent the relation between the linked entities weighted by the number of supporting
facts.
Once the graph has been built, probability values must be assigned to each relation within the graph.
These probability values are computed based on frequency of occurrence
of the entities within a relation with
P
a criteria that can be summarized with the formula (r(v, w)) = xi (n(r(xi = v, w))/n(r(xi , w))), r 2 R.
For a relation r from the set R of relations within the graph, the probability assigned to r(v,w) is expressed

as the number of total facts n(r(v,w)) supporting the relation r(v,w) divided by the number of total facts
supporting the relation r. Note that in this formula we only consider the variations on v since it represents
the queried entity of the relation. In the question answering task it can have the value of the candidate
answers for a question.
Once every relation between nodes in the graph has been assigned a probability value, a knowledge
base of probabilistic facts is built. TextRunner output, natural language assertions supported by a number
of facts (NLAF), will be converted to probabilistic relational facts (PRF). In the example, this step can be
represented in the following way.
NLAF
Pressure (37)
Strength (46)
Gold (2)
Diamond (100)
Gold (50)
Gemstone weight (10)
Gold (53)
Platinum (27)
Diamond (30)

3.4

PRF
0.435::‘is measured in’(‘Pressure’,‘Pounds’).
0.541::is measured in’(‘Strength’,‘Pounds’).
0.024::is measured in’(‘Gold’,‘Pounds’).
0.625::‘is measured in’(‘Diamond’,‘Carats’).
0.313::‘is measured in’(‘Gold’,‘Carats’).
0.063::‘is measured in’(‘Gemstone weight’,‘Carats’).
0.482::‘is used for’(‘Gold’,‘jewelry’).
0.245::‘is used for’(‘Platinum’,‘jewelry’).
0.273::‘is used for’(‘Diamond’,‘jewelry’).

Querying the Knowledge Base with ProbLog

Probabilistic Prolog (ProbLog) [4] is used to handle the probabilistic facts. ProbLog is a probabilistic programming language based on simple logic integrated with YAP (Yet Another Prolog) Prolog. It is essentially
an extension of Prolog where facts are labeled with a probability that they belong to a randomly sampled
program, and these probabilities are mutually independent. A ProbLog program thus specifies a probability distribution over all its possible non-probabilistic subprograms. The success probability of a query is
defined as the probability that it succeeds in such a random program. Each time a user queries the system,
a knowledge base is dynamically built with the results of the respective simple subqueries. The complex
query is also written in a relational probabilistic format as can be seen in the following example.
Relational Representation
:- (‘is measured in’(X,‘pounds’) ; ‘is measured in’(X,‘carats’)) , ‘is used for’(X,‘jewelry’).

When the query succeeds, ProbLog outputs the success probability accompanied by the value of X which
satisfies the query. In short, the most probable answer will be selected in the presence of a set of possible
answers. In our toy example, the selected answer would be ‘Diamond’ since is the answer with higher
probability.

The decision of using ProbLog as the probabilistic mechanism to drive the extraction of probable answers
was made based on the good results that it obtained in the mining of complex biological networks. In biological networks as large as the entire BIOMINE Network [16], with around 1,000,000 nodes and 6,000,000
edges, ProbLog processed queries in approximately 70 seconds [9]. This evidence makes ProbLog a promising candidate for the task of scaling up to large graphs extracted from the Web.

4

Testing

An experiment was performed to evaluate the effectiveness of the introduced probabilistic mechanisms for
answering complex questions. This experiment aimed to answer the following experimental questions:
Question 1 (Q1): What are the improvements given by the probabilistic mechanism on the accuracy of the
system? and Question 2 (Q2): How is the recall of the system affected by the introduction of probabilistic
mechanisms? The experiment consisted of answering 26 complex (52 different simple) questions. The

26 questions were gathered from 13 individuals from different fields, where each individual provided two
questions. An example of the questions provided by the individuals is: who proposed the theory of relativity
and won a nobel prize?) A requirement set on the questions was that the answer for the question had to be
known. Once the questions were gathered, they were given as input to two variants of a QA system based
on TextRunner. These systems receive as input candidate simple questions based on pivot tokens. These
candidates were parsed using a variation of the TALK Program and were given as input to TextRunner. A
knowledge base is built using the output from TextRunner. Finally, this knowledge base is queried in order
to obtain an answer. The main difference between these two variants is the format in which they build
the knowledge base and the means they use to query it. The first variant, the prototype system, builds a
ProbLog knowledge base where probabilities are assigned to the answers based on occurrences reported by
TextRunner and this knowledge base is queried with ProbLog. The second variant, the baseline system,
builds a pure Prolog knowledge base, thus, no probabilities are assigned to the answers. Prolog is used to
query the knowledge base of the baseline system

5

Results

From the total set of 26 questions only 23 were answered by both systems while for the other three questions
no answer was found. The answers given by the two systems were compared to the expected answer. In
this set, the baseline system was accurate 70% of the time, while the prototype system was accurate 91%.
Answering Q1 in this brief experiment, the use of a probabilistic mechanism provided an improvement
of 21% on the accuracy of the system. Additionally, in order to evaluate the accuracy of the reported
answers, the probability of the answers given by the baseline system were computed and compared with
the probability of the answers given by the prototype system (fig.1.a). Once the baseline system built its
knowledge base, the probabilities of the answers were computed following the same procedure as in the
prototype system (section 3.3). It should be noted that for the baseline system these probabilities are only
considered for the comparison of the results.
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Figure 1: Comparison of (a) probabilities, (b) recall and (c) Precision/Recall + F-Measure of the answers
obtained by the prototype system (green) and the baseline system (red).
As can be seen in fig.1.a, the performance of the prototype gives better results (with higher probability)
than the results given by the baseline system. Fig.1.a also shows that both systems reported the same
behavior (reported similar answers) in 83% of the questions. Addressing Q2 to estimate the recall during
the test, the knowledge bases of both systems were checked, as they contain all the possible answers and
number of facts supporting each answer, that are considered for answering a certain question. There may be
in these knowledge bases answers that are similar to the one reported by the system. Based on these answers,
the recall is estimated as the number of facts considered by the system to report an answer divided by the
number of facts available for that answer in the knowledge base. The later include number facts linked to the
text representation of the reported answer plus the number of facts linked to similar answers. To measure the
effectiveness of the retrieval, the F-Measure (F1 ) was computed given the same importance to the precision
and recall (F1 = 2((P recision · Recall)/(P recision + Recall))). The values of F1 + P recision/Recall
on the performance of both systems were compared. As can be seen in fig.1.c the retrieval effectiveness of
the prototype system is never below the effectiveness of the baseline system.

6

Discussion

After performing the experiments previously mentioned, the following observations are made.

While analyzing the knowledge bases it was found that the report of similar answers by 83% of questions
was caused by two reasons. Either the reported answer was the only answer that satisfied the query or the
answer with highest probability was located first on the list of answers satisfying the query.
The low values of recall, presented on some of the questions, were not caused by the criteria of measuring
similarity between answers, but by the criteria used to select the most meaningful text representation for a
group of similar answers. It was also detected that this is the reason why the systems could not find an answer
for three of the questions. Future improvements must address this problem using a representation with more
occurrences, or consider a bank of possible representations, and measure the similarity considering all of
them. Referring to Q2, based on the way probabilities are assigned, we can say that the introduction of
probabilistic mechanisms should increase the recall of the system (fig.1.b). However, this depends on the
effectiveness of the merging and representation of similar answers.
“What is the gain of using the proposed (probabilistic) algorithm compared to another (non-probabilistic)
algorithm specialized on computing the intersection of answers?”. There are two main advantages of using
the proposed algorithm: a) the possibility of handling uncertainty between answers and b) the different kind
of questions that can be processed. In the presence of many answers the probabilistic algorithm selects
the answer with higher accuracy and recall. This was found by obtaining an improvement of 21% on the
accuracy over a system which did not use probabilistic means (fig.1). The specific intersection algorithms
will have better performance only in sets with a fixed number of subqueries and relational operators where
answers for these subqueries are unique. The use of ProbLog represents an advantage for answering large
complex queries that produce a large number of possible answers. For example, if instead of generating the
knowledge base dynamically, we had access to the TextRunner’s knowledge base directly. Finally, assuming
that the specific intersection algorithms are extended to handle likelihood of the candidate answers; it has
to be noted that answers are boolean expressions and that conjunction is only one of the different logic
operations that can be applied to these expressions. Given this observation, ProbLog gives us the advantage
of handling all possible boolean logic operations that can be applied to these expressions.
The presented algorithm has some similarities and differences with the WHIRL system. Both methods
combine text representations with logic representations. Both use weighting schemes to rank facts where
the proposed algorithm uses probabilities, WHIRL uses numeric scores. As differences, in the proposed
algorithm the similarities between answers are computed while the answers are extracted from TextRunner,
while in WHIRL the similarity is computed on the fly at query time. A major difference between the two
methods is that for WHIRL based systems all the relevant facts should be extracted before any query can be
issued. In the case of the proposed algorithm, these facts are extracted dynamically just after the query is
issued. Another major difference with WHIRL is that it is queried using a formal query language whereas
our system is queried in a natural language form.
The examples presented in this paper only covered the answering of complex questions composed by the
conjunction of two subquestions. It should be clear that it can also cover the conjunction of a large number of
queries. To enhance the prototype for handling listing questions, instead of reporting only the most probable
answer, the answers satisfying the question can be ordered by probability value and reported in that order.
To cover other boolean operations, further modifications have to be done in the natural language interface of
the system. The TALK program must be extended to cover the structure of a wider variety of questions and
more terms of interest must be considered depending on the type of question.

7

Conclusions

“Is it possible to answer complex queries by means of probabilistic mechanisms?” This paper shows that
the use of probabilistic means improves accuracy and recall on the answering of complex queries compared
to non-probabilistic methods. In a context where light linguistic mechanisms are employed, less accurate
results with different levels of certainty can be produced. In such a context probabilistic approaches play a
more significant role, handling the uncertainty and mining the results for the most probable answer. As a
consequence, probabilistic logic programming might represent a promising option to take open information
extraction systems to a next level. In order to improve the results presented in this paper, three points must be
addressed. First, a criterion for the selection of the most meaningful textual representation must be adopted,
which will improve the recall of the algorithm. Secondly, different kinds of complex questions should be
introduced. Finally, the testing of future prototypes following this algorithm should be done on a larger
number of complex questions.
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Abstract
In this paper we investigate whether more accurate modeling of differences in language in different types
of conversations, e.g. formal presentations vs. spontaneous conversations can improve the quality of a
language model. We also investigate whether the modeling of sentence lengths can improve a language
model. A language model is an important component of statistical natural language processing systems,
such as automatic speech recognizers and spelling checkers, that judges the plausibility of sentence hypotheses. Standard language modeling approaches rely on statistics over word sequences. Our experiments show that modeling the conversation type and part-of-speech tags sequences improves the language
models, while modeling sentence length does not.

1

Introduction

A recurring task in natural language processing is to judge whether a sequence of words constitutes a wellformed sentence in a given language or similarly, which of a number of sentence hypotheses is syntactically
and semantically most plausible.
An automatic speech recognizer for example, has to choose among sentence hypotheses based on acoustic evidence, while optical character recognition and handwriting recognition hypothesize sentences based
on visual information [5, 10]. In spelling correction one wants to identify misspelled words [7] using the
context provided by the sentence and in statistical machine translation the fluency of sentences in the target
language is rated [1].
Statistical language models fulfill this task by assigning a probability to every word sequence in a language. The idea is that some word sequences are much more likely than others because of syntactic, semantic
and pragmatic constraints. There are multiple ways to define the probability of a sentence, but commonly
the chain-rule of probability theory is applied to rephrase the task as assigning a conditional probability to
every word in a sentence given the words preceding it:
P (w1,t ) = P (w1 )P (w2 |w1 )P (w3 |w1 w2 ) . . . P (wn |w1,t

1 ),

(1)

where wi is the i-th word in the sentence and w1,t = w1 w2 . . . wt . From this angle, language modeling can
also be seen as predicting the next word in a sentence.
The most common language models, n-grams, are based directly on this idea and predict the next word
using a limited history of n preceding words, where n is usually two or three. The advantage of n-gram
models is that their parameters can be estimated reliably from a sample corpus. Despite their simplicity
these models are surprisingly powerful because their locality makes them robust while at the same time they
capture many of the local syntactic and semantic constraints in language.
However, much information that is potentially useful for language modeling gets lost in n-gram models.
For example, the assumption that the relative frequency of a word combination is the same for all conversations is clearly incorrect. A word may be more likely in a particular conversation than on average (in a
corpus) and far more likely in that conversation than in other conversations.

(a) spontaneous

(b) news

(c) read

Figure 1: Sentence length distributions for components of the CGN (Northern Dutch)
A second potential problem with the n-gram approach is that, by definition, it prefers short sentences
over longer sentences. For spontaneous spoken language this assumption is generally correct but for more
formal, written language it does not hold. To illustrate this point, Figure 1 shows the distributions over
sentence lengths in different components of the Corpus Spoken Dutch (CGN) [11].
In the research presented in this paper, we investigated whether more accurate modeling of differences
in word use among conversation types and of sentence length distributions results can improve language
models. We designed six new language models, which we will explain in the section 3. We formulated
these models in terms of dynamic Bayesian networks as those provide a natural generalization of statistical
language models of n-grams.
Previous research [1, 4, 12] showed that language models can greatly benefit from the inclusion of partof-speech (POS) information, i.e. information on word categories such as verbs, nouns and adjectives and
their relative positions, e.g. the fact that a determiner is often followed by an adjective or a noun. The
distributions over POS-tags differ for different conversation types [13], therefore we also include POS tags in
some of our models.
We will present our new models in section 3 of this paper. Before that we will provide a brief background
on Bayesian networks in the next section. Section 4 discusses the experiments we did to test the performance
of the models.

2

Dynamic Bayesian networks

Bayesian networks originate in artificial intelligence as a method for reasoning with uncertainty based on
the formal rules of probability theory [9]. A Bayesian network represents the joint probability distribution
over a set of random variables X = X 1 , X 2 . . . X N . It consists of two parts:
1. A directed acyclic graph (DAG) G, i.e. a directed graph without any directed cycles. There exists a
one to one mapping between the variables X i in the domain and the nodes v i of G. The directed arcs
in the network represent the direct dependencies between variables. The absence of an arc between
two nodes means that the variables corresponding to the nodes do not directly depend on each other.
2. A set of conditional probability distributions (CPDs). With each variable X i a conditional probability
distribution P (X i |P a(X i )) is associated, that quantifies how X i depends on P a(X i ), the set of
variables represented by the parents of node v i in G representing X i .
The probabilities are obtained from domain experts, learned from data or a combination of both. Applying
the chain rule of probability theory and the independence assumptions made by the network, we can write the
joint probability distribution represented by the network in factored form as a product of the local probability
distributions:
N
Y
P (X 1 , X 2 , . . . , X N ) =
P (X i |P a(X i )).
(2)
i=1

Inference in Bayesian networks is the process of calculating the probability of one or more random variables
given some evidence, i.e. computing P (XQ |XE = xE ) where XQ is a set of query variables and XE is
a set of evidence variables. A number of efficient inference algorithms that exploit the independence of
variables in a network exists.
Dynamic Bayesian networks (DBNs) [3, 8] offer a concise way to model processes that evolve over time
for which the number of time steps is not known beforehand. A DBN can be defined by two Bayesian

Figure 2:

DBN

representation of an interpolated trigram (i-trigram)

networks: an a prior model P (X1 ) and a transition model that defines how the variables at a particular time
depend on the nodes at the previous time steps:
P (Xt |Xt

1) =

N
Y

i=1

P (Xti |P a(Xti ))

(3)

were Xt is the set of variables at time t and Xti is the ith variable in time step t. The parents of a node can
either be in the current or in a previous time slice. Typically, first order Markov assumptions are made, i.e.
the nodes in a time slice only depend on the nodes in the previous time slice. The advantage of DBNs for
language modeling is that one can define rich models without having to worry about the details of special
purpose inference algorithms [12].

3

Models

As our baseline in this research we use an interpolated trigram language model, which is a common choice
in language modeling, particularly for speech recognition. This model is based on a trigram, i.e. an n-gram
with n = 3.
Even though the assumption that a word only depends on the previous two words is a crude approximation of the dependencies in language, it is already difficult to obtain reliable estimates for the parameters
of the model. This is especially true since language has a rather skewed distribution. To overcome this
problem, language models are typically smoothed. One way to achieve this is by interpolation with lower
order n-grams such as bigrams (n = 2) and unigrams (n = 1):
Pint (wi |wi

1 wi 2 )

=

1 P (wi |wi 1 wi 2 )

+

2 P (wi |wi 1 )

+

3 P (wi ),

(4)

where 1 + 2 + 3 = 1.
Figure 2 shows the DBN representation of the standard interpolated trigram. In every time slice, it
consists of a word variable W that depends on the previous two words and on the interpolation variable ⇤
that takes the three interpolation weights as its values. Its CPD is thus given by equation 3.3. Exceptions are
made for the first two words of a sentence. The N variable is a counter that indicates the number of words
preceding a word in a sentence. W is conditioned on N such that the current word does not depend on any
preceding words if N = 0 and if N = 1 it only depends on the previous word. The binary E variables
model the end of a sentence, while EOS models the end of a complete text. This last node is necessary to
ensure that the model is a proper probability model in the sense that the sum of the probabilities over all
possible texts is 1.

Figure 3: Interpolated trigram with conversation type (i-trigram-c)

Figure 4: Interpolated trigram with sentence length (i-trigram-l)

3.1

Conversation type

The sentence structure and vocabulary varies greatly with different conversation types. For example, spontaneous speech consist of short sentence with many interjections, adverbs, pronouns and incomplete, while
in formal and read speech, longer, grammatically more complicated sentences are used which contain more
nouns and determiners [13].
To account for these effects, we added the conversation type as a variable in the model. In Figure 3 , the
variable C indicates the conversation type. By conditioning the word variable W on the conversation type,
the model can dynamically adapt to the type of conversation. There are many ways in which the influence of
the conversation type on the words can be modeled. After some experimenting, we chose to include a term
P (wi |ci ) in the interpolated word distribution:
Pint (wi |wi

1 wi 2 ci )

=

1 P (wi |wi 1 wi 2 )

+

2 P (wi |wi 1 )

+

3 P (wi )

+

4 P (wi |ci ).

(5)

This formulation has the advantage that the probability of a conversation type is not reduced to zero as
soon as the model encounters a word-conversation type combination that is not in the training data.
1
X
exp

n=1

3.2

6

n!

⇤ 6n

Sentence length

As n-gram language models assign probabilities to sentences by multiplying word probabilities, they typically prefer short sentences over long sentences. As was shown in Figure 1 this fits well with the nature of

Figure 5: Interpolated trigram with conversation type and sentence length (i-trigram-l-c)

Figure 6: Interpolated trigram with part of speech (i-trigram-p)
spontaneous speech but not with more formal speech such a broadcast news or read speech.
Figure 4 shows an interpolated trigram in which sentence length is explicitly modeled. In this model L
is a counter variable that counts the word positions within a sentence. The end of sentence variable E is
conditioned on this variable to ensure that the model will learn the distribution over the sentence lengths.
As mentioned above the distribution of sentence lengths varies greatly with different types of conversations. Therefore we created a model in which the sentence length distribution depends on the conversation
type (Figure 5).

3.3

Part of speech tags

Including part of speech tags in a language model usually makes the model better [2] as it requires less data
to find reliable statistics on the combinations of POS tags that can occur than on the combinations of words.
In addition, we can also relate the POS tags to other variables in the model such as the end of the sentence
and the conversation type, to make the prediction of the values of those variables more accurate.
Figure 6 shows a model that includes part-of-speech tags. Every part-of-speech depends on the previous
two POS-tags, this allows the model to encode simple grammatical constructions. Like the word distribution,
the POS tag distribution should be an interpolated distribution to ensure that the model will assign a non-zero
probability to every sentence. Every word W is restricted by its own POS tag P . Since the part-of-speech

Figure 7: Interpolated trigram with part of speech and conversation type(i-trigram-p-c)
is a property of a word, it is added a conditioning variable in each of the three components of the word
distribution (Equation ).
We created two other models. One is shown in Figure 7. It depicts a model with conversation types and
part of speech. Each of these two factors affect the word respectively. The other model, which combines all
three types information: conversation type, part of speech and sentence length. The influence between the
three factors themselves and the influence of the three factors to other nodes in the model are the same in
the models we discussed before.

4

Experiments

To find out whether our models can improve over standard interpolated trigrams, we trained and tested the
models on the Corpus Spoken Dutch (CGN). A corpus of standard Dutch as spoken in the Netherlands
and Flanders. The corpus is based on collected audio recordings. For those experiments we used the transcriptions of those audio fragments that are distributed with the corpus. The corpus is subdivided in 15
components that contain different types of speech, ranging from spontaneous conversations to more formal
speech. We used the following components:
• comp-d spontaneous telephone dialogues,
• comp-f broadcasted interviews, discussions and debates
• comp-h lessons recorded in a classroom
• comp-k broadcasted news
• comp-l broadcasted commentaries, columns and reviews
• comp-m ceremonial speeches and sermons
• comp-n lectures and seminars
The set contains a total of 2843655 words 80% of which we use for training, 10% for development
testing and tuning and the remaining 10% for evaluation. We created a vocabulary of 21865 words and 293
different parts-of-speech. The vocabulary contains all unique words that occur more than once in the training
data. All words in the data that are not in the vocabulary were replaced by a out-of-vocabulary token. Each
of the seven sets listed above represents a conversation type. This implies that a complete document always
has a single conversation type.
For training, the values of all variables were provided therefore we calculated all distributions using
maximum likelihood estimation. The interpolation weights were trained on the development test set using
the expectation-maximization algorithm.

Table 1: Perplexity results on CGN components d,f,h,k,l,m,n
models
i-trigram
i-trigram-l
i-trigram-c
i-trigram-l-c
i-trigram-p
i-trigram-p-c
i-trigram-p-c-l

perplexity
340.47
344.32
312.13
317.34
309.79
304.37
310.53

We evaluated the models in terms of perplexity, a standard measure in language modeling which is based
on the cross-entropy of the language model and a test data set (see for example [6]). The better the model
fits the data set, the lower the perplexity will be. Perplexity is calculated as:
P P (w1,t ) = 2

1
t

log P (w1,t )

.

(6)

where P (w1,t ) is the probability assigned by the model to the test data set. We assume independence of
individual documents, therefore the probabilities of the documents are multiplied to obtain this result.
We tested the performance of the all models discussed in the previous section on the held out evaluation set. During this test only the words, the word positions and the punctuation (i.e. sentence ends) were
provided to the model, all other variables were treated as hidden variables. Table 1 shows the resulting
perplexities.
From these results we can see that explicitly modeling the conversation type does lower perplexity. As
should be expected from similar research including POS-tags also improves the model. Combination of those
factors results in the lowest perplexity we achieved, a reduction of slightly over 10%. Modeling sentence
length on the other hand does not help. In all cases it actually slightly hurt performance.

5

Conclusion

The statistical language models play a important role in natural language processing systems by making
a judgement of the probability of sentences. In this paper we presented six new language models which
not only focused on the statistics on the word sequences, but also considered the conversation type, part
of speech tags, and sentence length which are not used in standard language models. The part of speech
provides syntactic information of the speech and the 7 conversation types are forms such as spontaneous
conversation and formal presentation. We implemented these new models as Dynamic Bayesian Networks
and compared them with the standard trigram language model. The perplexity results of the experiments
show that the new language models with conversation type, with part of speech and with both of them
improve upon the standard trigram by almost 8%, 9% and 10%, respectively. But the sentence length
information did not contribute to improve the trigram language model. In fact, the results are not as good
as those of the trigram language models. In the future we plan to investigate whether different interpolation
schemes can further improve these models and introduce additional context information such as the topic of
a conversation.
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Abstract
We describe a sentential paraphrase generation (SPG) method that uses a large monolingual aligned corpus
of paired news headlines belonging to the same news item, acquired automatically from Google News, and
a standard Phrase-Based Machine Translation (PBMT) framework. The output of this system is compared
to a word substitution baseline that replaces words by near-synonyms. Human judges prefer the PBMT
paraphrasing system over the word substitution system. We demonstrate that the BLEU evaluation metric
correlates well with human judgements, provided that the generated paraphrased sentence is sufficiently
different from the source sentence.

1

Sentential Paraphrase Generation

SPG is a form of text-to-text generation. Given a source sentence, a new sentence is generated that differs
in form but maintains the meaning of the original sentence. Currently, no sufficiently large paraphrase
corpora exist. We collected a paraphrase corpus of automatically obtained aligned headlines crawled from
Google News in order to train a paraphrase generation model using the the MOSES package, a phrasebased machine translation (PBMT) framework [1]. We use the method earlier described in [3] to align the
paraphasing headlines in the Google News clusters, resulting in a corpus of 7,400,144 pairwise alignments
of 1,025,605 unique headlines. We compare this MT approach to a word substitution baseline that makes
use of WordNet to replace words with their (near-)synonyms. The generated paraphrases along with their
source headlines are presented to human judges, whose ratings are compared to a set of automatic evaluation
metrics, among which the BLEU metric [2].

2

Results

The average scores assigned by the human judges to the output of the two systems are displayed in Table 1.
The judges rate the quality of the PBMT paraphrases significantly higher than those generated by the word
substitution system (t(18) = 4.11, p < .001). The automatic measures also prefer the PBMT output over the
baseline. There is an overall medium correlation between the BLEU measure and human judgements (r =
0.41, p < 0.001). We see a lower correlation between the various ROUGE scores and human judgements,
with ROUGE-1 showing the highest correlation (r = 0.29, p < 0.001). Between the two lies the METEOR
correlation (r = 0.35, p < 0.001). However, if we split the data according to Levenshtein distance between
source and target over tokens, we observe that we generally get a higher correlation for all the tested metrics
when the Levenshtein distance is higher, as visualized in Figure 1. A higher Levenshtein distance, or edit
distance, means that the generated paraphrase differs more from the original. The distance expresses the
number of insertions, deletions, or transpositions needed at the word level to change the source sentence
to the paraphrase. At Levenshtein distance 5, the BLEU score achieves a correlation of 0.78 with human
judgements, while ROUGE-1 manages to achieve a 0.74 correlation. Beyond edit distance 5, data sparsity
occurs.
1 This paper is accepted for publication in the Proceedings of the Sixth International Natural Language Generation Conference,
INLG-2010, Dublin, Ireland

system
PBMT
Word Substitution

judges mean
4.60
3.59

BLEU
0.51
0.25

ROUGE-1
0.76
0.59

ROUGE-2
0.36
0.22

ROUGE-SU4
0.42
0.26

METEOR
0.71
0.54

Table 1: Results of human judgements (N = 10) and automatic measures

3

Discussion

With a parallel monolingual corpus with several millions of paired paraphrases as training data, it is possible
to develop an SPG system by treating paraphrasing as an MT task. Human judges preferred the output of our
PBMT system over the output of a word substitution baseline system. We have also addressed the problem
of automatic paraphrase evaluation. We measured BLEU, METEOR and ROUGE scores, and observed that
the outcomes of these automatic evaluation metrics correlate with human judgements to some degree, but
that the correlation is highly dependent on the difference between the original and the paraphrase. At low
edit distances, automatic metrics fail to properly assess the quality of paraphrases, whereas at edit distance
5 the correlation of BLEU with human judgements is 0.78, indicating that at higher edit distances these
automatic measures can be utilized to rate the quality of the generated paraphrases. From edit distance 2,
BLEU correlates best with human judgements, indicating that this MT evaluation metric might be best for
SPG evaluation.
BLEU
ROUGE-1
ROUGE-2
ROUGE-SU4
METEOR

0.8

correlation

0.6
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0.2

0
0
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Levenshtein distance

Figure 1: Correlations between human judgements and automatic evaluation metrics for various edit distances
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1

Introduction1

Business transactions incur cost on transaction partners, thus reducing the value for the party bearing the
cost. Due to bounded rationality, contracts cannot specify solutions for all contingencies that may occur.
Contract incompleteness offers partners opportunities to defect. As Williamson [1] asserts, not every
contract partner will take full advantage of every opportunity to defect. However, it is the uncertainty
about a contract partner’s opportunism that incurs transaction cost.
An agent may deliver according to contract, or fail to do so intentionally (opportunism) or
unintentionally (by incompetence or a flaw of its quality control system). At the same time, an agent may
either monitor the other party’s delivery and check if it is according to contract, or trust and accept
without checking. Klein Woolthuis et al. [2] studied the relationship between trust and contracts. They
concluded that trust can substitute or complement contracts: if trust is high, contracts can either be rather
incomplete, because parties do not expect deceit, or more complete but not actively monitored and
enforced, as a signal confirming the trusting relationship; if trust is low, a contract can either be rather
complete as a safeguard against opportunism, or incomplete because of opportunistic intentions.
This paper presents a multi-agent simulation where an agent’s decision to deceive is modeled as a
Bernoulli variable with probability of deceit p(deceit) depending on opportunity, rationale and moral
threshold to deceive. For the purpose of the simulation, Klein Woolthuis et al.’s [2] narrow definition of
trust is adopted: a customer’s trust in a particular supplier is defined as the customer’s estimate of the
probability that the supplier will cooperate and deliver according to contract, even if the supplier has a
rational motive and an opportunity to defect. In the simulations, the agents develop experience-based trust
relations. Honesty is modeled to decay over time to some minimal level, and to be reinforced by
punishment in case of revealed deceit.
Human decisions to deceive and to trust are not strictly rational; they are influenced by emotions [3]
and depend on cultural background [4, 5]. The present paper proposes a computational model to simulate
the integrated effect of G. Hofstede’s five dimensions of national cultures [6] on decisions to deceive end
trust in trade. Culture’s consequences are modeled as parameter adaptations in the decision functions for
deceit, trust and belief updates. Culturally relevant relational attributes (common group memberships and
status difference) are modeled as agent labels, visible to all other agents.
Results of example simulations indicate that culturally differentiated agent behavior at the micro level
has impact on macro level statistics. The tendencies are as expected. For example:
• testing frequency is high in uncertainty avoiding and masculine societies, indicating low trust;
frequent testing is effective in these societies to reduce cheating;
• in short-term oriented societies opportunity to deceive is given to high-status members; they are not
tested and seize the opportunity;
• in feminine societies honesty is not enforced but the deceit frequency remains low because of the
strong inclination to cooperate in these societies.
1
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2

Conclusion

Culture is known to have its effects on honesty in trade, and on trust as a mechanism to compensate for
the inevitable incompleteness of contracts. Occurrence of deceit, and mechanisms and institutions to
reduce it, vary considerably across the world. For research into these mechanisms, multi-agent
simulations can be a useful tool.
In intelligent agent research, much attention has been paid to trust. Little research has been published
about the simulation of deceit. Publications such as [11] and [12] modeled deceit as a rational strategy to
gain advantage in competitive situations. A strictly rational approach of deceit neglects the emotional
impact that deceit has, not only on the deceived, but also on the deceivers. Feelings of guilt and shame
result from deceiving [4]. The extent to which these feelings prevail is different across cultures [4].
People have emotional thresholds for deceit, that cannot be explained from rational evaluation of cost and
benefit, but that are based on morality and cooperative attitudes [3, 7, 9]. Once deceived, people react to
an extent that goes beyond rationality [3], especially when they are prosocial rather than selfish [9]. In
human decision making a model based on fair trade prevails over a model of opportunistic betrayal [10].
In addition to psychological factors, rational economic motives can be given for the human inclination to
cooperative behavior [8].
This paper contributes by introducing an agent model of deceit and placing it in a cultural context. It
takes human deceptive behavior as a point of departure. Building on work that modeled single dimensions
of culture, this paper proposes an integrated model of culture’s effects on deceit and trust. Example
results have been generated that verify the implementation and illustrate that cultural effects can be
simulated. However, for realistic experiments, the model has to be tuned to and calibrated by observations
and results of experiments, for instance to simulate effects like the ones reported by Triandis et al. [4]
from human experiments on deceit across cultures. That work remains for future research.
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Introduction

The deployment of systems based on service-oriented architectures (SOA) is becoming widespread and
successful in many application domains. However, SOA-based systems currently being constructed are
static, in that the services are known and fixed at design time, and their possible interactions are defined and
characterized completely in advance. The use of dynamically discovered, configured, deployed, engaged,
and maintained services has not been successful yet The problem is that current service standards, which are
necessary for widespread usage of services, are unable to describe anything other than the simple syntax and
formatting of service invocations; they are thus insufficient for characterizing the rich usage and interactions
required throughout the lifetimes of service-based applications, from discovery through maintenance
In particular, service-oriented computing is intended to enable services to be discovered and enacted
across enterprise boundaries If an organization bases its success on services provided by others, then it
must be able to trust that the services will perform as promised, whenever needed. This entails having
descriptions of the behaviours of the services, not just their functionality, so that their run-time interactions
are predictable, observable, and controllable. Moreover, they must be predictable and controllable over a
lifetime of interactions. Thus there is a need for what we call service governance.
The features of service governance are well beyond what was originally envisioned for service-oriented
architectures. These features include quality-of-service (QoS) and contracts, i.e., service-level agreements
(SLAs) among the participants. To make this governance dynamically and autonomously configurable, the
participants will need the ability to negotiate at run-time to establish the SLAs, to monitor compliance with
them, and to take actions to maintain them. These are software agent capabilities. However, if the introduction of agents increases the flexibility of service interactions, it also introduces a new set of vulnerabilities,
due to uncertainty and complexity that characterize multi-agent systems. That is, agents may exacerbate the
problems, while—surprisingly—also providing the only reasonable solutions to them. The autonomy of
agent-based services makes them less predictable, but also enables them to self recover and to avoid deadlocks and livelocks, thereby making them more reliable. Their ability to learn can increase their robustness
by being able to adapt to changing interaction environments, but also can increase their unpredictability.
Their abilities to negotiate and reconcile semantics can enable them to re-establish connections and relationships among services and ameliorate uncertain execution environments. The peer-to-peer interactions
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(Virtual) Organization
(Representative)

Agent (Owner)

Service (Provider)

Knowledge (ontology)
S: control structure, roles, values,
type
F: norms, purpose
B: quality of ethos
S: communication, decision making
strategies, level of autonomy
F: goals, mores/values, BDI
B: Quality of Character
S: data types, syntax, interfaces
F: declarative semantic description
B: Actual QoS

Process
Business model defining normative
relationships

Coordination model

Enactment

Table 1: Model overview
of agents can improve the efficiency of agent-based services, particularly when they are deployed in clouds.
Finally, agents can exploit the redundancy provided by multiple alternative services.
In this paper, we present initial work towards a model for dynamic SOA, using agent-based technology,
that provides different levels of abstraction for the specification of governance, expectations and behaviour.

2

Governance Model

We propose a governance model for virtual organisations that comprises three levels: (1) organisations, (2)
agents and (3) services. Organisations describe real-life engagements, their context, expectations and norms.
The relationships between agents are defined by the organisations to which they belong, but agents are lead
by their own reasoning abilities, desires and beliefs. Agents activate services in order to achieve their goals.
Services, or compositions of services, are encapsulated in the agents that make them available to others.
This governance model distinguishes for each of the three levels (1) the knowledge (ontologies) and (2) the
processes involved. In the ontology (per level) the concepts that are used to define the three components
structure (S), function (F) and behaviour (B) are described.
(Virtual) organisations have a Representative. The structure of an organization is described in terms of
roles, values, etc. Organisations have their own norms and purpose: goals and ethical function. The Quality
of Ethos determines the way organisations are perceived (their behaviour is seen).
Agents have Owners. Agents have their own level of autonomy, communicate with other agents, and
make individual or collective decisions. They have their own individual goals, mores and values, beliefs,
desires and intentions. Quality of Character defines the way they are perceived, determines their reputation.
Services are provided by Service Providers. Agents activate services using the syntax, data types and
interfaces published. Services are often chosen on the basis of their declarative semantic descriptions. SLAs
define the expected quality of service and the conditions. A service is best described by the actual Quality
of Service it provides.

3

Discussion & Conclusion

In this paper, we identify (i) dynamic behaviour, (ii) formalization of business roles and rules, (iii) response
to change (over short and long term) and (iv) formalization of agreements (in the physical and the virtual
world), as the key challenges to be met to achieve the next level of aspirations in electronic service provision.
We believe it is clear from this necessarily partial view of a broad range of research, that good foundations
exist on which to build the next steps in delivering service-oriented architectures — as long as we are
prepared to borrow, extend and collaborate, rather than re-invent.
We propose that the combination of software agents and organizational modelling are well-suited to
the task of providing an agile management layer whose function is directed by the dynamic interpretation
of formal models of governance. In so doing, we seek to build on a broad range of research in service,
workflow, semantic web and grid computing, each of which brings its strengths to a complex, layered,
architecture.
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Abstract

This paper studies the decision-making strategies people deploy when they interact in groups comprising
both human and computer agents. It focuses on settings where actions are occurring at a fast pace and
decisions must be made within tightly constrained time frames, under conditions of uncertainty and partial
information. Participants can form teams by negotiating over splitting rewards that they can obtain by
successfully completing joint tasks. However, members may defect from their teams by accepting offers
from non-team members. In this paper the authors present a behavioral study that measures the extent
to which social factors such as trust and fairness affect people’s commitments to their teams when these
include both computer agents and humans. Results show that people offer significantly less benefit to
agents than to people when forming teams. However, people are as loyal to agent-led teams as they
are to human-led teams. These results have implications for the design of decision-making strategies in
mixed-initiative systems for building trust and cooperative relationships between humans and agents.

1

Introduction

Computer systems are increasingly being deployed in group settings in which they interact with people in
carrying out tasks [10, 8]. Examples of group activities in which computer systems participate, whether
as autonomous agents or as proxies for individual people, include online auctions, hospital care-delivery
systems, (military) training simulations. Many such group interactions occur within fast-paced domains in
which conditions change rapidly, actions occur at a fast pace, agents are distributed and decisions must be
made within tightly constrained time frames. For computer agents to be successful in these heterogeneous
group settings, they need to act appropriately, meeting people’s expectations of group members. It is therefore important to understand the decision-making strategies people deploy when computer agents are among
the members of the groups in which they work. For the remainder of this paper we will use the term ‘agent’
as an abbreviation for computer agents.
This paper presents an empirical study of the way social processes affect decision-making in two types of
situations that need to be handled appropriately for effective group interaction. The first is team formation,
the process by which individuals create teams in order to carry out joint tasks. The second is intention
reconciliation, in which participants need to manage conflicts among commitments made to different teams.
Both of these issues have been studied in settings involving solely agents or humans, but not in heterogeneous
settings that involve both. Work on mixed systems including both agents and humans has shown that humans
perceive the benefit of collaborating with agents differently than collaborating with people [5], and that
this affects the strategies agents should adopt for effective interaction. Other works have identified the
benefits to using agents to train human negotiators [7] and to model gender differences in human-agent
negotiation strategies [6]. None of these works considered team formation and they were restricted to twoactor settings. The contribution of this work is that it identifies the extent to which these issues affect
behavior in heterogeneous systems.

Table 1: Details of the CT Package Delivery Game
participants
package pickup
package delivery
delivery payoff
forming teams
defection
choose members

humans & agents
scattered large (LP) and small (SP)
packages
one central depot
SP: 3, LP: 60 or 180
negotiate contract over split of payoffs
accept outside offers
ask anyone

Participants in our experiment formed teams by agreeing upon a split of the payoff that the successful
delivery of a large package would yield. They could choose to opt-out of their agreement at any point and
dissolve their teams, or they could forgo working with others altogether and choose to work individually.
We studied the effects of three types of social factors on team formation and intention reconciliation: trust
relationships, fairness considerations, and the way people treat agents differently than people.
Our study was conducted using human subjects of varying ages and social-economic backgrounds, who
interacted with each other using a an open source research test-bed for studying human-agent decisionmaking. This test-bed consisted of a six-player computer game that provided an analogy to the way tasks,
goals and resources interact in real-world group interactions. To isolate the effect of how people perceive
agents compared to humans, we did not use computational strategies in the empirical study, but made some
of the human participants appear as agents to other participants. Our results show that the offers that people
make to other people are significantly more fair than the offers they make to those they perceive to be
agents. However, people did not discriminate against agents when deciding whether to join agent-led teams,
and they were just as committed to these teams as they were to human-led teams. In addition, people who
were more likely to create and join teams were more successful than those who were more likely to act
individually, despite the high degree of uncertainty that was associated with the domain. Thus, people favor
the long term benefits of cooperative behavior over acting selfishly and incurring rewards in the short term.
Lastly, we found that along with the benefits they received, the extent to which people were able to form
long lasting relationships in the past was an important factor in their decision-making.
These results have implications for agent designers who are developing agents that interact with people
in fast-paced domains. The results demonstrate that humans are willing to take part in group activities led
by computer agents, and that they are as loyal to agent-led teams as they would be to human-led teams in
such settings. In addition, to be more successful, agents should be designed to make their actions appear as
human-like as possible to other people.
This paper is organized as follows. First, in section 2, we will introduce our experimental framework.
The empirical methodology will be addressed in section 3. We will present our results in section 4. In
section 5 we will draw conclusions from this work and present our ideas for future work.

2

Domain Description

Our study is based on a setting proposed by Sen [11], called the Package Delivery Domain. This multiparticipant setting was originally used to study the effects of reciprocity in team formation comprising
solely of agents. We expanded the setting to support a negotiation protocol that also allows for individuals
to renege on their commitments. This new setting involves multiple participants of varying capabilities who
have the possibility to form teams in order to deliver packages to a central depot location. In our setting, we
introduce two types of packages: small packages and large packages. Small packages may be delivered by
individuals without the assistance of others, large packages can only be delivered by a team of participants
with appropriate capabilities. Whether a participant has the appropriate capabilities depends on the location
of that package. The utility awarded to individuals for successfully delivering small packages is low and
constant. The utility awarded to teams for successfully delivering large packages is high, and increases with
respect to the number of team members. Table 1 summarizes the key elements of the Package Delivery
Domain.

Figure 1: Snapshot of the Main Board Panel for Package Delivery Domain

2.1

Implementation using Colored Trails

We implemented the Package Delivery Domain using the Colored Trails (CT) [3] framework. CT is a tool
used for empirical studies of human-agent decision making. The CT game we designed is played by six
participants on a 11x11 board of colored squares. One central square on the board is designated as the goal
depot. Each participant is represented by an icon on the board initially located at a random position on the
board (the depot location and package locations excluded). Each icon is assigned a color from the same
palette as the squares on the board. Each color in our palette is represented by both a human and an agent
participant. A snapshot of one of the boards used in our study is shown in Figure 1. Figure 1 also shows three
of the six participants in the game: a blue ‘me’ icon, representing the location of the participant viewing this
board; a red agent icon, located near the bottom-right corner of the board, and a green human icon, located
one square to the right and two squares up from the goal depot. The current score of the ‘me’ participant is
displayed at the bottom of the main board panel.
Participants can move freely on the board, but not diagonally. Also shown in the Figure are packages
dispersed over the board. We colored small packages white, and large packages brown. At any given point
there were twelve small packages and six large packages located at random positions on the board, other
than the depot, with the restriction that large packages are always placed at a distance of at least two squares
from the depot. If a package is delivered, another one is automatically generated and positioned at a new
location on the board.
2.1.1

Forming Teams and Delivering Packages

The aim of the game is to pick up and deliver packages to the goal depot. Delivering small packages by
individual participants requires that they would move across the board to position their icon on the intended
package and then move towards the goal depot. Delivering larger packages requires individual actors to
form teams by inviting one or two other participants and jointly delivering the package to the depot. In this
case, it was required that the color of each team member (i) was different than the color of all other team
members, (ii) matched at least one square in the path from the position of the large package to the goal.
The protocol for forming teams requires that participants agree to collaborate with the other team members. To do so, one of the participants, called the team initiator, invites others by proposing a split of the
reward associated with the successful delivery of the package to each participant in the team. An invited
participant can either accept or decline the invitation. This negotiation protocol may considered as an iterated ultimatum game [4]. Once a participant accepts the split of the reward, that participant automatically
joins the team.
Participants were provided with a cognitive aid tool, showing their current team affiliation as well as the
history of their past teams. An example is shown in Figure 2. The figure shows the offers made by and made
to the red ‘me’-player. Once every invited participant has joined the team, they must position their icons on
the square with the large package where the initiator is situated. At this point the team automatically delivers
the large package. At the point of delivery, the rewards are distributed according to the agreed upon splits.

Figure 2: Snapshot of the window displaying the history of offers of one player.
Any member in the team can choose to defect from its contract and dissolve the team. Team members can
defect by accepting outside offers that are proposed by non-team participants. In addition, team initiators
can also defect by moving their icons to a different position from the one in which the large package is
situated. If anyone chooses to defect, the entire team fails and none of its members receive any reward.
2.1.2

Scoring and Motivation

Each small package delivered to the goal depot yields a reward of 3 points to the individual participant. A
two-member team that delivers its package successfully incurs a reward of 60 points to split between all
team members, and a three-member team incurs a reward of 180 points. These values were set after several
pilot studies and were meant to incentivize participants to form teams, despite the increase in waiting time
and risk of defection that comes with creating one.
When the rewards are distributed among all members in a completely equal way, the average score for
each member of a two-player team is 30 points, whereas the average score for each member of a three-player
teams is 60 points; this is significantly more than the average relative score for two-player teams.
This setting is particularly well suited to study group decision-making in fast-paced domains because it
requires that actors manage their conflicting intentions between acting selfishly and incurring a short term
benefit (e.g., defecting from a team by accepting a more lucrative offer) and acting cooperatively for the
long term gain (e.g., remaining committed to the team and establishing a positive trust relationship). Also,
it is highly interactive in that actors in the domain need to simultaneously reason about different types of
decisions (e.g., a team member can receive an outside offer while it is negotiating the terms of a different
contract with another participant). Furthermore, the domain is characterized by uncertainty at several levels:
about the environment (e.g., the duration of a game, and how packages will be distributed) and about other’s
decision-making processes (e.g., how others decide whether to defect from their commitments to the team,
and how much they offer others to join their team).

3

Empirical Methodology

Our experiment involved a total of 90 group games, played by 18 subjects from diverse socio-economic
backgrounds. Although the number of of subjects is small, the number of played games provide a significant amount of data. 44% of the subjects were male. 50% of the subjects were younger than 25, 44% were
between 25-29 years old and 6% were between 30-34 years old. The majority (72%) of the subjects were
students. Subjects went through an identical 45-minute tutorial of the game and needed to pass a comprehension quiz to participate in the study. Subjects were not allowed to communicate and could not see each
others’ console. Each subject participated in a series of CT rounds in which the board configuration as well
the identity of the other participants were varied. The duration of each round was between 4 and 10 minutes.
Subjects were monetarily compensated according to their total performance in the rounds they played. Our
subjects were not told the duration of each round to ensure that their behavior would not be influenced by
time. Each subject participated in 5 rounds.
Throughout the study all participants were human but some people appeared to be agents to other participants. This fact was not revealed to the subjects throughout of the study.1 There were several benefits
to this deception. First, it isolated the effects concerning the type of subject (whether human or agent) on
people’s behavior. Had we used actual agents it would have been impossible to distinguish between those
effects relating to the type of participant from those relating to the strategies used by the agents. By having
humans play the role of agents, we could attribute differences in behavior solely to the way people relate to
1 The

deception was approved by the Institutional Review Board of the academic institution sponsoring the study.

Table 2: Statistics for formed and successful teams
successful

formed

2-member teams
3-member teams

frequency

frequency

% of formed

122
205

83
114

68%
56%

different participant types. Second, it allowed the data we collected to be used as a baseline for evaluating
decision-making strategies to be used by agents in future studies. We varied the identity of participants that
were presented as agents at each round of the study. All participants appeared as human to themselves, but
in any given round it was possible for a participant to appear as a human to one participant, and as an agent
to another participant.

4

Results & Discussion

We first present results summarizing general performance, which varied significantly across participants.
While the mean score was 565 points, the standard deviation was 300 points, and participants earned as many
as 1498 and as few as 153 points. We found that joint actions (forming and joining teams and delivering
large packages) as well as individual actions (delivering small packages) were both significant predictors
of performance (linear regression F (2, 69) = 105.71, r2 = 0.7539, p < 0.0001). However, the successful
delivery of large packages was a significantly higher predictor of performance (t value 12.93, p < 0.0001)
than delivering small packages (t value 3.63, p < 0.0001). This confirms that subjects understood the rules
of the game, which is a necessary “sanity check” in light of our relatively complex setting. The next sections
analyze team formation and intention reconciliation in terms of social factors.

4.1

Team Formation and Team Stability

We distinguish between several events related to team formation and decision-making: we say a team is
formed if all of its members have agreed with the initiator on the distribution of the potential reward of
delivering a package. A team is considered successful if it delivered its package to the depot, and a team has
failed if at least one of its members defected before the package was delivered.
Table 2 lists the number of teams formed by participants, and the number of times that those teams
were successful. As shown by the Table, there were significantly more three-member teams (205) formed
than two-member teams (122) (goodness of fit test p < 0.0001). Forming larger teams involved a higher
risk than forming smaller teams, because there were more team members in larger teams that could choose
to defect from their respective agreements. Another source of risk was time. The average time required
for participants to (i) negotiate over collaboration, (ii) form three-member teams and (iii) complete their
joint task was about three minutes, significantly longer than the one minute it took to form and complete
two-member teams. This is because the team initiator had to negotiate separately with each participant. It
is thus striking that participants were more likely to form larger teams, despite the additional risk factor.
The questionnaire shows that the difference in payoff was a strong motivation for players to create 3-player
teams.
Interestingly, there was no significant difference in defection rates between three- and two-member
teams. The average likelihood of defection for participants in three-member teams was 16%, while the
average likelihood of defection for participants in two-member teams was 15%. However, the data shows
that two-member teams were more robust: Table 2 shows that the percentage of successful two-member
teams was 68% of the formed teams, which was significantly higher than the percentage of successful threemember teams (56%) ( 2 (N = 1, 304) = 11.8, p = 0.0001). The reason is that defection by a single
member will dissolve a team, and larger teams have more members. Therefore, although participants were
not more loyal to smaller teams than they were to larger teams, smaller teams were more likely to succeed.

4.2

Intention Reconciliation

We hypothesized that two factors affected participants’ decisions whether to defect from their current teams
by accepting outside offers. First, that outside offers that participants accepted were significantly higher than
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Figure 3: Examples of social graphs describing trust relationships among participants in two games
the reward allocated to participants in their current team. Second, that participants established a positive
relationship with each other leading them to prefer to interact with some participants over others.
Analysis of the data reveals that both of these factors significantly affected participants’ decisions
whether to defect from their team, but they varied in magnitude. Outside offers were on average 6 points
more beneficial for team members than the reward allocated to them by their current team (t(52) = 1.04, p <
0.05). Although this gain in benefit is small, we note that participants could not see the rewards associated
with non-team members and that this number also includes outside offers that were not accepted.
We also analyzed the tendency of participants to prefer to interact with participants they have interacted
with successfully in the past. Given the high degree of uncertainty and incomplete information associated
with the setting, it was infeasible for participants to compute the expected reward of teaming up with any
subset of individuals. Hence, there was no a priori reason for participants to prefer one team configuration
over the other. Despite this fact, participants showed a preference to interact with those they successfully
interacted with before. Our results show that 56% of all successful three-member teams and 42% of all
successful two-member teams consisted of team configurations of members that had interacted successfully
in the past.
To provide a finer grained measure of this relationship, we defined the trust value between any two participants as the number of times they cooperated in the past in any team configuration. Following recent
work in multi-agent systems, we use this notion as a measure of the likelihood of future interaction between
agents that have interacted successfully in the past (cf. [2]). Figure 3 shows a graphical representation of
the trust relationships that were formed in two of the games. Nodes in the graph represent participants, and
edges connect participants who agreed to be teammates in past interactions. Note that a complete graph
(with all nodes connected) is not possible because participants of the same color could not be teammates
in our domain. Edges are labeled with trust values for each relationship. Thicker edges represent stronger
relationships, meaning that participants interacted more frequently. As shown by the Figure, diverse relationships were established, and a disproportionate number of participants joined the same team multiple
times. This pattern repeated itself for the other games in our study, and played a role in participants’ decisions whether to defect. In all, there was a positive and significant correlation of 0.29 between (i) the trust
value between team initiators and their team members, and (ii) the trust value between those team members
and non-team members who made outside offers to the team members.
Having established that positive interaction builds trust relationships in our domain, we examined whether
negative interaction led to punishment. We hypothesized that participants that were more likely to defect
would suffer in performance, because former team members would be less likely to invite them to join future
teams, or to agree to join future teams initiated by past defectors. However, we did not find that defections
were a significant predictor of performance. There are two possible explanations for this. First, defectors
chose offers that were more beneficial to them than the reward allocated to them in their original team, and
this was enough to offset the losses incurred by others’ negative reciprocity. Second, participants could not
observe defections in other teams, and since our game was not designed as a reputation game, participants
could not communicate information about the reliability of other participants.

4.3

The Effect of Participant Type

In this section we study whether the nature of the opponent affected the way participants made decisions.
Remember that all participants were human in our setting, but some of them appeared as agents to other
participants. The purpose of this was to control any effects on behavior relating to participant type. We
focused the analysis on the extent to which participants engaged in fair behavior given their perceived type
of partner. To this end, we defined a measure of fairness in our scenario that depended on the relative size

Table 3: Fairness measure of offers made to humans vs. agents and in 2- vs. 3-member teams
Humans / Agents 2-member/3-member
Fairness
94% / 82%
82%/99%
% of subjects that identified factor as very important

100
90

type
o!ered points
previous encounters

80
70
60
50
40
30
20
10
0

choosing members

proposing a split

accepting a proposal

subject action

Figure 4: Factors of importance for subjects’ decisions according to post-study questionnaire

of the split offered by team initiators to their respective team members. For example, a 100% fair offer to
a participant in a two-member team (with a total reward of 60 points) was 30 points, and a 50% fair offer
was 15 points. Similarly, a 100% fair offer to a participants in a three-member team (with a total reward of
180 points) was 60 points, and a 50% fair offer was 30 points. The left-hand column of Table 3 presents the
average fairness of offers made by team initiators to potential members that they perceived to be an agent or a
human. As shown by Table 3, the average fairness of offers made to humans (94%) was significantly higher
than the average fairness of offers made to agents (83%) (combined t-test t(692) = 1.45, p < 0.0001).
However, there was no significant difference between the percentage of accepted offers from human and
agent initiators. For both initiator types, offers averaging below 83% fair were mostly rejected, and offers
averaging above 91% were mostly accepted. Lastly, there was no difference in the rate of defection from
agent- versus human-led teams.
To summarize, people were more likely to be generous to humans than to agents when forming teams,
but they did not discriminate against agents when inviting participants to join teams. Also, there was no
difference in people’s commitment to teams led by humans and agents. These results are surprising given that
in ultimatum-game type settings of previous studies people were willing to accept lower offers from agents
than from people [9, 1]. We hypothesized that the reason for this discrepancy is that the ultimatum game is
a one-shot setting, and refusing offers incurred zero benefit. In contrast, players had more opportunities to
incur rewards in future interactions in our setting, and thus saw fit to decline offers they did not see as fair.
The right-hand side of Table 3 presents the average fairness of offers made by team initiators to potential
members in a two-member and three-member team. Offers made for members of a two-player team were
significantly more fair (99%) than for members of a three-player team (83%) (combined t-test t(690) =
8.90, p < 0.001). A possible explanation for this is the significant difference in payoff that participants
could receive for two- or three-player teams. Initiators of three-player teams could offer less than a fair split
and still provide significantly higher payoff to the member than this member would obtain in a fair split from
a two-player team. Thus, initiators of three-player teams could be more selfish, while still making offers that
were “good enough” to be accepted by the team participants.
We conclude this section with a partial description of the questionnaire filled out by subjects immediately
following the study. As shown in Figure 4, the type of participant was a very popular factor (44%) of people’s
decision of how to propose splits. In contrast, the size of the split was by far the most popular explanation
of people’s decision whether to join teams (89%) and to choose members for a team (68%). These reports
are in line with the statistical analysis described earlier, and confirm that social factors (participant type,
fairness, and to a lesser extent, trust relationships2 ) drive human behavior in fast-paced domains.
2 This

we attribute to the relative difficulty of keeping track of past encounters, despite the use of the cognitive aid.

5

Conclusions & Future Work

As any social entity, agents often need to collaborate with humans and other agents in order to achieve
their goals. In this paper, we have addressed some of the limitations of existing teamwork and formation
approaches when applied to mixed teams. We have presented an empirical study which examines how
human-agent teams are formed in a fast-paced domain. The main contribution of this paper is the empirical
study of the complex interplay of multiple social factors such as trust and fairness and the presence of
different participants in a dynamic setting, where decisions quickly follow each other.
This research makes several important contributions to both behavioral and computational studies. First
of all, it shows that people are as loyal and committing to agents as they are to humans and that they are as
likely to join agent-led teams as they are to join human-led teams. This is an important observation which
suggest that people have no problem working alongside autonomous systems. What is more, effective teamwork between agents and humans can be agent-initiated since people will carry through their commitments
with their agents partners as much as they would with people. These conclusions can be used on the design of collaboration systems for search-and-rescue, decision-support systems and personal assistants for
e.g. space applications. Second, our results have shown that people tend to discriminate agents by offering
them less than humans. This implies that for the purpose of designing agents that are able to interact and
cooperate in an intelligent way on behalf of their users, the agents need to appear and behave in a natural and
‘humanly’ fashion. Third, our data reveals that players were likely to interact with those they successfully
interacted with before. This has implications for the design of systems that interact with people during long
periods of time, such as companions and game characters, as it gives an indication that people will expect
agents to have a memory of past experiences. However, more research is needed to confirm this observation.
In future work, we expect that a similar study in an e-commerce setting will show that agents who are
perceived as humans will perform better than agents of which it is known that they are computerized.
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Extended Abstract

This is an extended abstract of [11]. An important line of research in the multi-agent systems (MAS) field
that has received increasing attention in the last years, is to assign an organization to the MAS with the
aim of organizing and regulating it. Assigning an organization to a MAS can be done by developing an
organizational specification in an organizational modeling or programming language (see, e.g., [3, 1, 6,
2, 4]). An organizational specification abstracts from the individual agents that will eventually play the
roles in the organization. It may define the structure of the agent organization in terms of roles and the
relations between roles, and specify the norms (e.g., obligations and prohibitions) that are to be followed
by the agents of the MAS. Organizing a MAS should make the agents more effective in attaining their
purpose, or prevent certain undesired behavior from occurring. An organizational specification achieves this
by imposing organizational constraints on the behavior of agents that function in the organization.
Agents that operate in such an organized MAS are expected to take these organizational constraints
into account when deciding what to do. For example, if an agent plays a role, this typically comes with
obligations that are to be adhered to. Agents should be aware of this and take this into account when
deciding on action, if they are to operate effectively and flexibly in the organization. Agents that are capable of such organizational reasoning and decision making are called organization-aware agents [10, 9].
Organization-aware agents should be contrasted with agents that have been designed to function in a particular organization and that do not reason about the organizational specification. For such agents, it will be
more difficult to adapt their behavior to changes in the organizational specification. That is, an important
advantage of organization-aware agents is added flexibility due to the fact that they are able to understand
the organizational specification.
Our research objective is the development of languages and techniques for organization-aware agents.
An essential step towards this is specifying clearly what an organization expects from agents, i.e., what the
organizational constraints are. Ambiguity or unclear specifications of such constraints may at best result in
innocent misbehavior on the part of the agents but at its worst may result in a dysfunctioning organization.
Moreover, without a precise specification of organizational constraints it is not clear what to aim for when
developing (languages and techniques for) organization-aware agents.
In [11], we investigate organizational constraints in the context of the well-known MOISE+ organizational modeling language [8, 7, 6]. MOISE+ does not come with a comprehensive formalization of all organizational constraints. Nevertheless, some aspects are formalized in [7], and [5] formalize some constraints
by expressing them in a normative programming language with formal semantics. Our approach to making
organizational constraints precise is to define a formal semantic framework for MOISE+ MAS and an accompanying linear temporal logic (LTL) to express its properties. We discuss which constraints MOISE+
imposes on agents, and analyze them by making them precise in LTL. We use LTL rather than a deontic
logic since it allows to characterize properties of the traces that are produced by executing a MAS, which
is precisely what we need for expressing hard and soft constraints. We show that multiple interpretations of

constraints are sometimes possible, and explore the space of possibilities by formalizing different variants
in LTL and investigating their properties. These analyses demonstrate the need for a rigorous specification
of organizational constraints, and provide the foundations for the development of organization-aware agents
that function in a MOISE+ MAS.
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Abstract
It remains a challenge with current state of the art technology to use BDI agents to control real-time,
dynamic and complex environments. We report on our effort to connect the G OAL agent programming
language to the real-time game U NREAL T OURNAMENT 2004. We focus in particular on the design of a
suitable interface to manage agent-bot interaction and argue that the use of a recent toolkit for developing
an agent-environment interface provides many advantages.

1

Introduction

Connecting cognitive or rational agents to an interactive, real-time computer game is a far from trivial
exercise. This is especially true for agents that use logic to represent and reason about the environment they
act in. There are several issues that need to be addressed ranging from technical to more conceptual issues.
The focus of this paper is on the design of an interface that is suitable for connecting logic-based BDI agents
to the real-time game U NREAL T OURNAMENT 2004 (UT2004, see [1]), but we also touch on some related,
more technical issues and discuss some of the challenges and potential applications that motivated our effort.
The design of an interface for connecting logic-based BDI agents to a real-time game is complicated
for at least two reasons. First, such an interface needs to be designed at the right abstraction level. The
reasoning typically employed by logic-based BDI agents does not make them suitable for controlling lowlevel details of a bot. Conceptually, it does not make sense, for example, to require such agents to deliberate
about the degrees of rotation a bot should make when it has to make a turn. This type of low-level control
is better delegated to a behavioral control layer. At the same time, however, the BDI agent should be able
to remain in control and the interface should support sufficiently fine grained control. Second, for reasons
related to the required responsiveness in a real-time environment and efficiency of reasoning, the interface
should not flood such an agent with percepts. Providing a logic-based BDI agent with huge amounts of
percepts would overload the agents’ processing capabilities. The cognitive overload thus produced would
slow down the agent and reduce its responsiveness. At the same time, however, the agent needs to have
sufficient information to make reasonable choices of action while taking into account that the information
to start with is at best incomplete and possibly also uncertain.
We have used and applied a recently introduced toolkit called the Environment Interface Standard (EIS)
[2] to implement an interface for connecting agents to a gaming environment, and we evaluate this interface
for designing a high-level interface that supports relatively easy development of agent-controlled bots. We
believe that making environments easily accessible will facilitate the evaluation and assessment of performance and the usefulness of features of agent platforms. Various projects have connected agents to UT2004
and in the full paper we discuss some of these projects and the differences with our approach. Most importantly, the design of the agent interface reported here has quite explicitly taken into account what would
provide the right abstraction level for connecting logic-based BDI agents such as G OAL agents (see [4] for
an introduction) to UT2004.

GOAL Interpreter

EIS

UT2004

UnrealGOALBot
Pogamut

GameBots

Figure 1: Schematic implementation overview. The G OAL-interpeter connects to the EIS, which wraps
UnrealGOALBot. UnrealGOALBot wraps Pogamut, which connects to GameBots, an U NREAL-plugin.

2

Agent Interface for Controlling U NREAL Bots

The Environment Interface Standard (EIS) [2]is a proposed standard for interfaces between (agent-)platforms
and environments. We have chosen to use EIS because it increases the reusability of environments and it
provides ready support for event and notification handling and for launching agents and connecting to bots.
EIS facilitates acting, active sensing (actions that yield percepts), passive sensing (retrieving all percepts),
and percepts-as-notifications (percepts sent by the environment).
The connection established using EIS between G OAL-agents, which are executed by the GOAL-interpreter,
and UT2004 bots in the environment consists of several distinct components (see Fig. 1). The first component is G OAL’s support for EIS. Basically this boils down to a sophisticated MAS-loading-mechanism that
instantiates agents and creates the connection between them and entities, together with a mapping between
G OAL-percepts/actions and EIS ones. Entities, from the environment-interface-perspective, are instances of
UnrealGOALBot, which is a heavy extension of the LoqueBot developed by Juraj Simlovic. LoqueBot on
the other hand is built on top of Pogamut[3]. Pogamut itself is connected to GameBots, which is a plugin
that opens UT2004 for connecting external controllers via TCP/IP.

3

Conclusion and Future Work

As is well-known, the U NREAL engine is used in many games and various well-known research platforms
such as the USARSIM environment for crisis management. We believe that the high-level Environment
Interface that we have made available to connect agent platforms with UT2004 will facilitate the connection
to other environments such as USARSIM as well. The availability of this interface makes it possible to
connect arbitrary agent platforms with relatively little effort to such environments which opens up many
possibilities for agent-based simulated or gaming research. This is beneficial to put agent technology to the
test. The framework, moreover, has been used for educational purposes.
The connection of an agent programming language for rational or BDI agents to UT2004 poses quite a
few challenging research questions. A very interesting research question is whether we can develop agentcontrolled bots that are able to compete with experienced human players using the same information the
human players possess. The work reported here provides a starting point for this goal. Even more challenging is the question whether we can develop agent-controlled bots that cannot be distinguished by experienced
human players from human game players.
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Abstract
We present a new system for automatic music generation, in which music is modeled using very high
level probabilistic rules. The probabilistic parameters can (at least in principle) be learned automatically
from examples, resulting in a system for personalized music generation.

1

Introduction

Algorithmic music composition is an intriguing subfield of artificial intelligence. Typical examples include
the works of David Cope [3] and Iannis Xenakis [14], and the elaborate Band-in-a-Box software [6].
Pearce et al. [8] have identified four main motivations for developing computer programs which compose
music. In their terminology, this paper describes the design of a tool for composers which can also be used
for the computational modelling of musical styles. As Conklin pointed out [2], a general statistical model can
be applied to both synthesis (automatic composition) and analysis (modelling of styles, e.g. classification).
Indeed, a statistical analytic model can (in principle) be sampled to generate music.
Probabilistic logic programming [5] is an extension of logic programming [1] which allows programmers
to express both statistical and relational knowledge in a natural way. The probabilistic logic language PRISM
[9] has been shown to subsume many well-known statistic models like stochastic context-free grammars
and hidden Markov models. In [13], PRISM was used to implement a music model which was used for
both synthesis and analysis. Recently, a new and higher-level rule-based probabilistic logic programming
language has been proposed, called CHRiSM [11]. In this paper we present a music generation and learning
system, called APOPCALEAPS, implemented in CHRiSM.
The structure of this paper is as follows. First we give a brief overview of APOPCALEAPS in Section 2.
In Section 3 we introduce CHRiSM. Section 4 discusses some program excerpts. We conclude in Section 5.

2

The APOPCALEAPS System

Figure 2 gives a schematic overview of APOPCALEAPS (an acronym for “Automatic POP Composer And
LEArner of ParameterS”). We briefly give an overview of the components of the system.
A graphical user interface provides a front-end
to the underlying CHRiSM program. This interface
voice(melody), shortest duration(melody,16),
essentially allows the user to tweak an input query
voice(bass), shortest duration(bass,8),
for the CHRiSM program, specifying some desired
voice(chords), shortest duration(chords,8),
properties of the generated music. The default query
voice(drums), shortest duration(drums,16),
is shown in Fig. 1. This query has the following
instrument(melody,’soprano sax’),
instrument(bass,’electric bass (pick)’),
meaning. We want a piece with four voices: melody,
instrument(chords,’electric guitar (jazz)’),
bass, chords and drums. The shortest possible note
set range(melody,c,4,-5,16), max jump(melody,5),
for the melody and drums is set to a 16th note, while
set range(bass,c,3,-17,5), max jump(bass,17),
for the bass and chords it is set to an 8th note. Names
chord style(offbeat), max repeat(melody,2),
of MIDI instruments to be used to render the voices
key(major), meter(2,4), tempo(120), measures(8)
are given. The range of the melody is set to the interval of 5 semitones below central C to 16 semitones
above central C. The biggest interval between two Figure 1: The default query for APOPCALEAPS.
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Figure 2: An overview of the APOPCALEAPS system.
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Figure 3: Example output of the APOPCALEAPS system (fragment).
consecutive melody notes is set to 5 semitones. The bass has a lower range and is allowed to make bigger
jumps. Chords are preferably on off-beats, and the melody should not have more than two consecutive repeated notes. The piece should be in a major key. The meter is 2/4, the tempo is 120 bpm, and the length of
the piece to be generated is 8 measures.
The GUI also allows users to modify the probability distributions used inside the CHRiSM program.
Based on the query and these probability parameters, the CHRiSM program generates output, rendered by
LilyPond [7] as both a score and a MIDI file. Figure 3 shows a fragment of an output example.
Next, the user listens to the generated music and selects the good pieces (according to his own taste).
The selected pieces are used as a training set for a learning algorithm that adjusts the probability parameters.
Using the new parameters, more (and hopefully better) output is generated and selected for addition to the
training set. This iterative interactive process results in a personalized music generation system.
Although all major parts of the APOPCALEAPS system have been implemented, we will focus on the
CHRiSM program that produces the output, given a query. Learning works in principle, but it is computationally too expensive to be tested in practice on nontrivial examples. The main issue is that the current
CHRiSM system is not yet able to deal efficiently with large output spaces — although this is the subject
of ongoing work [10]. Hence we leave this part of the APOPCALEAPS system as future work, and use

manually tuned probability parameters for now.
The above description of a personalized music generation system, as illustrated in Fig. 2, is only one way
to use APOPCALEAPS. It could also be used for other purposes. For example, classification of existing
music could be done by training several instances of the model, one per category, based on a number of
manually classified examples. Unknown examples can then be classified by computing their likelihood
under each model instance. Other potential applications include finding the most likely chord sequence
underlying a given piece, completing partial pieces, generating variations on a piece, etc.
The core component of the APOPCALEAPS system is a CHRiSM program. In Section 4 we will look
at excerpts from this program. But first we introduce CHRiSM.

3

CHRiSM

CHRiSM (CHance Rules induce Statistical Models) is a new programming language for probabilistic logic
learning [11]. It is based on a combination of CHR and PRISM.
CHR (Constraint Handling Rules) [4] is a high-level language extension based on multi-headed rules.
Originally CHR was designed as a special-purpose language to implement constraint solvers, but in recent
years it has matured into a general purpose programming language [12]. Being a language extension, CHR
is implemented on top of an existing programming language, which is called the host language. An implementation of CHR in host language X is called CHR(X). For instance, several CHR(Prolog) systems are
available. The implementation of CHRiSM is based on a CHR(PRISM) system.
PRISM (PRogramming In Statistical Modeling) [9] is a probabilistic extension of Prolog. It supports several probabilistic inference tasks, including sampling, probability computation, and expectationmaximization learning. We assume the reader to be familiar with Prolog [1].

3.1

Syntax and Semantics

A CHRiSM program P consists of a sequence of chance rules. Chance rules rewrite a multiset S of data
elements, which are called (CHRiSM) constraints (mostly for historical reasons). Syntactically, a constraint
c(X1 ,..,Xn ) looks like a Prolog predicate: it has a functor c of some arity n and arguments X1 ,..,Xn which
are Prolog terms. The multiset S of constraints is called the constraint store or just store. The initial store is
called the query or goal, the final store (after exhaustive rule application) is called the answer or result.
Chance rules. A chance rule is of the following form: P ?? Hk \ Hr <=> G | B.
where P is a probability expression (as defined below), Hk is a conjunction of (kept head) constraints, Hr is
a conjunction of (removed head) constraints, G is a guard condition (a PRISM goal to be satisfied), and B is
the body of the rule. If Hk is empty, the rule is called a simplification rule and the backslash is omitted; if Hr
is empty, the rule is called a propagation rule and it is written as “P ?? Hk ==> G | B”. If both Hk and Hr
are non-empty, the rule is called a simpagation rule. The guard G is optional; if it is removed, the “|” is also
removed. The body B is a conjunction of CHRiSM constraints, PRISM goals, and probabilistic disjunctions
(as defined below). A non-probabilistic chance rule has P equal to 1; the “1 ??” may be removed and it
corresponds to a regular CHR rule.
Intuitively, the meaning of a chance rule is as follows: If the constraint store S contains elements that
match the head of the rule and furthermore, the guard G is satisfied, then we can consider rule application.
The subset of S that matches the head of the rule is called a rule instance. Depending on the probability
expression P, the rule instance is either ignored or it actually leads to a rule application. Every rule instance
may only be considered once. Rule application has the following effects: the constraints matching Hr are
removed from the constraint store (the constraints matching Hk are kept), and then the body B is executed,
i.e. PRISM goals are called and CHRiSM constraints are added to the store.
Probability expressions. A probability expression P is either a number or arithmetic expression that indicates a probability, or it is an experiment name. The latter is a Prolog term which should be ground when
the rule is considered. It indicates an unknown probability distribution. Initially, unknown probabilities are
set to a uniform distribution. They can be changed manually using PRISM’s set sw/2 builtin, or automatically using PRISM’s EM-learning algorithm. The arguments of an experiment name can include conditions,
which are of the form “cond C”. Such arguments are evaluated at runtime and replaced by either “yes” or
“no”, depending on whether call(C) succeeded or failed.

Probabilistic disjunction. The body B of a CHRiSM rule is defined as a conjunction of PRISM goals,
CHRiSM constraints, and explicit or implicit probabilistic disjunctions of bodies. Explicit probabilistic
disjunctions are of the form “D1:P1 ; ... ; Dn:Pn”, where a disjunct Di is chosen with probability Pi. The
probabilities should sum to 1. Implicit probabilistic disjunctions are of the form “P ?? D1 ; ... ; Dn”,
where P is an experiment name determining the probability distribution.
PRISM predicates. Since CHRiSM is based on CHR(PRISM), all features of PRISM can also be used
in the body of chance rules. In particular, the PRISM built-in msw(E,V) can be used to randomly sample
experiment E and unify V with its outcome value. The outcome space of experiment E has to be declared
using values(E,VL), where VL is a (finite) list of ground Prolog terms. The probability distribution can be
set using set sw(E,PL), where PL is a list of probabilities (one for every outcome value).
Operational Semantics. The abstract operational semantics of a CHRiSM program P is given by a (probabilistic) state-transition system that resembles the abstract operational semantics !t of CHR [12]. We use
p
the symbol !t?? to refer to the abstract operational semantics of CHRiSM and !
to denote a transition
P
with probability p. It is formally defined in [11]. If all rule probabilities are 1 and the program contains
no probabilistic disjunctions — i.e. if the CHRiSM program is actually a CHR program — then the !t??
semantics boils down to the !t semantics of CHR.

3.2

Full and Partial Observations

A full observation Q <==> A denotes that there exist a series of probabilistic choices such that a derivation
starting with query Q results in the answer A. A partial observation Q ===> A denotes that an answer for
query Q contains at least A: Q ===> A holds if Q <==> B with A F B.
The following PRISM built-ins can be used to query a CHRiSM program:
• sample Q : probabilistically execute the query Q;

• prob Q <==> A : compute the probability that Q <==> A holds, i.e. the chance that the choices are
such that query Q results in answer A;
• prob Q ===> A : compute the probability that an answer for Q contains A;
• learn(L) : perform EM-learning based on a list L of observations

For more information about CHRiSM we refer to [11].

3.3

Examples

To illustrate the semantics of CHRiSM rules, we give a few examples. As a first toy example, consider the
following CHRiSM program for tossing a coin:
toss <=> head:0.5 ; tail:0.5.
The query toss results in head or tail, with 50% chance each. The query toss,toss has four possible
outcomes, each with 25% chance: “head,head”, “head,tail”, “tail,head”, and “tail,tail”.
3.3.1

Rock-paper-scissors

Consider the following CHRiSM program simulating “rock-paper-scissors” players:
player(P) <=> choice(P) ?? rock(P) ; scissors(P) ; paper(P).
rock(P1), scissors(P2) ==> winner(P1).
scissors(P1), paper(P2) ==> winner(P1).
paper(P1), rock(P2) ==> winner(P1).
We assume that each player has his own fixed probability distribution for choosing between rock, scissors,
and paper. This is denoted by using choice(P) as the probability expression for the choice in the first
rule: the probability distribution depends on the value of P and thus every player has his own distribution.
However, these distributions are not known to us. By default, the unknown probability distributions for, say,
tom and jon are therefore both set to the uniform distribution (cf. Figure 4). Here is a possible interaction:
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Figure 4: A derivation tree for the rock-paper-scissors example.
?- sample player(tom),player(jon)
player(tom),player(jon) <==> rock(jon),rock(tom).
?- sample player(tom),player(jon)
player(tom),player(jon) <==> rock(jon),paper(tom),winner(tom).
?- prob player(tom),player(jon) ===> winner(tom)
Probability of player(tom),player(jon)===>winner(tom) is: 0.333333
Now suppose that we watch 100 games, and want to use our observations to obtain a better model of
the playing style of both players. If we can fully observe these games, then this is easy: we can just use the
frequency with which each player played rock, paper or scissors as an estimate for the probability of him
making that particular move. The situation becomes more difficult, however, if the games are only partly
observable. For instance, suppose that we do not know which moves the players made, but are only told
the final scores: tom won 50 games, jon won 20, and 30 games were a tie. Deriving estimates for the
probabilities of individual moves from this information is less straightforward. PRISM comes with a builtin implementation of the EM-algorithm for performing parameter estimation in the presence of missing
information [9]. We can use this algorithm to find plausible corresponding distributions:
| ?- learn([ (50 times player(tom),player(jon) ===> winner(tom)),
(20 times player(tom),player(jon) ===> winner(jon)),
(30 times player(tom),player(jon) ===> ⇠winner(tom),⇠winner(jon))])
The PRISM built-in show sw shows the learned probability distributions, which do indeed (approximately)
lead to the observation frequencies, e.g.:
| ?- show_sw
Switch choice(jon): 1 (p: 0.60057) 2 (p: 0.06536) 3 (p: 0.33406)
Switch choice(tom): 1 (p: 0.08420) 2 (p: 0.20973) 3 (p: 0.70605)
| ?- prob player(tom),player(jon) ===> winner(tom)
Probability of player(tom),player(jon)===>winner(tom) is: 0.499604
3.3.2

Random graphs

Suppose we want to generate a random directed graph, given its nodes. The following chance rule generates
every possible directed edge with probability 50%:
0.5 ?? node(A), node(B) ==> edge(A,B).
Given the query node(x), node(y), node(z), there are 6 rule instances to be considered for this
rule: {A=x,B=y}, {A=x,B=z}, {A=y,B=x}, {A=y,B=z}, {A=z,B=x}, {A=z,B=y} . If for
example only the first two rule instances are actually applied, then the result consists of the three original
nodes plus edge(x,y) and edge(x,z). In total there are 26 possible results for this query, each with
probability (1/2)6 .

4

The APOPCALEAPS system in detail

The CHRiSM program at the core of the APOPvalues(chord choice(C), [c,g,f,am,em,dm]).
CALEAPS system consists of about 50 CHRiSM rules
values(note choice(V,C,B), [c,d,e,f,g,a,b,r]).
(about 150 lines of code). Besides the actual program,
values(octave choice(mid), [-2,-1,0,+1,+2]).
there is some auxiliary code (about 100 lines of code)
values(octave choice(low), [0,+1,+2]).
and the code to write out the output in LilyPond syntax
values(octave choice(high), [-2,-1,0]).
(about 150 lines of code).
values(drum choice(B), [bd,sn,hh,cymc,r]).
The program uses 7 parametrized probabilistic exvalues(chord type( ,B), [0,7,r]).
periments, which give rise to 92 probability distribuvalues(split beat(V), [no,yes]).
tions in total. Fig. 5 shows the names and outcome
values(join notes(V, , ), [no,yes]).
spaces of these experiments. As will become clear, we
have made several simplifying assumptions.
Figure 5: Parametrized probabilistic choices.
The first experiment, chord choice, determines
the chord sequence. We restrict the set of possible
chords to C major, G major, F major, A minor, E minor and D minor. This covers a large subset of pop
music (modulo transposition). The experiment is parametrized by the previous chord. Section 4.1 explains
how this experiment is used.
The second experiment, note choice, determines the pitch of the notes of the melody and bass. For
simplicity, we only allow pitches in the scale of C major (no accidentals). Besides these 7 pitches, rest (r)
is also part of the domain. The experiment is parametrized by the type of voice (currently only melody or
bass), the current chord, and the current abstract beat position. Abstract beat positions are defined as follows:
“first” for the first beat of a measure, “strong” for other on-beats of a measure, “weak” for the off-beats
of a measure, “prestrong” for positions just before an on-beat, and “weakest” for all other positions. We
abstract the rhythm in this way to simplify the model.
The third experiment, octave choice, determines the octave of the notes. Jumps of up to two octaves
up or down are supported. If the current octave is near the border of the voice range, the domain is reduced.
The fourth experiment, drum choice, determines the notes of the drum. The choices are restricted to
bass drum, snare, hi-hat, crash cymbal, and rest. The experiment is parametrized by abstract beat.
The fifth experiment, chord type, determines the chord voice. This voice always plays a variant of the
current chord, as determined by chord choice. The only options are: the chord itself (a triad), a seventh
chord, and rest. This experiment is parametrized by the chord style (part of the query) and by abstract beat.
The sixth and seventh experiments determine the rhythm; we will discuss this later, in Section 4.2.
Because of space restrictions, it is impossible to explain the entire CHRiSM program, even though it is not
that long. Instead we will zoom in on a few rules.

4.1

Chord Sequence Generation

To keep things simple we assign one chord per measure and we model the chord sequence as a simple
Markov chain as shown in Fig. 6 (arrow widths indicate probabilities). The transition probabilities were
manually set to these values based on personal taste and experience. As mentioned in Section 2, they can, in
principle, also be learned automatically from examples. Fig. 7 shows the CHRiSM rules to implement the
chord sequence generation. We now briefly discuss them.
The input query specifies the key (key/1) and the number of measures (measures/1). The output chord
sequence is encoded as mchord(X,C) constraints, where C is the chord for measure number X.
The first four rules make sure that if a piece is in a major key, the first and last measure get the chord “C
major”, while if it is in a minor key, they get “A minor”.
The next two rules generate a sequence of measure/1 constraints (one for every measure), along with a
sequence of next measure/2 constraints that connect every measure with its successor.
The last rule does the actual chord sequence generation. It reads as follows: if the chord of measure X is
C, and the measure following X is Y (where Y is not the last measure M), then we choose a new chord NextC
based on the probabilistic experiment chord choice(C), and set the chord of measure Y to be NextC.

4.2

Rhythm Generation

The rhythm is generated in three steps. Firstly, for every voice, beat/5 constraints are generated for every
beat in every measure, according to the meter specified in the query. The meaning of the arguments is

key(major), measure(1) ==> mchord(1,c).
key(major), measures(N) ==> mchord(N,c).
key(minor), measure(1) ==> mchord(1,am).
key(minor), measures(N) ==> mchord(N,am).
measures(N) ==> make measures(N).
make measures(N) <=> N>0 | measure(N),
N1 is N-1, next measure(N1,N),
make measures(N1).
mchord(X,C), next measure(X,Y), measures(M)
==> Y < M | msw(chord choice(C),NextC),
mchord(Y,NextC).
Figure 6: Chord transitions.

Figure 7: CHRiSM rules for chord transitions.
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Figure 8: Beat splitting.

Figure 9: Beat joining.

as follows: beat(V,M,N,X,D) represents an event for voice V, in measure number M, at beat number N
(=0,1,2,. . . ), and sub-beat position X (a real number 0  X < 1), with the duration of a Dth note. Also,
next beat/7 constraints are generated to link beats to their successor.
Secondly, some of the beats are “split in two”, as illustrated in Fig. 8. Beat splitting is handled by a
(recursive) chance rule; for every voice, splitting can only continue as long as the beats have a duration that
is longer than the shortest duration declared in the input query. For simplicity, the probability of splitting
only depends on the voice — of course this could be refined to also take into account the current depth
and/or abstract beat position and other relevant parameters.
Thirdly, some of the beats are joined again by a tie, if two consecutive notes have the same pitch. This
step is only applied after the pitches have been generated. Fig. 9 illustrates this process. Beat joining is
handled by another chance rule, whose application probability depends on three parameters: the voice, and
two boolean conditions that indicate the degree of syncopation inherent in the tie. The first condition is true
if the consecutive notes are in the same measure, the second condition is true if both notes belong to the
same beat. The three examples in Fig. 9 correspond to the cases (no,no), (yes,no), and (yes,yes). Fig. 10
lists the two chance rules that generate the rhythm.

5

Conclusion and Future Work

We have presented the APOPCALEAPS system for generating and learning pop music based on chance
rules, implemented in CHRiSM. This is one of the first applications of CHRiSM, and it illustrates the power
and expressiveness of chance rules. Several existing approaches for music generation and analysis can be
combined and generalized by formulating them in CHRiSM. For example, (hidden) Markov models are
easily expressed as chance rules. Therefore, in our opinion, CHRiSM is an excellent programming language
for automatic composition in the sense of [8].
The APOPCALEAPS system allows parameter learning from previously generated pieces, or pieces
from any source, as long as they can be represented in our internal notation (this may require extending
the outcome spaces of the probabilistic experiments of Fig. 5). In order to make learning computationally

split beat(V) ??
meter( ,OD), shortest duration(V,SD) \ beat(V,M,N,X,D), next beat(V,M,N,X,Mn,Nn,Z)
<=> D<SD | D2 is D*2, Y is X+1/(D2/OD),
next beat(V,M,N,X,M,N,Y), next beat(V,M,N,Y,Mn,Nn,Z),
beat(V,M,N,X,D2), beat(V,M,N,Y,D2).
join notes(V,cond Ma=Mb,cond Na=Nb) ??
next beat(V,Ma,Na,Xa,Mb,Nb,Xb), note(V,Mb,Nb,Xb,SameNote)
\ note(V,Ma,Na,Xa,SameNote) <=> note(V,Ma,Na,Xa,SameNote+’ ⇠’).
Figure 10: CHRiSM rules for splitting and joining notes.
feasible, the underlying CHRiSM system has to be sufficiently efficient. This is the subject of ongoing
work [10]. An efficient CHRiSM system will enable us to evaluate the APOPCALEAPS system by testing
its accuracy for genre classification.
Since the probability distributions are currently tuned manually, the number of parameters was kept
rather small. If learning is sufficiently efficient, the number of parameters can be increased by refining the
rules to take more factors into account or by adding arbitrary hidden states.
The APOPCALEAPS system and example output music can be downloaded at the following website:
http://people.cs.kuleuven.be/jon.sneyers/apopcaleaps/
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In this abstract we propose two new enhancements for Monte-Carlo Tree Search (MCTS) in multi-player
games. The first one is Progressive History, a combination of Progressive Bias [2] and the history heuristic
[4]. The second one is a multi-player variant of Monte-Carlo Tree Search Solver [6], called Multi-Player
Monte-Carlo Tree Search Solver (MP-MCTS-Solver). We test these enhancements in two different multiplayer games: Focus and Chinese Checkers.
A problem of MCTS is that it takes a while before enough information is gathered to calculate a reliable
value for a node. Chaslot et al. [2] proposed Progressive Bias (a UCT variant [3]) to direct the search
according to heuristic knowledge. We propose an enhancement, called Progressive History, that combines
Progressive Bias and the history heuristic. The child i with the highest score vi is selected as follows
!
si
ln(np )
sa
W
vi =
+C×
+
×
,
(1)
ni
ni
na
ni − si + 1
where si denotes the total score of child i, and sa represents the score of the move a corresponding to node
i. The variables ni and np denote the total number of times that child i and parent p have been visited,
respectively. na is the number of times move a has been played in any game in the past. C is a constant
that determines the exploration factor of UCT [3] and W is a constant that determines the influence of
W
Progressive History. In Formula 1, ni −s
represents the Progressive Bias part and nsaa the history heuristic
i +1
part. We remark that, in the Progressive Bias part, we do not divide by the number of visits as standard is
done [2, 6], but by the number of visits minus the score, i.e., the number of losses. In this way, nodes that
do not perform well are not biased too long, whereas nodes that continue to have a high score stay biased.
To ensure that we do not divide by 0, a 1 is added in the denominator.
In the first series of experiments we tested Progressive History (with different values of W ) against an
MCTS player without Progressive History in Focus and Chinese Checkers. Table 1 shows that Progressive
History, provided the value of W is set correctly, is a considerable improvement for MCTS in Focus. Table
2 reveals that Progressive History works even better in Chinese Checkers. Moreover, additional experiments
revealed that dividing by the number of losses increased the performance of Progressive History.
Table 1: Progressive History player with different W values vs.
2 players
3 players
W
wins losses win rate wins losses win rate
0.1 2009 1351
59.8%
2116 1244
63.0%
1
2219 1141
66.0%
2196 1164
65.4%
5
1946 1414
57.9%
2143 1217
63.8%
10 1593 1767
47.4%
1941 1419
57.8%

default MCTS player in Focus.
4 players
wins losses win rate
1978 1382
58.9%
1957 1403
58.2%
2001 1359
59.6%
1911 1449
56.9%

Recently, Winands et al. [6] developed a method, called Monte-Carlo Tree Search Solver (MCTSSolver), to prove the game-theoretical value of a node in a Monte-Carlo search tree. This method was used
successfully in the two-player game Lines of Action. We developed a multi-player variant of MCTS-Solver,
1 The full version of this paper will be published in: Computers and Games (CG 2010), Lecture Notes in Computer Science,
Springer, Heidelberg, Germany.

Table 2: Progressive History player with different W values vs. default MCTS player in Chinese Checkers.
2 players
3 players
4 players
W wins losses win rate wins losses win rate wins losses win rate
1
2279 1081
67.8%
2132 1228
63.5%
2079 1281
61.9%
5
2804
556
83.5%
2211 1149
65.8%
2244 1116
66.8%
10 2795
565
83.2%
2193 1167
65.3%
2337 1023
69.6%
20 2044 1316
60.8%
2022 1338
60.2%
2124 1236
63.2%
called Multi-Player Monte-Carlo Tree Search Solver (MP-MCTS-Solver). For the multi-player variant,
MCTS-Solver has to be modified, in order to accommodate for games with more than two players. Proving
a win works similarly as in the two-player version of MCTS-Solver: if at one of the children a win is found
for the player who has to move in the current node, then this node is a win for this player. If all children lead
to a win for the same opponent, then the current node is also labeled as a win for this opponent. However,
if the children lead to wins for different opponents, then updating the game-theoretical values becomes a
non-trivial task. Update rules have to be developed to take care of such situations. We tested three different
update rules: (1) The normal update rule only updates proven wins for the same opponent. This means that
only if all children lead to a win for the same opponent, then the current node is also set to a win for this
opponent. Otherwise, the simulation score is used. (2) The paranoid update rule uses the assumption that
the opponents of the root player will never let him win [1, 5]. Note that if there are still multiple winners
after removing the root player from the list of possible winners, then no game-theoretical value is assigned
to the node and the simulation score is used. Problems may arise when a player in a given node gives the
win to the player directly preceding him. In such a case, the parent node will receive a game-theoretical
value which is technically false. This problem can be diminished by using (3) the first-winner update rule.
When using this update rule, the player gives the win to the player who is the first winner after him. In this
way the player before him does not receive the win and, as a result, does not overestimate the position.
In the second series of experiments, we tested MP-MCTS-Solver with the three different update rules
playing against the default MCTS player. We performed these experiments in Focus, because MCTS-Solver
is only successful in sudden-death games [6]. Chinese Checkers is not a sudden-death game, and therefore
we expect MP-MCTS-Solver not to work well in this game. However, Focus is a sudden-death game and
is therefore an appropriate test domain for MP-MCTS-Solver. Progressive History was enabled for both
players with W =5. In Table 3, we see that in Focus the standard update rule works best.
Table 3: MP-MCTS-Solver player with different update rules vs. default MCTS player in Focus.
2 players
3 players
4 players
Type
wins losses win rate wins losses win rate wins losses win rate
Standard
1780 1580
53.0%
1844 1516
54.9%
1792 1568
53.3%
Paranoid
1745 1615
51.9%
1693 1667
50.4%
1510 1850
44.9%
First-winner 1774 1586
52.8%
1732 1628
51.5%
1457 1903
43.4%
Based on the results, we may conclude that Progressive History is an important enhancement for MCTS
in multi-player games. MP-MCTS-Solver with the standard update rule performs well. The other two update
rules, paranoid and first-winner, were not successful in Focus.
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Abstract
This paper proposes to apply the framework of pattern mining to the game of tennis. The method builds
upon similarity measures for subrallies from a tennis match. Several mining problems are examined, where
frequent subrallies (that have a high similarity to other subrallies from the same match) must be found.
One can consider individual players or matches (involving rotation), and also general patterns for tennis.
Experiments show some of the merits of the method.

1

Introduction

In the game of tennis two players compete, trying to defeat one another. Is it possible to discover interesting
patterns from professional tennis matches? There are many ways in which this question can be addressed.
In this paper we focus on the discovery of (partial) rallies that are characteristic for a player or for a match,
or even for the game of tennis in general. In these rallies (unless they consist of one event) both players
participate, so they might be seen as combined efforts. In another paper we discuss winning rallies [9], based
on the so-called unbalancing event attribute, and also taking into account the opponent player’s position.
The objective of the current paper is to find frequent patterns in tennis at different levels. We propose a
method that is based on mining structured data, taking into consideration a comprehensive set of influencing
variables captured during a tennis match. Human annotation yields a series of events, ordered in time, where
each event consists of precisely described attribute values (not containing free text, etc.). We then try to find
frequent patterns in tennis matches, and analyze these patterns in different ways. A game like tennis is quite
complicated; the current paper must be seen as a modest attempt to approach the pattern mining problem in
this field. Note that we do not give a statistical analysis, but rather generate hypotheses — as data mining
often does.
The paper is organized as follows. Section 2 contains related work. In Section 3 we formalize a tennis
match and present definitions for similarity measures and thresholds, as well as the mining problems to
consider. We present experiments in Section 4 and the conclusions to the study in Section 5.

2

Related Work

The study of captured data from tennis matches in order to find patterns and relationships between variables [8, 2], so that tactical and strategic knowledge can be extracted, is relatively novel.
Wang et al. [11] treat the subject in a similar way, but they only consider relative player movements and
no other variables are considered. Wang and Parameswaran [10] take into account 58 possible patterns and
try to find them in the footage using Bayesian networks. Zhu et al. [13] propose a tactic representation based
on temporal-spatial interactions in soccer. Lames [5] focuses on relative phases of lateral displacements, but
it neither includes longitudinal movements nor represents the reality of a professional tennis match where
players do not move back to the center of the court every time.
Schroeder et al. [7] use a framework based on short term and long term memory that allows an incremental processing of data streams. However, the tennis model used only includes one variable (the ball
landing position) and only eight different locations. Chu and Tsai [1] use symbolic sequences to tackle tactics analysis. They use players location (four areas), players movement direction (up, down, left, right, still)

and players speed (fast, medium, still) to find frequent movement patterns. Jager et al. [4] analyze the players movements in volleyball using self-organizing artificial neural networks that allow them to cluster and
visualize configurations and trajectories.
We incorporate more features, especially some that appear to be of great importance for gameplay. We do
not focus exclusively on player movement or ball movement, but we aim at their intertwining. Furthermore,
tactics are not used as input, but patterns are generated as output.

3

Formalization

In this section we explain how we formalize a tennis match between two players, 1 and 2. For the rules of
tennis, the reader is referred to [3, 12].

3.1

Events and Rallies

For a tennis match, quite a lot of data is available. We will restrict ourselves to sequences of events (called
(partial) rallies). A rally refers to a sequence that begins with a serve, and ends when the point is decided; in
a sequence the two players alternate. A partial rally or subrally is a consecutive subsequence of a rally.
An event is a 5-tuple (pl , st, P1 , P2 , sb) describing a single stroke, its attributes being:
• pl : player hitting the ball, possible values: {1, 2};
• st: stroke type, {FS , SS , FH , FHS , BH , BHS , VOL, SM , LOB , DSH }, corresponding to first serve,
second serve, forehand, forehand sliced, backhand, backhand sliced, volley, smash, lob and drop shot,
respectively;
• P1 = (x1 , y1 ): position of the player when the ball is hit, C;
• P2 = (x2 , y2 ): position of the ball when it bounces on the opponent’s half of the court, C;
• sb: speed of the ball generated after the stroke, {slow , normal , fast}.
Here the set C is defined as C = {0, 1, . . . , 316}⇥{0, 1, . . . , 768}, referring to points from the 2-dimensional
tennis court (see Figure 1). Because the players change sides every couple of games, a transformation in the
coordinates is needed so that the data is always coherent. In [9] more information on this (for instance, what
happens if the ball does not bounce on the opponent’s half of the court?), and on the way these attributes are
gathered from footage of a match, is provided.
xy

?

Figure 1: Tennis court reference model.

3.2

Similarity Measures

In this section we propose several similarity measures for events and partial rallies. We deviate from the
approach taken in [9], where the unbalancing stroke attribute plays a crucial role in the pattern mining.

First, we define a similarity measure sim between individual events. In this case, when we have events
e = (pl , st, P1 , P2 , sb) and e0 = (pl 0 , st 0 , P10 , P20 , sb 0 ), a first proposal for a similarity measure between
these events is (all functions used will be explained in the sequel):
sim(e, e0 ) = simplayer (P1 , P10 ) + simball (P2 , P20 )
+ (pl , pl 0 ) + simstroke(st, st 0 ) + (sb, sb 0 )

(1)

where each separate function determines the similarity between the corresponding attributes. With dist(P, Q)
representing the Euclidean distance between points P and Q (in pixel width; one pixel width corresponds to
(1/6)-th of a foot, so roughly 5 cm), we define:
8
1
if dist(P, Q) < 20
>
>
<
0.7
if 20  dist(P, Q) < 30
simplayer (P, Q) =
(2)
0.5
if 30  dist(P, Q) < 40
>
>
:
0
otherwise
8
1
if dist(P, Q) < 10
>
>
<
0.7
if 10  dist(P, Q) < 20
simball (P, Q) =
(3)
0.5
if 20  dist(P, Q) < 30
>
>
:
0
otherwise
simstroke(st, st 0 ) = (st, st0 ) + ✏(st, st 0 )
⇢
1
if u = v
(u, v) =
0
otherwise

(4)
(5)

The function ✏ allows for additional weight in the case of near equal stroke types, and is currently defined as
⇢
0.7
if {st, st 0 } equals {FHS , FH } or {BHS , BH }
0
✏(st, st ) =
(6)
0
otherwise
So to speak, the “ball similarity” is more sensitive than the “player similarity”: for a high similarity, the ball
bouncing positions must be more alike. All of the individual terms can get their own weight, if necessary.
Note that 0  sim(e, e0 )  5.0; often, a linear scaling is used in order to obtain values between 0 and 1.
And of course, the step functions used could be smoothened in appropriate ways, e.g., applying a continuous
function. The current choice seems to perform better in the experiments done so far, providing more stable
results. A possible explanation might be that it compensates for inaccuracies due to the human annotation
of the matches.
Now that we have defined the similarity between events, we can easily determine sim(seq, seq 0 ), the
similarity between same-length sequences (or partial rallies) seq and seq 0 of single events. First, if the
sequences are of unequal length, we define the similarity to be 0. If the length of both sequences equals n
and seq = he1 , . . . , en i and seq 0 = he01 , . . . , e0n i, then:
sim(seq, seq 0 ) =

n
X

sim(ei , e0i )

(7)

i=1

In order to obtain a high value for sim, it is quite natural to suppose that the two sequences are aligned in
such a way that they both begin with the same player (and of course, all subsequent event pairs are then also
with the same player). The current definition does not enforce this, but will most likely punish misaligned
combinations with a very low similarity. It would also have been possible to force the condition pl 6= pl 0
into equation (1).
In order to prepare for a possible “exchange of players”, we define R180 ((x, y)) = (316 x, 768 y)
for (x, y) 2 C, a 180 rotation around the center of the court; we further put
R180 ((pl , st, P1 , P2 , sb)) = (3

pl , st, R180 (P1 ), R180 (P2 ), sb)

(8)

and extend this definition to sequences in the natural way.

3.3

Similarity Thresholds and Support

Once we know the similarity value between events sim(e, e0 ) and sequences sim(seq, seq 0 ), we need to
establish the criteria by which we will consider two events or two sequences as similar in order to proceed

with the pattern mining. We will use the thresholds event thr and series thr for this matter. Note that we are
defining several thresholds to allow for greater flexibility. This way, two events e and e0 will be considered
similar if and only if sim(e, e0 )
event thr . Likewise, two sequences seq and seq 0 of length n will be
considered similar if and only if
sim(seq, seq 0 ) n ⇥ series thr
(9)
where we also demand all concurrent event pairs from the sequences to be similar, i.e.,
sim(ei , e0i )

event thr

i = 1, 2, . . . , n

(10)

with seq = he1 , . . . , en i and seq 0 = he01 , . . . , e0n i. Sequences of unequal length are considered dissimilar.
The concept of a series threshold makes it possible to find long similar sequences which might present
higher event similarity at some points than others, and that a simple event threshold filter would block. This
is of particular interest if inequality (10) is in some way weakened, or even skipped for some values of i. We
leave this as a suggestion for further research.
Given these thresholds, we can now define the so-called support in a match M for a sequence seq:
X
support M (seq) =
sim(seq, seq 0 )
(11)
seq 0 in M
seq 0 similar to seq

Being similar requires the rallies to satisfy inequalities (9) and (10). Note that it is not necessary that seq is
a subrally from M itself, it can even be any synthetic sequence.
If we want to find common patterns for both players, as opposed to the normal support, the rotated
sequences must also be taken into account. In that case the most similar sequence, i.e., the one having the
maximum similarity, contributes to the support computation. So we define:
X
support rot M (seq) =
max(sim(seq, seq 0 ), sim(R180 (seq), seq 0 ))
(12)
seq 0 in M
seq 0 similar to seq or R180 (seq)

3.4

Mining Problems

We are now able to define our two mining problems. Given a match between two players, we want to determine the frequent subrallies, i.e., those subrallies for which there are many similar subrallies or rather for
which the support is high. If we concentrate on the player identity, we just use support M (so similar subrallies are necessarily from the same player), and we are looking for so-called personal frequent subrallies;
if we are more interested in general patterns, we use support rot M , also incorporating rotated sequences,
and we then get so-called anonymous frequent subrallies. In the second case, for the support computation,
we both consider the subrally itself and its rotated version. Note that in this case we still get patterns that are
(or rather, might be) connected to the match under consideration, and are dependent on the two players. We
will return to this issue in Section 4.
More precisely, we define:
M INING P ROBLEM 1 — P ERSONAL F REQUENT S UBRALLIES
Given a minimum support threshold min support, an event threshold event thr and a series
threshold series thr , determine those partial rallies seq of length n in the match M for which
support M (seq) min support.
and
M INING P ROBLEM 2 — A NONYMOUS F REQUENT S UBRALLIES
Given a minimum support threshold min support, an event threshold event thr and a series
threshold series thr , determine those partial rallies seq of length n in the match M for which
support rot M (seq) min support.
Given these two problems, it seems that there are two supports that are of interest for any given sequence. However, in fact there are three: for any event sequence seq we are interested in support M (seq),

support M (R180 (seq)) and support rot M (seq). But since — except for rare cases, if both a subrally and its
rotated version are similar to the given one —
support rot M (seq) = support M (seq) + support M (R180 (seq))

(13)

we will indeed restrict our attention to two of these.
It would also be possible to take into account the outcome and the relative order of the rallies, as well as
the score within the match. And of course, additional attributes to those mentioned in Section 3.1 could be
included in the analysis.
As we will see in Section 4, the tennis matches we consider have in the order of magnitude of 1,000
events. If we restrict ourselves for the moment to subrallies of length n = 3 (the “3-rallies”), there will be at
most approximately 1,000 of these. The mining problems defined here can then be solved without too much
computing effort. It is easily possible to use a brute-force algorithm. Therefore, we will not further elaborate
on this; indeed, a straightforward computation was used to generate the results in Section 4. However, in
some situations it might be useful to rely on more powerful (i.e., efficient) algorithms for frequent itemset
mining, like the one from [6].

4

Experiments

In this section we will describe several experiments, highlighting some examples. We are interested in patterns for players and for matches, and finally we will examine more general patterns. But first we describe
our datasets.

4.1

Datasets

Over 3,000 events with all their attributes (player hitting the ball, stroke type, player position, ball bouncing
position and speed of the ball), and more than seven hours of recordings where captured and analyzed,
covering men’s and women’s matches in both hard courts and clay courts. Table 1 shows information on the
three matches analyzed.
Match
I

II

III

Tournament
Australian
Open 2010,
Women,
Hard
Roland
Garros 2009,
Men,
Clay
ATP MS
Paris 2007,
Men,
Hard

Remarks
SemiFinal,
122 minutes,
831 events,
181 rallies
Round 16,
210 minutes,
1,628 events,
271 rallies
Final,
70 minutes,
518 events,
88 rallies

Some statistics
424 3-rallies,
117 start with serve,
average rally length 4.2,
standard deviation 3.1
1,024 3-rallies,
221 start with serve,
average rally length 5.7,
standard deviation 4.0
310 3-rallies,
66 start with serve,
average rally length 5.4,
standard deviation 4.1

Players
S. Williams
vs
Na Li

Result
7–6,
7–6

Söderling
vs
Nadal

6–2,
6–7,
6–4,
7–6
6–4,
6–0

Nalbandian
vs
Nadal

Table 1: Datasets: three tennis matches.
The longest rallies have length 18, 25 and 17, respectively. Note that match II is much larger than match
I (that has the shortest rallies), which is in turn larger than match III. The different surfaces of the courts
provide an explanation for this.

4.2

Patterns for Players

In our first experiment we addressed M INING P ROBLEM 1 for the three matches. The thresholds were fixed
at 3.0 for event thr and 10.0/3 for series thr (the similarity between two 3-rallies is at most 3 ⇥ 5.0 = 15.0;
and the whole sequence satisfies a stricter threshold condition than its three individual events combined),
while min support was in each case chosen (at 197.3, 311.0 and 71.0, respectively, largely determined by

the size of the matches) such that precisely 20 patterns of length 3 were generated for each match — in other
words, the 20 most frequent patterns were selected in each case. These subrallies are referred to as interesting
patterns. Note that the nature of the patterns found can be influenced by the min support parameter, but we
expect the interesting patterns to be more or less stable among different matches.
It turned out that for match II the interesting patterns could be divided into 5 groups, each group consisting of patterns that get most of their support from the others within the same group. The two leftmost
partial rallies from Figure 2 show two interesting patterns from the same group for this match. For match I
we distinguished 2 or 4 groups (depending on the level where splits are made), and for match III 4 groups.
Also worth mentioning is that some of the original (full) rallies gave rise to several interesting patterns, in
particular for the smaller matches I and III. Some patterns even arise from overlapping subrallies; this might
indicate the occurrence of a longer pattern, or a complicated intertwining of shorter ones.
The three rightmost patterns from Figure 2 show clearly that the player is returning the serve in exactly
the same direction as the incoming ball. Changing the ball direction is difficult and riskier, so this shows a
tactical pattern if repeated many times.

Figure 2: Four subrallies from match II. Black dots denote player positions. All these partial rallies start with
a serve. The two leftmost subrallies are very similar, and so are the middle two. The two rightmost subrallies
are somewhat similar to the leftmost one, but are not similar to one another.

4.3

Patterns for Matches

We broadened the experiment by also addressing M INING P ROBLEM 2 for the three matches. Only adjusting
min support (to 371.0, 371.0 and 91.0, respectively) we again generated 20 patterns for each match, again
referred to as interesting.
For match I, and for match III too, 16 out of these patterns were also present in the list for M INING
P ROBLEM 1, while for match II 12 patterns were already found earlier. The two leftmost patterns in Figure 2
show two of these, the two rightmost ones are “new” interesting patterns that belong to the same group as
that mentioned in the previous section. These are interesting if one allows for rotation, i.e., both players have
subrallies similar to these. These subrallies might be candidates for being more general patterns, but might
also be just exemplary for this match. Some of the other subrallies were not interesting anymore: they did
not meet the higher support threshold, and are clearly too player specific.
The relative number of frequent patterns that start with a serve is much higher in match II than in the
other two matches. In fact, 4 out of the 20 interesting patterns for match II start with a serve (making use of
the rotated support), versus none of the interesting patterns for matches I and III.
In match I application of the rotation substantially increases the support (justifying the high min support
needed for this match), contrary to the situation for the other two matches. Apparently, the two players in

match I do act more like one another than the players in matches II and III.

4.4

General Patterns

As a last experiment we examined M INING P ROBLEM 2 for the union of the rallies from all three matches.
Note that M INING P ROBLEM 1 makes less sense in this situation. We generated the 30 subrallies with
the highest support. From these, 13 patterns also occur as interesting pattern for the individual matches.
None of the 30 subrallies originated from match III (although rallies from this match do provide support for
interesting patterns).
The interesting patterns could be divided into two main groups; the two leftmost patterns in Figure 3,
taken from match I and match II, respectively, are much alike, and so are the two rightmost subrallies (after
rotation), both taken from match I. It is possible to further subdivide the two groups into smaller components.

Figure 3: Four interesting subrallies from the three matches seen as a whole. The two leftmost subrallies are
very similar, and so are the rightmost two (after rotation).
Although the first pattern from Figure 2 and the second from Figure 3 somewhat look like one another
when inspected visually, their similarity is not that high since those from Figure 2 all start with a serve. Also,
the third pattern from Figure 2 and the first from Figure 3 show some visual resemblance.
Figure 3 does not really provide much tactical insight. Patterns like these can be observed many times;
there is not much about them to indicate a strategic intention. Indeed, in tennis it often occurs that players
exchange strokes during a longer period of time without directly attacking one another, see also [9].

5

Conclusions and Further Research

In this paper we apply the framework of pattern mining to the game of tennis. We define similarity measures,
thresholds, support, and the corresponding mining problems. Experiments show that the approach works in
practice. Some tactical patterns do show up. However, tennis is a complicated game to analyze, and the
results are not at all easy to interpret.
Further research includes the search for more general patterns by constructing so-called pseudo-rallies
(merging or generalizing several frequent subrallies) and proper (statistical) analysis of more datasets. For
specific players strengths and weaknesses could be explored, and patterns for matches and more general
ones should be further examined. Finally, the general structure of the (groups of) interesting patterns needs
further analysis.
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Abstract
We propose a deterministic method to evaluate the integral of a positive function based on soft-binning
functions that smoothly cut the integral into smaller integrals that are easier to approximate. In combination with mean-field approximations for each individual sub-part this leads to a tractable algorithm that
alternates between the optimization of the bins and the approximation of the local integrals. We introduce
suitable choices for the binning functions such that a standard mean field approximation can be extended
to a split mean field approximation without the need for extra derivations. The method can be seen as a
revival of the ideas underlying the mixture mean field approach. The latter can be obtained as a special
case by taking soft-max functions for the binning.

1

Overview

Many methods in (Bayesian) machine learning and optimal control have at their heart a large-scale integration problem. For instance the computation of the data log-likelihood in the presence of nuisance parameters,
prediction in the presence of missing data, and the computation of the posterior distribution over parameters
all can be simply expressed as integration problems.
In this paper we will look at the computation of the integral of a positive function f :
Z
I=
f (x)dx, 8x2X f (x) 0 .
(1)
X

The integrals encountered in real world applications are often of a very high dimension, of a particularly
unpleasant form not amenable to analytic solutions, or both.
Recent advances in variational approaches such as mean-field methods, loopy belief propagation, and
expectation propagation have provided useful approximations for many interesting models. Although they
are relatively fast to compute and accurate for some models they can yield poor results if the shape of
the function f (x) cannot be accurately captured by the variational distribution. For instance a Gaussian
approximation to a multi-modal, an asymmetric, or a heavy-tailed function f (x) will yield coarse results.
A simple but powerful idea that is at the basis of the techniques developed in this paper is to choose
soft-binning functions S = {s1 , · · · sK }, such that the original objective function f (x) can be split into K
functions, that individually are easier to approximate.
The parametric functions sk : X ⇥ B 7! [0, 1] are binning functions on the space X if
8x2X ,

2B

K
X

sk (x; ) = 1 .

k=1

Using such binning functions, the original objective can be written in terms of K integrals
Z
Ik ( ) =
sk (x; )f (x)dx ,
X

(2)

as
I=

K
X

Ik ( ) .

k=1

To estimate I, any form of sk can be chosen and any method can be used to approximate the Ik ’s. For
instance with sk “hard” binning functions and constant (resp. affine) functions to approximate f (x) on the
support of sk (.; ) one obtains the classic rectangular rule (resp. trapezoidal rule). These classic rules work
well for low-dimensional integrals and are based on binning functions that divide X into non-overlapping
intervals. We use the term soft-bins to emphasize that it is useful to look at “bins” that have full support on X
and aim to alter the shape of the original function f to make it more amenable to a variational approximation.
A second difference from the classical trapezoidal rule is that the presence of the parameter makes it
possible to improve the approximation by optimizing over the binning. To this end it will be interesting to
consider bounds
Ik (qk , )  Ik ( ) ,
with variational parameters qk . Bounds allow the use of coordinate ascent style algorithms to optimize both
over and the qk ’s. In addition, perhaps more importantly, they ensure guaranteed improvements as the
number of bins K is increased.
Split variational inference is a generally applicable method and could also be used to construct upper
bounds. To demonstrate some of its potential we will focus in this paper on a combination with mean-field
techniques. Such a split mean field approach can be seen as a revisit of mixture mean field [2, 1]: the methods
share the idea of introducing extra components in the variational approximation with the aim of increasing
the lower bound. The main difference is that the multiple components are by construction introduced as a
mixture of Gaussians in mixture mean field, whereas in split mean field any choice for the binning functions
can be made to introduce extra components in the approximation in more flexible ways.
Figure 1 shows results for Bayesian logistic regression.
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Figure 1: Bayesian logistic regression f (x) = N (x) (20x1 + 4) (20x2 10x1 + 4). The left plot shows
contour plots for the posteriors over parameters for a 2D dataset. Dark curves represent mean field and
split mean field posteriors, light curve is exact. Individual ellipses are for the Gaussian components in the
split mean field approximation. Iterations 1,2,3, and 300 are shown, there are 14 components at the 300th
iteration. The right plot shows the exact evidence (dashed) and split mean field lower bound as function of
iteration number. Every time the lower bound curve changes color a new split was introduced.
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1 Introduction
The objective in conventional stochastic optimal control is to minimize an expected cost-to-go. Risk sensitive optimal control generalizes this objective by minimizing an expected exponentiated cost-to-go. Depending on its risk parameter θ, expected exponentiated cost-to-go puts more emphasis on the mode of the
distribution of the cost-to-go, or on its tail, and in that way allows for a modelling of more risk seeking
(θ < 0) or risk averse (θ > 0) behaviour. The conventional optimal control can be viewed as a special case
of risk sensitive optimal control with a risk neutral parameter θ = 0.
Risk sensitive control was first considered in continuous space in the LEQG problem [1], which is the
risk sensitive analogue of the Linear Quadratic Gaussian (LQG) problem. Relations with other fields such
as differential games and robust control have initiated a lot of interest for risk sensitive control.
The dynamic programming (DP) principle provides a well-known approach to a global solution in
stochastic optimal control. In the continuous time and state setting that we will consider, it follows from the
DP principle that the solution to the control problem satisfies the so-called Hamilton-Jacobi-Bellman (HJB)
equation, which is a second order nonlinear partial differential equation. If the dynamics is linear and the
cost is quadratic in both state and control, the HJB equation can be solved exactly, both for LQG and LEQG.
Recently, a path integral formalism has been developed to solve the HJB equation. This formalism
is applicable if (1) both the noise and the control are additive to the (nonlinear) dynamics, (2) the cost is
quadratic in the control (but arbitrary in the state), and (3) the noise satisfies certain additional conditions.
Under these conditions the nonlinear HJB equation can be transformed into a linear one, which can be solved
by forward integration of a diffusion process [2]. This formalism contains LQG control as a special case.
In our full paper [3] we show how path integral control generalizes to risk sensitive control problems.
The required conditions to apply path integral control in the risk sensitive case are the same as those in
the risk neutral setting. As a consequence, characteristics of path integral control, such as superposition of
controls, symmetry breaking and approximate inference, carry over to the setting of risk sensitive control.

2 Risk Sensitive Behaviour
We make use of the path integral solutions to obtain insight in risk sensitive control, and in particular interpret
risk sensitive optimal control as emergent behaviour of an agent with an optimistic or pessimistic attitude.
We first illustrate this in the case where the agent has to reach a target or avoid a threat, see Figure 1. The
figure shows controls as a function of the state at a fixed time, for risk seeking (λθ < 1), neutral (λθ = 1)
and averse (λθ > 1) behaviour. The parameter λθ arises naturally in risk sensitive path integral control and
−1
is related to θ by λ−1
θ = λ0 − θ, where λ0 is a constant. In case of a target (threat), when λθ < 0 (λθ > 0)
the control is about zero, which can be explained by the fact that in that case the control is less sensitive to
targets (threats). We see that the nonzero control has a bounded support, that increases if |λ−1
θ | increases.
This can be understood from the fact that the control is nonzero only when the agent gets sufficiently close
to the target or threat. If not, control cost towards the target is too expensive compared to the reward, or the
probability to hit the threat is so small that a significant control is not needed.
The second example considers the phenomenon of symmetry breaking. Figure 2 shows the control at two
different times t in case of two targets or two threats that are located at −1 and +1. In case of two targets,
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Figure 1: The control as a function of the state in case of a target (a) or threat (b) located at 0, with λθ = − 31
(· · · ), − 21 (−−), −1 (− · −), ±∞ (− · −), 1 (−), 21 (−−), 13 (· · · ).
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Figure 2: The control as a function of the state in case of two targets (a,b) or threats (c,d), with λθ = − 21
(· · · ), ±∞ (− · −), 1 (−), 12 (−−). There is no symmetry breaking at time t = 0 but there is at time t = 0.5.
at an early time (t = 0) the optimal control is towards the middle, whereas at a later time (t = 0.5) there
is a symmetry breaking, and the agent makes a choice towards which target it steers. In case of two threats
a similar but reversed phenomenon occurs. The risk sensitivity does not influence the point of symmetry
breaking, but it does influence the magnitude of the control, just as in the single target or threat case.
A third case that we consider is a target and an adjacent threat. Figure 3 shows histograms of the logprobability of the cost. We see that with larger θ, the mode of the distribution shifts to higher costs. On the
other hand, the tails of the distribution at the high cost end are thinner with larger θ. This is what is to be
expected: small θ is more greedy, aiming at low cost, however at the expense of some outliers with high
costs. A larger θ is more cautious, reducing the probability of costly outliers.
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Abstract

Template-based methods have been shown to be effective at solving the problem of tracking specific
objects, but their large number of free parameters can make them slow to apply and hard to optimise
globally. In this work, we propose a template-based method for tracking people with fixed cameras, which
automatically detects the number of people in a frame, is robust to occlusions, and can run at near-realtime frame rates. We demonstrate the effectiveness of the method by comparing it to a state-of-the-art
background segmentation algorithm and show its important performance advantage.

1

Introduction

Tracking the motion of people in video images is applied to a variety of situations, including athletic performance analysis, content-based video retrieval, surveillance applications, crowd flow analysis and people
counting, but also as a preprocessing step to more advanced methods such as gait analysis, behaviour modelling, etc. In typical scenarios, accurate tracking can be extremely challenging. Multiple effects such as
varying illumination, occlusions, shadows, specularities and non-static backgrounds all contribute to make
the tracking process quite complex.
In this paper, we focus on the detection of humans in indoor scenes with fixed cameras. In many applications, most notably in surveillance applications, the computational cost of the detection is critical and
one would want the detection process to happen at or above the video frame rate. We propose a simple but
very effective probabilistic method, which allows the automatic evaluation of the number of people in the
scene and the detection of those people’s location. This method has the following advantages: (1) It can
incorporate prior knowledge, including which areas in the scene can contain people and how probable it is
for people to be in those locations; a probability distribution over the number of people in the scene; a probabilistic model of how close together people tend to walk; etc. (2) The complexity of the algorithm depends
linearly on the number of people in the scene. When many people are present in the frame, detecting all
of them requires more than 1/25th of a second with our current implementation of the algorithm, although
it still requires far less than a second. Further optimisations could easily improve this performance. (3)
The method is very robust to changes in illumination, shadows and occlusions, and it can easily be made to
adapt to non-static background automatically. (4) Thanks to its generative probabilistic nature, the model
can easily be incorporated into probabilistic models of motion across consecutive frames, such as Kalman
filters or particle filters.

2

Related work

Foreground segmentation is typically done by background subtraction [5, 2], or using a probabilistic model
of the background [17] after which, for each pixel, a hard decision is made whether to consider that pixel
as foreground or as background. The obtained foreground regions are typically noisy, and an extra noisecleaning step is performed to eliminate foreground regions that are too small, or too short-lived [2]. Connected components of foreground pixels can then be found, resulting in foreground “blobs”. The main
problem with this approach is that a single person will easily give rise to multiple blobs, and parts of multiple people will easily be combined into a single blob. Further processing, typically relying on temporal
information, is then required to disambiguate the blobs [8].

(a)

(b)

Figure 1: Example frames taken with different cameras in different locations.
The blobs are typically used for tracking over multiple frames, and consecutive frames are therefore
informative of each other. As a result, most attention has been spent on techniques, including Kalman
filters [3], particle filters [10] and graph-based methods [8], which use information from multiple frames to
disambiguate the blobs and create accurate tracks from inaccurate observations.
Template-based tracking has been applied successfully to a variety of situations, including the tracking of
rigid objects [9], segmenting and tracking humans in crowded scenes [16] and human body pose estimation
[1]. However, in order to allow for sufficient flexibility, such methods either require adapting the templates
over time [9] or extra parameters which need to be optimised to fit the template to the observation. In our
approach, the template is adapted to a foreground object’s position in the image, but not to the particular
appearance of the foreground objects. This makes our approach fast and insensitive to the local optima that
may arise when adjusting the template. It also makes the method more robust to noise in the image.

3

Segmentation

We assume fixed cameras looking straight down from the ceiling. Such a setup was proposed in [4], and
has a number of advantages, including reduced numbers of occlusions and, if models are built of the tracked
person’s appearance, more holistic appearance models. Example images of our setup are depicted in Figure 1. Our purpose is to track the motion of people in a building without imposing any constraints on the
subjects’ behaviour (except for the constraints enforced by the architecture of the building), and in realistic
conditions. In practice, this results in a variety of light conditions, shadows, differences in camera position
(height of the camera), motion blur, as well as complex and dynamic backgrounds (doors being opened and
closed, tables being moved around, etc.)
The sequences were captured by Point Grey Bumblebee stereo vision cameras, with one PC per camera.
Each camera recorded data at an average frame rate of approximately 20Hz. Each frame consists of a left and
a right image, which can be used to compute a disparity map and depth information. In practice, however, it
turned out that the regular pattern of the floor in Figure 1 (a), and the bad illumination in Figure 1 (b) made
it very hard to avoid artefacts in the depth of field information. The stereo information was not used for the
results reported in this paper. Tracking within the cameras’ field of view was performed as follows.

4

Model

The model we use is a generative model of the images. We consider an observation vector x, containing
the hue, saturation and value (HSV) components of the pixels of a video frame. For a 320 pixel image,
this corresponds to a vector of 320 ⇥ 240 ⇥ 3 = 230400 elements. The video frames are corrected for the
optical distortion due to their lenses, using the camera calibration provided by the manufacturer. Each pixel
xi , containing H,S and V components, is modelled as belonging either to foreground or to background. The
probability of a foreground pixel is denoted as pf (xi ), and we denote the vector of foreground pixel probabilities as pf (x). Similarly, we use pb (xi ) and pb (x) to denote, respectively, the background probability of
a pixel and the probability vector of the image.

(a)

(b)

Figure 2: Projection examples of bounding boxes on the ground plane, with fixed width and height (a), and
a depiction of the corresponding mask vector (b)

4.1

Modelling people’s locations

We can then introduce a foreground mask m, which is a vector whose elements are one for the components
of foreground pixels and zero otherwise, so that the probability of an image, given a mask, is given by
p(x|m) = m · pf (x) + (1

m) · pb (x)

(1)

where · indicates the Hadamard (elementwise) product and 1 is a vector of suitable length containing all
ones.
Since the camera position, orientation and lens aperture are fixed, we can compute what the projection in
the camera’s view would be of the bounding box (in 3D) of an object of a given width and height standing in
a particular location on the ground plane. This is illustrated in Figure 2(a), and requires knowing the height
and orientation of the camera. These are manually provided for the cameras and are fixed for the length of
the sequence. From the bounding box’s projection, we can compute which pixels would belong to that object
and which belong to the surrounding background, resulting in a mask vector m, as illustrated in Figure 2(b).
In the case of person tracking, this mask would in general depend on the position in the ground plane, width,
height and orientation of a person. However, we can approximate the mask by assuming that all persons
have the same height, that they walk upright, and that their width and depth is the same. Although these
approximations may seem very rough, they do turn out to be quite effective in practice.
Based on these approximations, the mask m depends only on the position, l = (x, y), of the person in
the ground plane, which we denote as ml . If more than one person is considered, the corresponding mask
will contain all pixels that fall inside the bounding boxes of the set of locations L = {l1 , . . . , ln }, which we
denote as mL . If the projections of two boxes overlap, the mask only contains the relevant pixels once.
The complete likelihood that we should see an image x and that a number of people should be visible in
locations L, is then given by
p(x, L) = p(L) p(x|L)

(2)

= p(L) [mL · pf (x) + (1

mL ) · pb (x)]

(3)

Here, p(L) indicates the prior probability — before we have seen the image — that a set of people would
be located in the locations L. In this work, we have factorised this probability as follows:
p(L) = p(|L|)

|L|
Y

i=1

p(li ) p(li |l1 . . . li

1 ),

(4)

where we have defined:
p(|L|) the prior probability that |L| people are visible in the image. This prior is also used to limit the
maximum number of people that the system looks for in an image, by setting it to zero from a certain
number onwards.

Figure 3: Example of the annotation of the
ground plane, used to compute the prior probability that a person can be located at any particular position in the image. Similar regions were
annotated for all three cameras.

Figure 4: Mask difference due to shifting the latent location by the equivalent distance of one
pixel in the ground plane. The red area is classified differently, the blue and white pixels remain
foreground and the rest remains background.

p(li ) the prior probability that a person is in position li . For each camera, we have manually indicated the
areas that show the ground plane, as depicted in Figure 3. The prior probability p(li ) is set to zero
outside this area, and is uniformly distributed over the pixels inside the area. In practice, we set the
prior to include only the area where we’re interested in tracking people, excluding the edges of the
image (as very small mask areas tend to be more sensitive to noisy pixels), and excluding stairs (as
our mask computation is not accurate for these).
p(li |l1 . . . li 1 )
the prior probability that a person should be in location li , given that there are people in locations
l1 . . . li 1 . This is used to model how close together people can be. In this work, this probability is set
zero when the distance between the bounding boxes in the ground plane is smaller than half a person’s
width, and uniformly distributed otherwise. More informative priors could be used to capture the fact
that people tend to walk in groups, and rather side by side than in front one of another, but this was
not done in this work.

4.2

Background model

We built a separate “eigenbackground” model [15] for each of the cameras by performing Principal Component Analysis (PCA, [7]) using the technique described in [13], which allows us to do PCA without
explicitly computing the covariance matrix of the data. A set of 35 training images containing no people
were manually selected from each camera’s set of recorded images. We kept the mean image and the N = 3
eigenvectors with largest eigenvalues as a model of the background. Reconstruction of the background
image b was done by projecting the mean-subtracted new image x onto those eigenvectors e1 . . . eN , and
projecting the result back up into image space:
b=µ+

N
X

(x

µ)> ei ei ,

(5)

i=1

where µ denotes the mean of the background training images.
This is a very fast operation, and it allows the background model to capture most changes in illumination,
including shadows from clouds and lights being switched on or off, as well as structural changes in the
background that were also present in the training set. Most notably, open and closed doors are captured with
this model.
The probability of a background pixel xi is modelled, for each HSV component of each pixel independently, as a one-dimensional Gaussian distribution centred around the previously computed background
image, and the same variance for all pixels, computed from the training data:
pb,i (x) = N (xi ; bi ,

2

)

(6)

Notice that this model could easily be extended to an online algorithm, which incorporates background
information from new images into the model, by considering only those pixels which are not deemed part
of the foreground masks.

4.3

Foreground model

For this work, we did not build person-specific models of appearance. The only information about a person’s
appearance that was included in the model is, as described above, the generic width and height of a person
used to compute the masks. In our experiments, the height was set to 170 cm, and the width was fixed to the
distance corresponding to 10 pixels in the ground plane directly below the camera. The probability of a pixel
xi given that it is foreground, is therefore set to a uniform distribution over the number of possible intensity
values (1/256 for our 8-bit images). Intuitively, this captures the idea that a foreground object could look
like anything, as long as it fills the bounding box reasonably well. This approach makes the model fast to
train, since only a small number of training images are required for the background model and no training
data is needed for the foreground model; it also makes the detection of people in new images very fast,
since we can precompute the masks. Moreover, it makes the model extremely robust against changes in
illumination and projected shadows, because the background model is quite good at capturing changes in
the environment’s illumination, and the foreground is insensitive to it. As long as a person looks sufficiently
different from the background, it is detected correctly. Finally, thanks to its foreground-agnostic nature, this
model handles artefacts such as motion blurring gracefully.
Foreground segmentation methods decide what pixels are part of the objects before attempting to track
the object. This results in misclassified pixels: background pixels which are considered as foreground and
are therefore wrongly taken into consideration when tracking, and foreground pixels which are classified
as background, and are therefore not contributing any information to the tracking process. In contrast, our
method does not create a hard segmentation of the image before tracking the people’s position. All pixels
contribute to the decision of the person’s location, whether they are foreground our background, and whether
they are starkly contrasted or not. The result is a much more holistic, more robust, faster method.

5

Inferring the position of multiple people

Based on the likelihood given in Equation (3), we can now infer the probability of a set of person locations
L using Bayes’ rule:
p(x, L)
p(L|x) = P
.
L p(x, L)

(7)

Similarly, we can compute the probability that the image contains a number n of people, by marginalising
out the exact locations and computing the posterior probability of that number of people.
Unfortunately, this computation is intractable. In a low-resolution 320 ⇥ 240 pixel image, there are
76800 locations that can meaningfully be discriminated. If we have a number m of people in the image,
we need to consider 76800m combinations of locations, which is not manageable for even small numbers of
people. However, we can reduce the search space of the algorithm as follows:
1. Since the foreground model is the same for all objects, the swapping of any two locations in L will
result in the same likelihood. This allows us to restrict the search space, by not considering such
equivalent pairs of locations. In particular, it means that if no location can be found which, when
added to a set of locations L, results in a higher likelihood than the original set L, adding even more
people to the model is guaranteed to lower the likelihood even further. This allows us to stop searching
as soon as the likelihood goes down.
2. When analysing the posterior probability distributions of the locations, these turn out to be very
sharply peaked at a few — and more often, a single – location. This is because moving the mask
by the equivalent of a single pixel (in the ground plane) results in tens, hundreds or even thousands of
pixels being classified differently, as is illustrated in Figure 4. As a consequence, the posterior probability is changed by the product of the difference in probability of this many pixels and is exponentially
larger than the difference in probability of a single pixel.

Dataset
Set 1
Set 2
Set 3
Set 4

Number of
frames
50
51
50
171

Annotation
Sq. Dist.
1.95
1.74
2.11
2.01

Baseline
Number Sq. Dist.
1.18
11.65
1.19
10.11
1.54
64.16
0.92
46.97

Proposed
Number Sq. Dist.
0.50
13.43
0.21
11.63
0.12
16.30
0.28
8.49

Table 1: Comparison of detection and position accuracy. Distances are in pixels
3. If two masks do not overlap, their contributions to the likelihood of an observation are independent.
They can therefore be calculated once in the first pass, the resulting contribution can be stored and
they do not need to be recomputed in later passes.
4. If a foreground mask, in isolation, does not improve the likelihood of the observation, then if considering part of that mask as foreground would improve the likelihood, considering the rest of the mask
as foreground is guaranteed to decrease the likelihood even more. As a consequence, if a mask does
not increase the likelihood in isolation, it is guaranteed not to increase it either when some people
have already been found: either it does not overlap with other masks that have already been found to
increase the likelihood, and in that case its contribution is not affected, or it does overlap, and in that
case its contribution is guaranteed to decrease the likelihood more than it would in isolation.
As a consequence of the above, we can apply the greedy search strategy suggested by Titsias et al. [14].
This search strategy was developed for modelling both foreground and background, which is computationally expensive. Adapted to the present model, however, this strategy becomes easily manageable:
1. Compute the likelihood if L = ;, i.e., no person is present in the image.
2. Compute and store the contribution to the likelihood of each possible person location.
3. Find the most likely position of the first person.
4. If this most likely position improves the likelihood, add it to L, otherwise exit the algorithm.
5. Find the next most likely position, only considering positions that did improve the likelihood in isolation. Go to 4.
Since the likelihood is so sharply peaked, we can also reasonably approximate the probability distribution
with its modes: i.e., approximate the likelihood of the sets of locations which do not result in the maximal
likelihood (except for the permutations mentioned above) with zero. When we do so, the most likely set of
locations is close to the expectation of the set of locations, and the most likely number of people is a good
approximation for its expectation. Note that in practice, the likelihood is a vanishingly small number due
to the product over the individual pixels, and would lead to numerical underflows if implemented directly.
Instead, our implementation uses the logarithm of the likelihood, hence avoiding numerical problems.

6

Experiments and Discussion

To evaluate the proposed method, we selected 322 images, organised in four sets, containing a widely
varying number of visible people, in different poses and locations.1 We manually annotated these images
with the position in the ground plane of the people present in the image. This annotation was done three
times for each image and by different annotators, in order to obtain a measure of the annotation error. We
used the mean locations of the annotations as ground truth measurements in the experiments detailed below.
We compared our method to an advanced blob tracking system. This baseline system works as follows:
background segmentation is performed using [17], an extension of the adaptive background mixture model
proposed in [12], which uses a mixture model of up to 4 Gaussian distributions to model the background.
The shadow and highlight detection algorithm proposed in [6] was then applied to remove those artefacts.
The resulting foreground pixels were then grouped into blobs, using the connected-component labelling
1 The

images were selected to ensure that a reasonable number of images do indeed contain people.
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Figure 5: Evolution of the processing speed in function of the number of detected people
algorithm described in [11]. The various parameters of the different modules of this system were independently hand-tuned to obtain optimal results. The position of the object was estimated by computing the
centroid of the blob and using the stereoscopic information and camera’s calibration to compute its projection on the ground plane. These distances are then converted back to pixels, so as to compensate for the
distance from the camera in different areas of the image.
Since neither the annotation nor the blob detection returns any information about the identity of the
person, we compared each detected position with the closest annotated position. When more persons were
detected than were annotated, the remaining erroneous detections were not included in the computation
of the distance error, since in those cases there is nothing to compute the distance with. Instead, we list
the average error in the number of detected people separately. The results are listed in Table (1). The
first column in this table lists the average squared Euclidean distance (in image pixels) between the mean
annotated locations and the individual annotations, i.e., the variance in the annotations. This provides a
reference with which to compare the algorithmic results. The average number of misdetections per frame
is shown in the column labelled number in Table (1), while the squared Euclidean distance between the
detected locations and the ground truth is listed in column Sq. Dist..
The first two sets consists of images with up to 7 people (3.4 on average), containing many occlusions,
taken from the area shown in Figure 1(a). These images were selected from a short time window, so that the
illumination was all but constant. In such circumstances, the major difficulty is in correctly segmenting the
people, and detecting the correct number of people. Our method substantially outperforms the baseline with
respect to the number of misdetections. It does result in marginally less precise predictions for the locations,
but this difference is not statistically significant. Also note that, when the algorithm erroneously detects a
person, the average distance to the true position tends to decrease. This is because only the best detections
are used in computing this distance, and an erroneous detection has a non-zero probability of being closer
to the annotation than any correct detections. The higher the number of wrongly detected people, the more
conservative the estimate of the location error therefore becomes.
Sets three and four were taken in much more challenging light conditions, but contain fewer people (up to
four, and 2.1 on average). In these circumstances, the major problem is incorrect foreground segmentation.
We can see that the baseline method struggles on this data: it makes far more misdetections, and the average
location accuracy is much worse. In contrast, our proposed method deals very gracefully with the bad light
conditions, because it does not perform foreground segmentation per pixel. The resulting tracking is very
robust to varying light conditions.

6.1

Computational performance

We explained in section 5 that we could prune those locations that, when considered in isolation, do not
increase the likelihood. To illustrate the importance of this pruning, we performed a test on a set of 646
images, taken at random from our dataset. In this test, two runs were performed: one with pruning and one
without. The results are shown in Figure 5. If no pruning is done, the algorithm needs to search the whole
state space anew for each new person. In both cases, the complexity is linear in the number of people, thanks
to the use of the greedy algorithm. In practice, however, pruning can drastically improve the computation

time of the algorithm.

7

Conclusion

We have proposed a novel and efficient probabilistic model for locating people in video frames. The model
relies on an approximate camera calibration (height and angle of the camera), and on prior knowledge of
the average size of people. It easily integrates any known prior knowledge about the environment (such as
which areas can be walked on), and about typical walking behaviour (such as keeping distances, or walking
in groups.) Thanks to its probabilistic nature, this method can also be trivially integrated in advanced
probabilistic tracking systems.
It was tested on frames from different cameras in different locations, in challenging light conditions,
and was shown to significantly outperform the highly tuned baseline, both in accuracy and in computational
performance. In future work, it will be interesting to evaluate how well this method performs for tracking
other objects, such as vehicles or animals, and how informative models of motion such as the Kalman filter
or particle filters, improve on the results reported here.
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Abstract

For many application domains, Bayesian networks are designed in collaboration with a single expert from
a single institute. Since a network is often intended for wider use, its engineering involves verifying
whether it appropriately reflects expert knowledge from other institutes. Upon engineering a network
intended for use across Europe, we compared the original probability assessments obtained from our
Dutch expert with assessments from 38 experts in six countries. While we found large variances among
the assessments per probability, very high consistency was found for the qualitative properties embedded in
the series of assessments per assessor. The apparent robustness of these properties suggests the importance
of capturing them in a Bayesian network under construction.

1

Introduction

Bayesian networks are rapidly becoming the models of choice for reasoning with uncertainty in decisionsupport systems, most notably in application domains governed by physical, biological or chemical processes. While much attention has focused on algorithms for learning Bayesian networks from data, our
experiences in designing networks for the biomedical field show that systematically collected data are often
wanting or are not amenable to automated model construction. Often therefore, expert knowledge constitutes the only source of information for a network’s design. Since the construction of a high-quality
Bayesian network is a difficult and time-consuming creative process, both for the engineers involved and
for the consulted experts, common engineering practice is to closely collaborate with just a single, or a very
small number of experts, even if the network is intended for much wider use.
In collaboration with Dutch experts, we are in the process of developing a decision-support system to
supply veterinary practitioners with an additional tool for the early detection of Classical Swine Fever (CSF)
in pigs. At the core of the system lies a Bayesian network for computing the posterior probability of a CSF
infection being present, given the clinical signs observed at a pig farm by an attending veterinarian. The
network is being constructed with the help of an experimental CSF expert and a senior epidemiologist from
the Central Veterinary Institute in the Netherlands. For its design, in-depth interviews were held with the
two participating experts and case reviews were conducted with eight Dutch swine practitioners, both with
and without clinical CSF experience. The conditional probabilities required for the network were mostly not
available from the literature, nor were sufficiently rich data available for their estimation. As a consequence,
all required probabilities were assessed by a single CSF expert.
While being built with Dutch experts, our Bayesian network for the early detection of Classical Swine
Fever is intended for use across the European Union. A Bayesian network, in fact, is often intended for wider
use than just by the experts with whom it is being constructed. Engineering a network then involves verifying
whether it appropriately reflects practices and insights from other experts as well. Upon engineering our
CSF network, we had the opportunity of attending project meetings with 38 pig experts and veterinary
practitioners in six European countries outside the Netherlands. During these meetings, we were granted
time to discuss with the experts some details of the current network and its detection abilities. Among other

information, we gathered assessments for a limited number of conditional probabilities for our network. Our
intention was not to elicit probability assessments from multiple experts in order to aggregate these for use
in our network. Rather, we were interested in whether or not experts from different countries would provide
similar assessments for relations between diseases and clinical signs that were supposed to hold universally
across countries. We therefore compared the obtained assessments with each other and with the original
assessments provided by our Dutch expert.
During the project meetings, we obtained a total of 58 series of probability assessments from 38 domain
experts in six countries. We investigated the assessments obtained for the separate probabilities by establishing various summary statistics, both per country and across countries. We further studied the series of
assessments obtained per expert and the qualitative properties of dominance embedded in these series. We
found large variances among the numerical assessments per probability, both within and between countries.
Much higher consistency was found for the dominance properties embedded in the series of assessments,
however. Apparently, this qualitative information is more robust than the numerical probability assessments
themselves. This robustness suggests the importance of explicitly eliciting qualitative properties of probability and ensuring that these are properly captured in a Bayesian network under construction.
This paper reports on our findings and experiences from the project meetings, and is organised as follows.
In Section 2, we briefly introduce the background of our application. Section 3 describes the set-up of the
meetings and the elicitation method used. Section 4 summarises the numerical assessments obtained. In
Section 5, we analyse our findings in qualitative terms. The paper ends with our reflections in Section 6.

2

The Context

In the context of a European project involving seven countries, a decision-support system is being developed
for the early detection of Classical Swine Fever in pigs. CSF is a highly infectious viral disease of pigs
that has a potential for rapid spread. The virus causing the disease is transmitted mainly by direct contact
between infected and non-infected susceptible pigs. When a pig is first infected with the virus, it will show
an increased body temperature and a sense of malaise, associated with such clinical signs as a lack of appetite
and lethargy. Later in the infection, the animal is likely to develop an inflammation of the intestinal tract; also
problems with the respiratory tract are beginning to reveal themselves through such signs as a conjunctivitis,
snivelling, and coughing. The final stages of the disease are associated with an accumulating failure of body
systems, which will ultimately cause the pig to die [1]. The longer a CSF infection remains undetected, the
longer the virus can circulate without hindrance, not just within a herd but also between herds, with major
socio-economic consequences. Yet, the aspecificity of especially the early signs of the disease causes the
clinical diagnosis of CSF to be highly uncertain for a relatively long period after the infection has occurred.
Within the European CSF project, we are developing a decision-support system that supplies veterinary
practitioners with an additional independent tool to identify CSF-suspect situations as early on in an outbreak
as possible. The system takes for its input the clinical signs seen at a pig farm by an attending veterinarian
and computes the probability of a CSF infection being present; based upon the computed probability, a
recommendation for further proceedings is given. For computing the posterior probability of CSF given the
observed clinical signs, the system builds upon a Bayesian network which models the pathogenesis of the
disease. Figure 1(a) shows the network’s graphical structure; it currently includes 32 stochastic variables,
for which over 1100 (conditional) probabilities are specified.

3

Set-up of the Project Meetings

Between December 2006 and May 2007, project meetings were held with veterinary experts in Belgium,
Denmark, Germany, Great-Britain, Italy, and Poland. Each meeting was organised in a renowned institute
in the country being visited. For the meeting, a small number of veterinary experts from all over the country
were invited; the invitees ranged from veterinary pig practitioners to researchers conducting experimental
CSF studies. During these meetings, we were granted some time to discuss details of the CSF network and
its detection abilities. Within the alotted time, in all countries, the experts were presented with the same
lecture about the working of the network; in addition, the assessment task to be performed was introduced.
For the assessment task, a tailored elicitation method was used. The basic idea of this method is to
present each requested probability to the assessor as a fragment of text stated in veterinary terms instead
of in mathematical notation; the fragment is accompanied by a vertical scale with numerical and verbal

Figure 1: The graphical structure of the Bayesian network for the early detection of CSF
anchors. Figure 2 shows an example fragment of text, along with the probability scale. The assessor is
asked to carefully consider the fragment of text and to indicate his assessment for the requested probability
by marking the scale. For further details of the elicitation method, we refer the reader to [3]. The use of the
probability scale was demonstrated in each meeting during the plenary instruction for the assessment task.
For our investigations, we selected twelve probabilities. In the present paper, we focus on six of these;
for the other six probabilities similar results were found. The six probabilities under study in this paper are
summarised in Table 1 and were elicited from the experts in the displayed order. The probabilities p1 through
p4 denote the probabilities of finding the typical tear marks associated with a conjunctivitis (abbreviated to
‘conjunct’), in an animal in the early stages of a CSF infection (‘csf’) and, respectively, no further primary
infections (‘no-other’), a respiratory infection (‘resp’), a gastro-intestinal infection (‘intest’), and both types
of primary infection (‘resp+intest’); note that in the current network the variable Conjunctivitis is related
indirectly to both CSF and Primary other infection. The probabilities p5 and p6 denote the probabilities of
finding the clinical sign of snivelling (‘sniv’) in an animal with or without an infection of the mucous in the
upper respiratory tract, respectively; these two probabilities completely specify the conditional probability
table for the variable Snivelling in the network. For comparison purposes, Table 1 further includes the original assessments provided by our Dutch expert during the initial elicitations for the network’s construction.
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Figure 2: A fragment of text describing a requested probability, and the accompanying probability scale.

Table 1: The six probabilities discussed in this paper, with the assessments provided by the Dutch expert.
Probability
p1 = Pr(conjunct | csf, no-other)
p2 = Pr(conjunct | csf, resp)
p3 = Pr(conjunct | csf, intest)
p4 = Pr(conjunct | csf, resp+intest)

Initial assessment
0.29
0.66
0.29
0.66

p5 = Pr(sniv | muco)
p6 = Pr(sniv | no-muco)

0.20
0.01

With the set-up outlined above, we obtained assessments for the conditional probabilities p1 through p6
from a total of 38 veterinary experts in six countries. In the sequel, we will refer to these countries by the
letters A through F, for reasons of anonymity.

4

A Quantitative Analysis

We investigated the separate assessments obtained by establishing various summary statistics, both per country and across countries. In this section, we report these statistics and review our findings.

4.1

The Data Obtained, the Analyses and the Results

Upon investigating the responses obtained from our elicitation efforts, we noticed that the veterinary experts
had used different methods for indicating their assessments on the probability scales. Most experts had put
an explicit mark on the vertical line of the scale, as was demonstrated during the plenary instruction. The
positions of these marks were measured and translated into numerical probability assessments for further
analysis. Some experts, however, had encircled one of the verbal anchors positioned beside the scale. Since
these anchors indicated a more or less fuzzy probability range [7], these circles were not used for numerical
analysis. We obtained 58 completely specified series of assessments from our 38 experts: 29 series for the
probabilities p1 through p4 , and 29 series for the probabilities p5 and p6 . In incomplete series, another 10
assessments were given, providing us with a total of 184 numerical assessments.
For each probability under study, we computed standard statistics over the various numerical assessments
obtained. More specifically, we established the range, mean and standard deviation of the assessments per
country; we further determined the mean and standard deviation of the six country means. Table 2 shows the
resulting statistics for the probability p1 in some detail; the statistics for the remaining five probabilities are
provided in Table 3. We further computed some statistics per probability over all countries. The results are
summarised in Table 4; note that the overall mean per probability may differ from the mean of the country
means as a result from unequal sizes of the groups of assessors per country.
To conclude, we tested the null hypothesis of equal country means for each probability under study. For
this purpose, we performed an analysis of variance with the F-statistic using a significance level of 0.05.
For all probabilities except p5 , the null hypothesis of equal means across countries was rejected. For the
probabilities p1 through p4 and p6 , we further performed post-hoc testing of pairwise equality under the
Table 2: The ranges, means x and standard deviations s of the assessments obtained for the probability p1
under study, per country; assessments and means in bold fall within the modal interval [0.7,0.8).
Country
A
B
C
D
E
F
All means

n
5
6
5
5
3
7

Assessments
0.60 0.75
0.30 0.40
0.15 0.15
0.40 0.50
0.70 0.75
0.15 0.34

0.75
0.50
0.20
0.75
0.79
0.50

0.75
0.71
0.25
0.90

0.80
0.75
0.30
0.95

0.64

0.75

0.85

0.75

0.79

Range
[0.60, 0.80]
[0.30, 0.85]
[0.15, 0.30]
[0.40, 0.95]
[0.70, 0.79]
[0.15, 0.79]
[0.21, 0.75]

x (s)
0.73 (0.08)
0.59 (0.22)
0.21 (0.07)
0.70 (0.24)
0.75 (0.05)
0.56 (0.24)
0.59 (0.20)

Table 3: The means x and standard deviations s of the assessments obtained for the probabilities p2 , p3 , p4 ,
p5 and p6 per country; means in bold fall within the relevant modal interval.
Country
A
B
C
D
E
F
All means

p2
n
5
6
6
5
3
7
6

p3
n
5
6
5
4
3
7
6

x (s)
0.80 (0.08)
0.77 (0.18)
0.27 (0.31)
0.70 (0.22)
0.78 (0.08)
0.75 (0.15)
0.68 (0.21)

x (s)
0.70 (0.09)
0.58 (0.21)
0.24 (0.08)
0.46 (0.30)
0.74 (0.06)
0.65 (0.17)
0.56 (0.19)

p4
n
5
6
6
4
2
7
6

x (s)
0.81 (0.08)
0.82 (0.11)
0.43 (0.25)
0.78 (0.21)
0.82 (0.04)
0.75 (0.15)
0.73 (0.15)

p5
n
5
7
6
3
3
7
6

x (s)
0.58 (0.22)
0.78 (0.20)
0.68 (0.19)
0.82 (0.06)
0.83 (0.20)
0.78 (0.05)
0.75 (0.10)

p6
n
5
6
5
3
4
7
6

x (s)
0.15 (0.06)
0.47 (0.28)
0.13 (0.06)
0.50 (0.35)
0.46 (0.38)
0.19 (0.06)
0.32 (0.18)

assumption of equal variances. Post-hoc testing for the probability p6 did not reveal any significant pairwise
differences of the means per country. For the probabilities p1 through p4 , however, post-hoc testing showed
significant pairwise differences involving country C. More specifically, for the probability p1 , C’s country
mean was found to be different from the country means of both country A and country E. For the probability
p2 , C’s country mean differed from the country means of each of the other countries. C’s country mean for
p3 differed from those of countries A, E and F. For probability p4 , to conclude, C’s country mean was
different from the country means of both A and B. No further significant differences were found.

4.2

Discussion

The results of the numerical analyses per probability show very little consensus in the assessments obtained
per country and across countries. Of the studied statistics, the most robust information appears to be provided
by the modal interval per probability, which includes between 27% and 47% of the assessments. Yet, these
modal intervals include only few of the reported means and none of the assessments provided by our Dutch
expert. More specifically, only the overall mean of the assessments for the probability p5 lies in the relevant
modal interval; the overall means found for the probabilities p1 through p4 all lie in lower-ordered intervals,
while the mean of the assessments for p6 lies in a higher-ordered interval than the modal one. With respect
to the country means, we further find for the probabilities p1 through p4 that those from country A all lie
in their modal intervals; the country means for the probabilities p1 , p3 and p4 from country E also lie in
their respective modal intervals; for country D, this observation applies only to the mean for the probability
p1 ; and, for country B, it holds for just the mean for p4 . All other country means for p1 through p4 lie in
lower-ordered intervals. For the country means for the probabilities p5 and p6 , we observe that those from
countries B and F lie in their respective modal intervals; for p6 this also holds for the mean from country
C. For the probability p5 , the country means computed from A’s and C’s assessments lie in lower-ordered
intervals; all other country means for p5 and p6 lie in higher-ordered intervals.
Since the elicitation efforts in the six countries were not conducted in a controlled laboratory setting,
numerous factors may have influenced the assessments, ranging from the way the task was introduced,
through language barriers, the attitudes of the national experts and their levels of expertise, to the atmosphere
in the group. Among all these factors, a likely explanation for the large differences in numerical assessments
obtained is found in the varying levels and expertise of the assessors, even so within the focused area of
Classical Swine Fever. According to the theory of naive probability [5], people can reason correctly about
Table 4: The ranges, modal intervals mod with frequencies #, means x, and standard deviations s of all
assessments obtained per probability; means in bold fall within the relevant modal interval.
p1
p2
p3
p4
p5
p6

n
31
32
30
30
31
30

range
[0.15, 0.95]
[0.10, 1.00]
[0.15, 0.85]
[0.20, 1.00]
[0.26, 1.00]
[0.05, 0.96]

mod (#)
[0.7,0.8) (12)
[0.8, 0.9) (10)
[0.7, 0.8) (8)
[0.8, 0.9) (10)
[0.7, 0.8) (12)
[0.1, 0.2) (14)

x (s)
0.58 (0.25)
0.67 (0.27)
0.56 (0.23)
0.72 (0.21)
0.74 (0.18)
0.30 (0.25)

probabilities by mentally considering and numbering the various possibilities in which an event may or may
not occur. As such, probability estimates are highly influenced by the experience of the assessor, which
would explain the variation in assessments provided by the experts in our investigations. An interesting
finding in this respect is that in some countries the first assessments were rather close to one another, while
in other countries larger ranges were found; this closeness of assessments may be explained by similarities
in background and experience, yet may also have arisen from a bias introduced by someone remarking out
loud that, for example, some scenario is quite likely. Another explanation for the observed differences lies
in a heuristic called anchoring and adjusting, which is commonly found in people when asked to provide
an assessment for a probability: using this heuristic, they choose a relevant known probability as an anchor
to tie their assessment to by adjustment. From cognitive-science studies, it is well known that even for selfgenerated anchors, the adjustments made are typically insufficient [2, 4]. Since our assessors generated the
first assessment in each series by consulting their memory, variations in these first assessments inevitably
caused variations in the subsequent related assessments by the anchoring-and-adjusting heuristic.
While the referenced theories can explain the variation among assessors, they do not explain the observed
differences between countries. Remarkable differences were found, for example, for the country means for
each of the probabilities p1 through p4 established from the assessments from country C, compared to the
country means from the other countries. A possible explanation is that the experts from country C found the
four probabilities very hard to assess, because these were conditioned on the presence of a CSF infection
and, as they stated, “we don’t have CSF in our country”. Another possible explanation, supported by the
sound recording of the elicitation, is that the experts actually assessed the complements of the requested
probabilities: during the meeting, a moderator had translated the fragments of text into the experts’ mother
tongue and, from yet another native speaker who listened to the recording, we got strong indications that the
translations were not entirely to the point. A third, less likely, explanation is that the experts from country C
showed other biases than the assessors from the other countries.
Differences were also found between the assessments provided by our Dutch expert and the assessments
obtained from the experts from the other countries: the Dutch assessments all lie in lower-ordered intervals
than the respective modal intervals derived from all other assessments. An explanation for this finding may
be that our expert provided his assessments from an entirely different background from the other assessors:
the Dutch expert had been closely involved in the construction of the network for more than two years
and had provided all probabilities required for its quantification, while the other assessors did not have
intimate knowledge of the network and were confronted with a few probabilities in a single day’s meeting.
Moreover, as a result of the one-on-one elicitation sessions with our Dutch expert, any questions regarding
a requested probability could be answered and obvious errors or inconsistencies could be prevented. In
addition, our expert was explicitly trained in treating any variable not mentioned in a requested probability,
as an unknown. Although this issue was elaborated upon in the plenary instruction for the other experts, it
is not unlikely that probabilities were assessed in the context of a default value for unmentioned variables.
Yet, the observed differences in assessments between the Netherlands and the other countries could also
be due to entirely different factors, such as actual differences in housing, in feed and in health conditions.
Before any definite conclusions can be drawn, therefore, we should obtain more insight in the differences,
for example by repeating the study with a group of Dutch veterinary experts or by tailored elicitation from
veterinary experts from various European countries in a more controlled setting.

5

A Qualitative Analysis

In the previous section, we reviewed numerical properties of the probability assessments obtained from the
veterinary experts in the six visited countries. From our investigations, we concluded that the assessments
showed little consensus. We now turn to a qualitative analysis of the assessments obtained, in which we
consider qualitative properties embedded in the series of assessments provided per expert.

5.1

The Data Obtained, the Analyses and the Results

For our qualitative analysis, we had available the same 58 completely specified series of numerical assessments from which we established standard statistics in the previous section. In addition to these numerical
series, we had also obtained, during the project meetings, 10 complete sets of verbal assessments, that is,
assessments composed of encircled verbal anchors from the probability scale. Because the anchors indicated
a fuzzy probability range, these assessments were not used in our quantitative analysis. We can now include

them in a qualitative analysis, however, because the rank order of the scale’s anchors can be considered
stable [7]. For our qualitative analysis, we observe that although the six probabilities under study are probabilistically independent, they are not so from a domain point of view: the probabilities p1 through p4 are
related, as are the probabilities p5 and p6 . Based upon common knowledge, for example, we can state that
a pig with a mucositis in the upper respiratory tract is more likely to snivel than a pig without a mucositis.
This statement essentially expresses that more severe clinical signs are more likely given more severe values
on a disease scale. Properties stating that one conditional probability distribution is ranked as superior to
another, are called properties of dominance [6]. In this section, we investigate the dominance properties
embedded in the series of assessments provided by the 38 experts.
For studying properties of dominance, a total ordering of the conditioning contexts in the series of probabilities under study is required. For the probabilities p1 through p4 for this purpose a total ordering of the
possible other primary infections is needed; based upon domain knowledge, we decided to use the ordering
‘no-other’ < ‘intest’ < ‘resp’ < ‘resp+intest’. For the probabilities p5 and p6 , we chose the ordering ‘nomuco’ < ‘muco’ for their conditioning contexts. For studying dominance properties, also a total ordering on
the probabilities themselves is required. For the numerical assessments, the standard numerical ordering is
used. For the verbal assessments, we assumed the ordering on the verbal labels as dictated by the probability
scale, that is, we assume ‘impossible’ < ‘improbable’ < . . . < ‘probable’ < ‘certain’. Based upon common
knowledge, we should now find the following dominance properties in the series of assessments:
• p1  p3  p2  p4 ;
• p6  p5 .
We would like to note that the original assessments from our Dutch expert indeed exhibit these properties.
For the probabilities p1 through p4 , the assessments of 18 of the 29 experts (62%) who gave a complete
numerical series, were found to obey the expected dominance property. Violations of the property were
mostly found in assessments from experts from the countries B, C and D. In seven series, the violation
was caused by the assessment for the probability p1 being too high compared to that for either p2 , p3 or
p4 ; in the other violating series, the assessment for the probability p4 was too low compared to that for p2 .
The assessments of three of the five experts (60%) who gave a complete set of verbal assessments for p1
through p4 , also obeyed the expected dominance property. For the probabilities p5 and p6 , we found that
the assessments of 28 of the 29 experts (97%) who gave a complete numerical series, exhibited the expected
property of dominance. The only violation was caused by the assessments p5 = 0.40 and p6 = 0.50, given
by an expert from country B. The assessments of all five experts (100%) who gave a complete set of verbal
assessments for p5 and p6 , embedded the expected dominance property.

5.2

Discussion

The results of our qualitative analysis show that the dominance properties embedded in the series of assessments obtained are far more consistent among the individual experts and across countries, than the
quantitative properties studied in Section 4. With respect to the probabilities p1 through p4 , for example,
a relatively large number of experts (62%) expressed the expected property of dominance by providing assessments with p1  p3  p2  p4 . This finding is of interest since the probabilities were presented to the
experts for assessment in a different order: the assessors thus did not simply provide increasingly higher, or
lower, values. Assuming that they employed an anchoring-and-adjusting heuristic, this finding means that
after providing an assessment for p1 , an assessor adjusted towards a higher value for p2 ; for the probability
p3 , he subsequently adjusted to a lower value, yet not below his initial assessment for p1 ; for the final probability in the series, again an adjustment towards higher values was performed, to beyond the assessment for
p2 . Of further interest is the finding that six violations of the property of dominance among the probabilities
p1 through p4 were caused not by an adjustment in the wrong direction, that is, wrong in terms of the total
ordering assumed, but rather by a wrong amount of adjustment. More specifically, after having provided an
assessment for p2 , the adjustment to a lower value for p3 was too large, with p3 ending up smaller than p1 ;
alternatively, after having provided an assessment for p3 , the adjustment to a higher value for p4 was not
large enough, with p4 ending up smaller than p2 .
To the best of our knowledge, researchers have not addressed anchoring and adjusting in tasks where
subjects assess a series of more than two related probabilities. It is unknown, therefore, whether people
would typically use the first anchor for all subsequent assessments, or tie each assessment to the previous
one. The only mention of relating assessments for different conditional distributions was in the concept of

trend [3], which was spontaneously provided by assessors and explicitly revealed the anchor and amount of
adjustment used. Our elicitation task for the two probabilities p5 and p6 more closely resembles the standard setting in which a self-generated anchor is established for the first assessment, which is subsequently
adjusted for the second one. For these two probabilities, we found only a single pair of assessments in which
the direction of adjustment was (presumably) incorrect.

6

Conclusions

As part of the engineering efforts for a Bayesian network for the early detection of Classical Swine Fever in
pigs, we elicited a limited number of conditional probabilities from 38 pig experts and veterinary practitioners from six European countries outside the Netherlands. The main goal of the elicitation was to investigate
whether our Bayesian network constructed with Dutch experts, appropriately reflected the practices and
insights of veterinary experts across Europe. For our investigations, we obtained a total of 58 series of
probability assessments, pertaining to two groups of related conditional probabilities. In this paper, we
investigated numerical and qualitative properties of the assessments obtained. Of all analysed numerical
properties, the modal interval appeared to be the most robust, although even for this property only limited
consensus was found. The studied qualitative properties proved to be far more consistent among assessors
and across countries, and matched the properties embedded in the original Dutch assessments upon which
our Bayesian network builds. This finding suggests that at least the qualitative properties captured in our
network have sufficient support in other European countries.
Our finding that the assessments per probability show considerable variance, yet embed consistent qualitative properties, may be attributed to an anchoring-and-adjustment heuristic applied by the veterinary experts who were not experienced probability assessors. They most likely based their first assessment on an
estimate of how often they had experienced the presented scenario; their varying expertise caused large variation in these first assessments. After the initial setting of the anchor, their further reasoning was mostly
likely based upon expertise, causing the subsequent assessments to go in the correct direction. Our findings
suggest that, in general, when a series of probabilities have to be assessed, subjects had best first establish
an ordering on related probabilities. For the actual assessment task, the probabilities then are best presented
in the ordering agreed upon. If at all possible, the subjects should be provided with a reliable anchor for the
first assessment. Variation in individual assessments from multiple experts nonetheless is bound to occur
because of differences in background and experience.
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Abstract
The estimated age and sex of an unknown person are important indicators in post mortem identification.
In this study models are built for estimating these indicators automatically using panoramic X-rays. The
used filtered dataset contains 303 images where the age group (7 groups) and sex is known. Two different techniques for extracting the features from the images are compared: automatic extraction (AE) and
principal component analysis (PCA). To improve the quality of the prediction, feature selection is applied
afterwards. This was done using both filter and wrapper techniques. The wrapper technique makes use of
evolutionary algorithms. A novel evolutionary technique, adaptive binary continuous particle swarm optimization (ABCPSO) is introduced. The obtained results from the novel technique are comparable to the
best studied standard evolutionary techniques, and present superior performance in some cases although
not statistically significant. The results show that when the optimal subset of features is used the sex
prediction reaches an average accuracy of 63.1% (AE) and 73.9% (PCA). For age prediction the adapted
average accuracy is 34.5% and 36.0%, respectively. The Naive Bayes classifier produced the best results
among five well known classifiers.

1

Introduction

Identity, by definition, is the ensemble of characteristics that allow the individualization of a person or an
object, distinguishing it from any other person or object[1]. Identification is the act by which the identity
of an individual is established, and it is unquestionable the value of postmortem human identification, since
social relations and/or civil, administrative, commercial and legal demands claim this form of recognition.
By knowing that the main external factors that can limit the retrieval of information starting from the
remainings of a body, and also restrict the whole process of human identification, are the elements present
or associated to decomposition or physical agents (such as mutilations, fire, explosions, among others), the
dental structure, capable of being evaluated with radiographic images, comes as an important element in this
identification task and in Criminology, due to the high probability that the dental characteristics are never the
same in any two persons, and also due to the high degree of physical and chemical resistance of the dental
structure[2]–[4].
According to Mincer et al. (2008), the panoramic radiograph allows the visualization of all the teeth,
jaw, mandible and some face bones, that is, the whole maxilomandibular complex, in a single picture. This
technique presents several advantages, such as: symmetry of the images, a complete overview of the lower
face, ease of generation of such images, lack of film in the oral cavity, lower dose of radiation and exposition
time if compared to the complete intraoral radiographic exam[5].
However, this technique also presents several disadvantages: image distortion, as all structures are put in
the same layer; the difficulty of performing such exam postmortem, regarding the position of the body and
differences in density (due to the absence of some tissues and structure). However, the panoramic technique
has been reasonably developed, and it is already possible to know in advance the magnification of each
X-Ray equipment.

Manual radiograph comparison is highly time-consuming and requires high levels of ability and accuracy. With this in mind, the comparison of dental records via computer systems emerges as the most
adequate method for manipulation of big volumes of information, keeping accuracy, consistency and low
cost[6].
We present in this paper a comparison between evolutionary algorithms and also different classifiers in
the task of finding relevant attributes for determining gender and age group based on panoramical radiographs, using two different techiques for attribute generation: Automatic Extracion (AE) via Image Processing techniques, based on general guidelines provided by forensic odontology experts, and Principal
Component Analysis. The panoramic radiograph samples used in the current study belong to the Service of
the Kernel for Culture and Extension Support in Odontological Diagnosis [Serviço do Núcleo de Apoio a
Cultura e Extensão em Diagnóstico Odontológico (NACEDO), original name] from the School of Dentistry
of Ribeirão Preto of the University of São Paulo (FORP-USP), and is an ensemble of radiographs taken
with two different X-Ray equipments: Ortophos-Siemens R (Sirona Dental), analogical, and Veraviewepocs
Digital Panoramic R (J. Morita Co.), digital. The analogical radiographs were digitalized with a professional
Epson R Scanner.

2

Methodology

This work consists of three main parts. In the first part the images are preprocessed. This transformation
ensures a uniform positioning of all images. In this part each input image is also enhanced to facilitate the
detection of features. After detection of the features in the second part the found features are finally selected.
In this step only the most relevant features for prediction of the sex and age are retained.

2.1

Preprocessing

Preprocessing of the images is twofold. In the first step the input image is transformed to a standard format
which makes the automatic extraction of the features applicable. Afterwards the transformed image is
enhanced by applying two image filters.
Automatic conversion to the standard format consists of four actions. All non-grayscale images are
transformed to grayscale values in the first step. Then the vertically oriented images are rotated to obtain a
uniform orientation. The last two steps consist of centralising the image around its vertical axis of symmetry
and resizing the image to the standard pixel dimensions(500⇥945 pixels).
In order to make detections easier, an image enhancing step was performed. This comes down to the
improvement of two characteristics: luminance and contrast. Two filters are used to obtain this: the INDANE
filter[7] and the image sharpening filter[8]. First the INDANE filter is applied to the original image. The
image sharpening filter is then applied to the obtained image.

2.2

Feature extraction

Two different techniques for automatic feature extraction are applied. The first technique, Automatic Extraction (AE), extracts the features by parsing the panoramic X-ray for the regions of interest. Based on the
pixels representing these regions of interest, the features are calculated afterwards. The second technique
calculates the features immediately based on the image itself using Principal Component Analysis (PCA).
PCA is a well known transformation whereas the used AE is a novel approach. An overview of the feature
extraction is presented in Figure 1.

Figure 1: Overview of the feature extraction

2.2.1

Automatic extraction(AE)

In the automatic extraction of the features two regions of interest are considered: the chin line and the teeth.
These regions are located by parsing the edges of the enhanced images. The canny filter[9] is chosen for the
edge detection because of its good properties for detecting true weak edges. Features are then calculated for
both the chin and the teeth using the location of the regions of interest (ROI).
2.2.2

Principal Component Analysis(PCA)

The second used technique for extracting features automatically is the Principal Component Analysis (PCA)[10].
It is a technique that is applied in several domains as it is able to reveal underlying structures in complex
datasets using analytical solutions from linear algebra[11]. The idea is to represent a dataset using a limited
number of relevant components, the principal components. When the dataset consists of facial images, these
principal components are called eigenfaces.Based on the information from the AE the principal components
are calculated for the 303 selected images by first applying the INDANE - and then the image sharpening
filter. The 24 most significant eigenfaces are used as the features from the PCA. This number was chosen to
be equal to the number of features in AE in order to be able to compare the results.

2.3

Feature selection

Feature selection is the selection of the relevant features for determination of a certain property. It is a
technique that is applied in many fields such as data mining, machine learning, pattern recognition and
signal processing[12]. When the number of involved features is huge, feature selection will be necessary.
Also when there is a limited number of features it is an appropriate step when not all features are relevant.
Previous works[12]–[13] on datasets with a limited number of features (<30) showed that feature selection
was able to improve the accuracy of the prediction.
Algorithms for feature selection fall into two broad categories: wrappers, which use the learning algorithm itself to evaluate the usefulness of features; and filtersm which evaluate features according to heuristics
based on general characteristics of the data[13]. Techniques from both categories are applied and results are
compared.
2.3.1

Filter feature selection

Filter methods operate independently of any learning algorithm. Undesirable features are filtered out of the
data before induction starts. Filters typically make use of all the available training data when selecting a
subset of features. This approach has proven to be much faster than wrappers and hence can be applied to
large data sets containing many features. Since they are more general, they can be used with any learner,
unlike the wrapper, which must be re-run when switching from one learning algorithm to another. The
problem with this approach is that there is no guarantee that the selected features will produce good results
in combination with the used classifier.
Two well known filter techniques are used: the Fisher criterium[14] and the ReliefF algorithm[15].
2.3.2

Wrapper feature selection

Wrapper feature selection, on the other hand, evaluates the fitness of the features using the classifier itself.
For every considered subset, the classifier needs to be retrained and its estimated global accuracy must be
recalculated. In general, this approach yields better results than the filter methods because the search for an
appropriate subset is guided by the generation process[16]. The main disadvantages of this approach are the
high computational cost and the specific selection of the features for one classifier.

Evolutionary techniques The generation of the features is done using a variety of evolutionary and alternative algorithms. Genetic Algorithms(GA)[17]–[19] and Particle Swarm Optimization(PSO) techniques
[12][16][18][20] have been used several times for this purpose. These methods search for an optimal subset
in the binary search space with 2N possible subsets, being N the number of features. With 24 features,
exhaustive search in this search space would be too time consuming. In this work we use genetic, particle
swarm and alternative search methods.

The standard genetic algorithm[21](SGA) is used, as well as some extensions. The first three insert
random immigrants[22] (GARIS for the low rate:2% and GARIL for the high rate:30% of random immigrants) into the population. Two of them have a fixed number of random immigrants whereas the third[23]
(SSORIGA) makes use of a dynamic rate. The last genetic algorithm makes use of a dynamic population
size[24](VPGA).
As the particle swarm algorithms were originally constructed for continuous problems, an adaptation
must be made to be able to represent binary values. The first used version of the PSO algorithm makes use
of the standard algorithm (SPSO), in which all continuous values are converted to their corresponding binary
values when the subsets are evaluated. As with the use of this technique all of the members of the swarm
tend to converge to the same local optimum after a few generations, an improved binary continuous PSO
was developed: ABCPSO. The last used PSO[26] represents the particles directly in a binary way(BPSO). In
this implementation the represented binary representations are determined in each generation using a biased
random process.
Two alternative search methods are considered: a hybrid PSO-GA algorithm[24](HGAPSO) and a random search process(RS). The hybrid algorithm makes use of both the standard GA and the ABCPSO. Every
5th generation a hybrid process takes place, and the information from both techniques is exchanged.

Adaptive binary continuous particle swarm optimization(ABCPSO) The proposed algorithm is the
standard continuous PSO algorithm with 3 extensions. All particles have a range of [0,1] in all their dimensions and the corresponding binary value is equal to 1 when the continuous value is greater than 0.5, and 0
otherwise. Every dimension represents one feature.
Every particle Xi is represented by a point in the D-dimensional search space: Xi = (x1,i , x2,i , ..., xN,i )T
in the standard PSO algorithm. In the initial generation random vectors are chosen within the search
space. The best visited position for each particle Xi is stored in the vector Pi = (p1,i , p2,i , ..., pN,i )T .
The best visited position by the entire swarm is also taken into account. This point is represented by
Pg = (p1,g , p2,g , ..., pN,g )T . These two vectors are initialized to the random initial vectors in the first
generation. The positions of all particles are adapted every generation according to the speed vector V . This
vector is also determined randomly in the first generation. The adaption of the speed and position vector for
each particle goes as follows:
Vi = w ⇤ Vi + c1 ⇤ r() ⇤ (Pi
X i = X i + Vi

Xi ) + c2 ⇤ r() ⇤ (Pg

Xi )

This means that the new position is the old position added with the new speed. The speed is calculated using
three factors:
• Inertion The inertion factor w is used to control the influence of the previous speed. The choice of
this factor is a trade-off between local and global exploration of the particles. A high inertion factor
facilitates global exploration while a lower value for w stimulates local exploration.
• Personal factor Every particle is attracted by its personal best position. This, in combination with the
inertion, guarantees continuous exploration throughout the algorithm.
• Social factor The last part of the speed equation ensures that all particles are attracted by the best
visited position so far.
Furthermore, there are two constants in the speed equation: c1 a c2 and a random function r(), which
generates a random number in the interval [0,1]. The constants determine the magnitude of the attraction
to the local and global maxima and are chosen as in[27]. In that work both constants are 1.49445 and the
inertion factor is 0.5 + r()
2 .
An important advantage of this algorithm is the simplicity of the operations. The population size is kept
constant and every particle survives from the first till the last generation. In each generation every particle
is adapted with a rather simple equation.
When the evaluation of the function values is slow(which is the case in this work), the efficiency of the
algorithm is less important and extensions can be made without a significant loss of time. Three extensions
are made:

1. Random immigrants – The first extension is based on the random immigrants introduced in the
genetic algorithm. When the new positions of the particles are calculated, the worst 10% of the
particles are replaced by random particles. The aim of this extension is to increase the diversity in the
population while there is no loss of information about the best members of the population.
2. Repulsion – This extension aims to increase the diversity in the population and is based on the natural
movement of particles in a swarm. In order to avoid collision, the particles undergo a process of
mutual repulsion after calculation of the new position. All couples are compared mutually, and if
the Manhattan distance between the particles is lower than a certain threshold (here #f eatures
), both
4
particles are repelled in relation to each other. This happens in the opposite direction with a Manhattan
#f eatures
distance of min( #f eatures
, 20⇤distance
2 ).
4
3. Local exploration – The addition of the previous two extensions increases the diversity in the population but reduces the capacity of local exploration around the provisional maximum. To enable local
exploration the population is split into two independent swarms every X generations (here 5). After
these X generations the information of both swarms is combined and a new split of the population is
calculated.
The first swarm (which contains 90 % of the particles in this work) executes the previously described
standard PSO algorithm with the extensions of random immigrants and repulsion. The remaining randomly chosen part performs local exploration around the provisional best point in the search space.
In this second swarm there are no random immigrants or repulsive forces. The previous speeds are
randomized and the global and local bests are set to the provisional best point. In this way a randomized exploration around the maximum is guaranteed. The norm of the previous speeds is determined
by the distribution of the particles. It is set to the mean distance from the provisional optimum to the
best 5% of the population.
Despite the repulsion in the major part of the total swarm, convergence is still possible. Every X
generations the two swarms are merged and the global maximum is set to the best value of both
swarms. After calculation of the initial speeds for the new second swarm, the particles of the previous
second swarm are put back to their previous positions such as their previous local best positions. This
way the variation of those particles is restored.
2.3.3

Evaluation of the subsets

Evaluation of the subsets is performed using stratified K-fold cross validation. K is chosen to be 10 which
is a rather high value. This ensures that a large part of the dataset can be used to train the classifier. Before
the start of each run the images are selected in such a way that all considered classes have equal sizes. This
ensures an unbiased prediction. The accuracy of a single prediction is 1 if the predicted class equals the
actual class of the image and 0 otherwise. When the age class is predicted an adapted accuracy is used. A
wrong prediction of an age by 1 age group is assigned an accuracy of 14 when the actual age group is not the
highest or the lowest age group and 12 otherwise.
Five well known classifiers are compared: naive bayes, decision trees, 3 nearest neighbors, neural networks and support vector machines.

3
3.1

Results
Comparison of classifiers and evolutionary algorithms

To compare the classifiers, both the filter and wrapper approaches are used with all the classifiers to select
the features of varying search spaces (by changing the selected images). Among all the classifiers, the naive
bayes method resulted in the best accuracies in general. A comparison of all evolutionary techniques can be
seen in table 1.
This table represents the results of applying all evolutionary techniques on 50 different search spaces for
each used classifier. The population size(10) and number of generations(20) are chosen to be small. This
way the techniques can be compared before they converge. All search spaces consist of the sex prediction
using the features from the AE. Two indicators for the quality of the techniques are used. The first is the
average function value of the best member of the population in all 250 simulations. The other indicator

represents the number of victories of each technique for a given search space and classifier. All technique(s)
that obtain the best function value are considered victorious. It is very important to note that all considered
evolutionary techniques have a comparable number of evaluations. All of them have a fixed number of
generations and all but one have a fixed population size. The limits for the initial and maximal population in
the genetic algorithm with variable population size are chosen in such a way that the number of evaluations
is close to the number of evaluations in the other techniques.
The best five techniques(ranked on the average maximal function value) are retained for further simulations, these are underlined in table 1. All of the selected evolutionary techniques have a comparable average
function value and number of victories. The developed ABCPSO improved the performance of the standard
binary continuous PSO significantly. The binary PSO on the other hand produced the best results overall.
Table 1: Comparison of evolutionary techniques
Technique Average maximal evaluation Victories
SGA
.619
33
GARIS
.611
29
GARIL
.616
25
SSORIGA .625
32
VPGA
.601
6
SPSO
.593
1
ABCPSO
.626
39
BPSO
.635
52
HGAPSO
.632
45
RS
.592
3

3.2

Rank
5
7
6
4
8
9
3
1
2
10

Used subsets

The results are compared for all the considered feature selection methods. Evaluation of the subsets of
each size S where S varies from 1 to 24 features are plotted for all four sex/gender – AE/PCA couples. The
subset of size S contains only those S features with the best evaluated function values. In the case of wrapper
feature selection this function value is the number of times each feature is selected in the optimal subset of
a run. 20 runs are used with a population size of 25 and 50 generations for all of the 5 best evolutionary
techniques.
The results of sex prediction can be found in Figure 2. The results of the age prediction are displayed in
Figure 3. In both images the results using the features from the AE are displayed on the left part. The results
for the predictions using the features from the PCA are shown on the right.

Figure 2: Sex prediction using AE (left) and PCA (right). The red color represents the Fisher method, Black
is used for ReliefF and Blue stands for the Wrapper approach. The ReliefF method needs more attributes in
order to achieve better performance. The Wrapper method obtains the best results overall.

Figure 3: Age prediction using AE (left) and PCA (right). The red color represents the Fisher method, Black
is used for ReliefF and Blue stands for the Wrapper approach. In most not all attributes are important for
reaching a better accuracy, varying between 1 (Fisher with AE) and 24 (Relief F with PCA) for the optimal
number of attributes.

4

Discussion

The obtained results show that the wrapper approach yields better results in 3 of the 4 considered predictions.
At least one of the subsets generated by the filter techniques comes close to the predictive accuracy of the
optimal subset generated by the wrapper approach in all of the 4 considered predictions. When using the
wrapper approach there is only a marginal improvement, but at a very high computational cost, that doesn’t
compensate the gain in performance.
Another remark is the fact that the optimal subsets contain a lot more features when the eigenfaces are
used. The reason for this is the higher number of irrelevant features in the features from the automatic extraction, despite these being suggested by the experts. The explanation for that is the difficulty in extracting
exactly the parts that the experts point, since the quality of the radiographs varies, and not all the points
suggested were detected by the algorithms.
The optimal subsets have an estimated predictive accuracy of 74% for sex prediction and 36% for the age
group prediction. Better results are obtained for both sex- and age prediction when the eigenfaces are used
as features, what implies that PCA is a suitable method for extracting useful information from radiographs.
In the sequence of this work other types of radiographs will be investigated, since other parts of human faces
can also be useful in the task of human identification.
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Computational Modeling Lab
Vrije Universiteit Brussel
⇤
jtaminau@vub.ac.be
Abstract
There is a vast amount of gene expression data that has been gathered in microarray studies all over the
world. Many of these studies use different experimentation plans, different platforms, different methodologies, etc. Merging information of different studies is an important part of current research in bioinformatics and several algorithms have been proposed recently. There is clearly a need to create large
data sets which will allow more statistically relevant analysis in order to obtain more and better results in
clinical and medical research. In this article we consistently describe several gene expression data merging
techniques and apply them on several cancer microarray data sets.

1

Introduction

One of the main areas in bioinformatics is the analysis of microarray data, however in recent publications
both the reproducibility and the validity of outcomes have been challenged [3]. Recently merging of data,
i.e. combining different studies in order to increase the statistical power of the obtained results, and thus
creating a larger and more reliable data set, has become a major point of research in bioinformatics.

2

Methods

In this article we study three test cases of increasing biological complexity.
• NCI60 is a collection of very well studied cell lines of nine different types of cancer. Both NCI60
studies used in this article use the same cell lines but were performed on different arrays or platforms
and can therefore be seen as a relatively good benchmark case.
• For the Thyroid case we used two publicly available and two in-house thyroid cancer data sets. The
thyroid cancer studies are more complicated since they use tissues instead of pure cells, thereby introduce more biological noise. There is however still a large and clear biological variance between
tumors and normal tissues.
• We used a collection of eight breast cancer data sets as a last test case. Breast cancer data is more
complicated than the other two cases since breast cancer is known as being a very heterogenous
disease and there is a much smaller biological variation between the different breast cancer subtypes.
Every case consists of a number of studies, performed by different labs, using different technology and
all studies within one case try to solve the same biological problem. For example, in the Thyroid case all
studies have patients (samples) that are healthy or that have a tumor. In all studies the goal is to derive a
prognostic model based on the gene expression data for the disease outcome. By combining the information
from the different studies, one hopes to increase the statistical power of his model.

To combine or merge different studies several techniques are recently proposed in literature. In this
article we will compare five such techniques in a consistent and extensive way in order to investigate if
a certain merging technique performs consistently better than the other methods. The five techniques we
consider can be very simple (RAW: do nothing, NORM: gene standardization, BMC: batch mean centering
[5]) or more advanced and complex (DWD: Distance Weighted Discrimination [2], XPN: Cross Platform
Normalization [4]).

3

Results and Conclusions

To validate the five different merging techniques we used a number of validation techniques and studied
how consistent they are with each other. We started with a visual inspection of Multidimensional Scaling
(MDS) plots of all samples after merging with each of the five merging methods. From these MDS plots
we could easily observe that for the NCI60 and Thyroid case a high study-bias was present which could not
be removed with the simple merging methods (RAW, NORM and BMC) and samples from the same study
were clustered together, regardless of their biological annotation. For the more advanced methods (DWD
and XPN) this was not the case however and samples belonging to the same biological class (e.g. Tumor vs
Normal) were clustered together. For the Breast case this tendency was not significantly present due to two
main reasons: (1) the biological annotation of the breast cancer samples (Estrogen Receptor Positive, ER+
vs Estrogen Receptor negative, ER-) is not so discriminative and (2) all breast cancer studies were performed
on the same and stable platform, thereby introducing less study-bias than in the other cases.
Housekeeping genes are genes with relatively stable expression values between different tissues and
conditions [1]. We used this property to again investigate the study-bias between two or more studies. The
results we obtained after plotting all median values of the housekeeping genes before and after merging,
were consistent with the conclusions we could derive from the MDS plots.
We also tried to assess the compatibility of the single studies after transformation caused by the five
merging methods by performing cross study classification. We trained a SVM classifier on one transformed
dataset (the largest) and then test it on the other transformed datasets. Remarkably, this validation indicated
that simple normalization methods (NORM and BMC) performs beter than more complicated methods,
which is in contradiction with the two previous validation outcomes.
The different validation techniques sometimes seem to contradict each other. This partly due to the
fact that they test properties that are useful for different applications. A transformation that maximizes
classification compatibility does not necessarily minimize the spread of a set of samples, etc. When working
with microarray data it is therefore important to report why a specific validation technique was used. The
different performance of the various merging methods on the presented cases opens the perspective of the
development of a new method that can be applied generically, or of an intelligent algorithm to identify
automatically which method is best for each case. We view this as part of our future work.
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1

Introduction

Many optimization problems in practice are multi-objective (MO). In MO optimization, the optimum is a
set of solutions, called the optimal Pareto front, because many solutions may be equally good, e.g. solution
a may be better in the first objective than solution b, but worse in the second objective. Population-based
methods such as evolutionary algorithms (EAs) are among the state-of-the-art in solving MO optimization
problems. Estimation-of-distribution algorithms (EDAs) are a particular type of EA that aim to exploit
features of a problem’s structure in a principled manner via probabilistic modelling. For single-objective
(SO) optimization, EDAs are already highly efficient. Here, we consider three ways to increase the efficiency
of MOEDAs: overlapping clusters for more smoother density estimates when using mixture distributions,
cluster registration for smoother cluster trajectories over generations, thereby increasing the efficiency of
using the anticipated mean shift and running equal-capacity SO optimizers in synchronous parallel.

2

Clustered Variation, Registration and the Anticipated Mean Shift

A mixture distribution, i.e. a weighted sum of k distributions, is of particular interest because it can spread
the search intensity along the Pareto front, allowing more focused exploitation of problem structure in different regions of the objective space. In EDAs, mixture distributions are often estimated by clustering, followed
by density estimation per cluster. For a straightforward extension of existing EDAs, it is convenient to have
uniformly sized clusters. To this end, we propose balanced k-leader-means (BKLM) clustering in which first
k leaders are chosen far apart, followed by k-means clustering. The final clusters are obtained by growing
the clusters equally from the k-means cluster means until the sum of cluster sizes is twice the total number
of points, resulting in overlapping clusters and consequently a smoother density estimate (see Figure 1).
An important part of state-of-the-art variation operators are adaptive mechanisms that span multiple
generations such as the Anticipated Mean Shift (AMS). To work properly, a registration is required that
determines the best correspondence between clusters in subsequent generations. Existing approaches use
an implicit form of registration by assigning each newly generated solution to the cluster to which it is
nearest (i.e. the highest density). Over multiple generations clusters can then however move across the
Pareto front (see Figure 1). The goal of explicit cluster registration is to re-assign the cluster indices of the
current generation t such that cluster i in generation t is the cluster that is closest to cluster i in the previous
generation t−1. We have implemented an algorithm that achieves this. Figure 1 clearly shows the superiorly
smooth front and stable registration over many generations for explicit registration, but so is the lack of front
progress as a result of overfitting the selected solutions with more involved mixture estimates.
Front progress can be improved by use of AMS. The AMS is computed per cluster as the difference
between the means of subsequent generations. A part, specifically α100%, of the newly sampled solutions
is then moved in the direction of the AMS. Inefficient front progress using one Gaussian is further detailed in
Figure 1 on a two-dimensional and two-objective minimization problem defined by f0 (x) = 12 (x20 + (x1 −
1
2
2
1.0)2 ) and f√
1 (x) = 2 ((x0 −1.0) +x1 ). The optimal Pareto front is convex and defined by x0 = 1−x1 and
f1 = f0 −2 f0 +1. By initializing the population in [0.9; 1.0]2 and not using AMS, the distribution quickly
becomes misaligned with the direction of improvement. By adding AMS the Gaussian becomes re-aligned
in parameter space with the direction of Pareto-improvement. In objective space the density already starts
spreading along the optimal Pareto front within the first 7 generations.
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Figure 1: Left: Three clusterings and density contours of associated Gaussian mixtures. Center: Clustering
using implicit and explicit registration of 5 and 10 clusters respectively in three different generations. Right:
95%-contours of the estimated distribution in the first 7 generations of typical MOEDA runs with a single
Gaussian with (bottom) and without (top) AMS. Subsequent generations alternatingly use solid and dashed
lines. Estimations are shown both in parameter space (red and green) and objective space (blue and pink).
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Figure 2: Average performance of various algorithms. Horizontal axis: number of evaluations (both objectives per evaluation). Vertical axis: distance to optimal Pareto front. Averages are shown both for successful
runs and unsuccessful runs, giving double occurrences of lines if some runs were unsuccessful.

3

Synchronous Parallel Single Objective EDAs

Although clustered variation spreads the search bias, MO selection still focuses exploitation on all objectives
at the same time. It may therefore be beneficial to add expert search bias in the form of separate SO
optimization of the m objectives. We propose a scheme that differs from existing literature in that 1) m
independent SO EDAs are run, one for each objective separately, 2) each SOEDA is similar to the MOEDA
when considering a single cluster, resulting in similar convergence speed 3) the best solutions found by each
SOEDA in each generation are integrated into the MOEDA, not vice versa.
The techniques described here are integrated into an existing MOEDA called SDR-AVS-MIDEA, resulting in MAMaLGaM-X (Multi-objective AMaLGaM-miXture, where AMaLGaM stands for Adapted
Maximum-Likelihood Gaussian Model). The added use of synchronous parallel SOEDAs (referred to as
MAMaLGaM-X+ ) was studied separately in an experimental setting. Convergence results averaged over 30
runs on well-known benchmark functions indicate better optimization performance (see Figure 2 for results
on 4 functions; for the complete set of 9 functions, see the full version of this paper).

4

Conclusions

To find good approximations of the optimal Pareto front, continued pressure toward finding improvements is
required. Once many solutions of a similar quality are selected, a MOEDA can easily converge prematurely
due to overfitting a contour in the fitness landscape rather than exploring directions of improvement. Enlarging the capacity of the probabilistic model via mixture distributions and the modelling of dependencies only
increases the probability of overfitting, contrary to what is the common expectation in EDA literature. The
techniques described in this paper reduce this risk substantially and effectively. Moreover, using the proposed BKLM clustering technique any EDA can be extended to a mixture-based version straightforwardly.
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Abstract
The hypothesis of behavioral control as a form of traffic regulation is tested by means of simulation.
Agents have to survive in an environment with a day/night rhythm by eating food and avoiding obstacles.
This goal is achieved easily at day, but not at night due to interference of darkness with sensor readings.
Two categories of agents are tested: reactive and control system agents. The control system is a neural
network with inhibitory outputs to the agent’s behavioral layers. Therefore, the system is referred to as
a traffic regulator. The neural network is optimized by an evolutionary algorithm. Results showed that
control agents are able to adapt to the day/night rhythm by developing a day/night rhythm. These results
are in favor of the traffic regulator hypothesis.

1

Introduction

Many attempts have been made to extend the well-known reactive robot architecture [1] with higher levels
of control, involving explicit world modeling and planning, resulting in so-called hybrid architectures [6].
However, it could be argued that such hybrids combine the two extremes of the reactive-planning continuum
and questions may be raised about their efficacy. While some studies focus on building more complex
architectures by extending the employed neural networks (e.g. [2]), this research focuses on intermediate
behavioral control by devising and testing this form of behavioral control in reactive robots. One of the
simplest forms of such control would be of a purely inhibitory nature, basically just saying ‘no’ to the
otherwise most active behavioral layer. The control structure has no direct connections to effectors, but can
only operate through inhibiting behavioral layers. The metaphor of a ‘traffic regulator’ has been introduced
[3, 10] to describe the functioning of this form of control: the control structure is just giving ‘no go’ signs
based on cues from the body and environment, thereby providing space for other, perhaps more appropriate,
types of behavior.
In this paper the idea of control as a from of traffic regulation is explored by means of a simulation
in the context of an environment with a day and night rhythm. Agents are supposed to survive as long
as possible in this environment. Four types of agents are used. The first type of agent to be tested is a
reactive agent [1]. This agent responds directly to stimuli from the environment and has no higher control
structures. The second type of agent is a reactive agent now with a higher control structure ‘on top’. This
structure, much like the prefrontal cortex in humans [4], can influence the different behavioral responses by
means of inhibition. An additional cost in terms of energy consumption is calculated for having this control
structure. The third type of agent is the same as the second one, but now the additional energy consumption
is dependent on how much the control structure is used. The last type of agent is a reactive agent with a
built-in day and night rhythm. This agent is used to compare results of the other agents to.
By using the environment and agents described above, the following questions will be addressed:
1. Will reactive agents with an inhibitory control system be more effective than purely reactive agents in
an environment displaying a day and night rhythm?

Figure 1: A typical environment. The letter ‘F’ indicates food, dark colored squares are obstacles. The agent
is indicated with the gray circle. The thick black lining indicates the visual field of the agent. The arrows
indicate the movements the agent is able to take. Note that the agent may also remain at its current position.
2. If so, is this effectiveness due to the development of an interaction between the control system agents
and environments?
The remainder of this paper is structured as follows. First the simulation environment will be discussed,
followed by the parameters used in the simulation. Next the results of the simulations are discussed together
with their implications. This paper will end with a discussion and ideas for future research.

2

Method

In order to answer the research questions, a simulation is used. In this simulation different types of agents
have to survive as long as possible in a given environment. The time the agents survive averaged over a
number of different (i.e. randomly created) environments is the measure by which the agents are compared.
Agents are able to survive in the environment by eating food and avoiding obstacles when searching for
food. The aspects of the environment and the types of agents will be discussed in more detail below.

2.1

Environment

The world of the agents consists of a two-dimensional grid. A number of cells of the grid are randomly
filled with food and obstacles. Cells can be occupied by one object at a time, meaning that each cell can be
classified as food, obstacle or ground. An example of an environment can be seen in Figure 1. Obstacles are
like quicksand: low to the ground and, with a lot of effort, one can go through these obstacles. The feeding
places and obstacles reflect their own unique pattern of light, while ground reflects no light at all. Agents
are able to classify each cell by looking at the reflections. Obstacles have a weaker reflection than food has:
agents are able to detect food two cells away and obstacles one cell away from the current position. There
also is a day and night rhythm in this world. At daylight this reflection is perfectly clear and so an agent
does not make mistakes in classifying. At night, however, the reflections become fuzzy and agents will not
be able to classify all the cells correctly. In the experiments a cell will be classified correctly at night with
a chance of 23 . Since obstacles are low to the ground, these differences in reflection imply that food can be
detected behind obstacles. The comparison with scent might be intuitive; one is able to smell a good meal
being prepared, even when standing behind a closed door.
At the start of each simulation one agent is placed at a ground cell (i.e. an empty cell) in the environment.
Agents are able to move to one of the adjacent cells of their current position. When an agent moves through
one of the four boundaries of the environment, it reappears at the opposite side of the environment. Time
passes in discrete steps and agents may act at each of these time steps.
Agents need food in order to survive. When the agent hits a feeding place, it will consume the food at
that location. At this point, the food is no longer available at the current cell and a new food source will
appear at a random location in the environment. When an agent hits an obstacle, some of its energy will be
lost. In contrast to food, obstacles remain static during one run of the simulation.

Parameter
Costs (sleeping/moving)
Initial Energy Level
Hunger Threshold
Extreme Hunger Threshold
Environment Size
Energy Increment by Food
Energy Decrement by Obstacle
Number of Feeding Places / Obstacles
Maximum number of time steps
One full day cycle (day / night)

Value
Reactive: 1/2; Reactive-DN: 2/3; Control: 2/3;
Control-2: 1/2 (+extra costs)
250
240
20
10x10 cells
10
15
10 / [0 . . . 80]
750
30 time steps (15 / 15)

Table 1: Parameter settings used in experiments

2.2

Agents

Agents have to survive as long as possible. Each agent has a certain amount of energy available. The agent
dies when all of its energy is depleted, which means the agents has to search for food. However, moving
around in the environment also costs some energy. Even worse, when the agent hits an obstacle, a lot of its
energy is taken away at once. To make life not too hard, the agent is equipped with a light sensor that can
be turned up to 360 degrees so it can detect obstacles and food (note that sensing does not cost any energy).
It also has a motor system with which the agent can turn up to 360 degrees and move forward.
Four different agents are tested and these agents can be divided into two categories: reactive agents and
control system agents. The main difference between the two categories is that control system agents have a
higher control structure, like the prefrontal cortex in humans. This higher control structure, however, also
uses some energy. This extra energy usage is not totally artificial. In humans, for example, the brain also
uses a rather large portion of the energy available [9, 7]. Sections 2.2.1 to 2.2.4 give an overview of the
different types of agents. Table 1 summarizes the parameter settings used in the experiments1 .
2.2.1

Reactive

The first type of agent is the reactive agent. This agent is designed according to the reactive paradigm. The
design of the behavioral layers is displayed in the left-hand side of Figure 2 [1]. A brief explanation of each
of the behavioral layers is given below.
• The Wander layer turns the agent to a random direction and then moves the agent in that direction.
• The Food Direction layer finds food in the surrounding of the agent based on the sensory input from
the light sensor. The output of this layer is an excitatory link to the first layer.
• The Evaluate Hunger layer checks the energy level of the agent and, based on this reading, inhibits
the Food Direction layer when the agent is not hungry.
• The Obstacle Avoidance layer takes its input from the light sensor and is then used to prevent the
agent from running into an obstacle by changing directions when the agent is about to hit an obstacle.
• The Evaluate Extreme Hunger layer can inhibit the Obstacle Avoidance layer when the agent is almost
starving. The agent may then still have a chance of finding food, although it has to move over an
obstacle to reach it.
2.2.2

Reactive-DN

The Reactive-DN agent is also a reactive agent, but now with a built-in day and night rhythm. The reactive
part is a copy of the one used in the Reactive agent. Having a day and night rhythm means that the agent
knows when to go to sleep and when to wake up again. The agent therefore provides a good measure
to compare the control system agents to. It is expected that if control system agents develop day and night
rhythms, their results should be closer to the results obtained from the Reactive-DN agents than to the results
1 See

[5] for more informations on parameter settings and implementation details.
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Figure 2: Behavioral layers and control structure of the Control System Agent. The control structure provides inhibitory links to the behavioral layers of the agent. The inputs of the control structure are two light
sensors (one reading for the surrounding and one for the current location) and the energy level of the agent.

Figure 3: Topology of the multilayer perceptron. Three units take inputs (left layer) and propagate it to
a hidden layer (middle layer, 6 units) which propagates it to the output layer (right layer, 5 units). The
subsequent layers are fully connected, resulting in 48 connections.
of the Reactive agents. To make the results of the different categories of agents comparable, the costs of
performing actions and going to sleep for this type of agent are equal to those of the control system agents.
2.2.3

Control

The Control agent is a reactive agent with a control system on top. This control system provides inhibitory
links to the behavioral layers. With this control system, the agent can shut down behavioral layers based on
the inputs it gets. The inputs of this control system are two light sensor readings (see below) and the energy
level of the agent. Figure 2 illustrates the control system in combination with the behavioral layers.
The control system is a feedforward multilayer perceptron. The topology of the network is displayed in
Figure 3. The different layers are represented by rectangles and the circles in these rectangles are the nodes.
The arrows between layers indicate full connectivity between these layers. The network takes three inputs:
the energy level of the agent, and two readings from the light sensor. The first reading of the light sensor
is from the surrounding and the second reading is from the current position of the agent. The difference
between the two readings is that it is assumed that an agent is able to correctly identify on what type of
ground it stands (the current position), even when it is dark. The weights of this network are optimized by
the evolutionary algorithm described in Section 2.3.
The network takes real-valued inputs. Biases are set to 0 and three different activation functions are used:
the input layer uses the identity function, the hidden layer uses the hyperbolic tangent (tanh) and the output
layer makes use of the logistic sigmoid function. The outputs lie in the interval [0, 1] and this property is then
used to interpret the outputs as probabilities. The higher the output, the higher the probability of deactivating
the behavioral layer to which the output link is connected.
2.2.4

Control-2

The fourth and last type of agent to be discussed is the Control-2 agent. This type of agent is the same as the
control system agent, with the difference that the additional cost of the higher control structure is not a fixed

value, but is dependent on the output of the control system. Each active output link, or deactivated layer,
adds some small value to the cost of having a higher control structure. If no links are active, there is also
no extra cost involved. Each active output link adds an amount of 0.20 (one divided by the total number of
output links) to the energy consumption. When all behavioral layers are inhibited and thus all output links
are active, the extra energy consumption is 1. An interesting observation is that the Control-2 agent will
already use more energy than a Reactive agent when inhibiting just one layer.
Please note that the Control-2 agent needs to inhibit at least two layers in order to sleep: the Wander layer
and Food Direction layer. As can be seen in Figure 2, the inhibitory link that operates on the Wander layer
is connected before the excitatory links from the higher level layers. This means that if the Wander layer is
inhibited, it is still possible for the Food Direction layer to move the agent to a food source. Therefore, both
layers need to be inhibited to put the Control-2 agent to sleep.

2.3

Evolution and Simulation

An evolutionary algorithm is used to optimize the weights of the neural network of the control system agents.
A genome consists of 48 genes which represents the weights of all 48 connections of the neural network.
The population size is fixed to 125 individuals. The genes are initialized with random integer values in the
interval [ 300, 300]. Integer values are used to reduce the search space. The double weighted values for
the neural network are then calculated by dividing each gene by 100. Weights of the network thus lie in the
interval [ 3.00, 3.00]. Fitness is calculated as follows. The genome is first converted to a neural network
which is then given to an agent. Next this agent goes through one simulation in a random environment. The
number of time steps the agent survived in this environment is taken as the fitness. Since the number of
time steps an agent may live is constrained, the fitness value is also bounded: [0, 750]. The evolutionary
1
algorithm is implemented with the use of JGAP [8] in which the mutation probability was set to 12
and one2
point crossover is used for recombination . After 400 generations the evolutionary algorithm is terminated
and the best individual is selected as the one that will be used in the final simulation.
Results are gathered for each type of agent by averaging over 5000 simulations. The other settings of
the simulation can be found in Table 1.

3

Results

This section first presents the results for agents in different environments (i.e. the number of obstacles is
varied). Next the results are further analyzed by means of visual inspection of the simulations and data
analysis.

3.1

Effectiveness of Control System

Figure 4 shows the results of the different types of agents. Agents are placed in environments with a fixed
number of 10 feeding places. The number of obstacles is varied (horizontal axis) and the fitness of agents
is measured in different environments (vertical axis). Environments with more feeding places tend to be
too friendly; agents may constantly eat. Environments with few feeding places are hard to survive in. The
number of obstacles shows this effect too, although in reverse order, as can be seen in Figure 4: environments
with no obstacles are friendly, while environments with a lot of obstacles are hard to survive in.
Note that in environments with no obstacles sleeping behavior is suboptimal. Figure 4 shows that both
Reactive-DN and Control perform worse than Reactive and Control-2 in environments with no obstacles.
Visual inspection of the simulations shows that both Control and Control-2 agents apply the same strategy
as the purely reactive agents: when there are no obstacles, there is no need to sleep. The differences in
performance between Control and Control-2 can be attributed to the extra costs associated with Control
agents for having a higher control structure.
Varying the number of obstacles provides a measure to indicate whether or not the control system works
in different environments. It is interesting to compare the graph of the Reactive-DN agent with the graphs
of Control and Control-2 agents to see how similar they are. When compared with the Control agent, it is
found that Reactive-DN performs better than the Control agent in all cases. However, the performance of
both agents is qualitatively similar. The line of the Control agent follows the same trend as the Reactive-DN
2 The

default configuration of JGAP was used. Details on this configuration can be found in [5].

Figure 4: Visualization of the fitness (vertical axis) of different types of agents with a varying number of
obstacles (the horizontal axis). The number of feeding places is held constant at the value of 10.
agent. The Control agent will most likely due to early stopping of evolution only approach the optimal
behavior (i.e. the Reactive-DN behavior). The same holds for the rather large difference in performance
around the points of 30 to 50 obstacles. This hypothesis was verified by increasing the number of generations
to 1000 and doubling the population size.
When comparing the Reactive-DN agent to the Control-2 agent, two surprisingly different graphs are
found. The Control-2 agent performs a lot better than the Reactive-DN agent in almost all cases. Apparently
the Control-2 agent has learned a strategy to save energy. The cost in energy for a Control-2 agent to inhibit
one behavioral layer is low. The results show that the agent has learned to only inhibit the necessary layers.
For example, if sleeping would be the appropriate behavior given the inputs, only the Wander and Food
Direction layers need to be inhibited. The other three layers are then inhibited implicitly (see Figure 2).

3.2

Circadian Rhythm

Since the results described above showed that control system agents perform better in most environments,
an analysis can be made of the simulations to see whether or not this effectiveness is due to the development
of a circadian rhythm. When agents develop a circadian rhythm they should be in a sleeping state at night,
while searching for food at day. The analyses performed on the simulations are a visual inspection and a
data analysis. Both are discussed below.
3.2.1

Visual Inspection

Ten environments of the simulation of control system agents are visualized and inspected (see Figure 1 for
a visualization). Reactive agents and Reactive-DN agents are not inspected in detail since their behavior is
already known. It is found that the control system agents develop a day and night rhythm. At day they are
actively searching for food, but at night they mostly remain in their current position.
The Control-2 agents show, next to the day and night rhythm, some other, unexpected behavior as well.
When the energy level of the Control-2 agent is high (about 100 units or more), the agent may behave as if
it is night: it does not move around in the environment to look for food. Or to put it in a wake and sleep

Wake
Sleep

100

150

Figure 5: The ranges in which the Control-2 agent will take a siesta and wake up again. From circa 100
energy units and up the agent will take a siesta. Somewhere in the range of [100, 150] energy units the agent
will wake up again to search for food.
Day Actions
Night Actions
Day Sleep
Night Sleep

Reactive
52.8%
47.1%
0.1%
0.0%

Reactive-DN
52.2%
1.4%
0.1%
46.3%

Control
51.5%
0.7%
0.6%
47.2%

Control-2
49.9%
0.5%
1.6%
48.0%

Table 2: Average number of steps in percentages.
context: the agent takes a siesta. As can be seen in Figure 5, the agent may take a siesta when the energy
level is 100 units or higher. However, when the energy level is in the range of 100 to 150 units, the agent
may also wake up again. This means that the agent will take a short siesta when the energy level is in the
range of 100 to 150 units and a longer one when the energy level is higher than 150 units.
This siesta behavior is interesting, because, compared to the Control agent, the Control-2 agent shows
more complex behavior than just a day and night rhythm. There is no difference in the design of the higher
control structure, so the difference in behavior needs to be attributed to other factors. The defining characteristic of Control-2 agents is that the additional costs for using the higher control structures is based on
how much this structure is used (i.e. how much of the behavioral layers it inhibits). It is highly likely that
by inhibiting the Wander and Food Direction layers (see Figure 2), and thus effectively putting the agent to
sleep, the agent uses less energy than when it moves around in the environment. However, at some point,
looking for food will be necessary in order to survive and the agent wakes up again.
3.2.2

Data Analysis

The number of times agents sleep and move per phase of the day are counted and can be found in Table 2.
These results indicate that control system agents are close to the Reactive-DN agents with respect to their
sleeping behavior.
It is interesting to note that the unexpected behavior of Control-2 agents – taking a siesta – can also be
seen in the data. The average time of sleeping during the day is still small, but, in comparison to the other
types of agents, a lot higher. This suggests that sleeping at day when having enough energy is not just fluke
behavior that only happens in a few runs, but that it is in fact systematically occurring in Control-2 agents.
Another surprising result is that the Control agent also seems to take a siesta once in a while. The
percentage of sleeping at day is much lower than in Control-2 agents, but higher than in Reactive and
Reactive-DN agents. The reason for this behavior is not as clear as with the Control-2 agents. Visual
inspection of the simulations with the Control agent shows that agents with very low energy levels and not
located near food sources, tend to sleep more at day. By doing so, the agent may live a few steps longer,
since it is not using energy for movement. This behavior can be seen as suicide through inertia. Note that
this happens only in a few cases and that no research was done to investigate this behavior further.

3.3

Traffic Regulator

The results described above show that a day and night rhythm is developed by agents with a control system and that this day and night rhythm is advantageous to the agents. It is also found that the number of
obstacles can be set to a wide range of values without having a very large influence on performance of the
control agents. This shows the robustness of the control system agents. One other observation is that the
effectiveness of the control system agents is due to sleeping behavior. Agents are able to learn when it is
most beneficial to them to go to sleep and when to wake up again. The question now is to what extent do
these results support the traffic regulator hypothesis?

4

Discussion

In this paper the hypothesis of behavioral control as a form of traffic regulation was tested by placing agents
with higher control structures in environments with a day and night rhythm. The agents had to survive as
long as possible by eating food and avoiding obstacles. This goal was easy to achieve at day, but at night
the agents were not able to clearly perceive the environment due to the darkness. Two categories of agents
were tested: reactive agents and control system agents. The control system consisted of a neural network
with inhibitory output links to the behavioral layers of the agent. The inputs of the network are the agent’s
bodily state and perception of the environment. Results showed that the control system agents were able to
effectively adapt to their environment by developing a rhythm in which agents rested at night and searched
for food at day. The overall performance of control system agents was better than that of reactive agents.
The higher control structures in the control structure agents can be seen as traffic regulators. The higher
control structures do not generate behavior, but merely assist in the inhibition of appropriate layers based
on cues from the agent’s body and environment. For example, when it is dark the behavioral responses will
be limited to sleeping. Inputs that otherwise would result in some action are now ignored (e.g. the food
searching and eating). Another example is that when no food is available in the environment, there is no
need to move around looking for food. Even when it is daylight and everything is perfectly visible, a search
for food would result in nothing but an energy loss. The control structure learns, by trial and error, that
inputs should be ignored and sleeping is the best behavior given the environment.
The results are now based on the costs structures as listed in Table 1. Future work might focus on
finding more plausible cost structures to make results slightly more generalizable. One way of finding more
plausible cost structures is to base the costs on neurophysiological data of the human brain metabolism (e.g.
[7]). Another way would be to base cost structures on the processing time they require on a computer.
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Abstract

For many combinatorial problems the solution landscape is such that near-optimal solutions share common characteristics: the so-called commonalities or building blocks. We propose a method to identify
and exploit these commonalities, which is based on applying multistart local search. In the first phase, we
apply the local search heuristic, which is based on simulated annealing, to perform a set of independent
runs. We discard the solutions of poor quality and compare the remaining ones to identify commonalities.
In the second phase, we apply another series of independent runs in which we exploit the commonalities. We have tested this generic methodology on the so-called job-shop scheduling problem, on which
many local search methods have been tested. In our computational study we found that the inclusion of
commonalities in simulated annealing improves the solution quality considerably even though we found
evidence that the job-shop scheduling problem is not very well suited to the use of these commonalities.
Since the use of commonalities is easy to implement, it may be very useful as a standard addition to local
search techniques in a general sense.
Keywords. Local search; commonalities; building blocks; job shop scheduling; simulated annealing; multistart.

1

Introduction

When solving a combinatorial optimization problem by a multi-start local search, many alternative solutions
are generated. The idea is that an element of the solution that occurs in many high quality solutions must
be a good element. Such elements are called commonalities and can be used to guide the search process.
As far as we know, the name commonality originates from the work by Schilham ([8]), who investigated
local search methods for combinatorial optimization problems, like the job-shop problem and the traveling
salesman problem. Based on his experiments, he formulated the following two hypotheses:
1. Good solutions have many building elements (which he called commonalities) in common.
2. The number of commonalities increases with the quality of the solution.
These observations led him to the following idea: when you get stuck in a run of a local search algorithm,
do not apply a random restart, but use information from the solutions obtained so far. He implemented it
by applying random perturbations to the current solution, where the probability of perturbing a building
element depends on the number of times that it occurs in a reference pool containing ‘good’ solutions found
earlier in the run.
Commonalities show strong resemblance to the so-called building blocks, which are widely believed
to determine the success of genetic algorithms. The idea is that solutions sharing these parts will become
dominant in the pool of solutions, which makes it very likely that they will be part of the final solution.
We have looked at the possibility of applying commonalities to find a good solution of the job-shop
problem (see Section 2 for a description), just like Schilham did. In contrast to Schilham, we explicitly
determine beforehand the commonalities occurring in an instance by running a first series of independent
runs of a local search algorithm. After having determined the commonalities, we apply a second series
of independent runs in which we add a bonus in the solution value for each commonality occurring in

the solution; these bonus values gradually decrease during the run of simulated annealings. With some
imagination, this approach can be viewed upon as the application of a genetic algorithm without having to
bother about how to code a solution and how to define the cross-over operator and the selection mechanism.
We have applied our algorithm to a number of benchmark instances.
The outline of the paper is as follows. In Section 2 we describe the job-shop scheduling problem,
which we use to test the merits of our approach. In Section 3 we describe the disjunctive graph model. In
Section 4 we present our initial simulated annealing algorithm, the derivation of the commonalities, and
the incorporation of the commonalities in the simulated annealing algorithm. In Section 5 we present our
computational results, and we compare our approach to designing a genetic algorithm. Finally, in Section 6
we draw some conclusions.

2

The job-shop scheduling problem

In a job-shop scheduling problem (JSSP) we have m machines, which have to carry out n jobs. In our variant
of the JSSP, we assume that each job has to visit each machine exactly once; hence, each job consists of
m operations, which have to be executed in a fixed order. For each operation we are given the machine by
which it must be carried out without interruption and the time this takes, which is called the processing time.
Each operation can only start when its job predecessor (the previous operation in its job) has been completed.
All machines are assumed to be continuously available from time zero onwards, and each machine may only
carry out one operation at a time. There is no time needed to switch from carrying out one job to another.
Waiting between two operations of the same job is allowed, just like waiting between two operations on the
same machine. The problem is to find a feasible schedule, which is fully determined by the completion time
of each operation; the completion times can easily be computed when the order in which the operations are
executed is known for each machine, since it is never advantageous to leave the machine idle if there exists
an operation to start. The goal is to minimize the time by which the last machine (or job) finishes; this is
also called the makespan or the length of the schedule.

Figure 1: Example with optimal solution for a JSSP instance with 4 machines and 7 jobs.
There exist many practical problems that boil down to a job shop scheduling problem (see for example [9]).
Unfortunately, this problem is known to be N P-hard in the strong sense, even if each job visits each machine
in the same order (the so-called flow-shop problem). Moreover, Williamson et al. ([12]) have shown that
already the problem of deciding whether there exists a feasible schedule of length 4 is N P-hard in the
strong sense, which implies that no polynomial algorithm can exist with worst-case bound less than 5/4,
unless P = N P. Furthermore, these problems are also very hard to solve in practice; instances with more
than 20 jobs usually are computationally intractable. Therefore, many researchers have studied local search
methods, like for example tabu search based algorithms ([10], [6]), simulated annealing based algorithms
([11]) and, more recently, hybrid genetic algorithms ([2], [5]); all of these studies report that good results
are obtained. We will use simulated annealing as our basic local search algorithm, in which we incorporate
the use of commonalities.

3

The disjunctive graph model

It has become standard now to model a job shop scheduling algorithm using a disjunctive graph, as was
introduced by Roy and Sussman ([7]). This graph is constructed as follows. The vertices V of the disjunctive
graph represent the operations; vertex vi , corresponding to operation i, gets weight equal to its processing

time pi . Furthermore, there are two dummy vertices vstart and vend . We draw an arc (vi , vj ) between
vertices vi and vj if the operation j is the direct successor of operation i in some job. Furthermore, we
include an edge between each pair of vertices that correspond to two operations that must be executed by
the same machine and that do not belong to the same job. All arcs and edges get weight zero. Finally, we
add arcs from vstart to the first operation of each job and arcs from the last operation of each job to vend . In
the example Figure 2 each job has a separate color and the edges are depicted by dotted lines.

Figure 2: A disjunctive graph representing a JSSP instance.
Since a schedule is fully specified when the order of the operations on the machines is given, we have to
direct the edges such that an acyclic graph remains. See Figure 3 for an example. After the edges have been
oriented, we call them machine arcs; to distinguish these from the original arcs in the graph, the latter ones
are called job arcs.

Figure 3: Directed acyclic graph representing a solution for a JSSP instance.
Given the directed graph, we can compute the starting time of each operation as the length of the longest
path in the graph from vstart to the vertex corresponding to this operation. Hence, the makespan is equal to
the length of the longest path to vend . Adams et al. ([1]) have shown that the calculation of the longest path
on a directed acyclic graph can be done in linear time. A longest path in the directed acyclic graph is also
called a critical path; the critical path does not have to be unique. We can decompose a critical path into
critical blocks, where each critical block consists of one or more operations that are carried out contiguously
on the same machine; at the end of a critical block, the critical path jumps to another machine.
Although the exact details of the implementation of our algorithm are for the most part irrelevant in this
paper, it is important to note that objects representing graph nodes (operations) have at most four explicit
edges in our implementation. Two job arcs are represented by references to the job predecessor and job
successor, and two machine arcs are represented by references to the machine predecessor and machine
successor. Job arcs between two operations that are not directly consecutive are not needed by the algorithm
and left out of the model, and the remaining machine arcs between all operations on a machine are only

implicitly defined by keeping a list of operations on each machine in order to save memory (and possibly to
increase speed).

4

A simulated annealing based algorithm

We need an initial solution to get the local search algorithm going. There are many methods for generating a
good starting solution for the JSSP like the Shifting Bottleneck procedure (see [1]). We decided to start with
a random initial solution, since we observed in our experiments that our algorithm always moved to a good
schedule quickly. The same behavior was shown in the second phase of the algorithm in which we used the
commonalities.
In our simulated annealing algorithm we use the standard neighborhood of reversing machine arcs on
the longest path. Van Laarhoven et al. ([4]) have shown that this will lead to a feasible schedule. Moreover,
Nowicki and Smutnicki ([6]) have shown that we can restrict ourselves to moves in which we reverse the
execution order of either the last two operations in the first critical block, the first two operations in the last
critical block, or the first or last two operations in any intermediate critical block. In an iteration, we choose
one of these at random. Consequently, we need to update the references to the machine predecessor and
successor of two operations.
Determining critical paths and makespan
There are a few calculations which we have to do frequently on the solution graph, like calculating the
makespan, which is equal to the start time of the dummy node vend . Calculating the start times of the
operations can be done by first obtaining a topological sorting of all graph nodes with a simple depth-first
search. Then, we iterate over the topological sorting and determine the start time Si of each operation i as
max Sh + ph ;
h2Pi

here Pi is the list of i’s predecessors (both on the machine and in the job) and ph is the processing time of
operation h; we initialize by putting the start time of the dummy node vstart equal to 0. This procedure
for calculating all start times runs in linear time. Note that when two operations are swapped only the start
times of all operations in the subgraph beginning at the swapped operations are changed, so the calculation
of start times with a topological sorting can be done with the first of the swapped operations as start node,
saving some calculation time.
In order to identify possible operation swaps we need to calculate all critical paths. This can also be
done with a topological sorting: for each node i in the topological sorting, a critical predecessor j can be
determined as
j
arg max Sh + ph ;
h2Pi

because of the computation of Si , we have that j is simply a predecessor for which Sj + pj = Si . Note that
j does not have to be unique. When all critical predecessors are known, the critical paths can be obtained
by walking back from the end dummy node to the start dummy node following only arcs that connect an
operation to its critical predecessor, which can be implemented to run in linear time.
Exploiting commonalities in solutions
In the first phase of our algorithm, the regular simulated annealing method described in the previous sections
is run for a number of times we consider large enough to gather useful information with. During these runs,
datastructures counting the number of occurrences of machine arcs are continuously updated. After all the
regular simulated annealing runs have been completed, commonalities among the best solutions found in
each run are identified using these datastructures. We distinguish four types of commonalities; we discuss
the thresholds later.
1. all-pairs commonalities (APC). An APC corresponds to an ordered pair of operations i and j that
are executed in this order on the same machine with or without idle time and/or other operations in
between. Note that such a pair corresponds to a machine arc in the disjunctive graph.
2. start/end commonalities (SEC): An SEC corresponds to a single operation that occurs either first or
last on a machine.

3. direct-pairs commonalities (DPC): A DPC corresponds to an ordered pair of operations that are executed contiguously on the same machine.
4. critical-pairs commonalities (CPC): A CPC corresponds to an ordered pair of contiguously executed
operations on the same machine that are part of a critical path.
For each commonality type we require that a commonality occurs in at least a certain threshold percentage
of the best solutions found in the first phase in order to be identified as a piece of useful information.
After all these commonalities have been identified, the second phase is started. The simulated annealing
algorithm that we apply is essentially the same one as in the first phase but with penalties given out to
solutions that violate the commonalities. The objective function in the first phase was to minimize the
makespan; in the second phase the objective is to minimize the sum of the makespan and the total penalty
in order to generate good solutions that make the best use of the commonalities. The four commonality
types differ greatly in both significance and occurrence frequency and therefore the penalties also differ.
Just like the temperature in the simulated algorithm, the values of the penalties are lowered over time. The
idea behind this is that we first steer the algorithm in a good direction quickly, after which it tries to preserve
commonalities while exploring new and possibly better areas of the search space.

5

Experiments and computational results

5.1

Parameter tuning

Even though we are mainly concerned with the measure of improvement due to adding the commonalities,
we want to tune the parameters such that the simulated annealing algorithm finds reasonably good solutions
in the first phase; after all, according to the hypothesis by Schilham, the better the solutions, the more
commonalities they share. To make the algorithm run, we must specify a starting temperature, a cooling off
speed, and an end temperature at which point the algorithm terminates. The simulated annealing settings
which seemed to work best on most problems instances and which we used throughout the rest of our
experiments are as follows:
• The initial acceptance threshold t = 0.5 (the probability that a move to a worse solution is accepted)
• After every 500 iterations, the acceptance threshold is multiplied by ↵ = 0.95
• The algorithm terminates at t = 0.01 (this works out to 38,500 iterations per run)
Next, we needed to determine the thresholds for accepting commonalities and the penalties for violating
them. During many experiments with running the regular simulated annealing algorithm of the first phase
on various problem instances of m machines and n jobs, we observed the following frequencies with which
the different types of commonalities occurred in the best solutions:
1. all-pairs commonalities (APC): These occur a lot, usually around n · m times even with a high acceptance threshold (> 0.9).
2. start/end commonalities (SEC): Usually around m times with a low acceptance threshold (< 0.7).
3. direct-pairs commonalities (DPC): Usually less than m times even with a low acceptance threshold
(< 0.7).
4. critical-pairs commonalities (CPC): Most uncommon, these do not occur at all on larger problem
instances.
From these observations, type 4 did not turn out to be useful and was not used in any further research. It is
also clear that type 1 occurs a lot and should have a high acceptance threshold and low penalties, and type 2
and 3 should have a low acceptance threshold and higher penalties than type 1. During further experiments
with the height of penalties, we observed that the settings from Table 1 below produced the best results on
most of the problem instances we used for testing (ranging from size 5 ⇥ 10 to 20 ⇥ 20), so we use these
values in the rest of our experiments.

Commonalities Type
APC
SEC
DPC

Acceptance Threshold
0.95
0.60
0.60

Penalty
0.1
1.0
1.0

Table 1: Settings for our algorithm involving commonalities

5.2

Survival of commonalities

During all experiments, it became clear that commonalities did not appear as frequently as we expected
beforehand. A possible explanation for this is that we observed that many good schedules for the same
problem instance are very different from one another, making it hard to identify commonalities. For the
problem instance abz9, we identified four good but very different solutions: not only the order of the operations on the machines is very different, but the critical paths differ greatly in every schedule as well (see
[3]).
When comparing the first and second phase, we see that in our experiments about 80 % of the commonalities identified in the first phase is actually included in final solutions of the second phase. However, for the
APC commonality this percentage is about 95. When comparing results from different runs of the second
phase, our experiments suggest that in most cases the best solution contains the most commonalities. However, somewhat peculiar is that the best and worst solutions seem to contain slightly more commonalities
than solutions with an average value, i.e. commonalities do either right or wrong.

5.3

Other, less satisfactory experiments

During our research project, there were a few ideas we tried to apply to our algorithm but we discarded them
for various reasons. These include:
• Fixing certain commonalities in solutions in the second phase, as opposed to giving penalties for
violating them. This narrowed the search space down to the point where the algorithm never reached
any good solution at all.
• Trying to determine a bottleneck machine and then focusing the algorithm on fixing common machine
arcs on that machine. This also narrowed down the search space too much. Furthermore, many
problem instances turn out not to have a single machine that is the bottleneck so the algorithm focuses
on the wrong information.
• Making the penalties for violating commonalities dependent on the occurrence of those commonalities: the more often a commonality occurs, the higher the penalty. This had no noticeable effect on
the quality of the found schedules.
• Executing more than two phases, identifying commonalities again after each phase. The idea behind
this was that the identified commonalities would be increasingly useful after each phase so that the
quality of found schedules would improve. However, no improvement in quality was found in any
third phase or later.
• Using bigger structures as commonalities than just pairs of operations. No such structures could be
identified that occurred in schedules often enough to be useful.

5.4

Final experiment results

The final experiment we carried out involved running the algorithm with and without commonalities on a
series of benchmark problem instances used throughout the literature, retrieved mainly from the OR-library.
On each problem instance, we ran the regular simulated annealing algorithm without commonalities (SA)
for 100 runs, and then ran the two-phase algorithm that exploits commonalities (SA+C) with 50 runs in both
phases, in order to make a fair comparison. In all experiments, we used the simulated annealing parameters
and settings involving commonalities established in the previous sections. The computational results are
listed below. For a wider comparison with current technology, the results for the recently developed advanced hybrid genetic algorithm GTS (see [5]) are also included in the table. The ‘time’ column, included

to be able to make a comparison in speed as well, indicates the average CPU time in seconds needed to
execute one run of the algorithm. Our algorithm was run on a 2GHz processor, the GTS algorithm was run
on a Sun Sparc station.

instance
la02
la19
ft10
orb1
la21
la27
la40
abz7
abz9
yn1

Problem
n⇥m
10 ⇥ 5
10 ⇥ 10
10 ⇥ 10
10 ⇥ 10
15 ⇥ 10
20 ⇥ 10
15 ⇥ 15
20 ⇥ 15
20 ⇥ 15
20 ⇥ 20

opt
655
842
930
1059
1046
1235
1222
655
656
846

avg
663
848
961
1097
1070
1280
1254
687
719
921

SA
best
655
842
934
1066
1055
1250
1232
672
699
900

time
14
37
38
41
51
58
69
86
105
174

avg
661
845
958
1090
1063
1275
1252
684
713
916

SA+C
best
655
842
930
1059
1054
1239
1229
669
694
892

time
15
39
39
44
56
60
75
91
115
193

GTS
best time
655
1
842
4
930
7
1047
12
1235
26
1226
19
658
176
682
125
-

Table 2: Computational results of regular simulated annealing (SA), our algorithm with commonalities
(SA+C), and a recent advanced hybrid genetic algorithm (GTS).
A few obvious remarks can be made after reviewing the computational results above:
• SA+C performs better than SA on all problem instances (both with average makespan and best
makespan).
• SA+C finds an optimum on all instances of 10 ⇥ 10 or smaller.
• SA is always a little bit faster than SA+C.
• GTS gives the best results of all three algorithms.
• GTS is faster on all smaller problem instances, but the running time increases dramatically on larger
instances.

5.5

Comparison to Genetic Algorithms

As observed in the introduction, commonalities can be viewed upon as building blocks, which are used in
genetic algorithms. In the computational experiments our approach is outperformed by the GTS algorithm.
Still, we are convinced that our approach is a valuable addition to the area of metaheuristics. Below, we will
compare it to a GA and state the pros and cons.
• Cross-over. Defining a good cross-over operator in a GA that leaves the building blocks intact is
difficult in many applications. In our approach we do not need to bother about it.
• Mutation. In a GA you need to define a mutation operator to prevent premature convergence. Mutation
in our approach is automatically taken care of by the moves in the neighborhood; to avoid premature
convergence, we must set the penalties for violating commonalities at a modest value (the poor solutions that occurred when we fixed some of the commonalities were due to premature convergence).
• Parameter tuning. Implementing a GA is easy, but making it perform well is a different story: a GA is
heavily parametrized, and it requires a lot of parameter tuning to get the best out of it. Our approach,
on the other hand, is fairly simple to implement: all it requires is a straightforward implementation of
SA (or for example Tabu Search) and a mechanism to detect commonalities; all fancy improvements
turned out to be a waste of time.

6

Conclusions

From the computational results in the previous section it can be concluded that exploiting commonalities in
solutions for the JSSP improves the quality of schedules for both the average makespan and the makespan
of the best solution. The improvement is less than a percent of the value of the optimum, but it closes a
reasonable part of the gap to the optimum. We find that the only types of commonalities that are somewhat
useful are all-pairs commonalities, start/end commonalities and direct-pairs commonalities. An explanation
for the improvement being small is that in the JSSP, good solutions have so many differences (see [3]) that
it is hard to identify commonalities between them. Therefore, using commonalities is not well suited to the
JSSP and our algorithm does not perform as well as current, advanced algorithms specialized for the JSSP.
We believe that the Traveling Salesman problem might be a better candidate, but this has to be tested.
However, we have shown that the technique is easy to implement in addition to a more standard local
search algorithm. Whereas a highly specialized algorithm such as the one by Moraglio et al. ([5]) is well
suited to only the JSSP, the use of commonalities is a more general concept and applicable to many problems.
It is undoubtedly an improving addition to local search based algorithms for any problem in which some
type of commonality can be detected. Moreover, we can apply the concept of a commonality to reduce
heuristically the size of the instance: if a commonality occurs in (almost) all good solutions, then we may
fix it; this clearly does not apply to the job shop problem.
We are currently working on an experiment in which we compare the run of a genetic algorithm to a
simulated annealing algorithm with commonalities.
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Abstract
Orthonormalized partial least squares (OPLS) is often used to find a low-rank mapping between inputs X
and outputs Y by estimating loading matrices A and B. In this paper, we introduce sparse orthonormalized
PLS as an extension of conventional PLS that finds sparse estimates of A through the use of the elastic
net algorithm. We apply sparse OPLS to the reconstruction of presented images from BOLD response
in primary visual cortex. Sparse OPLS finds solutions with low reconstruction error which are easy to
interpret due to the sparseness of the loading matrix B. Moreover, the elastic net algorithm is generalized
to allow for coupling constraints that induce a spatial regularization.

1

Introduction

Suppose we are given a dataset with high-dimensional inputs X and outputs Y and somehow would like
to learn a sparse low-rank mapping between the two. Sparse, because we expect not too many inputs to
be relevant, and low-rank, because we expect there to be some lower-dimensional features that (given the
limited amount of data we have) explains the output. As a motivating example, consider neuroimaging
data obtained when subjects are presented different images. A sparse low-rank mapping could be used to
identify a low-dimensional representation which allows presented images to be reconstructed from measured
neuroimaging data. This task is an example of ‘brain-reading’ using multivariate methods which received a
lot of recent attention from the neuroscience community (e.g., [8, 9, 10, 6]).
There are many different approaches to solve the low-rank mapping problem. Canonical correlation
analysis (CCA) tries to find projections of X and Y onto lower-dimensional subspaces with maximum
correlation [7]. CCA can be kernelized [1], has a probabilistic interpretation [16] (similar to probabilistic
interpretations of PCA [15]), and can be sparsified [5]. CCA has been used succesfully in the context of
brain-reading [4]. However, a disadvantage of CCA is that it treats X and Y symmetrically, i.e., it is not
optimized towards predicting Y given X, which in many cases appears to be the most natural paradigm.
Partial least squares (PLS) does something similar to CCA, but then aims to maximize covariance instead
of correlation. There are many variants of PLS, depending on how data is deflated when a new projection is
found [11, 13].
In this paper, we introduce a novel approach to partial least squares that makes use of the equivalence
between partial least squares and heteroencoders [12]. By adding both an L1 penalty term and a (Laplacian)
ridge regression term, we enforce sparsity and smoothness between neighbouring voxels. Our line of reasoning largely follows that of Zou et al. [18], who suggested a sparsified variant of PCA through its relation
with an autoencoder. An alternative, more indirect approach towards sparse partial least squares, is taken in
the recent paper of Chun and Keleş [2] where sparsity is introduced by imposing an L1-penalty onto a surrogate of the (unsparsified) partial least squares solutions. We demonstrate the usefulness of our approach on
a brain-reading dataset where the task was to reconstruct presented images from measured BOLD response.

2

Partial least squares

We start by discussing how PLS is related to minimizing a sum-squared error using a heteroencoder network [12]. A heteroencoder model takes input x and outputs y through
z

= BT x

y

= Az ,

where A and B are M ⇥ K and P ⇥ K loading matrices, respectively. Typically, the number of hidden
units K is much smaller than the number of inputs P or outputs M , such that we have a bottleneck network.
Note that this model is unidentifiable: a model with Ã = AC 1 and B̃ = BC T is completely equivalent
for any invertible K ⇥ K matrix C. To partly get rid of this unidentifiability, we can use the orthonormality
constraint AT A = IK . The model is then identifiable up to row-wise sign flips and permutations.
Given a dataset with input-output pairs (xn , yn ), we would like to find those A and B that minimize the
sum-squared error plus a ridge penalty on each of the columns Bk of B under the constraint AT A = IK .
I.e., we aim to find the minimizer (Â, B̂) of
1 X
||yn
2N n

AB T xn ||22 +

1 X T
Bk Bk
2

(1)

k

subject to AT A = IK . Fixing A and solving for B, we obtain
1

B̂(A) = [⌃xx + IP ] ⌃xy A
P
P
with sample covariance matrices ⌃xx ⌘ N1 n xn xTn and ⌃xy ⌘ N1 n xn ynT . After substitution of this
solution back into (1) and some simplifications, we arrive at
⇣
⌘
1
Â = arg max Tr AT ⌃yx [⌃xx + IP ] ⌃xy A
A

subject to AT A = IK . This is a standard eigenvalue problem, which implies that Â is made up of the
1
eigenvectors of ⌃yx [⌃xx + IP ] ⌃xy corresponding to the K largest eigenvalues.
In the limit ! 0, the input covariance matrix dominates the diagonal matrix and we arrive at the same
solution as orthonormalized PLS (OPLS). In the limit ! 1, on the other hand, we obtain the criterion
commonly attributed to standard PLS, i.e., maximize the covariance between the input and the output.

3

Sparse OPLS

Zou et al. [18] follow a similar approach by exploiting the equivalence between principal component analysis
and autoencoders, which corresponds to setting Y = X in the above. On top of the quadratic penalty term
they add an additional L1 penalty term on the elements of B which gives sparse solutions. Inspired by their
work, we propose to do the same, but then for the hetero-encoder instead of for the auto-encoder, yielding a
sparse OPLS algorithm. More specifically, we consider the following optimization criterion
1 X
||yn
2N n

AB T xn ||22 + ⌫

X
k

||Bk ||1 +

1X T
Bk ⇤Bk
2

(2)

k

where, compared with (1), we added an L1 penalty and generalized the ridge penalty to allow for a matrix
⇤ instead of just a constant. Following the same line of reasoning as in [18], we arrive at the following
procedure for updating A and B.
• Fix A, reconstruct zn = AT yn for all n and solve
B̂

= arg min
B

1 X
||zn
2N n

B T xn ||22 + ⌫

X
k

||Bk ||1 +

• Fix B, reconstruct zn = B T xn for all n and solve
Â = arg min
A

1 X
||yn
2N n

Azn ||22

1X T
Bk ⇤Bk .
2
k

(3)

subject to AT A = IK . In terms of the singular value decomposition ⌃yz = U DV T , the solution is
simply Â = U V T or, equivalently, Â = ⌃yz ⌃Tyz ⌃yz

1/2

.

In practice, it makes sense to build the model sequentially, starting from a model with a single latent variable
and adding new latent variables one by one. In that case, the optimization problem (3) boils down to solving
a sequence of so-called elastic nets [17] for each Bk separately.

V1 voxels

structured images

Figure 1: A sparse low-rank mapping between V1 BOLD response and presented images is captured through
the latent variables z of the sparse OPLS model.
Let us consider the special case in which the number of inputs P is larger than the number of samples
N . In that case, no matter what matrix A is chosen, with ⌫ = 0 and ⇤ = 0, it is always perfectly possible
to fit the reconstructed Z. The choice of A is then solely dominated by the characteristics of Y and it is
easy to show that the optimal A consists of the principal eigenvectors of ⌃yy . When ⌫ 6= 0 and/or ⇤ 6= 0,
the optimal solution will deviate somewhat, but it is still to be expected that A is close to the principal
eigenvectors of ⌃yy . It therefore makes sense to initialize A to those eigenvectors.
In order to solve the elastic net, we follow a strategy which generalizes the approach of [3]. For each
Bk , denoted by in the following, we consider minimizing a function
R( ) =
with respect to
i , we obtain

with Ti ⌘
Ui ⌘ Sii +

1 X
(zn
2N n

T

through coordinate descent. Fixing
@R
=
@ i
P

1
N
⇤ii

xn )2 + ⌫|| ||1 +
j

T

⇤

(4)

= ˜j for j 6= i and differentiating with respect to

Ti + ⌫ sign( i ) + [Sii + ⇤ii ]

n zn xin and Sij ⌘
with Qij ⌘ Sij + ⇤ij ,

1
2

i

+

X

[Sij + ⇤ij ] ˜j

j6=i

P

xin xjn . If we further define Vi ⌘ Ti
we obtain the solution
8
0
if |Vi |  ⌫
>
>
>
>
>
>
>
< Vi ⌫
if Vi > ⌫
=
i
Ui
>
>
>
>
>
> Vi + ⌫
>
:
if Vi < ⌫
Ui
1
N

n

P

j6=i

Qij ˜j and

So, a simple procedure would be the following:
• Start from

= 0 and Vi = Ti for all i.

• Iterate by picking a variable i and checking whether i changes (typically when |Vi |
⌫, but also
when i changes from nonzero back to zero). If it does, we not only update i , but also Vj for all
j 6= i.

• Repeat until convergence.
Note that we only need elements Qi• (and thus Si• ) when variable i at some point enters the equation. In
particular in problems with many input variables, of which only some are expected to enter, it pays not to
compute Qij beforehand, but only (once) on the fly when it is needed and then store it for later usage.
Finally, note that Eq. (4) represents the elastic net only when ⇤ = IP . In general, a non-diagonal
⇤ allows coupling constraints to be formulated between variables. This idea is similar in spirit to that of
the fused lasso [14] although, in that case, an additional L1 instead of L2 regularizer is used to realize the
coupling. In our experiments, we use a non-diagonal ⇤ in order to induce a spatial regularization of the
estimated regression coefficients.

4
4.1

Brain reading with sparse OPLS
Experimental data

We apply the sparse OPLS algorithm to the reconstruction of presented images from measured BOLD response. This data has been described in [9] and can be downloaded from http://www.cns.atr.jp/⇠yoichi m.
The dataset consists of measured BOLD response in occipital cortex for 440 random images and 480 structured images (geometric figures and alphabetic letters). In this paper, we will focus on the BOLD response
for structured images in 1017 voxels belonging to primary visual cortex V1 only (see Fig. 1). Input and
output data is standardized prior to applying sparse OPLS.
In our experiments, we examined how sparse OPLS results change as a function of the number of latent
variables K as well as the regularization parameters ⌫ and ⇤. The effect of ⇤ is examined for the diagonal
case ⇤ = IP , which amounts to a ridge penalty, and for the non-diagonal case ⇤ = R, which is used to
induce spatial smoothing. The structure matrix R is specified as follows
8
1 if i = j
<
1
if i ⇠ j
Rij =
nj
:
0 otherwise
where i ⇠ j holds if voxels i and j are neighbours and nj represents the number of neighbours of j.
Neighbours of a voxel i are taken to be those voxels which are adjacent to i in either the x, y or z direction.
Reconstruction error is quantified as the average sum squared error (SSE) between real and reconstructed
images, sparseness
as the proportion of zero elements in B and spatial smoothness is quantified
Pis quantified
T
in terms of 1/
B
RB
.
All quantities were estimated using a ten-fold cross-validation scheme.
k
k k

4.2

Results

4.2.1

Reconstruction error

We start by evaluating how reconstruction error changes as a function of the number of latent variables K
given default regularization parameters ⌫ = 0.01 and ⇤ = IP with = 0.01. Figure 2.A shows that the
SSE decreases as the number of latent variables increases, although improvements are marginal for large K.
In the following, we will use ten latent variables. The invariances which are encoded by these latent variables
are depicted in Fig. 3.A. For this dataset, given the default regularization parameters, estimated components
remain very similar to the principal components that are used to initialize A. Figure 3.B visualizes the
components when more extreme values are chosen for the regularization parameters. As shown in Fig. 4,
reconstructions based on the defaults parameter values are highly accurate.
Next, the influence of ⌫ on reconstruction error is examined. Figure 2.B shows that a minimum SSE is
obtained around ⌫ = 0.001. However, since we are also interested in sparse solutions and SSE does not
change much for small ⌫, we use ⌫ = 0.01, which amounts to a sparseness of about 0.9. I.e., about one in
ten voxels will enter the solution. Finally, we examine how reconstruction error changes as is varied for
diagonal and non-diagonal ⇤. Figure 2.C shows that SSE increases for large values of . Interestingly, the
SSE is lower for non-diagonal than for diagonal ⇤.
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Figure 2: Reconstruction error (top row), sparseness (middle row) and spatial smoothness (bottom row) as
a function of the number of latent variables K (left column), regularization parameter ⌫ (middle column)
and regularization parameter (right column). Unmodulated parameters are fixed to their default values
(K = 10, ⌫ = 0.01, ⇤ = 0.01Ip ). Solid lines correspond to ⇤ = Ip and dashed lines correspond to
⇤ = R. Results were computed using ten-fold cross-validation. Error bars denote the SEM.

A

B

Figure 3: Invariances encoded by the first ten components of the loading matrix A given the defaults ⌫ =
0.01 and ⇤ = 0.01Ip (panel A) and given extreme parameter values ⌫ = 1 and ⇤ = R (panel B).

Figure 4: Twenty randomly selected images as reconstructed by sparse OPLS (K = 10, ⌫ = 0.01 and
⇤ = 0.01Ip ).
4.2.2

Sparseness

We repeat the above analysis but now we evaluate sparseness. Figure 2.D shows that B becomes more and
more sparse for increasing K. Sparseness also increases for large ⌫, as expected (Fig. 2.E), but decreases for

Figure 5: Selected voxels in B1 given different values of ⌫ and for diagonal and non-diagonal ⇤. Positive
coefficients are shown in light grey and negative coefficients are shown in dark grey. An increase in leads
to the selection of more (correlated) voxels. Note that correlated voxels tend to lie close to each other, which
already leads to a form of spatial smoothing. The non-diagonal ⇤ effectively creates connected blobs of
negative and positive coefficients. An increase in ⌫ leads to sparser solutions.
large (Fig. 2.F). This is due to the fact that the elastic net tends to favor a large number of small coefficients
instead of a small number of large coefficients in case of collinearity (Fig. 5). The diagonal ⇤ tends to give
marginally sparser solutions than the non-diagonal ⇤ for large .
4.2.3

Spatial smoothness

Spatial smoothness increases for individual Bk as k increases. This can be inferred from the decrease in
smoothness in B which follows an exponential decay (Fig. 2.G). When ⌫ is increased, we observe a decrease
in spatial smoothness (Fig. 2.H). This can be explained by the fact that voxels are gradually removed from
the model which decreases smoothness since neighbouring voxels may still be part of the model. Spatial
smoothness increases for increasing , both in the diagonal and the non-diagonal case (Fig. 2.I). This can
again be explained by the properties of the elastic net since highly correlated neighbouring voxels will enter
the model together (Fig. 5).

5

Discussion

In this paper, a sparse orthonormalized partial least squares algorithm is introduced. Sparseness in the
loading matrix B is realized using a particularly efficient implementation of the elastic net algorithm while
spatial smoothness is realized through the use of a non-diagonal regularizing matrix ⇤.
The algorithm has been applied to the reconstruction of perceived images from BOLD response in primary visual cortex. Reconstructed images almost perfectly match their originals. In a sense, the reconstruction may have been too easy since the training data consisted of multiple measured responses to a small set
of twenty structured images. As an alternative, we could have chosen to use random image data as input to
our algorithm. However, we did not expect interesting components to be extracted from this data. Sparse
OPLS is expected to work best in a regime where voxel subsets encode invariances in the output data, for
example, in case of the reconstruction of perceived natural images [10].
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[11] R. Rosipal and N. Krämer. Overview and recent advances in partial least squares. In SLSFS, pages
34–51, 2005.
[12] S. Roweis and C. Brody. Linear heteroencoders. Technical Report GCNU TR 1999-002, Gatsby
Computational Neuroscience Unit, 1999.
[13] C. Saunders, M. Grobelnik, S. R. Gunn, and J. Shawe-Taylor, editors. Subspace, Latent Structure and
Feature Selection, Statistical and Optimization, Perspectives Workshop, volume 3940 of Lecture Notes
in Computer Science, Bohinj, Slovenia, 2006. Springer.
[14] R. Tibshirani, M. Saunders, S. Rosset, J. Zhu, and K. Knight. Sparsity and smoothness via the fused
lasso. J. R. Statist. Soc. B, 67(1):91–108, 2005.
[15] M. E. Tipping and C. M. Bishop. Probabilistic principal component analysis. Journal of the Royal
Statistical Society, Series B, 61(3):611–622, 1999.
[16] C. Wang. Variational Bayesian approach to canonical correlation analysis. IEEE Trans Neural Netw,
18:905–910, 2007.
[17] H. Zou and T. Hastie. Regularization and variable selection via the elastic net. Journal of the Royal
Statistical Society B, 67(2):301–320, 2005.
[18] H. Zou, T. Hastie, and R. Tibshirani. Sparse principal component analysis. Journal of Computational
and Graphical Statistics, 15(2):265–286, 2006.

Bayesian Monte Carlo for the Global
Optimization of Expensive Functions1
Perry Groot

Adriana Birlutiu

Tom Heskes

Radboud University Nijmegen, Institute for Computing and Information Sciences,
Heyendaalseweg 135, 6525 AJ Nijmegen, the Netherlands
Abstract
In the last decades enormous advances have been made possible for modelling complex (physical) systems
by mathematical equations and computer algorithms. To deal with very long running times of such models a promising approach has been to replace them by stochastic approximations based on a few model
evaluations. In this paper we focus on the often occuring case that the system modelled has two types of
inputs x = (xc , xe ) with xc representing control variables and xe representing environmental variables.
Typically, xc needs to be optimised, whereas xe are uncontrollable but are assumed to adhere to some distribution. In this paper we use a Bayesian approach to address this problem: we specify a prior distribution
on the underlying function using a Gaussian process (GP) and use Bayesian Monte Carlo (BMC) to obtain
the objective function by integrating out environmental variables. We empirically evaluate several active
learning criteria that were developed for the deterministic case (i.e., no environmental variables) and show
that the ALC criterion appears significantly better than expected improvement and random selection.

1

Framework

Suppose we were to introduce a new cake mix into the consumer market that we like to be robust against
inaccurate settings of oven temperature (T ) and baking time (t). We would like to design experiments
varying the control variables – the amount of flour (F ), the amount of sugar (S), and the amount of egg
powder (E) – and environmental variables (oven temperature and baking time) to see if we could create a
cake mix that is better with respect to the environmental variables than the standard recipe so far produced
by the product development laboratory.
We can represent this case study as having control variables xc = {F, S, E}, environmental variables
xe = {T, t}, and as objective function `(xc ) the user rating of the cake mix. We focus on optimising the
objective function `(xc ) with each output valueRthe mean over the distribution of environmental variables.
Formally x⇤c = argmaxxc `(xc ) = argmaxxc xe f (xc , xe )p(xe ) dxe . When f is expensive to evaluate,
i.e., baking a cake, this means we can only obtain a small number of function evaluations leading to uncertainty about f and determining ` can be considered an inference problem. We address this problem by
modelling f with a GP which places a prior distribution on f . We then use BMC, a Bayesian approach for
evaluating integrals, to integrate out the environmental variables resulting in a stochastic approximation L of
the objective function `. Often L is hard to evaluate, but in some cases like the common case of a Gaussian
kernel for modelling f and a Gaussian measure for p(xe ), the approximation L can be expressed in terms
of analytical expressions. Technical details can be found in the full paper. The goal, however, is to find the
value x⇤c such that `(x⇤c ) is maximised. The idea is to request more information about the true objective
function ` (through f ) in strategically chosen inputs, update our stochastic approximation
L, and use the reR
sulting model to make a prediction: x̃⇤c = argmaxxc L(xc |Dn ) = argmaxxc xe f (xc , xe |Dn )p(xe ) dxe
with L the mean of L and Dn = {((xc , xe )i , f ((xc , xe )i )}ni=1 the n function evaluations collected so far.
There are two key aspects that distinguish our problem formulation with previous work. First, we do
not optimise f , but the average that f takes over a distribution of the environmental variables. Second,
our objective function L is a collection of stochastic variables which is only observed indirectly through
1 Published
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f (xc , xe ) whereas previous work almost exclusively focusses on optimising a deterministic function h that
is directly observed through observations h(x).
We investigated several active learning criteria applicable to our problem formulation. The (generalised)
Expected Improvement (EIg ) with non-negative parameter g (standard g = 1), which selects the point with
the best expected improvement with respect to the current best value found so far; the ALM method selects
the point with the highest variance; the ALC method selects the point with the highest model change (i.e.,
total variance reduction over a set of reference points); a Latin Hypercube Design (LHD) chooses a design
of n points {x1 , . . . xn } beforehand such that for each dimension j all xij are distinct.

2

Experiments

We used DIRECT as global optimiser and the maximum value of the corresponding objective function `
was found to be 5.5330 and was obtained at x⇤c = (F ⇤ , S ⇤ , E ⇤ ) = (1.1852, 0.7407, 1.1084), implying an
improved cake mix by using a higher amount of flour, a lower amount of sugar, and a higher amount of egg
powder than the standard recipe set at (0, 0, 0).
The goal of the various active learning criteria is to find the value x⇤c that maximises ` as quickly as
possible using properties of the stochastic approximation L. Therefore, let x̃⇤c be the value that maximises L
the current mean GP estimate of `. We take as error measure ✏ the distance between the true maximum value
and the true value at the predicted location x̃⇤c , i.e., ✏ = | maxxc `(xc ) `(x̃⇤c )| with x̃⇤c = argmaxxc L(xc ).
The results are shown in Figure 1 in which we plot the error measure and the standard deviation of the
mean over 50 runs. Clearly, the ALM method performs worse than random sampling. The LHD approach
performs better than ALM, but its performance is initially very similar to random sampling and after about
25 samples it is even outperformed by random sampling. Although LHDs are typically used as initialisation
method in the literature these results suggest that an LHD is unnecessary and may lead to worse performance.
Similar results for LHDs and deterministic functions have also been reported in the literature. The ALC
criterion performs very well on the cake mix study. The downside, however, is that ALC is computationally
more challenging and tries to optimise the global model fit, but not specifically the predicted maximum of
the objective function. We also combined criteria to first obtain an x̂c which was then kept fixed in a second
criterion to obtain a pair (x̂c , x̂e ) for further evaluation. We investigated the combination of ALC-ALC and
EI-ALC. The ALC-ALC criterion is a bit worse than the ALC criterion, but performs quite well. It has the
advantage that optimisation in a high dimensional space of both control and environmental variables can
be split into two sequential optimisation steps in two lower dimensional spaces. The generalised expected
improvement criterion has originally been developed for deterministic functions and has been the method
of choice for surrogate modelling and optimisation. These results, however, show that the criterion cannot
easily be augmented to be used for the optimisation of functions that are dependent on both control variables
and environmental variables.
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Figure 1: For each active learning criterion we computed a sequence of samples and observations to be
added. At each step we computed the distance between the true maximum value and the value at the location
where we predict the maximum value to be. We computed the mean performance and standard deviation of
the mean over 50 runs. The bottom right subfigure in both panels superimposes the means.
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Abstract
Situation recognition is an important problem to solve for introducing new capabilities in surveillance
applications. It is concerned with recognizing a priori defined situations of interest, which are characterized as being of temporal and concurrent nature. The purpose is to aid decision makers with focusing on
information that is known to likely be important for them, given their goals. Besides the two most important problems: knowing what to recognize and being able to recognize it, there are three main problems
coupled to real time recognition of situations. Computational complexity — we need to process data and
information within bounded time. Tractability — human operators must be able to easily understand what
is being modelled. Expressability — we must be able to express situations at suitable levels of abstraction.
In this paper we attempt to lower the computational complexity of a Petri net based approach for situation.

1

Introduction

Situation recognition is an important problem to solve within the surveillance domain, which targets the
problem of recognizing a priori defined situations of interest in a continuous flow of data and information.
The purpose is to aid decision makers in focusing on data and information that is known to likely be interesting, given their goals. Situation recognition thus targets the information gap [11], in other words, finding
the information that is needed, when it is needed. Already, techniques for data and information fusion are
seen as key enablers for providing decision support in surveillance applications [1]. These are typically
discussed using the Joint Directors of Laboratories (JDL) model for information fusion [16], which distinguishes between signals, objects, situations, and impacts. Situations are essentially collections of related
facts consisting of relations between objects [14]. Situation recognition is thus concerned with recognizing
patterns in collections of facts. Although situation recognition is acknowledged within the information fusion community [21], the problem is not defined at a level of abstraction suitable for investigating promising
solutions. We have previously viewed situation recognition as the task of assembling a list of all situations
in a state space consisting of all relations inferred between objects over time, constrained by a situation
template T = (X, C), where X is a set of variables for objects, and where C is a set of constraints on the
domain (spatiotemporal relations between objects or temporal relations between non-temporal constraints)
[7, 5]. A template thus constrains the domain of situations, to result in all situations unifiable over T .
In previous work, we have investigated a Petri net based approach for modelling and recognizing situations [5, 6]. This approach extends previous work by [13, 3, 15], to manage the complete space of partial
matches, and for automatically managing role assignment. Petri nets serve as a good foundation for situation
recognition since they allow for sequencing, parallelism and synchronization to be easily represented and
visualized. These are important aspects when building systems that should support human decision making,
since it is of importance that decision makers are able to easily understand the contents of the support [12].
An analysis of the Petri net based approach (and the problem itself) however reveal that it in cases of complex patterns, or in dense and high paced scenarios, consumes much of the available resources. This may
be important to look into, since surveillance systems often are intended to operate in real time. We need to
be able to process data and information at least on the average rate at which it is made available. In this
paper we analyse this problem and investigate a potential solutions for increasing the performance of Petri
net based situation recognition, with respect to computational complexity, and at the expense of memory.

1.1

Related work

In 1993, Dousson et al. [9] presented an approach based on propositional reified logic and temporal constraint propagation, for addressing the situation recognition problem within environment surveillance. In
later work [8, 10] the focus has shifted to recognizing chronicles in network surveillance applications, and
the terminology has been changed accordingly, to chronicle recognition. The main difference between our
work and theirs, is that we use relations as primary symbolic concept, and that they explicitly reason about
time. Meyer-Delius et al. [17] use hidden Markov models (HMMs) for probabilistic recognition of situations, in their work on intelligent driving assistants. HMMs describing situations consisting of sequences
of relations are used on top of dynamic Bayesian networks (for estimating relations). The main difference
compared to HMMs is that Petri nets more easily allow situations to consist of multiple simultaneously ongoing activities. Furthermore, it can also be problematic to construct probabilistic transition matrices in a
sound way, since labelled data of interesting situations usually does not exist.
Also related is the work on systems diagnosis of discrete event systems, using timed automata [22, 2].
The use of such techniques for situation recognition however requires one to address the problem of using
predicates as symbols, which also involves the problem of unification. The work of Walzer [23], who use
a rule based approach for complex event recognition, is also related. In that work, the rete algorithm is
extended to allow for temporal constraints to be modelled using rules. A potential problem can however be
that it is hard to easily understand and define nested rules describing complex situations.
The perhaps most closely related work is that presented in [13, 3, 15, 19]. Ghanem et al. [13] use
Petri nets for complex event recognition in video surveillance. Catel et al. [3] use Petri nets for modelling
plan and activity prototypes, in their work on automated scene recognition. Lavee et al. [15] use Petri
nets for video surveillance. Finally, Perše et al. [19] extend the work of [13, 15], and use Petri nets for
multi agent activity recognition, more specifically, to recognize play tactics in basketball games. The main
difference with respect to the approach used in this paper, is that tokens do not represent any single aspect
in the universe of interest, but rather, it represent unifications of sub parts of an event stream and a modelled
situation. The main focus is thus on partial match space modelling and management.

2
2.1

Background
Petri nets

Petri nets are accroding to Murata [18] directed, weighted, bipartite graphs, in which two types of nodes are
used: places and transitions. Places correspond to states in finite state automata and transitions correspond
to events in flow charts [20]. As in any bipartite graph, there are two disjoint sets of edges, and in Petri nets
these consist of edges from places to transitions (input arcs) and edges from transitions to places (output
arcs). In a finite state automaton, a single token is used for denoting the current state of the process being
modelled. In Petri nets however, places can contain multiple tokens and many places can simultaneously
contain tokens, representing sub states of multiple processes. The “global” state of a Petri net, called its
marking, consist of all tokens in all places. Transitions are used to change the marking of a Petri net, by
consuming tokens from input places and by producing tokens at output placs. In graphical notation, places
are drawn as circles, transitions as vertical bars, and tokens as dots inside places. The main strength of Petri
nets is according to Sowa [20] their ability to represent parallelism and concurrency.

2.2

Petri nets for recognition

Petri nets are not usually thought of as mechanisms for recognition. Castel et al. [3] however argue that
they are quite suited for this since they allow for sequencing, parallelism, and synchronization to be easily
represented and vizualised. These aspects can be of major importance when a decision maker is to understand the underlying components of a recognized situation, as well as when defining what we are interested
in recognizing through the use of expert knowledge.
In our previous work [5], we have proposed an approach based on Petri nets, for recognizing situations
and for managing the space of partial matches coupled to situation recognition. The approach extends
previous work by [13, 15, 3] in order to implicitly manage role assignment (which observed object represents
which object in a modelled situation) and in order to model the complete space of partial matches between
modelled situations and the flow of information.

2.2.1

Representation

To more easily understand the approach, we start with an example of an interesting situation. Picture a
shopping zone where a number of pedestrians move around. In this flow of people we are interested in
recognizing pick-pocket situations. Imagine a thief and an accomplice. The thief selects a suitable target,
approaches this victim, picks its pocket, after which the thief and the accomplice meet each other to hand
the stolen goods over. This situation can be modeled with a Petri net as illustrated in figure 1.

Figure 1: Illustration of a Petri net describing a fictive pick-pocket situation.
Tokens represent partial matches between a situation template and a stream of events. This follows
the ideas of coloured Petri nets, in which tokens are used as carriers of information. Recall, a template
T = (X, C) consists of a set of variables X and a set of constraints C. A token represents a subset of
0
a template, namely the variables X, and a subset C of C consisting of all non-temporal constraints in C.
Temporal constraints do not need to be modeled since these implicitly are modeled by the structure of a Petri
net. Constraints in a token can be bound to predicates of processed events, and variables can be bound to
real objects denoted by predicates. Furthermore, tokens can be combined with each other in case there are
no variable or constraint bindings that stand in conflict with each other. Three or more tokens can also be
combined since token combination is commutative; tokens can thus be combined recursively in any order.
Two types of transitions are used, where the first is activated as soon as a new set of combinable tokens
exist in its input places. This type of transition will be referred to as an unconditional transition and will when
activated combine all new sets of combinable tokens over their input places. The second type of transition
is a conditional transition, introduced by [13], to which constraints can be assigned. These are activated
when the condition is fulfilled, and in case a combinable set of tokens exist on in its input places. In contrast
to conventional Petri nets, tokens are not consumed from input places when transitions are activated. The
reasoning behind this is that we wish to keep the complete matching space. However, the space of partial
matches grows rather rapidly when tokens are not consumed, and to counter for this, we have suggested
setting a global time bound on a situation template.
Places represent partial stages of the matching procedure between a modeled situation and the stream
of events. A token at a specific place thus mean that there is a partial match at that stage in the matching
procedure. Input places (no arcs leading to them) are assigned empty partial matches and do not have
any arcs leading to them. These serve as initiators for matching new occurrences of a situation, since any
transition that only have input places as input always can produce new tokens for every event type that is
matched. This solves role assignment implicitly in the Petri net based approach. Match places denotes the
existence of complete matches, and as soon as a token is inserted to a match place, a situation has been
recognized and we can alert an operator to analyze this information further.
2.2.2

Algorithm

The algorithm for updating the marking of a Petri net for situation recognition follows three distinct steps that
are taken for each new event that is processed: (1) partial match space pruning, (2) event-token derivation,
and (3) token propagation. In the first step, too old information, with respect to time, is removed. Each place
is therefore inspected to remove partial matches that break the global time constraint.
In the second step, the event is processed by each conditional transition to derive a set of new tokens to be
inserted to their output places. In case the condition of the transition is matched, new tokens are constructed
by combining the new information with all valid combinations of tokens in the input places of the transition.
Tokens are however not inserted immediately into their respective output places (new information must not
be used by two sequentially ordered transitions), but are instead kept in a list until all conditional transitions
have processed the event. The processing in the second step is illustrated in algorithm 1.

Algorithm 1 Derivation of output in a conditional transition t, given a list of partial matches input and an
optional source place psource .
D ERIVE O UTPUT (t, input, psource )
1: for all input places pinput in t do
2:
if not pinput = psource then
3:
output
;
4:
for all partial matches pm1 in input do
5:
for all partial matches pm2 in pinput do
6:
if pm1 and pm2 does not stand in conflict then
7:
output
C OMBINE (pm1 ,pm2 )
8:
input
output
9: return output
Finally, in the third step of the update algorithm new partial matches are propagated to their respective
output places. Furthermore, tokens are also propagated further on in the Petri net, and for each conditional
transition that a token passes, a missed event is bound instead of a real event. This allows us to recognize
partial matches with missed events, and this can be an important aspect when working in domains where
information can be incomplete. Lastly, unconditional transitions are also invoked when tokens are made
available in their input places. The procedure for insertion is illustrated in algorithm 2.
Algorithm 2 Insertion of a partial match pm into a place p, including derivation of output for consecutive
non-conditional transitions.
I NSERT (p, pm)
1: if pm does not exist in p then
2:
if number of missed constraints in pm < max misses then
3:
add pm to storage in p
4:
for all output transitions toutput from p do
5:
if toutput is a non-conditional transition then
6:
output
D ERIVE O UTPUT (toutput , pm, p)
7:
for all partial matches pm0 in output do
8:
for all output places p0 in toutput do
9:
I NSERT (p0 , pm0 )
10:
P ROPAGATE (toutput , pm)

3

Suggestions for increased performance

An inspection of algorithm 1 reveals that for each event that is matched, we need to try and combine all
combinations of input tokens from each respective input place, with a newly produced partial match. In fact,
this turns out to be on the order of magnitude of the Cartesian product over the content in the input places,
iteratively restricted by the set of matching sub combinations. This is done for each event that matches
the relational condition in a transition. In case each transition only has one input place, then the Cartesian
product is relaxed to a linear comparison, however, in cases of two or more input places, the complexity
of the problem increase quickly. It is often possible to trade computational complexity at the expense of
memory usage, and one approach for doing so in the case of Petri nets, is to have all valid combinations for
each conditional transition precomputed. In other words, when the content of an input place changes, this
can be propagated to all affected transitions to construct valid combinations.
There are two types of transitions: those with a condition, and those without. The conditional transitions
are only activated upon receiving external input. The nonconditional transitions are however activated when
their input change. The nonconditional transitions can thus be used as a mechanism for precombining valid
combinations for consecutive conditional transitions. Another approach would be to extend the conditional
transitions to have distinct memory and preprocessing units, which keeps and maintains valid combinations.
It can be aruged that the second approach is favorable as we avoid polluting the target concept with details
for efficiency. Furthermore, it is not left for a template designer to think about issues coupled to efficiency.

For both methods, we still do need to compute the restricted Cartesian product however, instead of
determining all valid combinations that each event can be combined with, this is instead done for each
new token that is produced. It may be the case that neither of the two approaches are more efficient than
the original specification, this mainly depends on the ratio of new events and new tokens. In this paper
we investigate the second approach in which we explicitly use precomputing units and storage coupled to
conditional transitions.

4
4.1

Experimental setup
Pick-pocket scenario

In order to investigate the suggested performance enhancements to the Petri net based approach for situation
recognition, we have implemented an imaginary pick-pocket scenario in a simulator previously presented
in [4]. The scenario plays out in a shopping zone (mall or similar), where numerous pedestrians move
around on their daily business. Some pedestrians move straight through the environemnt, others move with
a purpose and head for specific shops, whilst still others are more dynamic in their behavior. Two spawn
zones are modelled, in which pedestrians are randomly created according to a uniform distribution. Also
modelled, are four different shops. These attract pedestrians to move towards them by distributing fictional
advertisment. The result is a rahter noisy enviroment with many objects that move around in various patterns.
On top of this model of normal behaviour, we have implemented an imaginary pick-pocket situation that
proceeds as follows. First, two thieves enter the area. After a random amount of time, one of the thieves
starts scouting for a suitable victim, which the thief tries to intercept. A successful interception is interpreted
as the pocket of the victim having been picked clean. After this, the thieves approach each other to hand the
stolen goods over, to finally leave the scenario. This situation is repeated at random points throughout each
simulation. Figure 2 gives an illustration of the scenario. For more details, c.f. [7, 4, 5].

Figure 2: Illustration of the setup of the pick-pocket scenario.
Two scenarios have been used, which mainly differ in the number of pedestrians that are created. In
the first scenario, there is a 10 % chance of creating one pedestrian and a 10 % chance of creating two
pedestrians, in each of the spawn zones every five seconds. In the second scenario, there is a 35 % chance
of creating one pedestrian, and a 10 % chance of creating two. Thirty simulations has been conducted using
each of the two scenarios, resulting in a total of 60 data files containing tracks for all objects (perfect tracks
at this point), sampled at 4 Hz. The scenarios are 15 minutes long, and each contains approximately 10
intentionally instantiated pick-pocket situations (the pattern may also emerge unintentionally).

4.2

Extraction of events

Three different track analyzers have been used to extract relational information from the data. The first
analyzer produces and maintains Close(x1 , x2 ) relations in case objects x1 and x2 are close to each other.
This is a symmetrical relation, i.e. Close(x2 , x1 ) is also true. The second analyzer produces and maintains
Approach(x1 , x2 ) relations in case object x1 is approaching object x2 , where approach is defined as x1
heading towards x2 . The third analyzer produces and maintains Intercept(x1 , x2 ) relations when object x1
is on an intercept path towards object x2 , where intercept is implemented through the use of the closest point
of approach (CPA) metric. For each of the analyzers, in case a relation is found to hold, which previously
did not, then an event is created and distributed to the recognition system. Similarly, in case a relation is
found to not hold, which previously did, then an event is also produced and distributed to the recognition
system. For more information about the extraction procedures, we refer the reader to [7, 4, 5].
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Experimental results

In all results presented in this section, we have used the Petri net presented in section 2. In the first experiment we have run each of the 30 data files in each of the two scenarios, 30 times. In each run, we have
measured the total time that has been spent in the Petri net. These results have been used to form an average
of the total time, for each data file. This procedure has been carried out for both the original specification of
the Petri nets, and when using explicit precombiners . The results are presented in figure 3.

Figure 3: Average total time spent on recognition in the two scenarios.
As can be seen in figure 3, there seems to be some benefit of using precombination in the first scenario,
however, these benefits disappear as the number of events increase (scenario 2). Precomputing possible
combinations does therefore not seem to give any significant benefits. It should however be remembered
that the Petri net we have used only combines at most two inputs. It may very well be benefits in case the
number of inputs to combine increase. Benefits in time however often comes at a cost in memory. In figure
4 we show the memory usage, relative to the size of partial matches. The results are based on memory usage
for each algorithmic setting, for both scenarios, for a single input file. As can be seen, memory consumption
is more than doubled in the modified version using precombination. This makes it event more questionable
if the potentially small benefits in computational complexity really is worth the expense in memory.

Figure 4: Memory consumption for a single input file, in each of the scenarios..
Finally, the main focus is to recognize situations. It is thus of interest to inspect the performance in terms
of what we are able to recognize. This is normally measured using recall and precision, defined as follows:
Recall = T P/(T P + F N ) and P recision = T P/(T P + F P ),

(1)

where TP, FP, and FN represents true positives, false positives, and false negatives. Table 1 shows precision
and recall results with and without precombinations. Unsurprisingly, the modified version behaves exactly
the same as the original version. This merely tells us that the logic of the recognition process has not been
altered. The numbers are however on the lower end of the scale and calls for future research.
Table 1: Table illustrating precision and recall for each of the algorithmic settings and scenarios.
Precision (S1) Recall (S1) Precision (S2) Recall (S2)
Regular
0.358
0.916
0.108
0.823
Precombinations
0.358
0.916
0.108
0.823
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Discussion

Having valid combinations precomputed does not seem to give any great performance boost. There is
however another approach which possibly could be used to gain speed at the cost of memory. Wherever we
put the combination logic, all partial matches in all input places are inspected for usage. A second approach
could thus be to structure the content of places so as to allow for selective retrieval, i.e. instead of iterating
over all partial matches in an input place, conditions for retrieval can be used to only yield interesting
content. This can for example be done by ordering partial matches according to variable bindings (what
has been unified), and then retrieving all partial matches that matches the new token constructed from event
information. At first glance this may seem as a trivial problem to solve, since we simply could use some
form of hashing function that depend on variable bindings. However, in a specific transition we do not know
which variables that have been bound in preceeding places. This could be reasoned around analytically, but
in the end, we would need to inspect all keys for all possible sub unifications since we allow for missed
events. It is however possible to use some form of tree structure to more quickly find matches. In the worst
case, this would still result in all tokens being inspected, however, in most cases we would likely restrict
the set of interesting tokens. A tree structure does however not give any boost in cases where only single
variables have been bound, without having nodes indexed according to variable bindings. Therefore, we
suggest using a tree structure over unifiable variables, and then to index tree nodes of each consecutive level
using a hashing function of the variable binding at the next consecutive level. It could however also be
interesting to look closer at the work on timed automata for diagnosis of discrete event systems [22, 2], and
related work, where computational complexity issues are addressed.

7

Conclusion

Situation recognition is an important problem to look into for introducing new capabilities in the surveillance
domain. In this paper we have investigated a technique for enhancing the performance of a Petri net based
approach to situation recognition. Although the computational load can be lowered to some degree, the
benefit is not significant, and it will come at the expense of higher memory consumption. Instead, we need
to focus on enhancing the performance in terms of what we recognize. At present, we are not very successful
in separating intentionally instantiated patterns from unintentionally instantiated patterns. The reason behind
this is likely that the underlying symbolic alphabet is not expressive enough, or does not capture the essence
of the relations we are interested in. Hence, this should preferably be the focus of future work.

Acknowledgements
This work was supported by the Information Fusion Research Program (University of Skövde, Sweden) in
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Abstract
Most Probable Explanation and (Partial) MAP are well-known problems in Bayesian networks that correspond to Bayesian or probabilistic inference of the most probable explanation of observed phenomena
given full or partial evidence. These problems have been studied extensively, both from a knowledgeengineering starting point (see [10] for an overview) as well as a complexity-theoretic point of view (see
[9] for an overview). Algorithms, both exact and approximate, are studied in e.g. [14, 17, 12, 20]. In this
paper, we introduce two new notions of abduction-like problems in Bayesian networks, motivated from
cognitive science, namely the problem of finding the most simple and the most informative explanation
for a set of variables, given evidence. We define and motivate these problems, show that these problems
are computationally intractable in general, but become tractable when some particular constraints are met.

1

Introduction

Abduction (the process of finding a suitable explanation of observed phenomena) is, according to the wellknown philosopher Charles Sanders Pierce1 perhaps the most essential mechanism through which we acquire knowledge or information. While since long obvious in fields like medicine (“which disease is causing
these symptoms”), history (“which circumstances led to this uprising”), and the sciences (“what theory explains this behavior”), the problem becomes also more and more important in fields as cognitive science,
e.g., in computational models of goal inference [1], action understanding [3], or vision [21].
In Bayesian networks, the abduction problem is often encoded as the problem of determining the joint
value assignment to a set of variables in the network which has the highest posterior probability given the
observed values of other variables in the network. This problem is known as MPE or (PARTIAL ) MAP in
the literature. The abduction problem in Bayesian networks (be it formalized as MPE or PARTIAL MAP)
is intractable in general, yet can be constrained to make computation tractable [9]. For example, the MPE
problem, where the network is bi-partitioned into a set of variables for which the most probable joint value
assignment is sought (the explanation set) and a set of variables whose values are observed (the evidence),
can be solved fast if the most probable explanation is very likely (and thus, correspondingly, competing
explanations are very improbable) [2]. However, the bi-partition constraint is often not satisfied in practice
or may lead to unexpected results, forcing us to solve a PARTIAL MAP problem (where only partial evidence
is available, i.e., not all variables outside the explanation set are observed).
The merit of giving results that intuitively better match our notion of abduction (i.e., solving a PARTIAL
MAP problem rather than a MPE problem) comes at the price of higher computational demands [15, 13, 9].
Moreover, when used as a computational framework of cognitive tasks in which abduction plays a central
role, it is questionable whether PARTIAL MAP is actually the most plausible underlying computational
problem in such cognitive tasks. We will give two examples to illustrate this stance.
Example 1.1. Mr. Jones typically comes to work by train. Today Mr. Jones is late while he has been seen to
leave his house at the usual time. One explanation can be that the train is delayed. However, it might also
1 See

[5] for an overview of Pierce’s work on abduction.

be the case that Mr. Jones was the unlucky individual who walked through 11th Street at 8.03 AM and was
shot during an armed bank robbery. When trying to explain why Mr. Jones is not at his desk on 8.30 AM,
there are a number of variables we might take into account, for example whether he has to change trains.
A whole lot of variables are typically not taken into account because they are normally not relevant in most
of the cases, for example whether Mr. Jones walked on the left or right pavement in 11th Street. Only in
the awkward coincidence that Mr. Jones was in the wrong place at the wrong time they become relevant to
explain why he is not at work.
Is it plausible that, in order to determine the most likely cause of Mr. Jones’ lateness, we really marginalize over all these unknown–and usually irrelevant–variables in order to infer the most likely explanation? Or
do we actually think a train delay is a likely explanation because it explains his absence for the overwhelming majority of values for these variables, save that particular situation where he was walking on the left
pavement and passed the bank at 8.03 AM while there was a shooting at that very moment? We will argue
that the latter may be a more plausible cognitive model, congruent with recent findings in cognitive science.
An other potential problem when using PARTIAL MAP as the underlying computational model is that
the choice of the explanation set is crucial: we seek to find the most probable joint value assignment to
that set of variables, i.e., the explanation set is given in the input. The question what constitutes a good
explanation will be illustrated in the following example.
Example 1.2. Dr. Brown is examining Mr. Smith. She notices an increased body temperature and Mr.
Smith complains of shortness of breath, coughing with phlegm, and pain while breathing. A correct, but
hardly informative, explanation of these signs is ‘Mr. Smith is ill.’ This explanation has a higher probability
(say 0.998) than the much more informative explanation ‘Mr. Smith has pneumonia.’ which may have
a probability of 0.96. The latter explanation of course has more explanatory power at the cost of little
probability mass, and is thus preferred over the former although this explanation has a higher probability.
Note that there are many situation-specific circumstances that may determine whether a more specific
explanation is needed. While a general practitioner will need an explanation that is specific enough to successfully describe medication, Mr. Smith’s project manager needs only a general explanation why he won’t
be at his desk for some time. Sometimes it might be costly to determine more specific explanations. Typically there is a trade-off between specificity and probability and the impact of making the wrong decision is
crucial in determining the probability threshold.
In this paper we introduce two new notions of abduction in Bayesian networks, namely finding the
explanation that assumes as little as possible of the values of other variables that are not observed (which
we will denote as the M OST S IMPLE E XPLANATION problem), and finding the explanation that carries
the most information given some probability threshold (which we will denote as the M OST I NFORMATIVE
E XPLANATION problem). After the introduction of some preliminaries in Section 2, the problem variants
will be formalized in Section 3 and 4, respectively. We will give complexity results for the problems in
general and show under which constraints these problems are feasible. We conclude the paper in Section 5.

2

Preliminaries

A Bayesian or probabilistic network B is a graphical structure that models a set of stochastic variables, the
(in-)dependencies among these variables, and a joint probability distribution over these variables. B includes a directed acyclic graph G = (V, A), modeling the variables and (in-) dependencies in the network,
and a set of parameter probabilities in the form of conditional probability tables (CPTs), capturing the
strengths of
Qnthe relationships between the variables. The network models a joint probability distribution
Pr(V) = i=1 Pr(Vi | ⇡(Vi )) over its variables, where ⇡(Vi ) denotes the parents of Vi in G. We will use
upper case letters to denote individual nodes in the network, upper case bold letters to denote sets of nodes,
lower case letters to denote value assignments to nodes, and lower case bold letters to denote joint value
assignments to sets of nodes. Every (posterior) probability of interest in Bayesian networks can be computed using well known lemmas in probability theory, like Bayes’ theorem (Pr(H | E) = Pr(E|H)Pr(H)
),
Pr(E)
P
marginalization (Pr(H) =
Pr(H
^
G
=
g
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and
the
factorization
property
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Qn
(Pr(V) = i=1 Pr(Vi | ⇡(Vi ))). More background can be found in textbooks like [14] and [8].
In the remainder, we assume that the reader is familiar with basic concepts of computational complexity
theory, such as Turing Machines, the complexity classes P and NP, and NP-completeness proofs. For
more background we refer to classical textbooks like [6]. In addition to these basic concepts, to describe

the complexity of various problems we will use the probabilistic classes PP and BPP, oracles, and fixedparameter tractability.
The class PP contains languages L accepted in polynomial time by a Probabilistic Turing Machine.
Such a machine augments the more traditional non-deterministic Turing Machine with a probability distribution associated with each state transition, e.g., by providing the machine with a tape, randomly filled with
symbols [7]. If all choice points are binary and the probability of each transition is 12 , then the majority
of the computation paths accept a string s if and only if s 2 L. This majority, however, is not fixed and
may (exponentially) depend on the input, e.g., a problem in PP may accept ‘yes’-instances with size n with
probability 12 + 21n . This makes problems in PP intractable in general, in contrast to the related complexity
class BPP which is associated with problems which allow for efficient randomized computation2 . BPP
accepts ‘yes’-inputs with a bounded3 majority (say 34 ). This means we can amplify the probability of a
correct answer arbitrary close to one by running the algorithm a polynomial amount of times and taking a
majority vote on the outcome. This approach fails for unbounded majorities as 12 + 21n as allowed by the
class PP: here an exponential number of simulations (with respect to the input size) is needed to meet a
constant threshold on the probability of answering correctly.
The canonical PP-complete problem is M AJSAT: given a Boolean formula , does the majority of the
truth instantiations satisfy ? Indeed it is easily shown that M AJSAT encodes the NP-complete S ATISFIA BILITY problem: take a formula
with n variables and construct = _ xn+1 . Now, the majority of
truth assignments satisfy if and only if is satisfiable, thus NP ✓ PP. In probabilistic networks, the
I NFERENCE problem of determining whether the probability Pr(X = x) > q is PP-complete.
A Turing Machine M has oracle access to languages in the class A, denoted as MA , if it can “query the
oracle” in one state transition, i.e., in O(1). We can regard the oracle as a ‘black box’ that can answer membership queries in constant time. For example, NPPP is defined as the class of languages which are decidable
in polynomial time on a non-deterministic Turing Machine with access to an oracle deciding problems in
PP. Informally, computational problems related to probabilistic networks that are in NPPP typically combine some sort of selecting with probabilistic inference. The canonical NPPP -complete satisfiability variant
is E-M AJSAT: given a formula with variable sets x1 . . . xk and xk+1 . . . xn , is there an instantiation to
x1 . . . xk such that the majority of the instantiations to xk+1 . . . xn satisfy ?
A problem is called fixed parameter tractable [4] for a parameter l if it can be solved in time, exponential
only in l and polynomial in the input size n, i.e., when the running time is O(f (l) · nc ) for an arbitrary
function f and a constant c, independent of n. In practice, this means that problem instances can be solved
efficiently, even when the problem is NP-hard in general, if l is known to be small. If an NP-hard problem
⇧ is fixed parameter tractable for a parameter l then l is denoted a source of complexity [18] of ⇧: bounding
l renders the problem tractable, whereas leaving l unbounded ensures intractability under usual complexitytheoretic assumptions like P 6= NP.
To conclude this preliminaries section, we define decision variants of the MPE and PARTIAL MAP
problems as follows4 :
MPE
Instance: A probabilistic network B = (G, ), where V is partitioned into a set of evidence nodes E with
a joint value assignment e, and an explanation set M; a rational number 0  q < 1.
Question: Is there a joint value assignment m to the nodes in M with evidence e with probability
Pr(m, e) > q?
PARTIAL MAP
Instance: A probabilistic network B = (G, ), where V is partitioned into a set of evidence nodes E with
a joint value assignment e, an explanation set M, and a set of intermediate variables I; a rational number
0  q < 1.
Question: Is there a joint value assignment m to the nodes in M with evidence e with probability
Pr(m, e) > q?
MPE has been proven NP-complete by Shimony [15] and is fixed parameter tractable in graphs with
bounded treewidth and when the most probable explanation has a high probability [17, 2]. PARTIAL MAP
2 Indeed

BPP is assumed to be equal to P by many complexity theorists.
be precise: polynomially bounded in the input size.
4 Observe that we consistently use marginal probabilities Pr(m, e) here rather than conditional probabilities Pr(m | e). This is due
to the different complexity results for MPE defined with marginal and conditional probabilities [9].
3 To

has been proven to be NPPP -complete by Park and Darwich [13]. In contrast with MPE, PARTIAL MAP
remains intractable when the network has bounded treewidth or when the most probable explanation has a
high probability, yet is fixed parameter tractable when both conditions are met [9].

3

Most Simple Explanations

In this section we will introduce Most Simple Explanations as an alternative notion of Bayesian abduction
with partial evidence. Our approach is partially inspired by the Decision by Sampling model of Stewart
et al. [16], where the authors “...do not assume that people have stable, long-term internal scales along
which they represent value, probability, temporal duration, or any other magnitudes.”, but, “...assume that
people can only sample items from memory and then judge whether a target value is larger or smaller than
these items.” [16, p. 2]. This was recently confirmed by Vul et al. [19]: few samples from a probability
distribution are often adequate to make reasonably well decisions.
Based on the intuitive observation that we often do not take information into account (for example,
whether Mr. Jones was walking on the left or right pavement) unless we have reason to believe that this
might influence the most probable explanation, we suggest that the PARTIAL MAP problem, in which
marginalization of the intermediate variables takes place, might not be the formalism that describes human behavior best in such circumstances. Instead, we suggest that one does not choose the most probable
explanation—based on a marginalization of potentially many intermediate variables—but one rather picks
the most simple explanation, i.e., the explanation that assumes as little as possible of the values of the intermediate variables. This can be seen as an implementation of Occam’s razor within the context of Bayesian
abduction. We formalize this as follows: select the joint value assignment to the explanation set that is the
most probable explanation for the majority of joint value assignments to the intermediate variables.
To stick with the Mr. Jones-example: for almost every joint value assignment to the intermediate variables Time-Of-Passing, Shooting-at-Bank, Pavement-walking-on, Bus-17-riding-by, Color-of-Mr.Jones’suit etcetera, the explanation “Train-is-delayed = TRUE” would be the most probable explanation of Mr.
Jones’ absence at work. That would be the most simple explanation assuming in general no particular value
assignments to the color of Mr. Jones’ suit or whether bus 17 or 29 was riding by. Only for a particular
combination of circumstances, the most probable explanation would shift to “Mr.Jones-got-shot-on his-wayto-work = TRUE”. Thus, when picking a few arbitrary samples out of this vast domain space, chances are
high that all of them have “Train-is-delayed = TRUE” as the most probable explanation.
Typically, such a decision might be difficult to make when there are multiple competing alternatives. In
such cases, apart from solving MPE problems, we may have a difficult task in deciding upon the majority.
This is reflected in the computational complexity result of M OST S IMPLE E XPLANATION.

3.1

Computational Complexity

We will prove that M OST S IMPLE E XPLANATION is NPPP -complete, and thus resides in the same complexity class as PARTIAL MAP. First we give a decision variant of the M OST S IMPLE E XPLANATION problem.
M OST S IMPLE E XPLANATION
Instance: A probabilistic network B = (G, ), where V is partitioned into a set of evidence nodes E with
a joint value assignment e, an explanation set M, and intermediate variables I; a rational number
0  q < 1.
Question: Is there a joint value assignment m to the nodes in M such that for the majority of instantiations
i to I, Pr(m, i, e) > q?
We construct a probabilistic network B from an E-M AJSAT instance ( , E, M), where is a Boolean
formula with n variables, partitioned into sets E = x1 . . . xk and M = xk+1 . . . xn for some number
0  k  n. For each propositional variable xi in , a binary stochastic variable Xi is added to B , with
possible values TRUE and FALSE and a uniform probability distribution. These stochastic variables in B
are bi-partitioned into sets XE and XM according to the partition of . For each logical operator in , an
additional binary variable in B is introduced, whose parents are the variables that correspond to the input of
the operator, and whose conditional probability table is equal to the truth table of that operator. For example,
the value TRUE of a stochastic variable mimicking an and-operator would have a conditional probability of
1 if and only if both its parents have the value TRUE, and 0 otherwise. The variable associated with the
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Figure 1: Example of construction of a probabilistic network B
x2 ) ^ (x3 _ x4 ) with E = {x1 , x2 } and M = {x3 , x4 }

X4
XM
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for the Boolean formula

ex

= ¬(x1 _

top-level operator in is denoted as V . Figure 1 shows the graphical structure of the probabilistic network
constructed for the E-M AJSAT instance ( ex , E, M), where ex = ¬(x1 _ x2 ) ^ (x3 _ x4 ), E = {x1 , x2 },
and M = {x3 , x4 }.
Theorem 3.1. M OST S IMPLE E XPLANATION is NPPP -complete.
Proof. Membership in NPPP follows from the following algorithm: non-deterministically guess a value
assignment m, count the joint value assignments i to I such that Pr(m, i, e) > q and decide whether this
is a majority. This can be done using a non-deterministic algorithm with an oracle for problems in #P,
since deciding whether there exists a joint value assignment i such that Pr(m, i, e) > q is in NP, and thus
the counting problem is in #P by definition. Hence the problem is in NP#P = NPPP since #P is Turing
reducible to PP.
To prove NPPP -hardness, we reduce M OST S IMPLE E XPLANATION from E-M AJSAT. We fix q = 12 .
Let ( , E, M) be an instance of E-M AJSAT and let B be the network constructed from that instance as
shown above. If there exists a satisfying solution to ( , E, M), then there is a truth instantiation to E such
that for the majority of truth instantiations to M, is satisfied. For any particular corresponding joint value
assignment xE to XE in B , Pr(V = TRUE, xE , xM ) = 1 for a particular joint value assignment xM to
XM , if and only if the corresponding truth instantiation to M satisfies , and 0 otherwise. Correspondingly,
if ( , E, M) is satisfiable, then Pr(V = TRUE, xE , xM ) = 1 for the majority of joint value assignments
xM to XM , and thus the M OST S IMPLE E XPLANATION instance (B , V = TRUE, XE ) is satisfied.
Now assume (B , V = TRUE, XE , q = 12 ) is satisfied, i.e., there exists a joint value assignment xE
to XE such that for the majority of joint value assignments xM to XM , Pr(V = TRUE, xE , xM ) > 12 .
Then there exists a truth instantiation to E (namely the truth instantiation that corresponds to the joint value
assignment xE ) such that the majority of truth instantiations to M satisfies , and thus the E-M AJSAT
instance ( , E, M) is satisfied. Since the reduction can obviously be done in polynomial time, this proves
that M OST S IMPLE E XPLANATION is NPPP -complete.
Note that M OST S IMPLE E XPLANATION remains NPPP -complete, even if all variables are binary, each
node has at most two incoming arcs, and the probability distribution of each variable is either uniform or
deterministic. If I = ; then M OST S IMPLE E XPLANATION degenerates to MPE and hence is NP-complete.
If M = ; then M OST S IMPLE E XPLANATION remains #P-complete via a reduction of #S AT, using a
similar construction as above, the proof of which is omitted for reasons of space.

3.2

A Randomized Algorithm

A deterministic algorithm for M OST S IMPLE E XPLANATION might iterate over m and count the joint value
assignments i to I for which argmaxM Pr(M, i, e) = m, i.e., for which m is the most probable explanation
to M, and decide upon the majority. However, this algorithm trivially runs in exponential time, even if the
treewidth of the network is bounded: there are exponentially many joint value assignments to M [ I. We
present a randomized algorithm that performs much better in many circumstances.

for n = 1 to N do
Choose i at random
Determine m = argmaxM Pr(M, i, e)
Count the joint value assignments (m, i)
end for
Decide upon the majority and output mmaj
This randomized algorithm repeatedly picks a joint value assignment to I at random, determines the most
probable explanation, and at the end decides upon the majority. Due to its stochastic nature, this algorithm is
not guaranteed to give correct answers all the time. However, the error margin ✏ can be made sufficiently low
by choosing N large enough, where the threshold value of N can be computed using the Chernoff bound:
1
N
ln p1✏ . Assume we require an error margin of less than 0.1, then the number of repeats depends
(p 1 )2
2

on the probability of picking a joint value assignment i for which mmaj is the most probable explanation5 .
If this probability is high (say p = 0.85), then N can be fairly low (N
10), however, if the probability
distribution is almost uniform then an exponential number of repetitions is needed.
If the majority is bounded (i.e., larger than a particular fixed threshold) we thus need only polynomially
many repetitions to obtain any constant error rate, and thus the M OST S IMPLE E XPLANATION problem is
in NPBPP . When determining the most probable explanation is easy—in particular, when the treewidth of B
is low—the algorithm thus runs in polynomial time. Since the treewidth of B is independent of the choice
of m and i, M OST S IMPLE E XPLANATION can be decided, with a small possibility of error, in polynomial
time when the treewidth is low and the majority is sufficiently large.
This sampling approach is conceptually different from Monte-Carlo-like approximations of probabilistic
inference (as might be used in an approximation algorithm for PARTIAL MAP), where the marginalization
process is approximated by taking samples of the intermediate variables according to their prior probability
distribution. We argue, in line with the Decision by Sampling model as discussed in the beginning of this
section, that it may be plausible that one does not marginalize at all to obtain most probable explanations,
but often bases ones judgement on what appears to hold for the vast majority of intermediate variables.

4

Most Informative Explanations

In this section we introduce Most Informative Explanations that enhance the traditional interpretation of
Bayesian abduction with a notion of information-richness. This alternative interpretation is based on the
intuitive idea that the explanation set (and thus the specificity of the most probable explanation) is not
always fixed, but can be flexibly adjusted to be more general or more specific, depending on the probability
of the most probable explanation for a particular size of the explanation set. Since we marginalize over
variables outside both the evidence and the explanation set, the probability of the most probable explanation
is by definition larger when the explanation set becomes smaller, however the information carried in that
explanation is less specific, as was illustrated by the Dr. Brown-example in the introduction. In this section,
we formalise this problem, analyse its computational complexity and show under what circumstances the
problem becomes tractable.

4.1

Computational Complexity

The decision version of M OST I NFORMATIVE E XPLANATION will be formulated as follows.
M OST I NFORMATIVE E XPLANATION
Instance: A probabilistic network B = (G, ), where V is partitioned into a set of evidence nodes E with
a joint value assignment e, an explanation set M, and intermediate variables I; a rational number
0  q < 1 and a natural number 0  l  |M|.
Question: Is there a joint value assignment ml to a subset of length l of the nodes in M such that
Pr(ml , e) > q?
Theorem 4.1. M OST I NFORMATIVE E XPLANATION is NPPP -complete.
5 For ease of exposure, we assume here that there are only two competing joint value assignments, and consequently, this probability
is by definition larger than 12 . If this assumption is violated, the standard Chernoff bound can not be used to compute N for a given
error margin.

Proof. Membership can be shown by non-deterministically guessing ml and deciding, using the PP oracle,
whether Pr(ml , e) > q. NPPP -hardness follows since M OST I NFORMATIVE E XPLANATION has PARTIAL
MAP as a special case: take l = |M|.
If l = 0 then M OST I NFORMATIVE E XPLANATION degenerates to I NFERENCE. If l = |M| then
M OST I NFORMATIVE E XPLANATION degenerates to PARTIAL MAP, and if in addition I = ; then M OST
I NFORMATIVE E XPLANATION degenerates to MPE. Furthermore, M OST I NFORMATIVE E XPLANATION
inherits the constraints and inapproximability results of PARTIAL MAP [9].
While PARTIAL MAP is fixed parameter tractable for (1 p, tw), i.e., PARTIAL MAP can be solved
fast when the treewidth of the network is bounded and the most probable explanation has a high probability,
this may not hold for M OST I NFORMATIVE E XPLANATION since we need to choose ml which by itself
is a source of complexity. However, Bodlaenders algorithm for PARTIAL MAP, which is fixed parameter
tractable for (1 p, tw) [9], can be adjusted by branching on each l-sized subset of the explanation set. Since
l
there are |M|
many such subsets, the number of subsets to consider is low when either l is low (the subset
|
is small) or |M | l is low (the subset is large), but increases with l approaching |M
2 . Therefore, M OST
I NFORMATIVE E XPLANATION is fixed parameter tractable for both (1 p, tw, l) and (1 p, tw, |M | l).
Since M OST I NFORMATIVE E XPLANATION is a generalization of both PARTIAL MAP (for l = |M|) and
I NFERENCE (for l = 0) it follows that M OST I NFORMATIVE E XPLANATION remains intractable for the
sets of parameters (1 p, l), (1 p, |M | l) and (tw, |M | l), but is fixed parameter tractable for the set
of parameters (tw, l). We do not know whether M OST I NFORMATIVE E XPLANATION is fixed parameter
tractable for the subset (1 p, tw).

5

Conclusion

In this paper we proposed two alternative notions of abduction in probabilistic networks, based on observations and intuitions in cognitive science. M OST S IMPLE E XPLANATION focuses on the problem of finding a
parsimonious explanation, M OST S IMPLE E XPLANATION focuses on the problem of finding an informative
explanation.
We proved NPPP -hardness of both problem variants, placing them in the same complexity class as
PARTIAL MAP, however, with different fixed parameter tractability results. In particular, M OST S IMPLE
E XPLANATION is fixed parameter tractable when the treewidth of the network is bounded and there is a
bounded majority of the joint value assignments to I for which a particular explanation m is the most probable explanation6 . Informally, one can envisage some sort of sampling: if m is the most probable explanation
for almost all joint value asignments to the set of intermediate varables I, then only a few samples will
suffice to say so with a relatively healthy error margin7 . We see M OST I NFORMATIVE E XPLANATION as
an extension, rather than an alternative, to PARTIAL MAP. The formulation of the problem variant with a
flexible size of the explanation set may serve as a starting point for more thorough investigations regarding
the computational model of the cognitive task of deciding what to explain.
We do not put forward claims on whether M OST S IMPLE E XPLANATION or PARTIAL MAP (or yet an
other notion of abduction) better represent the cognitive processes that are modeled by abductive Bayesian
reasoning. One highly speculative hypothesis might be that a ‘sampling’ approach (i.e., M OST S IMPLE
E XPLANATION) is used when the set of intermediate variables I does not contain variables whose values
may have a non-trivial impact on the most probable explanation, and a ‘marginalization’ approach (i.e.,
PARTIAL MAP) is used when they do. Further elaboration, however, is beyond the scope of this paper.
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Abstract
Naive Bayesian classifiers are widely used in a large range of application domains, generally showing good
performance despite their strong underlying independency assumptions. For some types of dependency
among the feature variables in a data set, researchers have studied the effects on a classifier’s performance.
The effects of other types of dependency are largely unexplored as yet. As a first step into the investigation
of such effects, we demonstrate that a data set can give rise to a naive Bayesian classifier with quite counterintuitive behaviour. To explain the observed behaviour, we exploit qualitative probabilistic concepts
and attribute the counterintuitive results to lurking dependencies among the feature variables involved.

1

Introduction

Nowadays a multitude of methods, algorithms and associated software are available for learning stochastic
models from a collection of gathered data. Among these are methods for constructing Bayesian network
classifiers [1]. These models include a designated variable of interest, called the class variable, and multiple
feature variables, each of which is related directly to the class variable. Especially naive Bayesian classifiers
have become quite popular for classification purposes. These classifiers build upon the assumption that
all feature variables are mutually independent whenever a value for the class variable is known. Naive
Bayesian classifiers are quite easy to construct from a collection of data and, despite their strong underlying
assumptions of independency, show a tendency to outperform more complex models [2].
In general, a data set from which a naive Bayesian classifier is to be constructed may not exhibit the
independency properties assumed by the classifier’s learning algorithms, that is, the data set may embed
dependencies among the recorded feature variables in view of a particular value of the class variable. Yet,
good classification performance is generally observed also for such data sets, even in the presence of quite
strong dependencies among the feature variables. In view of this finding, researchers have investigated the
effects of the presence of particular types of dependency on a classifier’s performance. Several researchers
have studied, for example, the effects of dependencies that originate from redundancy among the feature
variables. Insights from these studies have resulted in methods for feature selection [3, 4, 5], which aim at
removing redundancies from the classifier and thereby further enhancing its classification performance. In
general, the dependencies among the feature variables embedded in a data set may not all be attributable to
information redundancy. Some dependencies may originate for example from a hidden common cause of
two feature variables. The effects that such dependencies can have on the classification performance of a
naive Bayesian classifier are largely unexplored as yet.
In this paper, we demonstrate that a data set embedding a particular type of dependency among its
feature variables can give rise to a naive Bayesian classifier with quite counterintuitive behaviour. To explain
the observed behaviour, we exploit qualitative probabilistic concepts. We observe that a particular feature
variable can have a positive influence on the class variable, in the sense that entering a higher value for
the feature variable will result in higher values for the class variable becoming more likely; alternatively, a
feature variable can have a negative influence indicating that its higher values make the higher values of the
class variable less likely. We will show that the presence of a specific type of dependency among the feature
variables in a data set can actually give rise to a reversed sign for the influence of a feature variable that is

captured in the classifier. Such a sign reversal can result in a user being confronted with counterintuitive
behaviour of the constructed classifier upon entering particular combinations of feature values: the classifier
may return a decrease in output probability, for example, where the user expects an increase. As argued
before by Van der Gaag et al. [6], such counterintuitive reasoning behaviour is likely to result in a dip in
acceptance of the model in daily practice, even if it shows good performance otherwise. We will use the
phrase lurking dependency to denote dependencies among the variables in a data set that have the potential
of reversing the sign of the influence of a feature variable on the class variable in a naive Bayesian classifier.
The paper is structured as follows. In Section 2, naive Bayesian classifiers are reviewed. In Section 3,
we introduce our (fictitious) example and demonstrate the counterintuitive behaviour of the naive Bayesian
classifier constructed from the example. In Section 4, we use concepts from the theory of qualitative probabilistic networks to attribute the classifier’s behaviour to a lurking dependency. The paper ends in Section 5
with our concluding remarks and suggestions for further research.

2

Bayesian Networks and Classifiers

A Bayesian network is a model of a joint probability distribution Pr over a set of random variables V [7].
For ease of exposition, we assume all variables to be binary, that is, each variable Vi 2 V adopts one of
the values true, which will be denoted as vi , and false, written as v¯i ; joint value assignments to a subset
of variables U ✓ V will be denoted by bold-faced letters u. To model the probability distribution Pr,
the Bayesian network includes a directed acyclic graph in which each node captures a random variable and
where the set of arcs captures the probabilistic (in)dependencies between the variables. We say that a chain1
between two variables is blocked by the observed2 variables if the chain contains either an observed variable
with at least one emanating arc, or a variable with two incoming arcs such that neither the variable itself nor
any of its descendants in the graph have been observed. The concept of blocking in the network’s graph is
related to the concept of independency in the represented probability distribution in the following way: if all
chains between two variables are blocked, then the two variables are considered mutually independent given
the entered observations. The strengths of the relationships between the variables are expressed by means of
probability distributions. For each variable Vi , the (conditional) probability distributions p(Vi | ⇡(Vi )) are
specified for all possible value assignments to the parents ⇡(Vi ) of Vi ; these probability distributions with
each other constitute the (conditional) probability table of the variable Vi . The network now represents the
unique joint probability distribution Pr over the variables V, with
Y
Pr(V) =
Pr(Vi | ⇡(Vi ))
Vi 2V

In essence, a Bayesian network allows the computation of any probability of interest over its variables V.
Efficient algorithms are available, more specifically, for computing distributions over single variables [7].
Naive Bayesian classifiers are Bayesian networks of restricted topological structure that are tailored to
solving problems in which instances described by a number of features have to be classified in one of several
distinct classes [1]. For this purpose, a naive Bayesian classifier partitions its set of random variables into
a designated class variable C and a set F of feature variables Fi , i = 1, . . . , n, n
1. A joint value
assignment to all feature variables will be termed a case; a joint value assignment to all variables involved
is called an instance. The probabilistic relationships between the classifier’s variables are modelled in a
directed tree in which the class variable C is the unique root and each feature variable Fi has C for its only
parent. This graphical structure captures dependency of the class variable on each feature variable separately
and models mutual independency of any two feature variables given this class variable. To supplement the
graphical structure, the classifier specifies a prior probability distribution Pr(C) over its class variable and
the conditional probability distributions Pr(Fi | C) over each feature variable separately. Through its
graphical structure and associated probability distributions, a naive Bayesian classifier represents the joint
probability distribution Pr(F, C) over its variables, factorised according to:
Pr(F, C) = Pr(C) ·

n
Y

i=1

Pr(Fi | C)

Although any probability over its variables can be computed from a naive Bayesian classifier, it is commonly
used for establishing the posterior probability distribution Pr(C | f ) over the class variable for a newly
1A
2A

chain in a directed graph is a path which disregards arc directions, that is, it is a path in the underlying undirected graph.
variable is considered observed when a value for that variable has been entered; the variable then assumes a 0/1 distribution.

presented case f . Associated with the classifier is a decision rule which serves to assign the presented case
to a specific class based upon the computed posterior distribution [1, 2]. Since the exact rule used is not
relevant for the present paper, we refrain here from further discussion.
Learning a naive Bayesian classifier from a data set of instances amounts to first modelling the random
variables involved in a graphical structure; note that since this structure is of fixed topology, it is constructed
from a specification of the variables only without any reference to their values in the data set. To supplement
the graphical structure, all required probabilities are extracted from the available data as proportions over
(sub-)sets of instances; these proportions constitute maximum-likelihood estimates for the separate probabilities. Because of their simplicity, naive Bayesian classifiers are being developed for a wide range of
application domains and, despite their simplicity, often very good performance is reported [1, 2].

3

A Striking Example

As argued in the introduction, several researchers have investigated the effects of redundancy of information
among the feature variables on the performance of a naive Bayesian classifier. The effects of other types
of dependency among the feature variables have received far less attention. In this section, we demonstrate
the undesirable effects that the presence of a particular type of dependency among the feature variables can
have on a classifier’s performance. For this purpose, we present a small fictitious example; in Section 4, we
attribute the observed effects to the presence of a lurking dependency. We would like to note that although
the example itself is small, the demonstrated effect is not unlikely to arise in real-life problem domains.
Our example pertains to the weather in the Netherlands and how it is perceived by the Dutch. The
Netherlands have a moderate maritime climate with cool summers and mild winters. The weather often is
quite windy, rainy and cold, with heavily clouded skies. The Dutch like to complain about their weather,
especially about the often high humidity, be it so in reality or in perception. Our fictitious example network
now includes some weather aspects about which the Dutch tend to complain. The network is depicted in
Figure 1 and serves for predicting the Dutch’ sense of humidity based on temperature and cloudiness. The
network includes the three variables C, F1 and F2 . The variable C captures whether or not there will be
a sense of high humidity; the value true denotes the weather being perceived as “sticky”. The variable F1
models the temperature; the value true denotes a temperature of 22 C or more, which is quite high by Dutch
standards. The variable F2 captures whether or not the sky is heavily clouded; the value true indicates an
overcast sky. The graphical structure of the network portrays the probabilistic (in)dependencies between the
three variables; it shows, in fact, that all three variables are dependent of one another. The strengths of the
relationships between the variables are expressed by the (fictitious) conditional probability tables shown in
the figure. These distributions express, for example, that the Dutch have a warm day with a probability of
0.15. On such days, the sky is not very likely to be heavily clouded: just one in every ten warm days will
show an overcast sky. The conditional probability table for the variable C further shows that the Dutch are
likely to perceive the weather as humid, irrespective of temperature or cloudiness, although an overcast sky
appears to play a bigger role in their sense of humidity than the temperature. We note, moreover, that when
it is warm and heavily clouded, the Dutch complain even more about a high humidity than otherwise.
From the example network in essence any probability over the variables F1 , F2 and C can be computed,
but we suppose that we are interested specifically in predicting the sense of humidity, given the temperature
and cloudiness. In other words, we are interested in the posterior probability distributions over the variable C
given values for the variables F1 and F2 . From the network, the prior probability of a sense of high humidity
is computed to be Pr(c) = 0.77. Given evidence that the temperature is high and the sky is overcast, the
posterior probability of the humidity being perceived as high is found to be equal to Pr(c | f1 , f2 ) = 0.82.
Pr(f1 ) = 0.15 F1

F2

C

Pr(f2 | f1 ) = 0.10
Pr(f2 | f¯1 ) = 0.90

Pr(c | f1 , f2 ) = 0.82
Pr(c | f¯1 , f2 ) = 0.78
Pr(c | f1 , f¯2 ) = 0.75
Pr(c | f¯1 , f¯2 ) = 0.74

Figure 1: The example Bayesian network and its (conditional) probability tables

C Pr(c) = 0.77

Pr(f1 | c) = 0.15 F
1
Pr(f1 | c̄) = 0.16

F2 Pr(f2 | c) = 0.79
Pr(f2 | c̄) = 0.75

Figure 2: The constructed classifier and its (conditional) probability tables

So, given this particular weather condition, the probability of a sense of high humidity has increased.
We now construct a naive Bayesian classifier for the same prediction problem. For this purpose, we
decided to compute the probability tables required for the classification model directly from the probability
distributions of the original model, and not from artificially generated data. Note that by doing so we are
guaranteed that any observed effect cannot be attributed to chance properties of the necessarily finite data set.
We thus computed from the original model the prior probability distribution over the class variable C and
the conditional probability distributions for the feature variables F1 and F2 , respectively, given C. The thus
constructed naive Bayesian classifier is shown in Figure 2, along with its (conditional) probability tables.
From the classifier, we compute the same probabilities as from the original model. The prior probability of
a sense of high humidity again is found to be Pr(c) = 0.77. Given evidence of a warm day and an overcast
sky, we now find the posterior probability of a sense of high humidity to be Pr(c | f1 , f2 ) = 0.76. So,
while according to the true distribution we should find an increased probability of high humidity, from the
constructed classifier actually a lower posterior probability is found! Note that, dependent upon the decision
rule used with the classifier, the weather condition can in fact even be assigned to a different class.

4

An Explanation for the Example Effect

The example from the previous section served to show that constructing a naive Bayesian classifier from a
data set of instances may result in a classification model with quite unexpected behaviour. In this section,
we study the dependencies between the variables from the example and thereby arrive at an explanation for
the counterintuitive behaviour exhibited by the classifier. For this purpose, we will first abstract from the
concrete numerical probabilities involved and use qualitative probabilistic concepts for our analysis. We
review these qualitative concepts of probability in Section 4.1, and employ them for studying our example
in Section 4.2; in Section 4.3, we address the role of the numerical probabilities involved.

4.1

Qualitative Concepts of Probability

Qualitative probabilistic networks were introduced in the 1990s for reasoning about probabilities in a qualitative way [8]. A qualitative probabilistic network again is a model of a joint probability distribution over
a set of random variables. Like a numerical Bayesian network, it comprises a directed acyclic graph that
encodes the random variables involved as nodes and the probabilistic influences between them as arcs. An
arc A ! B between two variables A and B now expresses that observing a value for A occasions a shift
in the probability distribution for B. The direction of this shift can be positive, negative or ambiguous, and
is indicated by a qualitative sign. More formally, a qualitative probabilistic influence between two variables
expresses how observing a value for one variable affects the probability distribution for the other variable.
A positive qualitative influence of a variable A on a variable B along an arc A ! B, for example, expresses that observing the value true for A makes the value true for B more likely, regardless of any other
direct influences on B, that is, Pr(b | a, x) Pr(b | ā, x) 0 for any combination of values x for the set
X = ⇡(B) \ {A} of parents of B other than A; the influence is denoted S + (A, B), where the ‘+’ is termed
the sign of the influence. A negative qualitative influence, denoted by S , and a zero qualitative influence,
denoted by S 0 , are defined analogously, replacing in the above formula by  and =, respectively. For a
positive, negative or zero qualitative influence of A on B, the difference Pr(b | a, x) Pr(b | ā, x) has the
same sign for all combinations of values x for the set X. These influences thus describe a monotonic effect
of a shift in A’s probability distribution on the distribution for B. If the influence of A on B is positive
given one particular combination of values and negative given another combination, however, the influence
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+
+
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?

0
?
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0
?

0
0
0
0
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-operators for combining signs

is non-monotonic. Non-monotonic influences are associated with the sign ‘?’, indicating that their effect is
unknown. In addition to influences, a qualitative probabilistic network also includes additive and product
synergies to capture joint effects among the variables involved; since we will not exploit these concepts for
our analysis in the sequel, we refrain from discussing them here.
The set of all influences of a qualitative probabilistic network exhibits various important properties that
can be used for establishing the sign of a net influence between any two variables [8]. The property of
symmetry, for example, states that if a network includes the influence S (A, B), then it also includes the
influence S (B, A), 2 {+, , 0, ?}. The transitivity property asserts that the qualitative influences along
a chain that specifies at most one incoming arc for each variable, combine into a net influence whose sign
is defined by the ⌦-operator from Table 1. The property of composition asserts that multiple influences
between two variables along parallel chains combine into a net influence whose sign is defined by the operator. From the definition of the -operator in Table 1, we observe that the composition of two influences
with opposite signs along parallel chains will give rise to an unknown result, captured by the sign ‘?’.
Probabilistic inference with a qualitative network is based on the idea of combining and propagating
signs over the network’s graphical structure [9, 10]. The algorithm traces the effects of observing a node’s
value on the other nodes in the network by message-passing between neighbours. Informally speaking,
for each observed node, the appropriate sign is entered. Each node receiving a message updates its sign
with the -operator, and then sends a message to each neighbour from which it is not blocked given the
entered observations. The sign of this message is the ⌦-product of the node’s (new) sign and the sign of
the influence it traverses. This process is repeated throughout the network, building on the properties of
symmetry, transitivity, and composition of influences, until no further sign changes are induced.

4.2

The Example Revisited

We consider again our example Bayesian network and the naive Bayesian classifier that was constructed
from the represented joint probability distribution over the three variables involved. To find an explanation
for the counterintuitive behaviour of the classifier, we derive the signs of the influences between the variables
and use the sign-propagation algorithm to establish the net effect of the observations on the class variable.
From the probability distributions specified for the class variable C in the original Bayesian network, we
find that the direct influence of the variable F1 on C along the arc F1 ! C is positive:
Pr(c | f1 , f2 )
Pr(c | f1 , f¯2 )

Pr(c | f¯1 , f2 ) = 0.82
Pr(c | f¯1 , f¯2 ) = 0.75

0.78 = 0.04
0.74 = 0.01

0, and
0

The direct qualitative influence of F1 on C thus captures the information that a higher temperature increases
the probability of a sense of high humidity. Similarly, the variable F2 is found to have a positive direct
influence on C: a heavily clouded sky thus is associated with an increased probability of the humidity being
perceived as high. The original Bayesian network in addition includes a direct qualitative influence of F1 on
F2 , which is found to be negative:
Pr(f2 | f1 )

Pr(f2 | f¯1 ) = 0.10

0.90 =

0.80  0

indicating that a heavily clouded sky is less likely with a higher temperature. Figure 3 again depicts, on the
left, the original network from our example, now supplemented with the signs of its qualitative influences.
From the constructed qualitative probabilistic network, we would like to establish the sign of the joint
influence of a high temperature and a clouded sky on the probability of a sense of high humidity. For
this purpose, the value true is entered into the network as evidence for the two variables F1 and F2 . The
sign-propagation algorithm thereupon finds that the variable F1 exerts a direct positive influence on the
class variable and that its indirect influence on C over the variable F2 is blocked by the entered evidence.

F1

F2

+

C
+

+
F1

C

F2

Figure 3: The qualitative abstractions of the original Bayesian network and of the constructed classifier

The algorithm thus establishes the net influence of F1 on C to be positive. By a similar argument, the net
influence of F2 on C is also computed to be positive. With the -operator, the signs of the two net influences
are combined into a ‘+’ sign for the compound influence of the two observations:
+

+=+

We note that this positive compound influence is conform to the increase in probability for the value true
of the variable C which we found from comparing the prior probability Pr(c) with the posterior probability
Pr(c | f1 , f2 ) computed from the original numerical network.
We now consider the probabilistic relationships between the three variables in the naive Bayesian classifier computed from the original (numerical) Bayesian network and derive the signs of its qualitative influences. From the probability distributions computed for the variable F2 , we find a positive direct influence of
C on F2 :
Pr(f2 | c)

Pr(f2 | c̄) = 0.79

0.75 = 0.04

0

From the probability distributions established for the variable F1 , we find that the direct influence of the
class variable C on F1 is negative:
Pr(f1 | c)

Pr(f1 | c̄) = 0.15

0.16 =

0.01  0

Figure 3 depicts, on the right, the originally constructed naive Bayesian classifier, now supplemented with
the signs of its qualitative influences.
From the qualitative classifier, we would again like to establish the joint influence of a high temperature
and a clouded sky on the probability of a sense of high humidity. For this purpose, again the value true is
entered into the classifier as evidence for the two feature variables F1 and F2 . With the sign-propagation
algorithm, we find that the variable F2 exerts a positive direct influence on C and that F1 now exerts a
negative direct influence on the class variable. The sign of the compound influence of the two observations
is once again established using the -operator: we find that
+

=?

which expresses that the sign of the compound influence is unknown. This result indicates that the sign of the
joint influence of the two observations on the class variable cannot be established by qualitative arguments
only and in practice is dependent on the actual parameter probabilities in the original numerical network.
Note that our example in Section 3 showed that these parameter probabilities cause the compound influence
in the constructed classifier to be negative.
The above analysis reveals that, while the direct influence of the variable F1 on the variable C is positive
in the original numerical network, it is established to be negative upon constructing the classifier. This
seeming contradiction originates from the observation that the direct influence of F1 on C to be modelled
in the classifier is actually computed from the original network as the compound influence of F1 on C. The
influence of F1 on C which is modelled in the classifier thus combines the positive direct influence of F1
on C from the original network with the negative indirect influence through F2 . Note that the sign of this
indirect influence is established by using the ⌦-operator to combine the signs of the two separate influences
along the arcs F1 ! F2 and F2 ! C. The direct and indirect influences of F1 on C then combine into a
compound influence whose sign depends upon the actual parameter probabilities in the original numerical
network as argued above. Since the negative indirect influence of F1 on C is stronger than the positive direct
influence, the overall result is a negative influence of F1 on C in the classifier.

F2

Pr(f1 ) = 0.15 F1

+

+
C

Pr(f2 | f1 ) = 0.10
Pr(f2 | f¯1 ) = 0.66

Pr(c | f1 , f2 ) = 0.82
Pr(c | f¯1 , f2 ) = 0.78
Pr(c | f1 , f¯2 ) = 0.75
Pr(c | f¯1 , f¯2 ) = 0.74

C Pr(c) = 0.76
+
Pr(f1 | c) = 0.15
F1
Pr(f1 | c̄) = 0.16

F2

Pr(f2 | c) = 0.59
Pr(f2 | c̄) = 0.54

Figure 4: The modified numerical Bayesian network and the constructed naive Bayesian classifier, along
with their (conditional) probability distributions and associated signs

4.3

Lurking Dependencies and Counterintuitive Results

In the previous section we demonstrated that the dependency between the two feature variables F1 and F2
in the original example joint probability distribution resulted in a sign reversal for the influence of F1 on the
class variable C for the constructed classifier; we use the phrase lurking dependency for any dependency
that has the potential of inducing such a sign reversal. Whether a sign reversal will actually result in counterintuitive behaviour of a constructed classifier is dependent, however, on the strengths of the influences
concerned and, hence, of the parameter probabilities involved.
Informally speaking, only reversal of the sign of a relatively strong influence is likely to enforce counterintuitive results. In our example Bayesian network, the lurking dependency between the feature variables
F1 and F2 was strong enough to lead to an unexpected result. To demonstrate that a weaker dependency
need not result in the same counterintuitive behaviour, we slightly modified our original network; the modified numerical network and accompanying classifier are shown in Figure 4. Note that we only changed
the probability Pr(f2 | f1 ), from 0.90 to 0.66. The strength of the influence of F1 on F2 , expressed by
the difference | Pr(f2 | f1 ) Pr(f2 | f¯1 ) |, has thereby weakened, from 0.80 to 0.56; as a consequence,
the strength of the influence of the class variable C on F2 established for the classifier, has slightly gained
in strength, from 0.04 to 0.05. Further note that although we changed a parameter probability and thereby
changed the strengths of some influences, the signs of all influences in the resulting classifier remained the
same. From the modified Bayesian network and associated classifier, the prior probability of the value true
of the class variable C is found to be Pr(c) = 0.76. The posterior probability Pr(c | f1 , f2 ) computed from
the modified numerical network equals 0.82, while this same probability is computed from the associated
classifier to be Pr(c | f1 , f2 ) = 0.77. Although the two posterior probabilities are different, they both are
found to be larger than the prior probability Pr(c). The naive Bayesian classifier therefore does not return a
probability distribution that is counterintuitive to the user.

5

Conclusions and Further Research

Naive Bayesian classifiers are simple stochastic classification models that are known to perform quite well,
even compared to more complex models. Naive Bayesian classifiers build, however, on the rather strong
assumption of mutual independence of their feature variables given the class variable. Over the years,
researchers have investigated the effects of several types of dependency between the feature variables on the
performance of a naive Bayesian classifier. In this paper, we contributed to this line of research by studying
the undesirable effects of lurking dependencies among the feature variables, where dependencies are called
lurking whenever they have the potential of reversing the sign of the influence of a particular feature variable
on the class variable in a classifier. In our study, we decided not to learn our classifiers from data, so as to
guarantee that no other effects could arise than those inflicted by the lurking dependencies. We would like
to note, however, that upon learning a classifier from a finite data set, the effects of lurking dependencies
may be magnified by the differences between the underlying true and estimated probability distributions.
Our analyses suggest that lurking dependencies among feature variables may result in unexpected model
behaviour when the topological structure of the true joint probability distribution and that of the classifier
are different. When the topological structure of a classifier is equivalent to that of the true distribution, the
problems studied in this paper need not arise. However, upon constructing a TAN classifier, [1], from the
joint probability distribution of our example network, for instance, the two models will result in the same
behaviour. In most practical applications, the constructed Bayesian network classifier will have a simpler
topology than the true distribution. The undesirable effects from lurking dependencies studied in this paper

are then likely to arise. Further investigation of these observations is required, however, before any definite
conclusions can be drawn.
To conclude, our examples served to demonstrate that a sign reversal inflicted by a lurking dependency
may cause results to arise that are counterintuitive to the user. Unfortunately, the acceptance of classification
models relies not just on their overall performance, but also on the nature of any erroneous results. To reduce
model rejection due to unexpected behaviour, it is important to thoroughly understand the effects of lurking
dependencies and to be able to eliminate these effects, to at least some extent, upon constructing Bayesian
network classifiers. We plan to continue our research in this direction and hope to present useful results and
techniques in the near future.
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Abstract
Many real-life Bayesian networks are expected to exhibit commonly known properties of monotonicity, in
the sense that higher values for the observable variables should make higher values for the main variable
of interest more likely. Yet, violations of these properties may inadvertently be introduced into a network
despite careful engineering efforts. In this paper, we present a method for resolving such violations of
monotonicity by varying a single parameter probability. Our method constructs intervals of numerical
values to which a parameter can be varied to attain monotonicity without introducing new violations. We
argue that our method has a high runtime, yet can be practically applied to at least parts of a network.

1

Introduction

Many fields of society are pervaded by problems of a scientific nature which require probabilistic reasoning
over a collection of interrelated random variables for their solution. We consider for an example a physician
who has to establish whether a patient has a specific disease. Upon reasoning about the uncertainties involved, the physician needs to take into consideration the diagnostic weight of the evidence presented by the
patient. If the physician observes that the patient presents with worse symptoms and test results, then he will
consider this patient more likely to have a worse disease than a patient presenting with less severe findings.
For many real-life problems in fact, domain knowledge dictates that worse evidence makes a worse outcome
more likely. This property is commonly known as monotonicity of the problem’s outcome in its evidence.
When a Bayesian network is employed in a real-life domain of application, its users expect the network
to exhibit commonly known properties of monotonicity; if the network violates any such property, it will
not be easily accepted by its users, not even if it shows high performance otherwise. Yet, during the construction of a Bayesian network, violations of monotonicity may inadvertently be introduced despite careful
engineering efforts. To attain monotonicity for the network, all such violations must be identified and resolved. Experience has shown, however, that violations of monotonicity can hardly be detected by hand.
Recently, moreover, it was established that automatically verifying monotonicity is of a high computational
complexity; the problem was shown to be co-NPPP -complete in general [1]. In view of this unfavorable
complexity result, Van der Gaag et al. proposed a method for verifying monotonicity which proved to be
feasible for studying at least parts of a real-life network in veterinary medicine [2].
Various methods may be considered for attaining monotonicity for a Bayesian network which does not
yet exhibit the required property in its evidence variables. In essence, these methods amount to changing the
network’s graphical structure, varying its parameter probabilities, or both. In this paper we present an initial
investigation of the problem of resolving violations of monotonicity by varying the network’s probabilities.
We note that since the problem of verifying monotonicity in itself is already of a high computational complexity, we cannot expect to find an efficient, generally applicable method for resolving violations. We note
moreover that the problem of attaining monotonicity is closely related to the problem of tuning parameters
to meet some constraints on the network’s output [3], which was shown to be NPPP -complete in general
[4]. Given these unfavorable complexity results, we initiated our investigation into the problem of attaining
monotonicity for Bayesian networks by focusing on the variation of single parameter probabilities.
We present in this paper a method, called the intersection-of-intervals method, for attaining monotonicity for Bayesian networks by varying a single parameter probability. Our method constructs intervals of
numerical values to which a parameter can be varied such that there are no more violations of monotonicity
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Figure 1: An example Bayesian network with two violations of monotonicity.
in the resulting modified network. Since resolving a single violation may cause new violations to arise, our
method studies the effect of parameter variation for all possible combinations of evidence simultaneously
rather than for just the combinations of evidence for which the property of monotonicity is violated. If the
union of intervals constructed for a parameter probability is empty, then this parameter cannot, upon variation, resolve the identified violations without introducing new ones; otherwise, the parameter can be varied
to any value from the union of intervals to attain monotonicity for the network at hand.
The paper is organized as follows. In Section 2, we introduce our notational conventions and review the
concept of Bayesian network. In Section 3, we review the concept of monotonicity for Bayesian networks
and study properties of its violations. In Section 4, we reduce the graphical structure of a network by
eliminating variables for which parameter variation cannot serve to attain monotonicity. In Section 5, we
detail our intersection-of-intervals method for resolving violations of monotonicity without introducing new
ones; we also discuss the complexity of our method and how it can be practically applied. Finally, in Section
6, we outline our results and conclusions as well as some ideas for further study.

2

Bayesian Networks

A Bayesian network is a model of a joint probability distribution Pr over a set of random variables V.
Before briefly reviewing the concept of Bayesian network, we introduce our notational conventions. We
use (indexed) upper-case letters Vi to denote individual variables from the set V and bold-faced upper-case
letters S to denote (sub-)sets of variables. Each variable Vi has an associated domain of possible values,
denoted ⌦(Vi ). While our results hold for all variables in general, for ease of presentation we address in
this paper binary variables only. A variable Vi thus is taken to have the possible values vi and v̄i , which
are ordered v̄i  vi ; an assignment Vi = vi0 , for some vi0 2 ⌦(Vi ), will be referred to as an observation
or as evidence for Vi , alternatively. The set of all joint value assignments to a set of variables S equals the
Cartesian product of the domains of the variables involved, that is, ⌦(S) = ⇥Vi 2S ⌦(Vi ). Elements from
⌦(S) are denoted by bold-faced lower-case letters s and are ordered by the partial ordering induced by
the total orderings  of the domains of the individual variables. As long as ambiguity cannot occur, we will
use vi0 as a shorthand notation for Vi = vi0 ; similarly we will write s to denote S = s.
A Bayesian network B = (G, P ) now includes a directed acyclic graph G = (V, A), in which each
vertex models a random variable and where the set of arcs A captures the probabilistic (in)dependencies
between the variables. We say that two variables are d-separated by the available evidence if every chain
between the two variables contains either an observed variable with at least one emanating arc, or a variable
with two incoming arcs such that neither the variable itself nor any of its descendants in the graph have been
observed; two variables which are d-separated in the network’s graph, are considered mutually independent
given the evidence. The strengths of the relationships modeled between the variables are expressed by means
of a set P of probability distributions. For each variable Vi , the set P includes the (conditional) probability
distributions p(Vi | ⇡(Vi )) over Vi given all value assignments to its parents ⇡(Vi ) in the graph. The
separate probabilities specified in P are called the parameters of the network; the probability distributions
for a variable Vi with each other are called the conditional probability table of Vi . The network’s graphical
structure
and associated parameter probabilities represent the unique joint probability distribution Pr(V) =
Q
p(V
i | ⇡(Vi )) over the variables V.
Vi 2V
Example 1. Figure 1 depicts the small network that we will use for our running example throughout the paper; it includes seven variables for which twenty (conditional) probability distributions have been specified.

3

Monotonicity in Bayesian Networks

In most real-life applications of Bayesian networks, the represented variables have different roles. In many
applications in fact, a set of observable input variables E and a single main variable of interest C are
distinguished. The concept of monotonicity in Bayesian networks has been introduced to describe properties
of the (possibly indirect) relationships between these variables. The concept is defined as follows.
Definition 1. A Bayesian network B = (G, P ) is isotone in distribution in its observable variables E if
e

e0 ) Pr (C  c0 | e0 )  Pr (C  c0 | e)

for all c0 2 ⌦(C) and e, e0 2 ⌦(E).
Note that for a binary variable of interest C, the property of isotonicity in distribution implies that, for all
e, e0 2 ⌦(E), if e
e0 , then Pr (c̄ | e0 )  Pr (c̄ | e) and, hence, Pr (c | e)  Pr (c | e0 ). The results
presented in the sequel are readily extended to hold also for the reverse property of antitonicity, which states
that e e0 implies Pr (C  c0 | e0 ) Pr (C  c0 | e) for all c0 2 ⌦(C) and e, e0 2 ⌦(E). Without loss of
generality therefore, we will use the term monotonicity to refer to the property of isotonicity in distribution.
If a Bayesian network does not exhibit monotonicity in its observable variables, then there must be one
or more pairs of joint value assignments e, e0 2 ⌦(E) with e
e0 for which Pr (c̄ | e0 ) > Pr (c̄ | e). In
their work on identifying such violations of monotonicity [2], Van der Gaag et al. showed that it suffices to
consider only pairs of assignments e, e0 2 ⌦(E) that differ in the value for just a single observable variable
Ei 2 E. In the sequel, we will build upon this property and write ei to denote the joint value assignment
to E \ {Ei } = Ei that is shared by such a pair e, e0 . Studying monotonicity in a Bayesian network now
amounts to establishing whether the property Pr c̄ | ei , ei  Pr c̄ | ēi , ei holds for all Ei 2 E and
all value assignments ei to Ei ; we will use viol (ei ) to denote a violation of the property for a specific
variable Vi and evidence ei .
Example 2. We consider again the example network B from Figure 1. In this network, C is the main
variable of interest and E1 , E2 are the observable variables; the other variables are intermediate and cannot
be observed. To establish whether B is monotone in its observable variables, we compute from the network
the conditional probabilities of c̄ given all possible combinations of values for E1 and E2 (rounded to three
decimal places):
Pr (c̄ | e1 , e2 ) = 0.158
Pr (c̄ | e1 , ē2 ) = 0.457

Pr (c̄ | ē1 , e2 ) = 0.463
Pr (c̄ | ē1 , ē2 ) = 0.370

From the computed probabilities we observe that B does not meet the property of monotonicity. In fact, the
computed probabilities reveal the violations viol (ē1 ) and viol (ē2 ).
If domain knowledge dictates that a Bayesian network should be monotone in its observable variables, all
violations must be identified and resolved. Various methods may be considered for attaining monotonicity
for a network, which are all based upon changing the graphical structure, varying the parameters or both.
In this paper we address the problem of resolving violations of monotonicity by varying a single parameter
probability. Let p(u | ⇡) be a parameter probability for some variable U , where u 2 ⌦(U ) and ⇡ 2
⌦(⇡(U )) is a joint value assignment to the parents of U in the network’s graph. Varying the parameter
p(u | ⇡) is said to resolve the violation viol (ei ), if there exists a numerical value x 2 [0, 1] for which
Pr c̄ | ei , ei

p(u | ⇡) = x  Pr c̄ | ēi , ei

p(u | ⇡) = x ,

where Pr(V) p(u | ⇡) = x indicates the probability distribution over the variables V as established from
the network after changing the numerical value of the parameter p(u | ⇡) to x. A parameter which serves to
simultaneously resolve all violations of monotonicity for a network without introducing any new ones, will
be termed a resolvent parameter. We note that a Bayesian network which includes one or more violations
of monotonicity may or may not have such a resolvent parameter.

4

Reducing the graphical structure

Identifying the parameters that upon variation can resolve all violations of monotonicity in a Bayesian network carries a considerable computational burden. To restrict the number of computations involved, we
begin by preprocessing a network by eliminating variables for which we know that they cannot have resolvent parameters; that is, we eliminate variables for which it can be decided beforehand that their parameter
probabilities cannot affect a probability of interest upon variation, for example because the probability of
interest is shielded from their influence by the available evidence. We say that the probability of interest is
algebraically independent of the parameters of these variables and use ⌧ to denote such independence.
By simple inspection of the graphical structure of a network, some variables with non-influential parameter probabilities can be feasibly identified without any reference to the parameters’ numerical values. For
this purpose, we exploit the concept of sensitivity set which was introduced before in sensitivity analysis of
Bayesian networks [5]. The sensitivity set for a variable of interest C given observed variables E is the set
of all variables for which the probability of interest is algebraically dependent of its parameter probabilities.
This set is obtained as follows. From the graph G of a Bayesian network, we construct a new graph G⇤ by
adding an auxiliary parent Xi to every vertex Vi 2 V; this parent Xi in essence represents the conditional
probability table of Vi . The sensitivity set for C given E, denoted Sen(C , E), now is the set of all variables
Vi 2 V for which Xi and C are not d-separated by E. If Xi and C are d-separated by E, then the probability
Pr (c | e) is algebraically independent of p(Vi | ⇡(Vi )) for any e 2 ⌦(E) [5].
Building upon the concept of sensitivity set, we have the following result for the problem of attaining
monotonicity for a Bayesian network.
Proposition 1. Let B be a Bayesian network with a main variable of interest C such that B is not monotone
in its observable variables E. Let Vi 2
/ Sen(C, E) and let p be a parameter from the conditional probability
table of Vi . Then, varying p cannot resolve any violation of monotonicity in B.
Proof. Let p = p(vi0 | ⇡) be an arbitrary parameter probability of the variable Vi in B. Since Vi 2
/
Sen(C, E), we have that its auxiliary parent Xi is d-separated from the variable of interest C by the observed
variables E and that Pr (c0 | e) ⌧ p(vi0 | ⇡) for all c0 2 ⌦(C) and all e 2 ⌦(E). The probabilities Pr (c | e)
and Pr (c̄ | e) for the variable of interest C thus are constants in terms of the parameter p for all e 2 ⌦(E).
We conclude that varying p cannot resolve any violation of monotonicity in B.
From Proposition 1 we have that varying a parameter from the conditional probability table of a variable
which is not included in the sensitivity set under consideration cannot be used to attain monotonicity; we
would like to note that this property holds for Bayesian networks in general and is not restricted to binary
networks. For resolving violations of monotonicity by parameter variation, therefore, it suffices to consider
the parameter probabilities of the variables from the sensitivity set only. Varying such a parameter probability may serve to attain monotonicity of the network at hand, yet is not guaranteed to do so. The parameter
probabilities of the variables from the sensitivity set thus need further investigation.
Building upon the concept of sensitivity set, we now preprocess a Bayesian network under consideration
by restricting it to the part which is relevant for studying monotonicity. For this purpose, we cannot simply
remove all variables which are not included in the sensitivity set of the network’s variable of interest, since
some variables from the set E \ Sen(C , E) may still be needed to incorporate evidence into the computation of the probability distribution over the variable of interest. We therefore retain the variables from
Sen(C , E) [ E and remove all other variables along with their incident arcs. If upon doing so the graphical
structure of the network falls apart into multiple connected components, then the network is further restricted
by removing all variables that are not included in the same component as the variable of interest C. In the
remainder of the paper, we assume that a Bayesian network has been preprocessed as described above.
Example 3. We consider again the example network from Figure 1. Figure 2 depicts the restricted network
that results after preprocessing. Since the variables V3 , V4 are not included in the sensitivity set for the
variable of interest C given the observed variables E1 , E2 , we removed these variables and their incident
arcs from the network’s graphical structure. We observe that the thus restricted network still includes the
violations of monotonicity from Example 2.
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Figure 2: The restricted Bayesian network constructed from the network from Figure 1.

5

The intersection-of-intervals method

In the previous section we showed that a Bayesian network can be restricted, based upon graphical considerations only, to the part that is relevant for studying violations of monotonicity. For each of the remaining
variables we must now determine whether varying a parameter from its conditional probability table can
result in monotonicity. For this purpose, we introduce a method which determines whether a specific parameter can be varied to a numerical value for which there are no violations of monotonicity in the resulting
network. Using this method we can then decide whether there exists a parameter that can be varied to attain
monotonicity. Our method has been designed to apply to arbitrary networks in general [6]. In this paper,
however, we discuss a slightly simplified variant of the method applicable to binary networks only.

5.1

The method

We consider a (restricted) Bayesian network B = (G, P ) with a variable of interest C and a set of observable
variables E. Suppose that there is a single violation of monotonicity viol (ei ) in B. To resolve this violation
by parameter variation, we must change the value of a parameter p 2 P to a numerical value x in the unit
interval [0, 1] such that Pr c̄ | ei , ei p = x  Pr c̄ | ēi , ei p = x . More generally, however, a
network may contain multiple violations of monotonicity. Also, resolving one such violation may cause
other, new violations to arise. To attain monotonicity for the network B, we must therefore vary a parameter
p 2 P to a numerical value x 2 [0, 1] such that the system of inequalities
Pr c̄ | ei , ei

p = x  Pr c̄ | ēi , ei

p=x

holds for all ei 2 ⌦(Ei ) and all Ei 2 ⌦(E). This observation gives rise to the following method, called the
intersection-of-intervals method. The method determines whether the value of a specific parameter p 2 P
can be changed to a new value such that there are no violations of monotonicity in the resulting network;
it thus determines whether p is a resolvent parameter for B. More specifically, the intersection-of-intervals
method first determines for each ei separately, the union of intervals of values x for the parameter p for
which the above inequality holds; we call this union of intervals the solution space for ei . We can now only
attain monotonicity by varying p to a value x, if x is included in the intersection of the solution spaces for
all ei and every Ei 2 ⌦(E).
Method 1 (Intersection-of-intervals method). Let C, E and p be as before, and for every i 2 {1, 2 . . . , |E|},
let Ei and Ei be as defined above. Let eij be the j-th element of an ordering of the domain ⌦(Ei ) of Ei .
Now, let I = [0, 1] and i = 1. While i  |E| and I 6= ?, repeat the following steps:
1. Let Ii = [0, 1] and j = 1. While j  |⌦(Ei )| and Ii 6= ?, repeat the following steps:
(a) Compute Iij , which is the union of all intervals of values x for p for which
0  Pr c̄ | ēi , eij

p=x

Pr c̄ | ei , eij

p=x .

(b) Compute Ii = Ii \ Iij and j = j + 1.
2. Compute I = I \ Ii and i = i + 1.
When applied for a specific parameter p, the intersection-of-intervals method returns a union of intervals I of
values for p for which there are no violations of monotonicity in the resulting network B. More specifically,
we have the following property for the union of intervals I.

Proposition 2. Let B be a Bayesian network as before and let p be a parameter in B. Let I be the union of
intervals of numerical values which results from applying the intersection-of-intervals method for p. Then,
I 6= ? if and only if p is a resolvent parameter for B.
Proof. We first assume that I 6= ?. Then there must be some value x 2 I such that x 2 Iij for all
i 2 {1, 2, . . . , |E|}, j 2 {1, 2, . . . , |⌦(Ei )|}. So, for every Ei 2 E and each ei 2 ⌦(Ei ), the property
Pr c̄ | ei , ei p = x  Pr c̄ | ēi , ei p = x must hold. We conclude that varying p to x resolves all
violations without introducing any new ones, which means that p is a resolvent parameter for B.
We now assume that p is a resolvent parameter for B. Then there must be some value x 2 [0, 1] for which
for every Ei 2 E and each ei 2 ⌦(Ei ) the property Pr c̄ | ei , ei p = x  Pr c̄ | ēi , ei p = x
holds. So, x 2 Iij for all i 2 {1, 2, . . . , |E|}, j 2 {1, 2, . . . , |⌦(Ei )|}. From the intersections performed,
we have that the union of intervals I resulting from the method contains every value x0 which is contained in
all Iij for all i 2 {1, 2, . . . , |E|}, j 2 {1, 2, . . . , |⌦(Ei )|}. We conclude that x 2 I, and hence I 6= ?.
In practical applications, to attain monotonicity for a network through a resolvent parameter p we must
choose a numerical value from the union of intervals I which results from applying the intersection-ofintervals method. To this end, heuristics may be used. An example of such a heuristic would be to choose
the value from I which is closest to the original value of p, thereby enforcing the smallest possible change
in p; other examples of heuristics for parameter tuning are detailed in [7]. We would further like to note
that it may be impractical to try and attain monotonicity for an entire network by parameter variation. As
proposed by Van der Gaag et al. [8], it may be possible to resolve the violations of monotonicity that have
arisen in a fixed context of values for some of the observable variables. Note that doing so need not resolve
all monotonicity violations in the network; in fact, it may even introduce new violations for other contexts.

5.2

Application and complexity of the intersection-of-intervals method

From a computational point of view, the most expensive step in each iteration within the intersection-ofintervals method is step 1a. This step serves to compute, for a given observable variable Ei 2 E, the
solution space Iij for some assignment eij to Ei . This space consists of all intervals of numerical values x
for the parameter p under study for which there is no violation viol (eij ) in the network, that is, for which
0  Pr c̄ | ēi , eij

p=x

Pr c̄ | ei , eij

(1)

p=x .

The endpoints of the separate intervals in the solution space Iij are the values x 2 [0, 1] for which
0 = Pr c̄ | ēi , eij

p=x

Pr c̄ | ei , eij

(2)

p=x .

For computing these endpoints, we observe from previous studies of sensitivity functions that
Pr c̄ | ēi , eij

p=x =

↵x +
x+

and

Pr c̄ | ei , eij

p=x =

↵0 x +
0x +

0
0

where ↵, ↵0 , , 0 , , 0 , and 0 are constants that are built from the parameter probabilities from the network other than p [5]. Using this notation, we now rewrite equality (2) to
0=

↵x +
x+

↵0 x +
0x +

0
0

.

This equality holds only if the following quadratic equation in x holds:
0 = (↵x + )( 0 x + 0 )

(↵0 x +

0

)( x + ).

(3)

Computing the intervals for the solution space Iij thus amounts to solving the above quadratic equation to
find the endpoints of the separate intervals, and determining on which side of these endpoints inequality
(1) holds to find the intervals themselves. We note that for this purpose, we need to obtain the constants
↵, ↵0 , , 0 , , 0 , and 0 ; an algorithm for computing these constants is readily available, however [9].

Example 4. We consider again the example (restricted) network from Figure 2, and recall that it includes the
two violations of monotonicity viol (ē1 ) and viol (ē2 ). We demonstrate the application of our intersectionof-intervals method for the parameter p = p(ē2 | c̄, ē1 , v̄1 ). Let e11 = ē2 , e12 = e2 and e21 = ē1 , e22 = e1 .
In step 1a of the method, the following solution spaces are constructed:
I11 = [0.114, 1)
I12 = (1, 0.852]

I21 = [0.095, 1)
I22 = R

Note that these solution spaces consist of a single interval; this property does not hold in general, however.
The method now computes
I1 = I1 \ I11 = [0, 1] \ [0.114, 1) = [0.114, 1]
and subsequently establishes
I1 = I1 \ I12 = [0.114, 1] \ (1, 0.852] = [0.114, 0.852].
Having computed the solution space I1 for all e1 , the method intersects the initial interval I = [0, 1] with
I1 to obtain the new interval I = [0.114, 0.852]. The method then proceeds with the computation of I2 :
I2 = I2 \ I21 = [0, 1] \ [0.095, 1) = [0.095, 1]
and subsequently finds
I2 = I2 \ I22 = [0.095, 1] \ R = [0.095, 1].
It now intersects the overall interval I = [0.114, 0.852] found so far with the solution space I2 for all e2 ,
which results in I = [0.114, 0.852]. We conclude that monotonicity can be attained for the example network
by varying the parameter p(ē2 | c̄, ē1 , v̄1 ) to any value from the interval [0.114, 0.852].
From applying the intersection-of-intervals method to the other parameters of the network, we find that
monotonicity can be attained by varying the parameter p(v̄1 ) to a value from [0, 0.694], by varying p(ē1 | c)
to 0, or by varying p(ē2 | c, ē1 , v̄1 ) to a value from the interval [0, 0.212]; for all other parameters, the
intersection-of-intervals method results in I = ?, meaning that these parameters are not resolvent. To
achieve monotonicity with the smallest change in parameter value, we must vary p(v̄1 ) from 0.760 to 0.694.
To address the computational complexity of the intersection-of-intervals method, we focus first on a single
iteration of its step 1. We observe that, given quadratic equation (3) for a single parameter p and a single
joint value assignment eij , the actual intervals of the solution space Iij can be computed in step 1a in
constant time. For establishing the constants of this quadratic equation, an algorithm is available that takes
polynomial time in the number of variables involved for networks with reasonable restrictions on their
topology [9]; the runtime complexity of this algorithm is O(n2 ) where n = |V|. Now, for a single variable
Ei , step 1a of the intersection-of-intervals method needs to be performed a number of times at most equal to
the size of ⌦(Ei ), that is, 2m 1 where m = |E|. Within a single iteration of step 1, therefore, our method
can take O(n2 · 2m 1 ) time for performing step 1a. To establish the amount of time spent on step 1b, we
observe that, in general, the intersection of a union of k intervals with a union of l intervals can be computed
in O(k + l) time. In the jth execution of step 1b, our method takes the intersection of a union of at most j
intervals with a union of at most 2 intervals, which can be done in O(j) time. Since within a single iteration
of step 1, step 1b is performed at most 2m 1 times, our method spends at most O(4m ) time on this step.
In the overall loop of our method, step 1 is performed at most m times, each time taking O(n2 · 2m 1 )
computations for step 1a and O(4m ) time for step 1b; the method thus can take O(n2 · m · 2m + m · 4m ) time
for step 1. We further find that in the ith iteration of the overall loop, step 2 can be executed in O(i · 2m )
time, since then a union of at most (i 1)·2m 1 +1 intervals is intersected with a union of at most 2m 1 +1
intervals. As our method performs at most m iterations of the loop, it can spend O(m2 · 2m ) time on step 2.
Note that the time spent on this step is dominated by the time spent on step 1.
We conclude that the method has a runtime complexity of O(n2 · m · 2m + m · 4m ). For small sets
of observable variables whose size can be considered constant with respect to n, the algorithm can run in
O(n2 ) time; for sets of observable variables of size O(n), however, the runtime complexity can increase to
O(n · 4n ). Note that, in practice, the overall runtime is further increased by the observation that the number
of parameters to be investigated for a given network can be exponential in n.

6

Conclusions

When a Bayesian network is employed in a real-life application, its users expect it to exhibit commonly
acknowledged properties of monotonicity. In this paper, we studied the problem of attaining monotonicity
for a network in which these properties are violated. We restricted our investigations to the problem of
deciding whether changing the value of a single parameter probability to a new value can result in a network
that does have the required properties. By building upon the previously known concept of sensitivity set, we
showed that we can efficiently restrict a network to a part which is relevant for studying monotonicity. We
further presented a method, called the intersection-of-intervals method, to compute, for a specific parameter
of the restricted network, a union of intervals of numerical values to which this parameter can be varied in
order to attain monotonicity. We showed that application of our method for every parameter in the restricted
network can have a highly unfavorable runtime complexity, but argued that an efficient, generally applicable
method could not be expected given the already high complexity of deciding monotonicity for a network.
Application of the intersection-of-intervals method to a Bayesian network can yield one or more parameters which each individually can be varied to attain monotonicity. We can then choose, for example,
to change the parameter requiring the smallest amount of variation. Yet, the method may also uncover the
impossibility of attaining monotonicity for a network by varying a single parameter. For such networks, it
would be interesting to investigate attaining monotonicity by varying multiple parameters. We surmise that
our method can be used to obtain a sequence of parameters which can be varied one after the other in order
to attain monotonicity, although the result may not be optimal. Another option would be to vary several
parameters simultaneously. We expect that for this option a fairly different method would be required, but
that the results would be promising if such a method were to be found. Instead of attempting to attain monotonicity by varying one or more parameter probabilities from a Bayesian network, it may also be possible to
do so by applying changes to its graphical structure. We hope to be able in the near future to report results
from our further investigations.
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In: M. Studený, J. Vomlel (editors). Proceedings of the Third European Workshop on Probabilistic
Graphical Models, Prague, Czech Republic, 2006, pp. 99 – 106.
[3] H. Chan, A. Darwiche. When do numbers really matter? Journal of Artificial Intelligence Research,
vol. 17, 2002, pp. 265 – 287.
[4] J.H.P. Kwisthout. The Computational Complexity of Probabilistic Networks. Ph.D. thesis, Utrecht University, 2009.
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Abstract

Optimization of dynamic composition of web service is helpful to answer user-request in a dynamic
environment. However, it addresses multiple problems such as heterogeneity of service descriptions,
request interpretation and decomposition, automatic service discovery. To keep the robust and best
compositions of Web services, we consider them in a resolution process which uses the Multi-Objective
Evolutionary Algorithm (MOEA). This paper presents a MOEA which aims to solve not only the problem
of dynamic composition optimization but also to ensures optimum results even if the system undergoes
dynamic changes in terms of data and service availability over execution time.

1

Introduction

Composition of web services is an efficient way to achieve user goal by creating an ad hoc service
with a selection and sequencing of available elementary services. The composite service obtained as a
result of the request bears some dependencies with the nature, characteristics and availability of
elementary (atomic or composite) services. This requires a highly adaptive service composition system
enable to dynamically create, invoke, and maintain the resulting composite service.
In most cases, many candidates composite services are consider as an answer to a given request. The set
of candidates depends on the availability of a large number of existing services resulting from previous
compositions. The existing services are characterized by different functional and non-functional
parameters, such as, price, response time, availability, reliability. These parameters are used to match user
constraints and objectives during the composition process. Considering non-functional aspects of the
elementary services extends the scope of the target constraints leading the service composition. It
considers not only the problem of finding one composition that fulfill the global user’s functional
requirement, but also the difficulty of finding the best selection of the most suitable ones in nonfunctional terms. Finding the most suitable dynamic composition of web services is equivalent to an
optimization of the dynamic composition.
Optimizing the dynamic composition of web services addresses multiple problems like, heterogeneity
of service descriptions, request interpretation and decomposition, automatic service discovery,
composition modeling, and composition optimization. Adding semantics to web service descriptions is
one possibility to enable or to facilitate (at least theoretically) automatic service discovery and
composition. From this perspective, semantic web service languages like, OWL-S [1] provides elements
to tackle service composition problems.

The purpose of this paper is to present a method to approach optimal composition of web services in a
dynamic environment, in response to a user request expressed in both functional and non-functional
objectives. The method ensures that the result remains optimum even if the system undergoes dynamic
changes in terms of data and service availability over execution time.
The paper is organized as follows. First, it identifies the related worked and tries to underline lacks in
this domain. Second, it describes the problem formalization used in this work. Third, the resolution
approach is presented. It explained how to find automatically a set of composite services, and how to use
a Multi Objective Evolutionary algorithm (MOEA). Fourth, the event processing is shortly analyzed.
Finally, section 6 concludes on this work and discusses our future experimentations.

2

Related Works

In a previous paper [2], we have presented how to use the MOEA to optimize static compositions of
web services. In this contribution, we focus on the dynamic aspect of the composition, i.e., when atomic
service conditions and status (availability) change over time at execution time. There is quite little
literature describing the use of Genetic Algorithms in the context of web service composition. Main
existing works focus on follows resolution points: the automatic composition of web services and the
optimization of the web service composition. These resolution points can combine, i.e. made together, in
the case where the optimization problem is mono-objectives [3][4].
Literature in the domain of the automatic composition of web services is quite important [4][5][6][7].
More specific to the Semantic Web service standards, Matthias and Andreas present an architecture for
automatic web service composition, allowing fast and flexible composition of OWL-S services [5]. They
propose interesting ideas to plan the composite service and to automate the service execution. However,
the result provided by their system cannot be used as a search space for the optimization, because the
search space contains the information about the input/output instances of the service, such as, in a
travelling case, the departing city of the transportation, the price, etc.
The automatic composition algorithm proposed by Silva and Sinderen generates the composition
graph matching a request [6]. The request is presented by the input/output (I/O) of the requested global
composite service. The algorithm compares this I/O with the I/O of the existing atomic or previously
composed services. Then, it either selects the service which matches the request I/O, or it checks the
service which matches the request output only. If a matching service is found, it is selected and a node
presenting this functionality is created. Finally, the algorithm looks for a service such as service input
matches the request input and output matches the selected service input, and so on. The algorithm ends
when it finds the service matching the request I/O or when all the nodes of the graph are covered, i.e.,
when a set of sub-services are covered. The obtained composite graph does not represent the search space
of the optimization. Also, the result does not provide the link to execute the service.
Lee et al. use the flooding algorithm [7] to automatically compose web services. Their algorithm
provides sequences of functionality needed to answer a request. However, the solution does not provide a
link to invoke the chain of services. We cannot consider the answer as the search space for the
optimization.
In order to deal with the optimization of dynamic composition, we propose to define the optimization
problem and simulate it as a classic optimization problem. This topic is discussed in details in section 4.2.

3

Problem Formalizations

We define complex queries as requests for which no single atomic service (that can fulfill the request’s
goals) exists. As a consequence, complex queries require necessarily service composition. A classical
example of such a request is given hereunder.
“I want to travel from Paris to London by air between August 5 and August 7 and returning
10 days later. In the meantime, I want to stay in a 3-star hotel and to rent a car, the whole at
best price and reputation rating”. Additionally, we can add “total price should not exceed
€3000 and service quality should be at least satisfactory”.
The whole request contains distinct parts that can be considered as sub-queries, as well as multiple
constraints and objectives. This example request, which serves as our experimental case study, requires
together services for travelling, hotel booking and car rental. Each requested service is characterized by
the functional parameter: input, output, precondition and effect. It contains different constraints: starting
and arrival locations (Paris-London), transportation type (by air), date of departure (between August 5
and August 7), length of stay (10 days), and the quality level of the hotel (3-star). It also includes price
and reputation rating objectives, the latter being combined as reputation rating. Last requirements
specified concerning the whole trip are also constraint type, respectively on total price and reputation
rating. The latter constraints are not functional, i.e., they do not restrict what the services do or are
expected to do (the intended functions of the services). Differently, they restrict how the services are
performed or are expected to be performed (the incidental outcomes of using the services). These are
typically non-functional constraints. The objective parameters are in the same time the constraint
parameters.

3.1 Request Formalization
Complex requests R defines the requested set of functionalities F# , R= {F# }. In our travel example, the
request requires three functionalities: transportation, hotel booking and car rental. In addition, each
functionality has input and output I and O, respectively.
Considering constraints and objectives, we can reformulate the request as a quadruple: R $ % &, (, ), * +,
where I $ -i/ , … , i1 23 is the set of input, O $ -o/ , … , o6 23 is the set of output, C $ -c/ , … , c9 23 is the set
of constraints and B $ -b/ , … , b< 23 the set of objectives. Since we consider web services, I and O are the
URI’s of functional parameters, and C and B are URI’s of functional or non functional parameters. The
functional parameters of services are described in the ontology of domain pertaining to the service
whereas the non-functional parameters of service are described in a specific ontology, such as QoS
ontology [8][9].
Generally, the constraints are imposed on some properties of the composition or on parts of it.
Differently, the objectives correspond to the maximization or minimization of such a property’s value,
e.g., minimizing a price, maximizing reliability, reputation or availability. Some properties, like a price,
can be the subject of both a constraint and an objective. For others, like reputation, their use in only an
objective is more evident. The composite service matching a request is composed according to these
constraints and objectives, and optimization is performed accordingly. As a corollary to this, constraints
and objectives influence the size of search space.
Finally, both constraints and objectives can be of three different kinds: (a) related to services
functional or non functional characteristics within a composition, e.g., being able to book a flight with
possibility of cancellation and with low agency fares; (b) related to data manipulated by services, e.g., the
price of the hotel should not exceed a certain amount or/and should be minimized; and (c) related to the
composition, e.g., the total trip cost should not exceed a given amount or/and should be minimized. The
latter is taken as a penalty during the optimization phase.

3.2 Service Composition Formalization
The set of composite services obtained as a result of composition algorithm matching a user request is
represented by a multilayered composition graph, which constitutes the search space for the optimization
method. We formalize the composition graph as a unidirectional multi-layered acyclic graph, = $%
>, ? +, where N is the multilayered set of service or data nodes, including the begin and end nodes of the
graph, the begin node starts the composition graph and its output represents the input I within the request
R. The end node ends the composition graph and it is empty. And V is the set of weighted arcs. The arc
weights correspond to an objective value of the destination node. The objective corresponds to a nonfunctional parameter of the service.
As illustrated in Figure 1, we distinguish three types of nodes: Informative Services (IS), Active
Services (AS) and data. The IS providers information (data). After its execution, the database of the
service remains unchanged. The AS performs actions corresponding to their functional characteristics.
The data base of the service is modified upon execution of these services. There are significant
differences between IS and AS regarding their usage and purpose in our system. Indeed, in our algorithm
the IS will be executed at composition time, i.e., during the search for the composition matching the
request, whereas the AS will be executed at composition user runtime, i.e., after the optimization has been
performed, and also after the user has selected its preferred composition among the best compositions
proposed by the system.

Figure 1. Conceptual description of services and parameters for dynamic service composition.

4 Resolution Approach
Our resolution approach is decomposed in two steps: (1) automatic composition consists to find a set
of matching services, which represents the search space for the composition. (2) Dynamic optimization
consists to select the best compositions at service execution time using the MOEA method.
The request elements are used in a specific resolution step. The Input/output of the request are used to
select the services, then the constraints related to services and data are used to filter out the irrelevant
services and data obtained from the I/O-based pre selection. The composition-related constraints and all
type of objectives are used during the optimization.

4.1 Algorithm Finding the Search Space of Composite Services
Our static composition algorithm providing the answer set is illustrated in Figure 2. This algorithm
extends the flooding algorithm [7] and treats progressively the request to provide the search space of the
composition. The terminology we use is defined as follow:
-The current layer is the set of nodes in the graph having a same depth level, currently being processed:
lk={ni}. Where ni have the same level of depth. Initially lk={ begin node}. One step of the algorithm
corresponds to full covers of @A . The node of lk being processed named current node. Initially, the current
node "CD " is the begin node

-The temporary layer is used to store the set of nodes following the current node, and not preceding end
node. When precede end node are placed directly in the end layer of the graph.

Figure 2. Schematic diagram of the service composition algorithm. AS stands for Active Services, and IS
stands for Information Services.
The algorithm selects the service whose input matches a current node output, but if the current node
outputs match one of the request outputs (a part of the requested functionality is covered), then the
algorithm carries on by selecting the service which input matches another input of the request not yet
covered by a matching service. The selected service is represented in the graph by the next node"CDE/ ".
&F GHCD . JKLMKL, N. JKLMKLO P Q R LSTC
UF GHN. UCMKLOE/ , CDE/ . UCMKLP Q R LSTC VT@TWL-CDE/ 2.
T@VT UF G-CD . JKLMKL, CDE/ . UCMKL2 Q R LSTC VT@TWL-CDE/ 2.

Where, G the matchmaker functions, R the matching threshold.
When the selected service has already been selected previously, the corresponding node had already
been created and added in the set of nodes N in G. Consequently, the next node will be selected from N.
Otherwise, it will be created and an arc-sequence between the current node and the next node will be
created. When the selected service is an IS, then the service will be invoked to obtained the information
before creating the arc. When the data are obtained, the algorithm creates an arc sequence between the
next node and the data nodes, then replace the next node by the data nodes.
The next node precedes the end node if all requested functionalities are covered. Otherwise, it is affected
to the temporary layer, and then afterwards to the next layer. If all nodes of the current layer are covered,
then the next layer replaces the current layer and so on until the next layer is empty. The algorithm
terminated when this state is reached.

4.2 Selection of the Best Compositions
The selection of the best composition is equivalent to the optimization of the composition. This choice
is driven by the definition of the optimization problem.
In simple case, the problem of web services composition optimization has already been addressed in
terms of shortest path in a graph [10]. However, in a more general and realistic context, a composition of
services has to fulfill multiple objectives such as cost minimization, time response minimization and
consumer satisfaction maximization.
Addressing multi-objective optimization problems leads to search a tradeoff between non related
objectives yielding a set of solutions. Therefore we define the optimization problem of the composition as
a Multi-objective Shortest Path Problem (MSPP), which it is NP-hard. Therefore it is solved by
approached optimization method, such as, the MOEA [11]. When the composition is dynamic, the
problem can be defined as a problem of multicast multi-objectives shortest path [12],

The tradeoff function for evaluating a service composition candidate (sc) is defined by the formula:
F-VWD 2 $ XFYZO[ , FYZO\ , … , FYZO] ^, where k is the number of objectives and FYZO_ is the evaluation function
for objective U .
We define the Pareto front as `) a $ bVWDa c, with VWDa $ dJef/a , Jefga , … , JefAa h a non-dominated
solution. Non-domination of solutions VWDa in the front verified the condition: i VW a j `) a , i U j
b1,2, … , mc, i VW j )``, FYZO_ -VW a 2 n FYZO_ -VW2, where n is the domination operator, i.e. (Q) in case of an
objective to be minimized and -o2 in case of a maximization.
4.2.1

Multi-Caste Individual Coding and Initial Population

The individual coding is based into the optimization problem definition (multicast multi-objectives
shortest path). However, some works, such as [13], presents the individual of genetic algorithm without
based into the definition problem. According to our definition, the multicast individual coding considers
all possible fail of service during the execution. For each fail, an alternative sub-composition to complete
the initial composition is proposed. For this goal, we group all possible paths in the matrix, where each
line presents a path (e.g. the path of first line is `/ , `p , `q , `r ).

Figure 3. Multicaste individual coding
Figure 3 illustrates the multi caste coding, which presents all nodes in the composite graph. In our
example, *TsUC, `/ , … , `t , are the nodes represented individual. Services which precede the end node
(`r , `/u , `// in our example) are not presented because they are the last in the composition (i.e. the multicaste member). The individual element value is the index of the matrix line (e.g. the element value of
*TsUC, with the index [1, 6]) and corresponds to the initial composition )` a . `/ can have the index value
[7, 9], `g the index value [10, 12]… and `t the index value [24, 24]. The initial population is chosen
randomly among the paths of the composition graph. So, the evolutionary operation, crosser and
mutation, respect the individual coding. The multi-cast individual presentation can also be simulated with
another approached optimization method, such as the ant colony.
4.2.2 Multicast Evaluation
The multicast evaluation considers the fail probability vD of the service “`# ” or the data “w# ”. The
service fail probability depends to the reliability or the availability of the service, which corresponds to a
non functional parameter of `# . The data fail probability is a constant and depends to the situation (e.g. if
there are some perturbations in the transport then the information reliability is weak).

The importance level of the service xy_ depends on its position in the composition. Let’s suppose a
service composite with the sequence: `/ , `p , `q , `r , with there vD respectively equal to: 0.6, 0.5, 0.1, 0.9.
According to the sequence, the service `p is more important than the service `q , because the execution of
`q depends to the execution of `p . If `p fail then `q has no importance in the composition.
So, the importance costs of the service are respectively: xy[ $
xy_ $ x}_ $

∑ÄÅ _
{

u.zE u.qE u./E u.r
{

, …, and xy| $

u.r
{

. Generally:

, where r is the number of the services in the composition and Ç $ ∑ vD $ 2.1.

Two values of xy_ for the service `D are possible, e.g., the sequences `/ , `p , `z , `/u and `g , `É , `Ñ , `/u
are different but both contain the service `/u . Therefore, `/u have values of xy[Ö which are calculated
according to the path of the composition. The important cost will be multiplied by the objective value (
xy_ -(ef/ , … , (efA 2Üy_ ) before evaluate the composition.
4.2.3

The Fitness

During the evolution phase the individuals (ind) are selected according to the value obtained by the
evaluation function. The functions for the sequence structure without considers the evens possible, where
/

evaluate the objectives price and reputation rating (rr) are: Fáá -à2 $ ∑âDã/ xy_ a ääD and FåáDçé -à2 $
â

∑â,ë
Dã/,Oã/-xy_ a MäD è x}ê a MäO 2, where: n and m are respectively the number of services and data nodes in
the composition and à is the composition of services. The following evaluation function considers the
/

evens possible, and assure the best alternatives composition for the events: íáá -UCì2 $ ∑âDã/ xy_ a
â

Fáá -`D 2 and

íåáDçé -UCì2 $ ∑â,ë
Dã/,Oã/ -xy_ a FåáDçé -`D 2 è x}_ a FåáDçé -wO 2 2, where `D ,wO j UCì. The

functions íáá and íåáDçé are used during the optimization but the functions Fáá and FîáDçé give the real
value without the possible events.

5

Events Processing

The service composite chosen, WV a , from Pareto front represents the individual (e.g., if the individual
sequence is “3-9-11-13-16-21-23-24”, then the initial sequence of the composition is `/ , `p , `z , `/u (see
Figure 3)). When the service `z fails then the sub-sequence alternative of the composition corresponds to
the index of predecessor, i.e., `p with the index equal to 13, which corresponds to the best subsequence `q , `r . So, the final sequence of the composition is: `/ , `p , `q , `r . When the service `p fails,
then we consider the index of `/ , which is equal to 9, and begin by the failed service `p . To solve this
problem, we consider the index of `/ predecessor, which equal 3 and begin by `/ , `p . In this case, we use
the neighbor’s solution in the Pareto front.
&F --`D FïU@ 2{
&F-`D $ *TsUC2
Propose neighbors;
Else {Select sequence `Dñ/ ;
óSU@T -`D j VTòKTCWT-`Dñ/ 2 ô `D ö
*TsUC2{
U õ U ú 1;
Select sequence `Dñ/ ; }
&F-`D $ *TsUC2
Propose neighbors; }}

Figure 3. Composition with Pareto front

We define a neighbor according to the tolerance rate ù, where ù j d0, 1h. The neighbors, service
composites WV, satisfy the condition: WV j ü, WVYZ[ j †/ ô WVYZ\ j †g ô … ô WVYZ] j †A . Where ü is the
a
a
Pareto front, †YZ_ $ dWVYZO
ú RD , WVYZO
è RD h and RD $ °¢ïàYZO_ ú ¢UCYZO_ ° a ù. When the set of
_
_

neighbors is empty we increase ù (see figure 3 and algorithm above).

6 Conclusion
This paper proposes a solution for the problem of dynamic composition optimization. The MOEA
algorithms are used to provide a set of robust and best solutions (compositions of services). The solutions
are distributed in the objectives space of the user request. The final choice is given to the end-user, who
can select a solution according to the priorities he implicitly gives to objectives (knowing, of course, the
available solutions).
As further researches, we’ll try to generalize our method in order to be able to consider different types
of composition structure such as: parallel or conditional. We’ll also consider the precondition and effect
in the selection of the service, which is an interesting area of research. The application of our method is
currently discussed and we expect to apply it in the project WiSafeCar (http://wisafecar.gforge.uni.lu/)
which focus on transport problems such as carpooling.
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Abstract

We propose an extension of the heterogeneous multi-context reasoning framework by G. Brewka and
T. Eiter, which, in addition to logical contexts of reasoning, also incorporates sub-symbolic contexts of
reasoning. The main findings of the paper are a simple extension of the concept of bridge rules to the
sub-symbolic case and the concept of bridge rule models that allows for a straightforward enumeration of
all equilibria of multi-context systems.

1

INTRODUCTION

An important problem in knowledge representation and knowledge engineering is the impossibility of writing globally true statements about realistic problem domains. A circumstance that is also documented by
the common use of contexts and micro-theories. Multi-context systems (MCS) are a formalization of simultaneous reasoning in multiple contexts . Different contexts are inter-linked by bridge rules which allow for
a partial mapping between formulas/concepts/information in different contexts. Recently there have been a
number of investigations of MCS reasoning (e.g. [4] or [2]), with [1] being one of the latest contributions.
There, the authors describe reasoning in multiple contexts that may use different logics locally. Logical
reasoning on the one hand is a special case of symbolic reasoning where, according to [3], entities of the application domain are represented by symbols. In sub-symbolic reasoning on the other hand domain entities
are represented by (micro-)features.
There is no strict boundary between symbolic and sub-symbolic: what in one example are micro-features
can be declared as entities and be symbolically reasoned about in another example (and vice versa). In this
paper, we integrate contexts of logical reasoning and contexts of sub-symbolic reasoning into a single MCS.
Possible applications of such reasoners are numerous. For instance, shortcomings of statistical methods
could be remedied with declarative knowledge and vice versa.

2

Integrating Logical and Sub-symbolic Contexts of Reasoning

Departing from the theory stated in [1], we developed the notion of generalized symbolic/sub-symbolic MCS
by introducing the crucial concept of a “reasoner” as a replacement for the narrower concept of a “logic” as
used by Brewka and Eiter.
Definition 1 A reasoner is a 5-tuple R = (InpR , ResR , ACCR , CondR , UpdR ) where InpR is the set of possible inputs to the reasoner, ResR is the set of possible results of the reasoner, ACCR : InpR 7! 2ResR defines
the actual reasoning (assigning each input a set of results in a decidable manner), CondR is a set of decidable conditions on inputs and results, condR : InpR ⇥ ResR 7! {0, 1}, and UpdR is a set of update functions
for inputs, updR : InpR 7! InpR .
1 The corresponding paper was first published in: Joaquim Filipe, Ana L. N. Fred, Bernadette Sharp (Eds.): ICAART 2010 Proceedings of the International Conference on Agents and Artificial Intelligence, Volume 1 - Artificial Intelligence, Valencia, Spain,
January 22-24, 2010. INSTICC Press, 2010, pp. 494-497.

This generalized notion additionally covers sub-symbolic reasoners as e. g. Neural Nets. Using the concepts
introduced in Definition 1, we were able to also carry over the other relevant notions from [1] (as e. g.
bridge rules and belief states, up to the concept of equilibrium of an MCS) to the symbolic/sub-symbolic
case, adding auxiliary theoretical relining where needed. Conclusively we showed that the newly introduced
notion of generalized MCS in fact is a generalization of the heterogeneous nonmonotonic MCS.

3

Computing Equilibria for Finite MCS

After elaborating shortly on a possible expansion or a substitute for the concept of minimal equilibria of
logical only MCS when dealing with mixed systems containing both symbolic and sub-symbolic contexts,
the second main aspect of the paper is addressed: Using the newly developed theory of generalized MCS, we
designed an algorithm for finding the equilibria of finite2 MCS of the generalized type. As the algorithm is
based on complete enumeration and testing, we moreover had to introduce some theoretical tools, amongst
which the concept of a “bridge rule model” – offering a possibility to expatiate on the actual reasoning by
signalizing explicitly which bridge rules within an MCS are active with respect to a given belief state – is
the most important one.
Definition 2 Let Br be a set of n bridge rules of an MCS. A bridge rule model is an assignment Br 7! {0, 1}n
that represents for each bridge rule in Br whether it is active or not.
Using bridge rule models, we may give a complete and correct algorithm for finding the equilibria of a
finite MCS: For a given bridge rule model and an MCS we first apply all the bridge rules activated in the
bridge rule model yielding inp01 ...inp0n . Then we compute the set of results for each context i given inp0i by
j
applying ACC(inp0i ), yielding a set of results resi for each i, being of finite cardinality as MCS was said to
j
be finite. Thus, testing whether (inpi , resi ) is an equilibrium for all j, we obtain the set of equilibria for the
given bridge rule model. Iterating the procedure over the (finite) set of all bridge rule models and joining
the resulting sets of equilibria finally yields the set of all equilibria.

4

CONCLUSION

The paper presents a generalization of heterogeneous multi-context systems that allows for the use of subsymbolic contexts of reasoning alongside logical contexts of reasoning. An exhaustive algorithm for enumerating all equilibria of an MCS is given.
Still, the lack of a conceptual notion of minimality or stability for sub-symbolic beliefs poses a challenge
for future research. Moreover, on the pragmatic side, testing examples have shown that a more powerful
language to describe updates and conditions on reasoner inputs and results, respectively, has to be developed
in order to allow for concise definitions of bridge rules. Also, concerning a concise and sound semantics for
mixed symbolic/sub-symbolic MCS, a proposal is still in the very early stages of development.
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Reinforcement learning (RL) is generally considered as the machine learning answer to the optimal control problem. In this paradigm, an agent learns to control optimally a dynamic system through interactions.
At each time step i, the dynamic system is in a given state si and receives from the agent a command (or
action) ai . According to its own dynamics, the system transits to a new state si+1 , and a reward ri is given to
the agent. The objective is to learn a control policy maximizing the expected cumulative discounted reward.
Actor-critics approaches were among the first to be proposed for handling the RL problem [1]. In
this setting, two structures are maintained, one for the actor (the control organ) and one for the critic (the
value function which models the expected cumulative reward to be maximized). One advantage of such
an approach is that it does not require knowledge about the system dynamics to learn an optimal policy.
However, the introduction of the state-action value (or Q-) function [6] led to a focus of research community
in pure critic methods, for which the control policy is derived from the Q-function and has no longer a
specific representation. Actually, in contrast with value function, state-action value function allows deriving
a greedy policy without knowing system dynamics, and function approximation (which is a way to handle
large problems) is easier to combine with pure critic approaches. Pure critic algorithms therefore aim at
learning this Q-function. However, actor-critics have numerous advantages over pure critics: a separate
representation is maintained for the policy (in which we are ultimately interested), they somehow implicitly
solve a problem known as dilemma between exploration and exploitation, they handle well large action
spaces (which is not the case of pure critics, as some maxima over actions have always to be computed), and
above all errors in the Q-function estimation can lead to bad derived policies.
A major march for actor-critics is the policy gradient with function approximation theorem [5, 3]. This
result allows combining actor-critics with value function approximation, which was a major lack of the field.
Another important improvement is the natural policy gradient [4] which replaces the gradient ascent over
policy parameters by a natural gradient ascent improving consequently the efficiency of resulting algorithms.
These results share the drawback that they lead to work with the advantage function which does not satisfy
a Bellman equation. Consequently, derivation of practical algorithms is not straightforward, as it requires
estimating the advantage function which is unnatural in RL. We reformulate (and re-prove) the theorems so
as to work directly with the state-action value function [2]. This allows a very straightforward derivation
of new actor-critic algorithms, some of them being proposed here. All results are given for the discounted
cumulative reward case, however they can be easily extended to the average reward case.
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Abstract
We present a phrase-based extension to memory-based machine translation. This form of example-based
machine translation employs lazy-learning classifiers to translate fragments of the source sentence to fragments of the target sentence. Source-side fragments consist of variable-length phrases in a local context of
neighboring words, translated by the classifier to a target-language phrase. We compare three methods of
phrase extraction, and present a new decoder that reassembles the translated fragments into one final translation. Results show that one of the proposed phrase-extraction methods—the one used in Moses—leads
to a translation system that outperforms context-sensitive word-based approaches. The differences, however, are small, arguably because the word-based approaches already capture phrasal context implicitly
due to their source-side and target-side context sensitivity.

1

Phrase-based memory based machine translation

A memory-based machine translation (MBMT) system divides into a training subsystem, producing a translation model, and a translation subsystem [3, 4, 1]. A parallel corpus is used for phrase extraction and
example generation, i.e. the generation of translations of source fragments to target fragments. These fragments, with as its main constituent an aligned pair of phrases, are compressed, rather than merely stored, in
the training phase. In testing, unseen source-language sentences in a test corpus are also transformed into
fragments, which the memory-based classifier maps onto a distribution of target-language fragment translations. A decoder then reassembles all translated fragments together into one sentence, searching through
and choosing between alternative solutions when more than a single target sentence can be built out of the
predicted fragments.

Figure 1: Left: A word alignment between a French and English sentence, Right: A phrase-based training example in context
We assume a word-alignment between all sentence pairs in the parallel corpus. Figure 1 (left) illustrates
such a word-aligned sentence pair. On the basis of this, we create example fragment translations that serve
as training examples. Examples are composed as follows: The feature vector consists of a phrase from the
source sentence, with one context word on the left side, and one context word on the right side. The class
consists of the target-language phrase that aligns to the source-language phrase.
To determine phrases in the source- and target-language sentences in the parallel corpus available for
training, we make use of a phrase-translation table [2]. In addition we include two other approaches to phrase
extraction for comparison. The phrase-list approach is a straightforward method that extracts frequent ngrams only from the source-language side of the training corpus, and stores this in a phrase list. When using
1 This paper was presented at the 3rd Workshop on Example-Based Machine Translation, 12–13 November 2009, Dublin City
University,Dublin, Ireland

this method, each source sentence is matched against the phrase list, and whenever a phrase is found, we
follow the word-alignments from the phrase and assume that the sequence of words it points to is the aligned
target phrase. The marker-based approach [4] segments a sentence into non-overlapping chunks, splitting
whenever so-called marker words occur, i.e. closed-class function words.
The fact that we may end up with multiple examples covering the same words in the source sentence,
we can speak of various possible fragmentations of the source sentence S that each map to different target
phrases. In other words, the decoding part of the translation system needs to search heuristically in a large
space of possible outcomes. The decoding procedure starts by generating an initial hypothesis: a translation
hypothesis based on the segmentation of the source sentence into phrases that were translated with the
highest confidence, and concatenating the respective target phrases in the source-side order. A hypothesis
can be modified in two main ways: (1) the order in which the hypothesis fragments are assembled can
be changed, and (2) the choice of hypothesis fragments can be changed, i.e. other hypothesis fragments
with an equal or lower translation probability could be tried. Using beam search, the decoder maximizes
a score function that expresses the fidelity and the fluency of the tested target hypothesis. A quantification
of fluency is provided by a trigram-based statistical language model with back-off smoothing on the target
language, while fidelity is expressed by the probabilities generated by the memory-based translation model.
In addition, a distortion factor is added into the multiplication.

2

Results and Conclusions

The experimental results on obtained by training and testing on two benchmark translation corpora for Dutch
to English translation, one of movie subtitles and another consisting of medical texts, tell us that memorybased machine translation can be extended from translating fixed-length word trigrams to translating phrases
of arbitrary length. Of the three tested methods of phrase extraction, the Moses phrase-translation table
approach emerges as the best solution, producing a BLEU score of 23.0 on the movie subtitles test data
(versus 21.6 for the word-based version of the system that only maps trigrams of source words to target
words, but uses the same decoder) and 30.7 on medical test text (versus 27.2 for the word-based approach;
a previous MBMT system [1] that maps source trigrams of words to target trigrams attains a 30.1 BLEU
score).
In sum, on the two test sets the phrase-based system improves over all previous memory-based approaches. Nevertheless, the impact of phrases in comparison to word-based MBMT is relatively limited. A
potential explanation for this limited effect is that word-based MBMT that maps trigrams of source words
to trigrams of target words can be seen as implicitly phrase-based already. The approach followed in [3, 1]
implicitly capturing all phrases up to length three. Our current approach changes this only slightly by turning the source-side trigrams into variable-width examples of Moses phrases surrounded by their left and
right neighboring words, and predicting variable-width target-side phrases at the output, starting from single
words.

References
[1] S. Canisius and A. van den Bosch. A constraint satisfaction approach to machine translation. In Proceedings of the 13th Annual Conference of the European Association for Machine Translation (EAMT-2009),
pages 182–189, 2009.
[2] P. Koehn. Pharaoh: A beam search decoder for phrase-based statistical machine translation models. In
R.E. Frederking and K. Taylor, editors, Proceedings of the American Machine Translation Association,
volume 3265 of Lecture Notes in Computer Science, pages 115–124. Springer, 2004.
[3] A. van den Bosch and P. Berck. Memory-based machine translation and language modeling. The Prague
Bulletin of Mathematical Linguistics, 91:17–26, 2009.
[4] A. van den Bosch, N. Stroppa, and A. Way. A memory-based classification approach to marker-based
EBMT. In Proceedings of the METIS-II Workshop on New Approaches to Machine Translation, pages
63–72, 2007.

A Framework for Developing Agent-Based Distributed Applications⇤
Michel Oey Sander van Splunter Elth Ogston Martijn Warnier Frances M.T. Brazier
Delft University of Technology
Delft, The Netherlands

Extended Abstract
Introduction
The development of agent applications in large-scale, distributed, open environments, such as the energy
domain, crisis management, transportation, and sensor-networks, is a challenge. This paper proposes a
framework to support incremental development and deployment of distributed agent applications. The main
motivation for this incremental approach is to separate concerns during design, focusing initially on the
correctness of a design, for example, of a distributed coordination algorithm, abstracting from the practicalities of large scale, distributed open environments. True distributed, open agent applications need to deal
with practicalities such as network failures and latencies, concurrency, asynchronous communication, dead
locks, live locks, non-determinism, distributed nature, security, replication, fault tolerance, etc. The trajectory from design to real-world deployment contains four phases: (i) Design, (ii) Simulation, (iii) Emulation,
and (iv) Deployment.
Design In the first phase, a design or model of a distributed multi-agent system is made, including models
of each of the individual agents and interactions between them. For convenience, this phase is assumed to
include all the steps necessary to design an application, such as requirements analysis, functional design, or
even a formal verification. The outcome of this phase is a design describing the architecture of an application,
the agents behaviors and their interaction.
Simulation The main goal of the second phase is to test the functionality of a design within a controlled
environment to analyze system behavior without having to address (practical) issues such as network failures
that complicate development. Typically, the behavior of a distributed agent application is analyzed on a
stand-alone computer system, without actually running an actual distributed agent platform.
To study different aspects of an application in isolation, the configuration of the simulation environment
can be changed. Each configuration tests one or more specific versions of an application, each potentially
focusing on a different aspect, all within a controlled environment. For example, to test an application’s
communication protocol, first a faultless network and in a later stadium network failures can be simulated.
Simulations can also be used to simulate conditions that are not easily tested in the real environment. In addition, simulations often provide useful debug/tracking facilities, such as logging, snapshots and sometimes
the ability to suspend a running application.
Unfortunately, simulation also has its limitations. By definition, a simulation can only test aspects
of an application that are supported by a specific simulator. Moreover, the models a simulator uses to
simulate distributed, open environments may not be sufficiently accurate. Models of non-determinism in
distributed environments, for example, are not often realistic. The following phase is needed to include
realistic characteristics of distributed open environments and bridge the gap between simulation and reallife deployment of applications.
⇤ The full version of this paper is published in the Proceedings of the IEEE/WIC/ACM International Conference on Intelligent
Agent Technology (IAT-10), 2010.

Emulation In the emulation phase, an agent application is tested on an actual agent platform that provides
a run-time environment in which agents can communicate and possibly migrate between hosts. Emulation
comes closer to the environment in which a system is to be deployed, than simulation. An emulation can
run an agent application on multiple networked machines, testing the application in a real distributed setting
with network latencies and race-conditions. Often the computer systems used (e.g., a small cluster on a
LAN) for (distributed) emulation are controlled to support debugging.
Debugging facilities in a distributed environment become more important, but are often more difficult
to implement. However, in emulation, the underlying agent platform can provide support for logging, distributed measurements, and snapshots to inspect the state of the individual agents they host. Suspending a
distributed application for the purpose of analysis is, however, not always an option.
Deployment The final phase in system development is deployment in the intended open environment.
Whereas during emulation machines were under control of the developers, after deployment, the machines
typically are not. Debugging applications under these circumstances is typically limited to log messages,
which may be inspected offline if the owners of the systems on which they are hosted are supportive.

The Framework
To support transitioning between these incremental phases, a framework is defined focusing on simulation
and emulation. Its purpose is to streamline the development of large-scale, distributed multi-agent system
applications, but also benefits distributed applications in general. The framework provides a ‘fixed’ interface
for multi-agent system design, supporting analysis of, for example, different algorithms and communication
patterns, during system design. The interface hides details of the underlying runtime environment, supporting the transition between simulation and emulation as often as needed.
The architecture of the framework consists of three layers. The top layer is the (distributed) multi-agent
system application itself - the system to be developed. The middle-layer is the fixed interface defined by the
framework, which provides an application methods to create and debug a (distributed) simulation/emulation.
The bottom layer, the backends, implements the environment.
The backends of the framework are the runtime environments in which applications can run. Backends
differ in their characteristics. One backend, for example, provides a simulation environment running on a
single machine, single threaded in which communication between agents does not rely on actual network
activity. Another backend provides a (distributed) emulation environment, running on multiple machines.
All agents run on different machines and run in parallel, communicating via asynchronous message passing.
Backends can be categorized as follows: (i) single machine, single thread, (ii) single machine, multiple
threads, (iii) multiple machines, multiple threads, lock-step, and (iv) multiple machines, multiple threads,
asynchronous. These backend types progressively provide environments that come closer to a real distributed environment, providing more concurrency and network characteristics, but in turn make debugging
more difficult. The first two backends run on a single machine, and therefore, are closer to simulation. The
last two backends provide a distributed environment and come closer to emulation. In lock-step, agents proceed to the next step in an algorithm only after all agents have finished the current step, but agents execute
steps in parallel. Lock-step provides some control over how an application progresses.
In short, the framework facilitates simulation and emulation for incremental development, including
analysis, and testing. This framework closes the gap between design and real world deployment. The behavior of agent applications can be specified in a runtime-environment independent way. Different backends
provide an application different runtime environments for development and debugging. Even though algorithms may have to be adapted when changing runtime environments to handle multi-threading, etc, efforts
will not have to be on implementing the supporting runtime-environment itself. Furthermore, a common
framework provides for a common code base, so that algorithms under development can easily be shared
between teams. It makes explicit the differences between development phases, improving the focus of each.
Experts from different areas can better identify and communicate issues arising from differences in assumptions or priorities.
A prototype implementation of the framework has been developed in Java, including two backends.
One backend provides a simulation environment (type ii), and the other provides an emulation environment
(type iv) running on AgentScape, a full-fledged agent platform⇤ .
⇤ http://www.agentscape.org
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Abstract
In the recent past, modular robot assembly and metamorphosis has been evolved using gene regulatory networks. However, until now, no methodology exists to engineer such a regulatory network. Three
existing representations will be employed to describe robot metamorphosis. A graph rewriting grammar
describes state and connectivity transitions between robot organisms at the most abstract level. A communicating finite state machine introduces messages at an intermediate level. A regulatory network presents
the process of metamorphosis at its least abstract level. In short, we present a design methodology for
metamorphosis for which, as yet, only evolutionary methods did exist.

1

Introduction

Classical artificial intelligence tends to place unbridled emphasis on pattern recognition, keeping pattern
formation on a leash. Patterns are formed in the case of snow flakes, spots on a leopard skin, and bodies
growing from fertilized eggs to adult body forms. The field of artificial morphogenesis studies the development of a single (robot) cell toward an artificial organism.
The field of artificial morphogenesis converges upon a technique called indirect encoding to implement
morphogenesis in a decentralized manner. Indirect encoding requires a developmental process from genotype to phenotype to grow a structure or topology. It would lead us too far to elaborate on the benefits of
an indirect encoding scheme. We briefly summarize potential advantages: compressibility [7], exploitation
of output geometry [5], robustness against phenotypic “injuries” [11], the ability to encode for phenotypic
plasticity, and allowing for epigenetic factors [13] (the influence of the environment).
Hitherto, indirect encoding schemes have always been evolved. There have been no attempts to create a
genome given an adult body form. We will describe such a reverse path from a dynamic body configuration
toward a set of regulating entities — the genes. If an explicit design trajectory is available, it will be possible
to (1) create benchmarks, (2) compare hand-coded regulatory networks with evolutionary search methods,
and (3) bootstrap evolutionary search.

1.1

Replicator robots

The domain to which we will apply artificial morphogenesis or morphodynamics1 is modular robotics.
Modular robots are able to connect to each other to form large robot organisms. Imagine a bag full of
modular robots, emptied in a collapsed mine. The robots assemble into larger organisms to navigate through
the mine, move obstacles and find survivors. The diversity of challenges that the robots encounter asks for a
diversity of body forms. Robot assembly and metamorphosis is part of a robotic challenge defined in the FP7
project Replicator [8]. In Fig. 1 the scenario is sketched. Different robot morphs are needed to overcome
obstacles or climb on obstacles to obtain energy from power outlets. Our problem statement reads: How to
design a gene regulatory network for metamorphic robots?

1.2

Overview

1 The term morphodynamics originates from beach morphodynamics: sediments relentlessly changing sea-floor morphology. Here
it denotes robots that do not just grow towards a static body shape, but that have a dynamic topology.

Robot metamorphosis is presented at the most abstract
level as a reconfiguration
problem in Section 2 to which
effect a graph rewriting grammar is employed. At an intermediate level of abstraction, communication required
to perform reconfiguration is
solidified in Section 3. To
this end communicating finite
state machines are put forward. In Section 4, at the lowest level of abstraction, the
content of communication is
examined in the form of regulatory elements and circuits.
Section 5 contains our conclusion.

2

Figure 1: Left: the first prototype of the Replicator/Symbrion robot as well as a
simulated organism. The robot contains four docking sites. This allows the robots
to create 3D body forms. Right: a scenario for metamorphosis is sketched. A robot
needs to overcome an obstacle by assembling into a certain body form. It subsequently needs to morph to another body form to reach a power outlet.

Reconfiguration

At the highest level of abstraction, a robot is represented by an undirected graph (Fig. 2). Transitions from
one body form to the next are described in Eq. 1 by a graph rewriting grammar. Graph rewriting grammar
has been used before to describe robot assembly (see Klavins in [9]). Here we (1) describe robot metamorphosis, (2) add a connection matrix (Subsection 2.1), and (3) establish additional terminology (Subsection
2.2) for the metamorphic case.
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Equation 1 shows two possible sets of rules to transition from the H-form of Fig. 2 to the snake form:
and 2 . The rule sets are different, but lead to an equivalent result in the form of the snake. The rules
are executed in a random order and possibly in parallel. Each label a through f stands for a robot module
in a certain state. The grammar rules have a right-hand and a left-hand side. Both hands are limited to two
robots to enforce pair-wise interactions. With a maximum of two elements per side, no coordination among
three or more robot modules is needed to reorganize the robot topology. In other words, the reconfiguration
problem can be solved locally.
Rule r0 in Eq. 1 has a left-hand side which represents a module b connected to a module c. The execution
of this rule causes those pairs to disconnect (no line is drawn at the right-hand side) and transforms c into
e. This will not be a physical change, but a state change2 . Starting with the H-topology in Fig. 2, the rule
results in a collection of b b b b and a e chains, as well as intermediate forms derived from the
original H-topology. In explicit terms, with this one rule, r0 , we can remove all the a c “legs” from the
H-topology. Contrary to rule r0 , the rule r1 in Eq. 1 has no line drawn at the left-hand side of the rule: e e.
Here we note in anticipation of Section 3 that such a rule involves wireless communication before a physical
connection is made. Moreover, rule r1 introduces an indeterministic element. One of the modules in state e
turns into an f while the other remains the same. Using this feature, directionality can be introduced to the
a e f a chains (the f “moves” to the extremity and binds to the b b b b chain).
1

2 Observe that a state can also be used functionally. Modules in state b can have a different set of sensors turned on and off compared
to modules in state a. For example, only the modules d in the snake in Fig. 2 might have their camera turned on.

a

c

b

c

a

c

a

b
b
a
d

b

b

b
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b

b
b

b

b

b

b

b

d

Figure 2: An H-shaped and a snake-like robot topology. Each robot is represented by a vertex with a maximum of four
outgoing edges. Each edge corresponds to a connection. Labels on each vertex represent internal states. Graph rewriting
rules define state transitions. The transition from the H-shaped topology to the snake topology is described by a set of
graph rewriting rules.

2.1

Connection matrix

The ordinary graph grammar [9] is extended with an additional connection matrix. According to rule r1 ,
the connection matrix CP(see [4]) defines how e and f are connected. There is only one connection possible
3,3
between two modules, side=(i,j)=0,0 Ci,j = 1, so we can represent this single connection by its row and
column index Cij . The matrix C00 means that both modules connect to each other with their locally defined
coordinate system (for instance, both to the “north” side, from the four cardinal directions). Further details
on matrix representations of robot configurations can be found in [4].

2.2

Reciprocity

In Eq. 2 a “reciprocal” set of both instances 1 and 2 , called ⌥1 , is described. This is the reverse transition
from the snake to the H-figure in Fig. 2.
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A reciprocal metamorphic pair obeys C = C ⌥. The consecutive execution of and ⌥ results in the
same robot body form C.3 The reciprocal set ⌥1 describes the transition from the snake form to the H-form.
A robot that has the ability to morph from one form to the other needs to have (equivalents of) both sets in
its repertoire. We note that the mere combination of 1 or 2 with ⌥1 will not necessarily lead to a stable
outcome. The population of robots will also consist of all intermediate forms of robots.
It is possible to prevent the proliferation of intermediate body forms by introducing the concept of a dual
rule. On inspection of 1 and ⌥1 a dual rule can be found: the left-hand side of r0 is equal to the right-hand
side of s6 . In Fig. 2 rule r0 corresponds to the removal of the a c legs from the H-figure, while the s6 rule
causes them to attach to the (shortened) snake body. The uncontrolled case executes all rules in and ⌥
randomly. To reach a desired body shape, the dual rules need not to be executed by chance, but by external
control. Control overhead can be reduced by designing such a rule set such that only one dual rule exist.
3 This

can be seen by performing the graph rewriting rules. A general proof of this property might be an interesting follow-up study.

3

Communication

At an intermediate level of abstraction we specify how to represent communication between robot modules.
Biological cell communication can be seen, admittedly caricatured, as the exchange of protein vectors over
time. Evolving an efficient communication scheme between entities is called language grounding [12].
In other words, inter-cell communication can be described as cellular language grounding. We represent
the cell’s interactions in the form of a communication finite state machine in Subsection 3.1. Moreover, a
distinction is made between wired and wireless messages in Subsection 3.2 to be able to deduct the required
number of message types from such a communicating state machine.

3.1

Communicating finite state machines

Each robot module can be represented by a finite state machine (FSM). Interactions between FSMs can be
modeled by a communicating finite state machine [3]. The edges in a communicating FSM carry labels and,
like in ordinary FSMs, denote state transitions. An edge can only be traversed when two communicating
FSMs are in a synchronized state. Synchronization is defined by one FSM being in a state preceding an
edge with label ri !, while the other is in a state with an outgoing edge labeled ri ?. The ri label stands for a
communication channel. As soon as the FSM writes on ri !, the other FSM reads on ri ? and both undergo a
transition to the next state. We introduce here the communicating FSM approach to model communication
between robot modules.
r0 !/r4 !
r1 !
In Fig. 4 the ri labels correspond to the rule
index in 1 . The !-tokens indicate modules that
e
c
r3 ?
r0 ?
b
broadcast the message ri . The ?-tokens are robot
modules that are listening to a certain message ri .
(A robot module cannot receive its own message.)
r2 ?/r4 ?
r1 ?
For instance, a robot in state a broadcasts message
r3 ! (see 1 in Eq. 1). Another robot in state e rea
r2 !
r3 !
ceives this message. Subsequently robot a switches
d
f
to d and e switches to b (see again Eq. 1). Observe that a module in state a can actually send a Figure 3: A communicating Finite State Machine (FSM)
composed message [r2 , r3 ]. This message can have representation can be used to represent 1 . Each robot modtwo mutually exclusive effects. A module in state f ule contains a communicating FSM (so there are Z FSMs in
might change to b, or a module in e might change total).
to b (this corresponds to rule r2 and r3 in 1 ).

3.2

Wired and wireless communication

Figure 3 simplifies matters too much for a decision to be made on how many message types are required
between communicating machines. First of all, a module in state a needs to send a composed message
[r2 , r3 ]. But, more importantly, the module in state b has to send a wired message r0 in its connected b0 state,
and a wireless message r4 in its disconnected b state (see Fig. 4).
e0

b

r1 !

e

r0 ?

c0

r2 !

a0

r4 !
r1 ?

r3 ?
r0 !
f

r4 ?

b0

r2 ?

f0

r3 !

d

Figure 4: A communicating FSM with a distinction between modules in disconnected states s 2 S and connected states
s0 2 S. The number of messages needed to implement this scheme corresponds to the number of vertices with outgoing
edges with !-tokens.

The number of messages required to implement the rewriting scheme 1 corresponds to the number of
vertices with outgoing edges with !-labels in Fig. 4. In this particular example, the vertex set is (a0 , b, b0 , e),
so four messages are sufficient to implement the given instance of metamorphosis.

4

Regulation

This section describes the metamorphic process at the least abstract level: the regulatory network description. Regulatory networks have been used before for robot assembly in the form of gene regulatory networks
[2]. We elaborate on this work by (1) introducing an abstract representation of a regulatory network in
Subsection 4.1 and 4.2, (2) making explicit the relation with communicating FSMs by coupled regulatory
networks in Subsection 4.3, and (3) opening up the possibility to design rather than evolve such a regulatory
network by introducing two elementary entities (a) A NAND port, (b) a flip-flop in Subsection 4.4. Using
those entities a regulatory network can be constructed that corresponds to the rule sets in Section 2. Due to its
central role of being able to implement an indeterministic rule, a flip-flop is implemented in Subsection 4.5.

4.1

Regulatory network

For an introduction to gene regulatory networks, see [2]. Here we will briefly recapitulate its properties. A
regulatory network is a tuple {G, P }. It consists out of a set of regulatory entities (g0 , . . . , gL ) 2 G, and a
set of regulated elements, artificial proteins, (p0 , . . . , pM ) 2 P with pi 2 R 0 . The proteins are updated
asynchronously according to Eq. 3. We will use the shorthand pi to indicate p[t]i and p̃i for p[t + t]i (with
varying t). {G, P } can be depicted as a graph, with P as the vertices and G denoting the edges.
8
>
< ij if ↵ij < pj < ij
X
if
U (~gij ) : p̃i = ⇥(pi  +
(3)
ij
ij < pj < ↵ij
ij ) with
ij =
>
:
j2Ni
0 else

The regulatory update rule U for a probabilistic chosen entity ~gij describes the ingoing edges from the
vertices pj in neighborhood Ni to vertex pi . To calculate the new quantity of p̃i a non-linearity ij is
used. The edge ~gij is not a scalar, but a vector [↵ij , ij , ij ], with ↵ij , ij , ij 2 R 0 . The protein pj
can either up-regulate or down-regulate pi . If ↵ij < ij the protein pi is up-regulated, if ↵ij > ij it is
down-regulated. The rate of regulation is defined by ij . If the regulating entity does not fall in between the
limits defined by ↵ij and ij nothing happens. That is, the protein pi is only decayed with a rate defined by
. The proteins are capped by a sigmoid function, ⇥(x) which enforces the protein quantity to be between
✓min and ✓max .

4.2

Types of regulators

We simplify the regulatory network by only admitting “low-pass” (p < ↵) and “high-pass” (p > ↵) protein
quantity filters, rather than the “band-pass” filters in ij in Eq. 3.
8
1
ij
>
> ij ✏ij
if pj > ↵ij
>
>
2
<
1 + ij
(4)
ij =
if pj < ↵ij
>
ij ✏ij
>
2
>
>
:
0 else

Equation 4 only needs one threshold parameter, ↵ij . The change in regulated protein is defined by
2 R>0 . There are four flavors of regulator types. The low-pass filter is defined by ij = 1, which
returns a positive result for pj < ↵ij . The high-pass filter is defined by ij = 1. Both filters can either
increase or decrease the target product pi . This is defined by ✏ij 2 {1, 1}. Let us introduce the following
+
notation for the regulating entities: R>↵
is turned on at low protein quantities and is driving its target up
+
( ij = ✏ij = 1); R>↵ is turned on likewise, but inhibits its target ( ij = ✏ij = 1); R?↵
is turned on at high
protein quantities and is driving its target up ( ij = ✏ij = 1); R?↵ is turned on likewise and inhibits its
target ( ij = ✏ij = 1).

4.3

Coupled regulatory networks

The regulatory network abstraction allows us to describe one robot module. Now we will need to describe
inter-module communication as explicated in Section 3. If each robot module is a dynamic system, this
problem can be formulated as a synchronization problem for coupled extended dynamical systems [15]. The
representation in Fig. 5 is different from coupled random boolean networks or Kauffman networks by the

following five properties. (1) A node represents a protein pi , an edge represents a gene (rather than a node
representing a gene). (2) More than two states (or spins) per node. (3) A neighbor graph Ni per node, rather
than fixing the number of neighbors to R for each node. (4) Incremental cross-coupling between networks
( pi (M1 ) = c(pi (M2 )) rather than pi (M1 ) = pi (M2 ) with Mi a network, and c a coupling function). (5)
An asynchronous updating rule for the edges.
r !
The rational behind the listed properties is as
r !
follows. (1) Cells communicate by protein vectors.
R
e
We are interested in protein quantities rather than in
r !
R
gene activity. (2) Protein quantities are real-valued,
r !
R
not binary. (3) A regulatory network needs to be
r !
designed and enforcing the same number of genes
b
R
between two proteins introduces an unnecessary design constraint. (4) The same regulatory network
r ?
R
exists in each robot module. If protein quantities are
r ?
q
set to the same value in both modules, synchronizar ?
R
tion occurs and all robot modules will converge to
r ?
the same state. Hence, the coupling is incremental
R
(the protein quantity is increased or decreased) and
r ?
cross-coupled (rx ! in robot i influences rx ? in robot
j). (5) A synchronous updating rule — a global
clock — seems to be biased to create rhythmic pat- Figure 5: A regulating network corresponding to r3 . Two
robot modules communicate with each other. The module
terns [6] and such a bias we want to avoid.
Fig. 5 shows the representation of the rule r3 on the left emits a signal belonging to state e. It is received
from Eq. 1. To substantiate our case that it is possi- by the module sketched on the right, which responds by
sending a composed message [r2 , r3 ]. From the picture it
ble to represent all rules with a regulating network,
can be seen that this message will activate q 0 , which will dewe present building blocks in the next subsection.
activate e0 . The deactivation of e0 has a dual effect. First the
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4.4

Network motifs

outgoing message r1 ! is prevented, and next the inhibition
of b by e0 stops. Together with the excitation from q 0 itself,
b0 will be activated, and when b0 is activated it starts sending
r0 !.

In [1] several network motifs are described, such as
negative auto-regulation, positive auto-regulation,
feed-forward loops and single-input modules. Here we will introduce two “network motifs” originating
from digital circuit logic. (1) A logical NAND port and (2) a flip-flop. Those elements are created by the
+
+
R>
, R?
, R> and R? regulators from Subsection 4.2.
First, we show that it is possible to implement a logical NAND port. A NAND port, also called the
Sheffer stroke, is functionally complete and can be used to constitute a logical formal system. In other
words, all the other boolean gates can be created by a concatenation of NAND operations.
In Fig. 6 a NAND port is visualized. Likewise, we can for exq
r ?
R
ample create a logical AND port can be created by the combination
+2
2
of an R?80
edge, and an R>80
edge. Only when both quantities are
R
above an upper threshold (↵ = 80) the dis-inhibition of the latter
edge stops.
r ?
Second, we describe the flip-flop. The flip-flop is a bistable circuit with two states and a switching mechanism. It stores one bit
of memory. A rule like r1 in Eq. 1 requires such a bistable circuit. Figure 6: A NAND gate created by regulating network. Observe that it is esAs stated before, this rule is indeterministic and can either cause
sential that there is decay in the system.
a transition of e toward e0 or respectively toward f 0 . Moreover, When r ? and r ? are both above a prede2
3
the flip-flop deserves some emphasis because bistable mechanisms fined threshold (here ↵ = 40 on a scale of
might very well be involved in (robot) cell differentiation [10].
✓max = 100) both edges will be disabled.
The flip-flop in Fig. 7 implements rule r1 in 1 (see Eq. 1). Now q 0 will decay with a rate defined by
Exactly the same regulatory network exist on both robot modules  in Eq. 3.
(left and right). By asynchronous updating, it happens that either
the left or the right module will increase protein x beyond its threshold (↵ = 80 on a ✓max = 100). As soon
as this takes place, one of the inhibiting connections between xi and xj becomes active. Then the number
of proteins of its “competitor” will be reduced. Although in the beginning the winners might alternate, in
the end — if is large enough in R?✏ — there will be a single winner.
0

+1
>40

2

+1
>40

3

ei

ej

+2
R?80

f 0i

+2
R?80

+2
R?80

xi

+2
R>20

e0i

3
R?80
3
R?80

xj

+2
R?80

f 0j

+2
R>20

e0j

Figure 7: A flip-flop is defined across two robot modules, denoted by i (left) and j (right). Rule r1 in
transitions to either e0 or f 0 .

4.5

1

(see Eq. 1)

Bistable Circuit Implementation

We would like to reinstate that our main goal is a design methodology for metamorphosis. However, due
to its pivotal role in the describe a graph rewriting rule set as 1 in the form of a regulatory network, the
bistable circuit is implemented. It allows describing indeterministic rules like r1 2 1 (in Eq. 1). Fig. 8
shows the results of a run with a C implementation of the flip-flop as defined in Fig. 7.

Figure 8: A run of the bistable circuit with parameters set as in Fig. 7. Time is on the horizontal axis, protein quantities
on the vertical axis. Edges (with decay as self-inhibiting edge R?01 ) are randomly chosen. Bistable behaviour emerges:
a high concentration x0 and a low concentration x1 .

The existence of network motifs like the logical NAND port and the bistable circuit allows us to design
a regulatory circuit corresponding to the metamorphic rule sets defined in Section 2.

5

Conclusion

The design trajectory is described step-by-step. To understand a regulatory network for metamorphosis three
levels of abstraction are discussed. It starts at the most abstract level with a graph rewriting grammar. At an
intermediate level, it continues with a communicating finite state machine description. At the lowest level
of abstraction, a regulatory network implements the state transitions on each robot module by (mutually
interacting) artificial proteins.
As stated in the introduction, a top-down, formal, and explicit representation provides clear benefits over
yet another ad-hoc evolutionary technique, most of all, it allows for benchmarking. In future research, the
top-down approach will be compared with, among others, evolved robotic metamorphic gliders [14].
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Abstract
Artificial intelligence methods may aid physicians to predict long-term outcome of individualized treatments of cancer. Hitherto, in the clinical literature on outcome prediction, traditional statistical methods
prevail. This paper addresses the contribution of machine learning as compared to traditional statistical
methods in the prediction of the long-term outcome of cancer treatment. Using a dataset of 1552 patients
with clinical and pathological features a model was induced using a traditional statistical method (logistic regression) and a state-of-the-art machine learning method (proximal support vector machine). The
models were trained to predict three outcome after five years: (1) local recurrence of the cancer, (2) metastases, and (3) overall survival of the patient. The performances of the models were evaluated using the
Area-Under-the-Curve (AUC) of the Receiver Operating Characteristic (ROC) curve in combination with
10-fold cross-validation. The results reveal that both models perform on a par with mean AUCs between
0.72 and 0.78. No significant difference in performance could be established between the two methods.
We conclude that proximal support vector machines do not improve the long-term cancer outcome prediction as compared to logistic regression. Further research is needed to establish if our result generalizes to
other state-of-the-art methods in machine learning.

1

Introduction

In the context of cancer treatment, reliable prognosis is pivotal to clinical decision making. Prognosis
is defined as the prediction of the future course and outcome of the disease process. Currently, cancer
treatment is becoming more individualized, meaning that an assessment has to be made of the risks and
benefits of a certain treatment based on the characteristics of the patient and the disease. Individualized
treatments are expected to improve the final outcome of these patients when compared to the one-to-treatall concept [14]. Improvements in patient examinations and the ability to record all data digitally, has
resulted in large amounts of medical data. These data include information on demographics, imaging,
blood biomarkers, tumor tissue markers, pathology (specimen evaluation after surgery), toxicities, genomics,
and proteomics. The increasing volume and quality of the data, enables physicians to use computational
techniques to assist in the complex clinical decision making process. In cancer research the use of traditional
statistics, like multivariate regression or correlation analysis, is well established to identify prognostic factors
for outcome prediction. During the last 10 years an increase in applying machine learning techniques in
medicine and cancer research can be detected. Figure 1 illustrates the increased use of artificial intelligence,
pattern recognition, and machine learning in the medical domain and the sub-domains of cancer and rectal
cancer. The medical domain is well suited for these machine learning methods because of the large, noisy,
incomplete and complex data sets [5]. Most applications of machine learning in the medical domain of
cancer treatment are concerned with the diagnosis and detection of cancer, rather than with the response to
treatment and prediction of outcome. This paper focuses on the contribution of machine learning to outcome
prediction in cancer treatment.
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Figure 1: Number of publications for each year since 1985 using techniques in artificial intelligence, pattern
recognition and machine learning for the domains of medicine, cancer and rectal cancer

1.1

Research question and approach

The goal of this study is to evaluate the value of machine learning techniques for outcome classification
in cancer treatment when compared to traditional statistics. The research question addressed in this paper
reads: To what extent does machine learning contribute to the prognosis in cancer treatment?
This study uses a published pooled dataset for the development of a prediction model for rectal cancer.
This type of cancer has a very high prevalence and is worldwide the third most diagnosed type of cancer.
In literature, the studies detecting prognostic factors for rectal cancer are numerous, but studies combining
those factors to a prediction model for clinical decision making are sparse. Most studies detect prognostic
factors by applying a Cox regression, in which the effect of several variables on the time to a specified
event is calculated [2, 16, 1]. Kaplan-Meier curves describe the rate of outcome, for example survival or
metastases, over time after the treatment is given. An example of three Kaplan-Meier curves is shown in
Figure 2. From top to bottom, the three curves correspond to low, medium, and low risk, respectively.
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Figure 2: Example of Kaplan-Meier curve showing the rate of metastases-free patients over time in a population. Three different risk groups (from top to bottom, low, medium and high risk) are distinguished.
Although the Kaplan-Meier curve has become a clinical standard, multivariate methods that provide probabilities for the outcomes are to be preferred. A popular and powerful multivariate method is logistic regression and has been applied in many clinical studies [7, 13, 3, 8]. Unfortunately, none of these studies provides
any classification performance measure for their models. The probable reason is that the identification of
the prognostic factors is deemed most important.

Therefore, in this study we compare logistic regression with a state-of-the-art machine learning method on a
medical data set. The support vector machine is the method of our choice, because it is known to have very
good discrimination and generalization performance for binary classification problems [15].

2

Methods

This section describes the data (2.1), the statistical and machine learning methods (2.2 and 2.3), and the
experimental set-up (2.4).

2.1

Data

This study uses data from patients submitted to a week of high dose radiotherapy followed by immediate
surgery. The data includes 1552 patients and originates from three different published trials in Europe:
• The Dutch TME trial [11]: 913 patients,
• the Swedish rectal cancer trial [9]: 495 patients, and
• the Polish rectal cancer trial [4]: 144 patients.
Only those features that were present in all three data sets were included. Table 1 lists these features with
the corresponding description and possible values. Most of the features are binary or ordinal, except for the
continuous features age and tumor distance. The evaluated outcomes are binary (no/yes) and involve the
occurrence of these events within 5 years: local recurrence, metastases and survival.
Nr.
1
2
3
4
5
6
7
8
9
10

Feature
Age
Gender
Distance
Surgery type
Surgery group
Resisual
pT
pN
PA stage
psurgcom

Description
The age of the patient
The gender of the patient
Distance of the tumor to the anal verge
Type of performed surgical procedure
Categorized surgical procedure
Presence of residual disease
Pathological tumor stage
Pathological nodal stage
Overall pathological stage
Post surgical complications

Unit/values
[years]
{male, female}
[cm]
{Conventional surgery, TME}
{No surgery, LAR, APR}
{no, yes}
{pT0, pT1, pT2, pT3/4}
{pN0, pN1, pN2}
{0, I, II, III, IV}
{no, yes}

Table 1: Description of the features in the dataset

2.2

Logistic regression

Logistic regression is used for the prediction of the probability of an occurrence of an event by fitting the
data to a logit function. The logit function z is a linear combination of regression coefficients bi , input
variables Xi and intercept constant b0 :
z = b0 + b1 X1 + b2 X2 + ... + bk Xk
By rewriting the logit function, the probability of an event occurence is defined as:
P (event) =

2.3

1
1 + e−z

Proximal support vector machine

The proximal support vector machine (pSVM) [12] is a computationally efficient alternative of the standard
SVM. While the standard SVM maximizes the margin between support vector datapoints, the pSVM classifies points depending on proximity to one of two parallel planes that are pushed as far apart as possible (see

Figure 3). For the matrix A with size n (number of features) × m (number of datapoints), the formulation
of the optimization problem for a SVM with a linear kernel is defined as:
minn+1+m ν

(w,γ,y)ϵR

1
1
∥ y ∥ + (w′ w + γ 2 )
2
2

The parameters are the normal to the bounding plane w, the constant determining the location of the bounding planes relative to the origin γ, the outcome label y and the sensitivity parameter ν. In the pSVM, the
condition D(Aw − eγ) + y ≥ e (with diagonal matrix D and the error margin e) of the SVM, is modified
into D(Aw − eγ) + y = e, which reduces the optimization problem to an explicit exact solution which is
faster to compute. Computational studies demonstrated that the pSVM classifier performs on a par with the
SVM [12].
w x - γ = +1

Feature 1

w x - γ = -1

Feature 2

Figure 3: Illustration of the data fitting on two parallel planes in the proximal support vector machine

2.4

Experimental set-up

Figure 4 presents an overview of the experimental set-up. Our study centers on the difference between a
traditional statistical method (logistic regression) and a state-of-the-art machine learning method (support
vector machine). As can be seen in the diagram, in our study there is also a difference in the feature
selection. More specifically, for the machine learning method we employ an exhaustive feature search,
whereas for the traditional statistical method univariate analysis is used. This implies that in case we find a
superior performance for the support vector machine as compared to logistic regression, this may be due to
the exhaustive feature search.
Machine learning
Exhaustive
feature search
Input
data

Proximal support
vector machine

Logistic
regression
10-fold
cross-validation

Normalization

Traditional statistics
Univariate
analysis

Performance evaluation
(AUC of ROC)

Logistic
regression

Figure 4: The flowchart of the performed experiments for both machine learning and traditional statistics
The three data sets were pooled and any missing values (1.6%) were substituted by the average value (continuous) or most common value (ordinal). Features were normalized into z-scores (z = (X − µ)/σ) to
allow comparison of the contribution of each feature (coefficients). In the logistic regression experiment, a
univariate test was performed with a Wilcoxon signed-ranks test to select admissible features. Features with
a p-value < 0.05 were used as an input for the logistic regression. The pSVM experiment involves feature
selection by an exhaustive feature search, meaning that all possible combinations of input features were

tested for the area-under-the-curve (AUC) of the receiver operating characteristic (ROC) curve. Feature selection was based on the presence of features in the highest 5% of AUCs. The pSVM classifier was tested
and its output was converted to probabilities using the method proposed by Jakulin [10]. Both the logistic
regression and pSVM methods were tested for their generalization capacity by 10-fold cross-validation (CV)
and the compared performance measure was the AUC of the ROC curve. All methods were implemented in
Matlab 7.1 (Mathworks Inc., Natick, MA).

3

Results

The results of the experiment are presented in Table 2 and Figure 5. The mean AUC and the standard
deviation (SD) were calculated as part of the 10-fold cross-validation procedure.
Outcome
Local recurrence

Phase
Training
Test

Metastases

Training
Test

Survival

Training
Test

AUC
Mean
SD
Mean
SD
Mean
SD
Mean
SD
Mean
SD
Mean
SD

pSVM
0.7597
0.0090
0.7703
0.0853
0.7789
0.0043
0.7777
0.039
0.7308
0.0057
0.7272
0.0520

LR
0.7669
0.0127
0.7473
0.1049
0.7798
0.0054
0.7757
0.0562
0.7454
0.0034
0.7391
0.029

Table 2: Results of the proximal support vector machine (pSVM) scheme and the logistic regression (LR)
for the three cancer outcomes: local recurrence, metastases, and survival.
Training performance

Testing performance
0.85

0.85

Proximal SVM
Logistic regression
0.8

0.8

0.75

0.75

0.7

0.7

0.65

0.65

0.6

0.6

Local recurrences

Metastases

Survival

Local recurrences

Metastases

Survival

Figure 5: Visual representation of the results in Table 2. The bars represent the means and the error bars
represent the standard deviations.
Below we list the linear model equations that include the features that are identified as predictors with the
logistic regression scheme (zLR ) and the proximal SVM scheme (zpSV M ), respectively. The model equations for each predictor and the offset are given for the three outcomes, separately.
Local recurrence:
• zLR = −0.5943. Surgery type−0.3060. Time to surgery+0.5654. Residual+0.5928. PAstage−3.1277
• zpSV M = −0.2298. Distance − 0.5141. Surgery type + 0.6509. Residual + 0.3667. PAstage − 3.0334

Metastases:
• zLR = −0.1411. Age − 0.1893. Surgery type + 0.2913. Residual + 0.5721. pT + 0.6531. pN − 1.4245
• zpSV M = −0.1134. Age − 0.1527. Surgery type + 0.3396. Residual + 0.3560. pT + 0.7564. pN −
0.0675. PAstage − 1.3684
Survival:
• zLR = 0.4269. Age − 0.1392. Gender − 0.2353. Surgery type + 0.3632. Residual + 0.3227. pT
+ 0.5139. pN + 0.1667. psurgcom − 0.7944
• zpSV M = 0.4176. Age + 0.4054. Residual + 0.3791. pN + 0.2329. PAstage − 0.7602

4

Discussion

We performed a comparative evaluation of logistic regression and the support vector machine on an extensive
medical data set. Table 2 and Figure 5 show that both methods perform at an equal level. An important
reason that may explain why the pSVM does not outperform logistic regression is the use of a linear kernel
for the proximal SVM. However, preliminary experiments with another dataset and a non-linear multivariate
model did not improve performance.
The shapes of the ROC curves show no difference, implying that no gain in sensitivity or specificity can
be obtained by adopting either method. Also, the model equations show also high similarity for the found
predictors and corresponding weights. For local recurrence prediction only two features differed (time to
surgery in logistic regression and tumor distance in pSVM). For metastases, the pSVM method selects PAstage as an extra predictor. The model equations for survival prediction differed the most because LR found
seven predictors and pSVM only four. The larger number of predictors for LR may be due to overfitting. LR
seems to suffer more from overfitting because the performances on the test set are relatively lower compared
to the training performances than for pSVM.
Despite the disappointing results of the pSVM as compared to LR, the obtained AUCs are good in clinical
practice. These models deal with 5-year predictions based on only clinical and pathological data. Physicians
tend to predict these long-term outcomes with very poor accuracy (AUC around 0.5) when only raw data is
provided [6].

5

Conclusions and future work

No clear difference between the performances of the standard statistical method and the machine learning
method could be established. In future research, other kernels for the SVM and other machine learning
classifiers and feature selection schemes will be studied to improve performance for follow-up outcome
prediction. Also the addition of expert knowledge in combination with Bayesian networks is expected to
achieve this improvement.
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Real-time automata

Timed automata (TAs) are finite state models that represent timed events using an explicit notion of time,
i.e., using numbers. They can be used to model and reason about real-time systems. In these system, each
occurrence of a symbol (event) is associated with a time value, i.e., its time of occurrence. TAs can be used
to accept or generate a sequence (a1 , t1 )(a2 , t2 )(a3 , t3 ) . . . (an , tn ) of symbols ai 2 ⌃ paired with time
values ti 2 N, called a timed string. Every time value ti in a timed string represents the time (delay) until
the occurrence of symbol ai since the occurrence of the previous symbol ai 1 .
In previous work [2], we described the RTI algorithm for identifying (learning) a subclass of TAs known
as deterministic real-time automata (DRTAs) from labeled data, i.e., from an input sample S = (S+ , S ).
The idea behind identification is that it is often easier to find examples of the behavior of a real-time system
than to specify the system in a direct way. An identification algorithm then provides a way to find a TA
model that characterizes the (behavior of the) real-time system that produced these examples.
The RTI algorithm is based on the currently best-performing algorithm for the identification of deterministic finite state automata (DFAs), called evidence-driven state-merging (ESDM) [1]. The only difference
between DFAs and DRTAs are that DRTAs contain time constraints, as shown by the following example:
a [0,10]

a,
b [3,10]

a [6,10]
a [0,5]
b [0,2]

The above figure shows the transition graph of a DRTA. The start state is indicated by the sourceless
arrow. The topmost state is an end state, indicated by the double circle. Every state transition contains both
a label and a time constraint. The DRTA accepts and rejects timed strings not only based on their event
symbols, but also based on their time values. For instance, it accepts (a, 4)(b, 2) (state sequence: left !
bottom ! top) and (a, 6)(a, 5)(a, 6) (left ! top ! left ! top), and rejects (a, 6)(b, 2) (left ! top ! reject)
and (a, 5)(a, 5)(a, 6) (left ! bottom ! top ! left).

2

Identifying real-time automata

The RTI algorithm is efficient in both run-time and convergence. In practice, however, it can sometimes
be difficult to apply RTI. The reason being that data can often only be obtained from actual observations
of the process to be modeled. From such observations we only obtain timed strings that have actually
1 This

is an extended abstract of a paper to be published in the ICGI 2010 proceedings.

been generated by the system. In other words, we only have access to the positive data S+ , also known as
unlabeled data.
In this paper, we adapt the RTI algorithm to this setting. A straightforward way to do this is to make
the model probabilistic, and to check for consistency using statistics. To this aim, we introduce probabilistic
DRTAs (PDRTAs) and a new likelihood-ratio test for this consistency check. A PDRTA is a DRTA with
probability distributions that model the probability of observing a certain timed event (a, t) given the current
state q of the PDRTA, i.e., P r(O = (a, t) | q).
The likelihood-ratio test is a common way to test nested hypotheses. A hypothesis H is called nested
within another hypothesis H 0 if the possible distributions under H form a strict subset of the possible distributions under H 0 . Adding the likelihood-ratio test to a state-merging algorithm such as RTI is remarkably
straightforward. Suppose that we want to test whether we should perform a merge (or split) of two states.
Thus, we have to make a choice between two PDRTAs (models): the PDRTA A with two seperate states,
and the PDRTA A0 where these states are modeled as one. Clearly, A0 is nested in A. Thus all we need to
do is to compute the maximized likelihood of S+ under A and A0 , and apply the likelihood-ratio test:
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The likelihood-ratio test tests whether using the left model (two prefix trees) instead of the right model (a
single prefix tree) results in a significant increase in the likelihood of the data with respect to the number of
additional parameters (states). The result of adding this to RTI is the RTI+ algorithm, which stands for realtime identification from positive data. The RTI+ algorithm is a polynomial time algorithm that converges
efficiently.

3

Results

In order to evaluate the RTI+ algorithm, we test it on artificially generated data. First we generate a random
PDRTA (without final states), and then we generate data using the distributions of this PDRTA. We performed such a test multiple times and using differently sized random PDRTAs using data sets of size 2000.
The results of these tests are encouraging for up to 8 states, a size 4 alphabet, and 4 splits. When either of
these values is increased, the algorithm needs more than 2000 examples to come up with a similar PDRTA.
These results are encouraging because PDRTAs of this size are complex enough to model interesting realtime systems.
The likelihood-ratio test used by RTI+ is designed specifically for the purpose of identifying a PDRTA
from unlabeled data. Although many algorithms like RTI+ exist for the problem of identifying (probabilistic)
DFAs, none of these algorithms uses the non-timed version of the likelihood-ratio test of RTI+. Hence, since
this test can easily be modified in order to identify (probabilistic) DFAs using for instance EDSM, it also
contributes to the current state-of-the-art in DFA identification.
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Abstract

Serious games and other training applications have the requirement that they should be suitable for trainees
with different skill levels. Current approaches either use human experts or a completely centralized approach for this adaptation. Where agents are increasingly used in serious game implementations as a
means to reduce complexity and increase believability, their use for adaptation can lead to situations in
which the lack of coordination between the agents makes it practically impossible to follow the intended
storyline of the game and select suitable difficulties for the trainee. In this paper we propose an architecture for game design that introduces a monitoring module to check the development of user skills and
direct coordinated agent adaptation. Agents propose possible courses of action that are fitting their role
and context, and the monitor module uses this information together with its evaluation of user level and
storyline progress to determine the most suitable combination of proposals.

1 Introduction
Dynamic difficulty adjustment is an important aspect in training applications that need to be suitable for
a large variety of users with different skill levels. Current approaches of dynamic difficulty adjustment in
games use a purely centralized approach for this adaptation [1]. This becomes impractical if the complexity
increases and especially if past actions of the non player characters (NPC’s) need to be taken into account
while trying to adapt to the skill level of the trainee (as is needed for serious games). Distributing the
responsibility of staying believable and adjusting to game progress, over the different non player characters
creates a much more manageable situation, but this might lead to unwanted situations if their adaptation is
not well coordinated. In serious games, quality is measured in terms of how well the components in the
game are composed, how they encourage the player (or trainee) to take certain actions, the extent to which
they motivate the player and how well the gaming experience contributes to the learning goals of the trainee.
The search for enhanced believability has increasingly led game developers to exploit agent technology in
games in order to preserve believable storylines. However, this might be undermined if agents start to adapt
individually to the trainee. In order to optimize learning, serious games should provide the trainee an ordered
sequence of significantly different and believable tasks. Without a clear organization structure, adaptation
can quickly lead to a disturbed storyline and the believability of the game will be diminished. Coordination
of agent actions also becomes a lot more manageable if there is a facilitating system that allows the designer
to put restrictions on the possible plans performed by the agents. In previous work [2, 4] we proposed the
use of multi-agent organizations to define a storyline (defining coordination restrictions on the agents) in
such a way that there is room for adaptation while making sure that believability of the game is preserved.

2 Framework
To get a better understanding of the different elements of the whole framework we briefly describe the
different elements and the information that is passed between them. Figure 1 shows a schematic overview of
all the different elements of the framework. We are currently using a custom Java environment as our game
world, but our approach is also applicable to other games. The NPC’s and other dynamic game elements in
1 This
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Figure 1: Framework overview
the game are controlled by 2APL agents. The agents in the game have the capability to perform basic actions,
like walking to a certain location or opening a door. The higher level behaviors are specified in the 2APL
agents which send the basic external actions to the agent interface which translates these commands to basic
game actions. The game state is used to update the beliefs of the agents, update the progression of the game
and pass the performance of the trainee to the user model. The user model uses this information and the
task weights from the adaptation engine to update the estimated skill level for each state. These updated skill
levels can then be used again to find better matching agent behaviors. The 2APL agents can perform different
actions depending on their beliefs and dependent on the scene states. The game model contains information
about the desired storyline of the game and keeps track of how far the game has progressed in the storyline.
This information is passed to the 2APL agents to influence the possible actions they can perform. The agent
bidding module specifies the agent preferences for all the applicable plans. The adaptation engine uses this
information and the information from the user model to find the plan assignment for the agents that best
serves the situation for the trainee. The bidding module of the agent uses this information to control the
plans that are selected by the agents. The adaptation engine is only used if new adaptation or coordination
is necessary, otherwise the agents will continue executing their own plans.
In this abstract we discussed online adaptation in serious games. The adaptation is based on the use of
learning agents. In order to coordinate the adaption of the agents we use an organizational framework that
specifies the boundaries of the adaptation in each context. We argue that an agent based approach for adapting complex tasks is more practical than a centralized approach. It is much more natural when the different
elements are implemented by separate software agents that are responsible for their own believability. The
proposed model for game adaptation selects tasks that are most suitable for the trainee while following the
specification of the game model and taking the preferences of the separate agents into account. The combination of adaptations selected at each moment is done through a kind of combinatorial auction that provides
a balance between local optimization of the task and believability of the agent and overall difficulty of the
situation for the trainee. We have shown that the system is able to not only adapt small elements in the game
but also present the trainee with adapted storylines. We have also shown that adaptation sometimes needs to
be coordinated and how this in handled by our framework. And finally we have shown that it relatively easy
to make sure that all the tasks specified in the storylines are actually executed.
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Ranking Revision with
Conditional Knowledge Bases
Emil Weydert
University of Luxembourg
Abstract
We introduce a new model for belief dynamics where the belief states are ranking measures and the
informational inputs are finite sets of parametrized conditionals interpreted by ranking constraints. The
approach is inspired by the minimal information paradigm and generalizes ranking construction strategies
developed for default reasoning. We show its handling of principles for conditional and parallel revision.

1

Introduction

Since the seminal work of Alchourron, Gärdenfors, and Makinson [AGM 85], many formal models of belief
revision have seen the day. In a nutshell, for a given belief state and informational input, they try to identify
the most appropriate revised state(s). In the context of iterated belief revision, this typically includes the
revision of higher-order information, like doxastic preferences or plausibility measures. It is useful to see
belief change as a two-step process. First, the input is evaluated in the light of the prior belief structure and
translated into a constraint over successor states. Secondly, a revised state is chosen relative to this goal
condition, the prior state, and general rationality considerations. For instance, in standard belief revision,
where the input is a sentence ', the constraint asks for plain belief in ', resp. the absence of plain belief if
we seek belief contraction. But we may also consider more general constraints, e.g. those expressed by a
finite set of belief conditionals originating from a reliable introspective source.
Iterated propositional revision goes back to Spohn’s seminal work [Spo 88,90,08]. Iterated conditional
belief revision started with Boutilier and Goldszmidt [BG 93, Bou 96]. Unfortunately, their rudimentary
qualitative minimal change strategy prevented an appropriate handling of independence and seemed to radical. Iterated multiple propositional revision was investigated among others by Zhang [ZF 01, Zha 04], and
Delgrande, Jin [DJ 08], who offered specific algorithms and rationality postulates. But they did not discuss
conditional belief change. This issue was taken up by Kern-Isberner, who identified and instantiated nine
requirements for iterated revision with single conditionals, and also proposed general principles for multiple
conditional revision [KI 99,02,04]. Independently, Weydert proposed two accounts for iterated multiple conditional belief change in the context of the ranking measure framework [Wey 99,05], where belief states are
modeled by ranking measures [Wey 94], and conditionals are interpreted by constraints over these. Ranking
measures, which generalize Spohn’s -functions (NCFs), are well-behaved (im)plausibility valuations able
to deal with graded plain belief and independence information in a coherent way.
However, all these revision formalisms face serious conceptual problems, e.g. linked to their ad hoc
character, or the naive virtual conditionalization method. In the present paper we want to tackle these issues
by introducing a new direct ranking construction algorithm for multiple graded conditional revision. It
generalizes a technique we developed for default reasoning and is based on a two-step procedure inspired by
the Levi identity. In particular, we will show how our approach handles old and new postulates for iterated
multiple/conditional revision.

2

Ranking measure epistemology

Our belief semantics is based on ranking measures [Wey 94]. These are quasi-probabilistic plausibility
valuations expressing the degree of disbelief/surprise of propositions. They generalize Spohn’s integervalued -ranking functions (or natural conditional functions), introduced to model iterated revision of graded

plain belief [Spo 88,90,08], as well as multiplicative real-valued possibility valuations [DuP 98]. Their value
range carries a total order with endpoints and an additive structure for expressing conditionalization. We
have exploited this concept in default reasoning [Wey 96,98,03], and belief revision [Wey 99,05].
Definition 2.1 (Ranking measures) R : B ! V is called a ranking measure (or R 2 RB
V ) iff
1. B = (B, >, ?, , [, \) is a boolean algebra,
2. V = (V, +, 0, 1, ) is a ranking algebra, i.e. the positive half of a totally ordered commutative group
G = (G, +, 0, ) extended by 1 s.t. for all v 2 V , v  v + 1 = 1 + v = 1 (V = G+ [ {1}),
3. R(>) = 0, R(?) = 1, R(A [ B) = min {R(A), R(B)},
4. R([i2I Ai ) = 1 if [i2I Ai 2 B and R(Ai ) = 1 for all i 2 I.
The conditional ranking measure associated with R is R(.|.) : B ⇥ B ! V, where R(B|A) = R(B \ A)
R(A) if R(A) 6= 1, otherwise R(B|A) = 1.
If V is non-trivial, i.e. V 6= {0, 1}, which is required for modeling graded belief and iterated revision,
then total orderedness implies that 0 < v < v + v < v + v + v < ... < 1 holds for each 0 < v < 1
(v < w iff v  w and v 6= w). The ranking algebra V = (N [ {1}, +, 0, 1, ) for Spohn’s -ranking
functions is the smallest non-trivial instance. V is said to be divisible iff it is non-trivial and each v 2 V
can be written as the sum of n + 1 equal terms for every integer n. The smallest divisible ranking algebra is
therefore V⇡ = (Rat+ [ {1}, +, 0, 1, ) (Rat+ : set of the positive rational numbers). The real-valued
possibilistic ranking algebra V⇡real = ([0, 1], ⇥, 1, 0, ) is also divisible. But its rational-valued substructure
is not because Rat+ is not closed under roots. However, every ranking algebra can be embedded into a
divisible one. We can obtain a probabilistic interpretation by associating, e.g., each rank 0 < r 2 V⇡ to the
non-standard probability "r , where " 6= 0 is an arbitrary but fixed infinitesimal. This link allows the transfer
of some powerful probabilistic tools, like entropy maximization.
Let R0 be the uniform ranking measure with R0 (A) = 0 for all A 6= ?. More generally, for A 2
B {>}, let [A]r : B ! V be the ranking measure given by [A]r (X) = r for X \ A = X 6= ?, and
[A]r (X) = 0 for X \ A 6= X. Intuitively speaking, we obtain [A]r from R0 by uniformly shifting A, or the
A-worlds, by the amount r. We drop the index if r = 1. A1 , . . . , An are called independent w.r.t. R iff, for all
~ i with Xi 2 {Ai , Ai }, R(X1 \. . .\Xn ) = R(X1 )+. . .+R(Xn ). A pseudo-ranking measure over B, V
X
is a function F on B verifying F (A) = R(A) v, where R 2 RB
{1}.
V is a ranking measure and v 2 V
Let V ± be the extension of V to ] 1, 1]G . We define normalization (mapping pseudo-ranking measures
to ranking measures) by ||F ||(A) = F (A) F (>). Shifting is an important (pseudo-)ranking measure
transformation for specifying Jeffrey/Spohn-conditionalization in the ranking framework. Given a pseudoranking measure R, shifting a proposition A 2 B by the amount r 2] 1, 1]G means passing from R to
R + r[A], where
• (R + r[A])(B) = min {R(B \ A) + r, R(B \ ¬A)}, for all B 2 B.
In what follows, let V be a fixed divisible ranking algebra. Let L be a propositional language closed under the
usual logical connectives, |= a classical satisfaction relation for L, ` the corresponding monotonic entailment
relation, [[']] = {m | m |= '}, and B the associated boolean model set algebra with B = {[[']] | ' 2 L}.
On top of (L, |=) we introduce a flat implicational language L()) = {' )r | 0 < r 2 V, ', 2 L}
to express graded conditional belief. Because ranking measures are well-suited to model belief states and
belief change, we use them to interpret the belief conditionals with a minimization-friendly truth condition.
• R |=rk ' )r

iff R(' ^ ) + r  R(' ^ ¬ ) (abbreviating R( ) := R([[ ]])).

Let [[ ]]rk = {R 2 R | R |=rk } be the model set of
✓ L()). It follows from folklore that
the corresponding monotonic entailment relation `rk on L()) validates the rules of preferential logic and
disjunctive rationality. But it violates rational monotony if V is divisible. We say that a proposition ' is
believed to the degree r (at least) iff the rank/degree of surprise of ¬' is at least r. To specify plain belief
we can fix a default threshold 0 < ro < 1 and represent Bel(') by T )ro '. That is, it is possible to
attribute different degrees of belief to ' and ¬' without supporting plain belief in ' or ¬'. In V⇡ , w.l.o.g.,
we may set ro = 1 because all the values v 6= 0, 1 are structurally indiscernible.

3

Ranking measure dynamics

A ranking revision system over B, V is a quadruple (R, I, ◆, ?) where R ✓ RB
V is a set of ranking measures,
I the collection of possible inputs, ◆ the input evaluation function mapping each pair (R, i) 2 R ⇥ I to

the set of admissible revision candidates ◆(R, i) ✓ R, and ? : R ⇥ I ! R the revision function with
R ? i 2 ◆(R, i). Because every ranking algebra can be embedded into a divisible one without affecting
R, we may assume w.l.o.g. that V is divisible. B is typically the boolean model set algebra of a classical
background logic (L, |=) closed under the usual propositional connectives ¬, ^, _, !, $.
Spohn’s proposal for iterated propositional ranking revision is based on J(effrey)-conditionalization for
-ranking functions and considers strength-parametrized propositional inputs (', ↵) 2 L ⇥ V [Spo 88,90].
Here we may set R = RB
V and ◆J (', ↵) = {R | R(') = 1 or R(¬') = ↵}. The revision step
is realized by the uniform shifting of ' and/or ¬'. In [Wey 96] we have proposed what we call minimal
Spohn revision (only shifting as far as necessary), a more liberal variant in line with the minimal information
change philosophy. Here the doxastic goal is only to believe ' to the degree ↵ (at least), to be realized by
minimal uniform shifting of ', ¬'. That is, ◆msp (', ↵) = {R 2 R | R(') = 1 or R(¬') ↵}. If ' is
already believed to some degree ↵, weaker inputs (', ) with  ↵ are ignored, i.e. we assume redundancy
by default.
The task of conditional ranking revision is to determine for each prior R 2 RB
V , and any finite collection
of ' )r , a revised ranking measure R ?
2 R. Let ! = {' !
| ' )r
2 } be the
collection of material implications corresponding to the belief conditionals in . If R(^ ! ) 6= 1, i.e. if
is considered doxastically possible by R, then we should have R ?
|=rk . Accordingly, we set
◆(R, ) = [[ ]]rk . If R(^ ! ) = 1, we may stick to the prior and stipulate ◆(R, ) = R.
Our starting point is the minimal ranking construction philosophy which has been applied in default
reasoning to obtain canonical preferred ranking measure models of default conditionals [Wey 98,03]. It tries
to adapt the minimal information paradigm from probabilistic reasoning to the specificities of the ranking
measure framework while keeping the flavour of System Z [Pea 90]. For conditional revision, it translates
into the
Revision construction principle: For each prior R and input base = {'i )ri i | i  n} ✓ L()),
R ? is obtained by iterated parametrized propositional revision with 'i ! i and 'i ! ¬ i , i.e. there
are xi , x+
= R + ⌃in x+
⌃in xi ['i ^ i ] (where ⌃in vi [ i ] is an
i 2 V such that R ?
i ['i ^ ¬ i ]
abbreviation for v0 [[[ 0 ]]] + . . . + vn [[[ n ]]]).
However, if we seek a revision function, it is not enough to uniformly minimize the xi , x+
i , because there
may be infitely many minima. Furthermore, different shifting moves may have different informational costs
or impacts. This suggests a hierarchical shifting procedure guided by the ranking constraints from and
the wish to minimize the shifting efforts. It should privilege the most relevant moves, e.g. those aiming at
the most plausible target ranks, and proceed step by step, e.g. trying to maximize – lexicographically and
bottom-up – the most plausible ranking layers. To determine the largest possible extension of a ranking
layer, the most natural tool is
Relative ranking minimization: R ?min

= M ax {M in {R0 | R  R0 , R0 |=rk

}, R}.

If there are models of above R, R ?min is the unique least surprising one, otherwise, we may stay with
R. This condition holds iff R(^ ! ) = 0. (R ?min )(¬ ^ ! ) is then the lowest rank which can be
affected by . We call it the top-active rank for R, . The corresponding layer is the initial target of the
ranking construction of R ? from R.
Which propositions are we going to shift? The semantics of ' )r invites us to shift upwards ' ^ ¬ ,
and/or to shift downwards ' ^ . But upwards moves are preferable insofar as their information costs
are lower in the probabilistic translation. Actually, if R(^ ! ) = 0, there is no need for contraction,
i.e. downwards shifting. Then we may set xi = 0 and only shift the 'i ^ ¬ i .
The goal is to minimize the shifting efforts pushing the relevant shiftable propositions to their target
rank. The idea here is to prefer local shifting constructions which minimize the longer moves, i.e. those
carrying higher generic informational costs. This suggests the use of a lexicographic preference relation
x = (xi | i  m) 2 V m+1 . That is, over a given collection of
msh comparing tuples of shifting lengths ~
propositions, one set of shifting moves should be preferable to another one iff, at the maximal r where their
subsets of shifts of length r diverge, the subset of the first one is strictly included in that of the second
one, reflecting a lower effort. Let ~x r = {j  m | xj r}.
Definition 3.1 (Relative shifting effort) ~x
(6, 9, 7, 6)

msh

(7, 9, 7, 5) because ~x

9

, ~x

msh
8

~y iff for the largest r with ~x

= {1} = ~y

8

, ~y

9

, but ~x

7

r

6= ~y

r

, ~x

r

⇢ ~y

= {1, 2} ⇢ {0, 1, 2} = ~y

r

.
7

.

Theorem 3.2 (Shifting minimization) If R(¬ 0 ^ . . . ^ ¬ m ) = 0 and r < 1, then there is a unique
~i s.t. (R + a0 [ 0 ] + . . . + am [ m ])( j ) r for all j  m.
msh -minimal a
If r = 1, we set ai = 1. Uniqueness holds because for ~a 6= a~0 , (~a + a~0 )/2 msh ~a, a~0 . Another important
minimal shifting feature is what we call justifiability. If proper shifting (ai > 0) of ' ^ ¬ occurs to validate
the ranking constraint R('i ^ i ) + r  R('i ^ ¬ i ), then it should be satisfied as an equality constraint.
That is, the shifting should be minimal in the sense that the constraint is not over-satisfied.
We have now the ingredients to specify a hierarchical minimal construction strategy for building a ranking model of . First we consider ranking expansion, i.e. conditional ranking revision for R(^ ! ) = 0.
Our algorithm extends the JLZ-procedure for default reasoning [Wey 03] to non-uniform priors.
Minimal ranking expansion: R,

7! R +mrr

Let
= {'i )ri i | i 2 I} be finite and V be a divisible ranking algebra. To ensure local syntax
independence while keeping the definitions transparent, w.l.o.g., we assume that ([['i ^ i ]], [['i ^ ¬ i ]]) =
([['j ^ j ]], [['j ^ ¬ j ]]) implies i = j.
If R(^ ! ) 6= 0, we stipulate R +mrr = R, observing that the result then necessarily fails to verify .
If R(^ ! ) = 0, the algorithm is based on an inductive bottom-up construction starting at the prior R and
proceeding from more plausible to less plausible ranks, rank by rank, trying to approximate relative ranking
minimization by local ranking constructions while minimizing the shifting efforts for each target rank. We
begin with the top-active rank (R ?min )(¬ ^ ! ) for R and . At the induction step, we consider
the top-active rank for the ranking measure resulting from the preceding partial ranking construction and
the collection of those conditionals which have not yet been settled, i.e. realized as an equality constraint.
This means building two increasing sequences of ranking measures (Ri )0<ih and (Ri⇤ )0<ih , with Ri 
⇤
Ri+1 , Ri⇤  Ri+1
, Ri  Ri⇤ , which are to converge to a ranking model R? = Rh = Rh⇤ of . We write:
• Rj : current ranking measure construction,

• Rj⇤ : current approximative ranking model of

: Rj ?min

,

• sj : current target rank,

• Ij : indices of the shiftable propositions [['i ^ ¬ i ]] considered at level j,
• Ij0 : indices of the 'i )ri

i

settled at level j,

Procedure for computing R +mrr

:

Induction start (j = 1) : s1 = 0, I1 = I10 = ;, R1 = R, R1⇤ = R1 ?min

(with R(^

!

) = 0).

Induction step (j ! j + 1) :

• sj+1 smallest s > sj of the form s = Rj⇤ ('i ^ ¬ i ) for i 2 I
• Ij+1 = {i 2 I | Rj⇤ ('i ^ ¬ i ) = sj+1 } ✓ I

(I10 [ . . . [ Ij0 ),

(I10 [ . . . [ Ij0 ),

• Rj+1 = Rj + ⌃i2Ij+1 ai ['i ^ ¬ i ] where ~a is the msh -minimal construction s.t., for all i 2 Ij+1 ,
(Rj + ⌃h2Ij+1 ai ['h ^ ¬ h ] + ⌃h62Ij+1 1['h ^ ¬ h ])('i ^ ¬ i ) sj+1 , i.e. reaching sj+1 while
ignoring the shiftable propositions with Rj⇤ ('h ^ ¬ h ) > sj+1 ,
⇤
• Rj+1
= Rj+1 ?min

,

0
⇤
• Ij+1
= {i 2 Ij+1 | Rj+1
('i ^

i)

⇤
+ ri = Rj+1
('i ^ ¬ i )} (6= ; if Ij+1 6= ;)

Induction stop (j ! stop) : If sj does not exist, then R +mrr

= Rj (= Rj

1 ).

Example: R0 +mrr {T )1 '} +mrr { )2 ¬'} = 1[¬'] +mrr { )2 ¬'} = 1[¬'] + 3[ ^ '].

4

Minimal ranking revision

Proper conditional ranking revision is concerned with the passage from a prior R to a revised R⇤ = R ?
|=rk
when R(^ ! ) 6= 0. To implement the minimal ranking construction philosophy in a coherent
way, we propose a two-step procedure inspired by the Levi identity. It starts with an auxiliary minimal

contraction step to construct a suitable R verifying R (^ ! ) = 0, and then applies minimal expansion
to arrive at R⇤ .
The simplest proper revision task is to determine R?{' )r } for R(' ! ) > 0. The naive approach
(virtual conditionalization) would be to proceed initially as for minimal ranking expansion, shifting upwards
'^¬ as far as necessary, followed by normalization. As we will see, this may produce questionable results.
An alternative is to try first to realize the precondition R(^ ! ) = R(' ! ) = 0. If R(' ^ ) 6= 1,
the most parsimonous strategy may be to shift downwards ' ^ until the precondition is met (contraction
step), and then to apply minimal expansion to satisfy the ranking constraint. There are three scenarios.
If 0 < R(' ! ) < 1 with R(' ^ ) 6= 1, then R(' ^ ¬ ) = 0, and we set
}=R

R ? {' )r

R(' ^ )[' ^ ] + r[' ^ ¬ ].

If 0 < R(' ! ) < 1 with R(' ^ ) = 1, we can only shift ' ^ ¬ to 1, and normalize T to 0.
}=R

R ? {' )r

R(' ! )[T ] + 1[' ^ ¬ ].

If 0 < R(' ! ) = 1, actual revision is blocked, inviting us to stipulate R ? {' )r

} = R.

We can transfer this strategy also to proper revision with multiple conditionals. Let
= {'i )ri i |
i  n}. If R(^ ! ) = 1, the simplest approach is to ignore the impossible input and set R ? = R. If
0 < R(^ ! ) < 1, the idea is again to first transform R into an appropriately contracted (pseudo-)ranking
measure R verifying R (^ ! ) = 0, and then to use +mrr to expand R with . Contraction, aimed
at lowering support for the 'i )ri ¬ i (opposing the 'i )ri i ), proceeds most naturally by uniformly
shifting downwards the 'i ^ i (i.e. 'i ^ ¬¬ i ) until some ^ ! ^ ('i ^ i ) hits 0. A problem may just
arise if R(^ ! ^ ('i ^ i )) = 1 for all i  n. Then the only admissible solution is to shift the 'i ^ ¬ i
to 1, and normalize T to 0.
R?

=R

!

R(^

)[T ] + 1[¬ ^

!

].

Without this degeneration, the uniform parallel shifting of those 'i ^ i with R(^ ! ^ ('i ^ i )) 6= 1 to
obtain R from R prevents biasedness and minimizes the maximal necessary shifting length. In the second
step, we can now again apply minimal ranking expansion with to transform R into R ? . Although
R may well be a non-normalized pseudo-ranking measure, R ? = R +mrr will always be a ranking
measure. In fact, by construction, ^ ! will get and keep rank 0, and ¬ ^ ! is just the disjunction of the
'i ^ ¬ i , which forces to be shifted above 0.
7! R

Auxiliary ranking contraction: R,

=R

mrr

Let = {'i )ri i | i 2 I} be finite and R(^ ! ) < 1. The role of mrr is to realize in a minimal
way the precondition R(^ ! ) = 0 for applying +mrr . Its algorithm is based on a top-down construction
which aims at transforming R with minimal shifting efforts into a contracted (pseudo-)ranking measure R
validating R (^ ! ) = 0, and thereby paves the way for +mrr . Let R be the collection of conditionals
from which are doxastically consistent with ^ ! in R:
•

R

= {'i )ri

i

2

!

| R(^

Procedure for computing R

mrr

^ ('i ^

i ))

6= 1}

:

• If

R

= ;, then R

mrr

=R

R(^

• If

R

6= ;, then R

mrr

=R

⌃'i )r

where ↵ is minimal such that (R

⌃'i )r

!

)[T ] + 1[¬ ^

i

i2

R

i

i2

R

↵['i ^
↵['i ^

!

]

i]
i ])(^

!

)=0

It follows from the finiteness of , the divisibility of V, and the character of the transformations, that mrr
is well-defined. We can now specify our proposal for multiple conditional ranking revision. It extends
propositional minimal ranking revision, i.e. R ?mrr {T )r '} = R ?msp (', r).
Definition 4.1 (Minimal ranking revision) Let R 2 RB
V , V be divisible, and
• If R(^

!

) 6= 1, then R ?mrr

=R

mrr

+mrr

✓ L()) be finite.

!

• If R(^

) = 1, then R ?mrr

=R

Some illustrative examples
1.

1

= {T )2 ¬', T )1 ¬ } and

• R1 = R0 ?mrr
• R1 (^
• R1

!
2 )

mrr

• R1 ?mrr

1

= R0 +mrr

1

= {T )1 ', T )1

2

}, for logically independent ',

= 2['] + 1[ ]

= R1 ((T ! ') ^ (T ! )) = R1 (' ^ ) = 3 > 0
2

= R1

2

= R1

3/2[']

mrr

2

3/2[ ] = 1/2[' ^ ¬ ]

+mrr

2

=

1/2[ ^ ¬'], with (R1

mrr

2 L.

2 )(' ^

)=0

1/2[ ^ ¬'] + 1/2[' ^ ¬ ] + 3/2[¬'] + 1/2[¬ ] = 1[¬'] + 1[¬ ]

2.

1

= {T )1 ', ' )1

• R1 = R0 ?mrr
• R1

mrr

• R1 ?mrr

2

1

= R0 +mrr

= R1

= R1

2

} and

2
1

= {' )1 ¬ }. Difference with virtual conditionalization.
= 1[¬'] + 1[' ^ ¬ ]

1[' ^ ¬ ] = 1[¬']
mrr

2

+mrr

2

= 1[¬'] + 1[' ^ ]

The auxiliary contraction strategy is illustrated by the following revision configurations.
3. Let

1

= {' )2

• R1 = R0 ?mrr
• R1

mrr

• R1 ?mrr
4. Let

1

2

= R0 +mrr

} and
1

} and

1

1

• R1 ?mrr

2
2

= {' )1 ¬ , ¬' )1 ¬ }.

!
2

a` ¬

= 1[' ^ ¬ ] + 2[' ^ ] + 1[¬' ^ ]

2

= {T )1 ', ¬' )4

mrr

2

= 2[' ^ ¬ ] + 1[¬' ^ ¬ ]

= 1[' ^ ¬ ] where ^

• R1 = R0 ?mrr
• R1

1

, ¬' )1

= R0 +mrr

2

= {( ! ') )1 ¬', ¬' )1

= 1[¬'] + 4[¬' ^ ¬ ]

= 5[¬' ^ ¬ ] where ^

!
2

= 6['] + 5[¬' ^ ¬ ]

}.

a` ¬' ^

The iteration of conflicting conditional evidence may increase disbelief in the condition itself.
5. Let

1

= {' )1

• R0 ?mrr
• R0 ?mrr
• R0 ?mrr

5

1

},

2

= {' )1 ¬ },

3

= 1[' ^ ¬ ] 6|=rk T )1 ¬'

1

?mrr

2

1

?mrr

2

= {' )1

}.

= 1[' ^ ¬ ] + 2[' ^ ] |=rk T )1 ¬'

?mrr

3

= 3[' ^ ¬ ] + 2[' ^ ] |=rk T )2 ¬'

Properties and relationships

How does ?mrr handle existing and new desiderata for iterated revision1 ? To discuss principles for propositional revision, we may translate R ? ' by R ?mrr T )1 '. The classical axioms for iterated revision
(in the epistemic state formulation) C.1 - C.4 [DP 97] are valid, whereas Lehmann’s postulates I.5, I.6 [Leh
95] are not. In fact, ?mrr neither prevents R ? ' ? ' ^ 6= R ? ' ^ , nor R ? ' ? 6= R ? ' ? ' ^ if
R ? ' 6|=rk T )1 ¬ . Because we can have R 6|=rk )1 ¬' and R ? ' 6|=rk )1 ', the Ind-axiom [JT
07] also fails.
From Kern-Isberner’s principles for iterated revision with single, non-parametrized conditionals[KI 99,
02, 04], ?mrr validates only CR.0, 4, 6, 7, whereas the other requirements don’t hold. Many failures are
linked to our threshold semantics for belief and the doxastic possibility requirement, which e.g. restricts
success. On the other hand, ?mrr satisfies our following postulates, which encode shifting minimality for
single conditional revision.
CRM.1 If R(' ! ) 6= 1, then R ? ' )r
CRM.2 If R |=rk ' )r
1 For

, then R ? ' )r

|=rk ' )r

, else R ? ' )r

= R (Redundancy)

the sake of readability, we may drop the set parentheses for single inputs.

= R (Cautious success)

CRM.3 If R 6|=rk ' )r and r < 1,
then R ? ' )r 6|=rk ' )r+x for x > 0 (Minimal construction)

CRM.4 If R(' ^ ¬ ) > 0, or R(' ^ ) = 0, or R(¬') = 0, or R(' ^ ) = 1,
then (R ? ' )r )(' ^ ) = R(' ^ ) (Confirmation stability)
CRM.5 If R(' ^ ¬ ) = 0, R(¬') > 0, and R(' ^ ) < 1,
then (R ? ' )r )(' ^ ) = 0 (Local contraction)

Zhang [Zha 04] and Delgrande, Jin [DJ 08] have advanced rationality postulates for parallel propositional
revision. But their single step principles K ⌦ P and K ⌦ C are invalid for ?mrr . The generalization of the
DP-axioms to multiple revision holds for C1⌦ , C3⌦ , C4⌦ , but fails for C2⌦ . There are also counterexamples for the alternatives Ind⌦ and Ret⌦ [DJ 08]. Kern-Isberner has proposed five axioms CSR.1 - CSR.5
for conditional set revision [KI 08].
• CSR.1 (Success) R ?

|=rk

• CSR.2 (Stability) R |=rk

• CSR.4 (Reciprocity) R ?

=R

implies R ?

• CSR.3 (Semantic Equivalence)

0

a`rk
0

|=rk

• CSR.5 (Logical coherence) R ? (

and R ?

[

0

=R?

implies R ?
0

|=rk

)=R?

0

=R?

implies R ?

?(

[

0

0

).

For ?mrr , Success presupposes R(^ ! ) 6= 1. Stability is obvious. But CSR.3, 4, 5 fail because they
induce global semanticality, which blocks desirable forms of independence reasoning (see exceptional inheritance paradox [Wey 03]). In fact, there are [[ ]]rk = [[ 0 ]]rk with R ? 6= R ? 0 . What we have is
Local semanticality: {[[ ]]rk |

2

} = {[[ ]]rk |

2

0

} implies R ?

=R?

0

.

That is, while we take the individual ranking constraints – the local semantic content – seriously, their exact
syntactic form should be irrelevant. Furthermore, the only reason for R ? not to satisfy should be the
doxastic impossibility of ^ ! .
Cautious success: If R(^

!

) 6= 1, then R ?

|=rk

, else R ?

= R.

The following desirable and powerful principles, which are derived from a characterization of cross entropy
minimization [SJ 80], a distinguished variant of probabilistic revision, are also valid for ?mrr .
Invariance. For any boolean automorphism ⇡ : BL ! BL and any bijection ⇡ 0 : L ! L with ⇡([[']]) =
0
0
[[⇡ 0 (')]], if ⇡ = {⇡ 0 (') )r ⇡ 0 ( ) | ' )r 2 } and R⇡ = R ⇡ 1 , then (R ? )⇡ = R⇡ ? ⇡ .
System independence. If L1 , L2 have disjoint non-logical vocabularies,
R0i is the uniform ranking measure on BLi , and Ri (^ !
i ) 6= 1,
then (R1 ⇥ R2 ) ? (

1

[

2)

= (R1 ?

1)

⇥ R02 + R01 ⇥ (R2 ?

i

✓ Li ()), dom(Ri ) = BLi ,

2 ).

What do these results tell us? First, we can relativize many failures because the corresponding principles are
easily adaptable to our more general perspective (threshold belief strength, divisibility, doxastic impossibility). But some violations are essential – they follow from the minimal information philosophy and the wish
to handle independence information in an intuitive way. Note that for complex iterated revision, a simple
intuitive axiomatic characterization (like for AGM) may well be elusive. What is however important is the
overall plausibility of the semantic revision framework.
Our earlier proposals for iterated conditional revision within the ranking framework [Wey 99, Wey 05]
are more cumbersome and differ from ?mrr because they rely on virtual conditionalization for revision.
However, this naive approach conflicts with the minimal information paradigm. Consider for instance R =
R0 ? {T )1 ', ' )1 } ? {' )1 ¬ }. Here virtual conditionalization gives us R = 1[' ^ ], whereas
?mrr supports 1[¬'] + 1[' ^ ], which seems more natural because there is no unmotivated impact on '.
Another possibility is to apply cross-entropy minimization (MCE) by exploiting a translation between
ranking measures and non-standard probability [Wey 95b,03]. But this move introduces free parameters
whose naive choice may violate invariance properties. Furthermore, there is no ranking construction algorithm to compute the MCE-revised ranking measure for arbitrary ranking constraints. The exisiting proposals, e.g. [BP 03], force the user to fix ranking values in an ad hoc way. Nevertheless, for “non-entangled”
examples, the standard cross-entropy-based approach ?mce produces the same results as ?mrr .
Kern-Isberner [KI 99,02,04,08] proposes a number of postulates for conditional set revision, but she
does not offer a specific proposal comparable to ?mrr . Another limitation is her focus on disrete-valued

ranking measures – information minimization requires divisibility [Wey 03]. In [KI 99] she suggests a revision function for integer-valued ranking measures and single non-parametrized conditionals. But there are
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1 Introduction
Society is increasingly aware of the possibility of a mass disaster. Recent examples are the 9/11 World Trade
Center attacks, the 2004 Boxing Day tsunami and various plane crashes. Recently the Netherlands Forensic
Institute was confronted with the task identifying the victims of the Afriqiyah Airways flight 8U771 crash
in Tripoli, Libya. In such events the recovery and identification of the remains of the victims is of great
importance, both for humanitarian and legal reasons. Disaster victim identification (DVI), the identification
of victims of a mass disaster, is greatly facilitated by the advent of modern DNA technology. In forensic
laboratories, DNA profiles can be recorded from small samples of body remains which may otherwise be
unidentifiable. The identification task is the match of the unidentified victim with a reported missing person.
This is often complicated by the fact that the match has to be made in an indirect way. This is the case when
there is no reliable reference material of the missing person. In such a case, DNA profiles can be taken
from relatives. Since their profiles are statistically related to the profile of the missing person (first degree
family members share about 50% of their DNA) an indirect match can be made. In cases with one victim,
identification is a reasonable straightforward task for forensic researchers. In the case of a few victims, the
puzzle to match the victims and the missing persons is often still doable by hand, using a spread sheet, or
with software tools available on the internet [1]. However, large scale DVI is infeasible this way and an
automated software system is indispensable for forensic institutes that need to be prepared for DVI.

2 Bayesian Networks
Bonaparte is developed as such a system. The development is in collaboration with Netherlands Forensic
Institute (NFI), and as such it is aimed to be used by forensic specialists (e.g. forensic laboratories, medical
research universities, etc). The computational engine of Bonaparte uses automatically generated Bayesian
networks and Bayesian inference methods, enabling to correctly do kinship analysis on the basis of DNA
profiles combined with pedigree information. Bayesian networks are very well suited to model the statistical
relations of genetic material of relatives in a pedigree [2]. (according to the Mendelian inheritance laws).
They can directly be applied in kinship analysis with any type of pedigree of relatives of the missing persons.
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Figure 1: A basic pedigree with father, mother, and child. Squares represent males, circles represent females.
Right: corresponding Bayesian network. Grey nodes are observables. xpj and xm
j represents paternal and
maternal allele of individual j.
An additional advantage of a Bayesian network approach is that it makes the analysis tool more transparent

and flexible, allowing to incorporate other factors that play a role such as measurement error probability,
missing data, statistics of more advanced genetic markers etc. Bonaparte computes the probabilities using
the Junction Tree Algorithm.

3 Bonaparte
Bonaparte is built as a client-server system, the core and database run on one or more servers and clients
connect to these servers from their workstations using a regular web browser. Bonaparte is designed to
handle large scale events, with thousands of victims and missing persons. Special care has been taken
to design a graphical user interface that presents the overwhelming amounts of data (1K victims and 1K
pedigrees results in 1M matches) in a manageable manner to the researchers. The use of xml data interfaces
ensures that Bonaparte can be easily connected to the existing infrastructure (existing databases, reporting
infrastructure, user management).

4 Tripoli Disaster
Bonaparte has recently been deployed at the Netherlands Forensic Institute to identify the victims of the
flight 8U771 crash. The deployment received a lot of media attention in the Netherlands see for example
the NFI press release [3] and the national tv news [4]. The system has successfully identified all victims.
Deployment of Bonaparte has shortened the actual matching process from several weeks (or even months)
to several minutes/hours.

5 Demonstration
Although an actual Bonaparte system runs on multiple Unix machines, a small scale version can run on a
fairly standard laptop. It can even run over the internet via the Bonaparte website at http://www.bonapartedvi.com. We intend to demonstrate how the Bonaparte system can shorten the time it takes to complete the
identification process in large scale DVI incidents.
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Abstract
The automatic detection of anomalies in the maritime domain requires representative anomalous instances.
We developed Presto, an application that enables maritime-domain experts to create artificial anomalous
vessel trajectories that may be characteristic of traffic violations, illegal fishing activities, drug smuggling,
or piracy. When merged with existing real-world data, the artificial trajectories make possible the usage
and evaluation of machine learning algorithms for the automatic detection of anomalies.

1

The need for maritime anomalies

A Maritime Safety and Security (MSS) system aims at guiding a surveillance operator to find maritime
anomalies, such as vessel traffic violations, illegal fishing activities, and drug smuggling [5]. In real-world
data, serious maritime anomalies rarely occur. Because the MSS system might be deployed in any maritime
circumstance, we need to evaluate if our machine learning algorithms [6] can properly detect such anomalies.
To this end, we have developed Presto, an application which enables maritime domain-experts to easily
create artificial scenarios. In contrast to existing simulation applications, such as VR-Forces [7], which
impose restrictive behavior models, our application gives the expert full control over the vessel trajectories.

2

Overview of Presto

The main concept in Presto is a scenario, which can contain one or more trajectories. Each trajectory
is defined by several waypoints. A waypoint is a location on the world map and contains the additional
parameters velocity, time, and curvature. Figure 1 shows the user interface of Presto, which consists of three
main elements: (a) the world map, (b) the timeline, and (c) the property editor. Using the world map, the
user can edit the position of the trajectories and their waypoints. The timeline gives an overview of the
trajectories within the scenario and is used to navigate through time. The property editor with its three tabs
“scenario”, “track”, and “waypoint”, is used to edit element specific parameters (e.g., for a scenario: name
and description; for a trajectory: name and flag; and for a waypoint: location and velocity).
Presto has the ability to load existing, real vessel-trajectory data as so-called background data. This
background data contains the positions and bearings of all vessels for a certain period (e.g., a day). It serves
as a reference when creating new artificial trajectories, so that, for instance, collisions can be avoided or
enforced. The generated data is used to create real-world vessel-trajectory data by filtering the appropriate
variables such as location, velocity, and bearing, such that data points mimic messages according the Automatic Identification System (AIS) protocol. The exported data is fused with real-world data, such that the
artificial data cannot be distinguished up front from the original data.
Presto is entirely programmed in Java, and makes extensive use of the Eclipse Rich Client Platform [3].
The world map is based on NASA World Wind, an open-source alternative to Google Earth [1]. The use
of these software solutions makes Presto suitable for recent versions of Windows, Mac OS X, and Linux
based operating systems. The world map requires a hardware-accelerated 3D graphics card and an internet
connection for downloading the high-resolution terrain images, although these can also be cached locally.1
† This work has been carried out as part of the Poseidon project under the responsibility of the Embedded Systems Institute (ESI),
The Netherlands. This project is partially supported by the Dutch Ministry of Economic Affairs under the BSIK03021 program.
1 The first author is the main developer and will demonstrate Presto and all its features at the BNAIC in approximately 20 minutes.
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Figure 1: A screenshot illustrating the different user interface elements and concepts of Presto: (a) the
world map, (b) the timeline showing the artificial trajectory in the scenario, (c) the property editor showing
the trajectory properties, (d) the current location of the artificial vessel along the created trajectory, (e) one
waypoint of the trajectory, and (f) the background data at the current moment.

3

Academic and industrial adoption of Presto

Currently, the beta version of Presto is successfully being used by researchers within the Poseidon project [5]
and domain-experts at the Maritime Safety and Security division of Thales Nederland. It has proved to be a
useful research tool for tasks including: anomaly detection [6], ontology engineering [2], runtime testing [4],
and visual vessel analysis [8]. Additionally, Presto has enabled domain-experts to discuss and exchange
potential maritime situations, and to challenge researchers with anomalies that are not present in real-world
data. In future work we plan to implement additional import and export functionality such that Presto can
be integrated more seamlessly with existing applications that are used within the MSS domain.
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[7] MÄK. VR-Forces: The complete simulation toolkit, available from: http://www.mak.com/products/vrforces.php.
Accessed June 2010.
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Abstract

Scalability is a major issue in finding the shortest path in a transportation network graph. Therefore, many
contemporary routing web applications make use of hierarchical heuristics. This means that the road class
(highway, national road, provincial road ...) of edges is used to crop the search space drastically. However,
for wayfinding in network graphs for leisure and tourism, the existing road classes cannot serve as an
efficient hierarchical guidance. This demonstration shows the automatic generation of hierarchical levels
for this type of networks and its effect on point-to-point routing performance. The generation is realised
in a bottom-up manner by distributed agents, representing geographical cells.

1

Introduction

The company. The company RouteYou manages a web 2.0 environment which enables users to create,
share and use tourist routes in an interactive way. Besides, it offers a routing platform for various application developers and digital content providers. Most of these processes require a performant calculation of
the path with the lowest cost from start node to end node in a road topology.
Hierarchical routing. In transportation network graphs, the edge weights represent travel time. In order to find the (fastest) path with the lowest cost, it is common practice to organise the road network in
road classes (levels) for improving performance [1]. These road classes are easy to obtain and geographic
content providers have a long tradition in providing them. Hierarchical routing involves that long distance
subpaths result from the application of classical shortest path algorithms on subnetworks of higher importance (level). It is effective when a road class is a good indicator for the actual speed over the subnetwork,
and when higher level subnetworks are sparser but nevertheless fully connected. Hierarchical routing results
in a slight decrease in solution quality (i.e. nearly shortest paths), whereas computational time and memory
footprint decrease drastically, which is vital in a web application.
Routing objectives for leisure and tourism. When considering wayfinding for subdomains of leisure and
tourism, such as nordic walking or hiking, the company uses a graph in which an edge’s weight is calculated
as the edge distance, multiplied by a resistance. This resistance represents a domain-specific unlikeliness
and is always 1. It originates from geographical environmental conditions and from the company’s social
network. In order to support hierarchical routing for these network graphs, a network hierarchy different
from the content provider’s routing class hierarchy is required.
This demonstration presents
• a technique for the automatic construction of a hierarchy for network graphs for leisure and tourism,
• an evaluation of the generated hierarchy, based on performance criteria of a hierarchical routing application used by the company. This application uses the multi-level heuristic node promotion algorithm.

2

Approach

Heuristic node promotion. Jagadeesh et al. [2] compared and evaluated several techniques for hierarchical
two-level routing in transportation road networks. They attained best results (computation time vs. result
quality) with the heuristic node promotion algorithm, of which an adapted multi-level version has been
implemented for RouteYou. This algorithm assumes the availability of cells for each level L i.e. the polygons
enclosed between planar graph edges of level L, and, of transition points for each of these cells of level L
with the rest of the network of level L. The recursive algorithm first determines its level of execution E
as the highest level for which start and end node are not located in contiguous or same cells. The edges of
level E are loaded. Next, when E > 0, a set of virtual edges, from the start node to its surrounding cell’s
transition points and from the end node’s cell transition points to the end node, is created and promoted to the
network. The weights of the virtual edges are estimated using straight line distance and average resistance.
Next, classical routing is applied from start to end node. Each virtual link in the resulting path, is solved by
a recursive call to this algorithm.
This algorithm performs well when the following requirements of the hierarchy are met:
• The higher the level, the higher pct. of low resistance weight links it contains. (Solution quality.)
• Each subnetwork of edges of class L is fully connected. (Robustness.)
• After 2-valid reduction, a cell of level L contains a maximum of 1000 links of level L 1. (Computation time and memory footprint.)
• The ratio of the amount of higher level links to the amount of level 0 links should be kept low.
(Scalability; computation time and memory footprint.)
Hierarchy generation. The network hierarchy is generated by a distributed multi-agent application. In the
first iteration, all edges of level 1 are labelled. It starts from the planar graph of the road network of the area
of interest. Initially, an agent is assigned to each of the atomar planes (cells) enclosed between the edges
of the planar graph. Next, the agents can negotiate with neighbouring agents in order to merge their cells.
Each agent cell can be evaluated by a goal function, and a merge can take place when this function improves
for both agents. The goal calculation is based on: the average resistance of the cell border edge weights and
the internal edge weights, and, the number of edges enclosed. The iteration ends when none of the agents is
able to improve its goal. At this stage, all edges that are located on cell borders, are promoted to level 1.
At the start of each of the next iterations, the goal function is relaxed w.r.t. the number of edges enclosed
and tightened w.r.t. the average cell border resistance. Next, the negotiation and merge iteration is resumed,
until no further improvement occurs. Finally, the cell border edge levels are increased by 1.

3

Demonstration and specifications

The demonstration starts by a film showing the hierarchical network generation for motorcycle routes by
distributed agents. It consists of snapshots of the spatial cell distribution during several steps of the generation process. It shows the influence of the goal function on the collective behaviour of the system.
Next, visitors are offered to plan long-distance point-to-point routes over this network, using an interactive
web page. They are able to compare the planned route and its costs, the trace of routing levels, calculation
time and memory footprint for both a flat and a hierarchical Dijkstra implementation.
The system consists of a hierarchical level generation component, a data preprocessing component, and a
hierarchical routing component, interacting with a spatial database. It has been developed by Joris Maervoet,
using Aptana (IDE), PHP, PostGIS SQL, Google Mashup and Quantum GIS.
Acknowledgements. This demonstration is part of the results of the industrial PhD project ‘Structural
heuristics for performant personalised routes’, organised by the company RouteYou and partially funded by
the IWT (090726).
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Abstract
Robocup.be is part of an international project to encourage AI and robotic research. Guided by DSP Valley
and in association with other colleges and universities KaHo Sint-Lieven cooperates in a Belgian team of
small, driving soccer robots to take part in international RoboCup competitions in the future.
This demonstration paper will present an environment to simulate and test intelligent strategies for
the RoboCup.be soccer robots. The testbed developed is the result of the first author’s master thesis. A
physical simulation environment is created, using a physical engine. Next this is extended with a multiagent system to get a testbed in which intelligent multi-agent soccer strategies can be developed and tested.
We focus on incorporating reinforcement learning in our RoboCup team. The ultimate goal is to hybridize
the testbed by replacing the physical engine with the real-life robotic soccer game.

1

RoboCup

Robocup.be is part of an international project to encourage AI and robotic research. Guided by DSP Valley 1
and in association with other colleges and universities (Erasmus University College, Lessius University
College, Campus De Nayer and Vrije Universiteit Brussel) KaHo Sint-Lieven cooperates in a Belgian team
of small, driving soccer robots to take part in international RoboCup competitions in the future. The Belgian
team aims for the RoboCup Small Size League which is an international competition for small soccer robots,
the height for instance is limited to 15 cm. In those annual competitions teams from many different countries
show their best, in June 2010 18 teams participated the Small Size League. In July 2011 a new competition
is held. More information can be found on www.robocup.be.

2

The simulation environment

The demonstrated simulation environment exists of
two parts, shown in Figure 1, and an interface layer
in between. One part is based on a physical engine
while another part is the multi-agent environment.
The interface layer connects those two and makes
the necessary conversions.
Physical engine
The robots, the field and the ball have many physical properties. To simulate the robots and the ball
we specify them as bodies in a physical engine. A
body can have physical properties like a position, Figure 1: Simulation environment based on Repast
a rotation, a velocity, a rotation speed, an acceler- Symphony and Phys2D.
ation, a mass, friction. All this is simulated with
the physical engine, Phys2D [1], which is written in Java and based on the Game Developers Conference
presentation of Erin Catto in 2006. Currently a three dimensional engine is being added.
1 DSP Valley is a technology network focusing on embedded software and micro-electronics.

For more info see www.dspvalley.com.

Multi-agent environment
The controlling of the robots is done by a multi-agent system. Based on practical tests and criteria like the
possibility of continuous coordinates, a three-dimensional representation and the possibilities to append the
physical engine, Repast Symphony [2] was chosen as the underlying MAS platform. Within this environment the ball and players are defined as agents, each with their own behavior. They update their location
every time step to match with the simulated physical world. After updating its location a player uses its
strategy, like described in the next section, to calculate the action to take.

3

Strategies

Every player uses a strategy to determine what action to take. A strategy exists of three parts: a state
representation, a set of actions the player can take and a policy to select an action in the current state. In our
demonstrated test- and simulation environment different strategies can be tested and new ones can be added.
The state representation
The total state of the player is a dynamic set of partial player states: the role, the ball owning, the distance
to the own goal, the distance to the goal of the opponent, the distance to the ball, the possibilities to shoot to
the goal and the pass possibilities. In some situations some parts of the total state are ignored. This reduces
the calculation time per step resulting in a higher update frequency and thus better response times.
The actions
To make a varied player behavior, one need an extensive set of actions a player can take like ’go to the ball’,
’go to the goal of the opponent’, ’defend the own goal’, ’run clear’. Each action corresponds with three
skills, one of each type. The move skills will adjust the position of a player, the turn skills will adjust the
rotation of a player and the kick skills will kick the ball if necessary. Some examples of implemented skills
are: ’run clear’, ’move to defender position’, ’turn to ball’, ’kick to teammate’.
The policy
The only thing left is selecting a proper action to take in the current state. This is perhaps the most important
part that specifies some rules to select an action in the current state. This policy can be a simple static policy,
hard-coded or specified in a file, or it can be a smarter learning policy based on reinforcement learning [3].
In our demonstrated testbed an extensive static policy is used and tests were done with learning policies.
Local intelligence
Another simulated feature is local intelligence. Some parts of the behavior are implemented on the robot
itself, for instance avoiding collisions. This can give better results because the reaction times are smaller
and local sensors can be used, but only limited calculation power is available on small size league robots, so
implementing the complete behavior local is unfeasible.

4

Demonstration

In the demo we first run a simple match in the physical engine. In this case, the players clearly lack intelligent
team behavior. Next we demonstrate how intelligent multi-agent strategies can simply be incorporated in
our simulated robot soccer testbed. Different strategies can easily be created and activated for each team.
We show manually created strategies versus strategies based on reinforcement learning [3]. The interested
listener can play with the tool and at runtime alter the strategy of a team. On-line performance of the used
strategies is plotted in a life-updated chart.
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Abstract
ConfigNow is package that allows users to create configuration software following a knowledge based
approach. The user can write the constraints on the domain down in a separate file, using (extensions of)
first order logic as knowledge representation language. The ConfigNow package then provides an interface
to perform a number of tasks that one typically wants to solve in configuration software, and link this to
the user interface.

1

Motivation

The idea of a knowledge based approach to software development is an old idea within AI. In this approach, the user writes down the knowledge he has about the domain in a logical theory, using a knowledge
representation language. Several tasks can then be solved by the use of different inference methods. Especially software where the difficulties in implementing and maintaining come from the complex domain
knowledge, can greatly benefit from following a knowledge based approach. Configuration software clearly
satisfies these criteria, and [2] proposes a knowledge based approach based on FO(·), a rich knowledge
representation language and an extension of classical logic. Furthermore they identify a number of tasks
that one typically wants to solve in configuration software and show that they can be efficiently solved by
applying the correct logical inference methods.

Figure 1: Course selection configuration software
Figure 1 shows a part of a configuration tool that helps students to complete their course selection. On
the screen you can find a number of compulsory courses, optional courses, and a number of modules and
their courses. An example of domain knowledge in this application is the constraint that ‘exactly one module
has to be selected’. An example of a task that we need to solve is to color the other modules red if a user
selects a certain module, to indicate that according to the rules that module can no longer be selected.

The screenshot in figure 1 comes from a proof of concept [2]. In this proof of concept the domain
knowledge was indeed written down in a separate theory, and the tasks solved by two reasoning systems,
the IDP-system [1], and the Approx-tool [3]. However in this proof of concept, the links between the user
interface, the theory file and the reasoning systems were all ad-hoc implemented.

2

ConfigNow

The ConfigNow package provides an interface to connect the user interface with the theory file, the database
that contains the partial selection the user has made up to now, and the reasoning systems. When the user
wants to implement a new piece of configuration software, he has to do the following. First of all he the user
has to define the vocabulary that will be used and write down the relevant domain knowledge in a theory
file. Next, he has to design a user interface. Currently, this UI is required to be a Java Swing user interface.
As a last step, the user then needs to connect the components of the user interface to the logical vocabulary
and reasoning systems, through a configuration file. Thus, the ConfigNow package allows for very a fast
implementation of configuration software. We have used the ConfigNow package to implement a number
of configuration tools, e.g. a Bike Configuration Tool (as one can find on e.g.[4]), and we were able to
implement this tool in a couple of hours, using the ConfigNow package.
We believe that for software with a lot of domain knowledge, the knowledge based approach is the right
approach. The ConfigNow package is a first step in an attempt to create a complete package that developers
can use to implement knowledge based software. In the future, we aim at including additional reasoning
systems in the package to add extra functionality, and allow for more complex configurations files, where
we can e.g. specify that a part of screen can only be generated after a certain condition has been satisfied.

Figure 2: ConfigNow architecture

References
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Abstract
This paper presents the IDP system, a finite model generator for extended first-order logic theories. IDP
can be used as a didactic tool in courses on (first-order) logic. It can also be applied to solve various
constraint problems and for lightweight verification tasks.

1

Introduction

One of the long term research goals of the Knowledge Representation and Reasoning group at the K.U.
Leuven is to build a knowledge base system (KBS) [4]. In such a system, knowledge about a domain
of discourse is stored using a suitable logic. Next, different tasks are solved by applying various inference
methods on that knowledge. An example is a KBS storing knowledge about course scheduling at a university.
By applying suitable forms of inference, schedules can be generated automatically at the start of the year,
hand-made schedules can be checked, existing schedules can be revised, etc., all using the same knowledge.
Our aim is to build a KBS with the logic FO(·) as knowledge representation language. FO(·) extends full
first-order logic with useful constructs such as inductive definitions [3], aggregates and integer arithmetic.
The IDP system implements one form of inference for FO(·), namely finite model expansion. The task of
model expansion is to expand a finite interpretation I for part of the vocabulary ⌃ of a given logic theory
T to a model of T . Model expansion generalizes both model checking (if = ⌃) and model generation for
a given finite domain (if is empty).
The IDP system can currently be used to represent and solve problems in NP. It shares applications with
other model generation systems such as Answer Set Programming (ASP) solvers [1], Constraint Programming (CP) systems (e.g., [9]), and the ALLOY system [2]. For instance, IDP can be used to solve scheduling,
planning, and diagnosis problems in a purely declarative manner, it can be applied for lightweight softwareand dynamic system verification, etc. One of the features that distinguishes IDP from ASP, CP and ALLOY is
that it implements full first-order logic. This makes IDP also a suitable tool in courses on (first-order) logic
(see below).

2

Technology

The IDP system consists of two main components:
• The grounder reduces an FO(·) theory to an equivalent propositional theory [11]. The grounder combines state-of-the-art grounding technology with a novel symbolic reasoning algorithm to derive which
formulas of the propositional theory are certainly true or certainly false in models of that theory. This
information is exploited to efficiently simplify the propositional theory while it is constructed.
• The solver searches for models of the propositional theory generated by the grounder. The core of
the solver is a SAT solver, i.e., a model generator for propositional logic. Currently, we use the
SAT solver M INI S AT [7]. Propagation techniques from CP and SAT modulo theories (SMT) [10], as
well as specialized algorithms [8], complement the SAT-based search to efficiently handle additional
language constructs like aggregates and inductive definitions. The modular design, based on the SMT
paradigm, allows for easy extension and combination with existing systems.

3

Current usage

IDP is used as an experimentation platform for students in several courses at the K.U.Leuven, among which
the courses “First-order Logic”, “Knowledge representation” and “Modelling of Complex Systems”. Its
application ranges from getting hands-on experience with abstract logical concepts to solving planning,
scheduling, configuration and verification problems. The didactic tool L OGIC PALET [6] uses IDP as a plugin to automatically generate counterexamples when a student writes an incorrect logic translation of a statement in natural language.
There is ongoing development towards practical applications, for example in course and train (re)scheduling and in building knowledge-driven user interfaces.
IDP participated in the second ASP competition, finishing fourth out of sixteen systems [5].

4

System

The IDP system is open-source and tested under Linux, Mac OS and Windows. It can be downloaded from
http://dtai.cs.kuleuven.be/krr/software. The IDP system is being developed by Maarten
Mariën, Johan Wittocx and Broes De Cat.
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