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Preface

The 21st Benelux Conference on Artificial Intelligence (BNAIC) was held at the Eindhoven University of
Technology on October 29 and 30, 2009, under the auspices of the Belgium-Netherlands Association for
Artificial Intelligence (BNVKI) and the Dutch Research School for Information and Knowledge Systems
(SIKS). The term “Artificial Intelligence” dates back to 1956 when John McCarthy defined it as “the science
and engineering of making intelligent machines.” Even though nowadays we are still far from building
machines that can pass the infamous Turing test (Turing, Mind, 59 (236), 1950), Artificial intelligence is
a very lively research area in the Benelux, with a lot of internationally active and renown research groups
in, among others, multi-agent systems and simulation, games, logics in AI, machine learning, data mining,
natural language processing, semantic web, evolutionary computing.
The main goals of BNAIC are two-fold: on the one hand to bring together AI researchers in the Benelux
to meet and present research activities with oral and poster presentations, and on the other hand to present
high-quality research results, possibly already published in international conferences or journals, complemented with renown international keynote speakers. The format of BNAIC is therefore a mixture of a meeting place and a forum for high-quality research results, forming a balance that has proven to be a successful
formula throughout the past 21 editions.
This year the program consisted of a research track, an industry track and three invited keynote talks;
two in the research track and one in the industry track. Prof. Wolfram Burgard (University of Freiburg) gave
the first invited talk in the research track on “Reliable Life-long Navigation for Mobile Robots.”, and prof.
Peter Flach (University of Bristol) the second one on “Machine Learning: Unity in Diversity.” The invited
talk in the industry track was given by Peter van der Putten on “AI in the Wild: Decisioning, Predictive
Analytics and Simulation for Customer Experience Optimization.” Authors could submit in three paper
categories: A-type papers presenting new original work, B-type papers summarizing the main results of
papers accepted after June 1st, 2008 for AI-related refereed conferences or journals, and C-type papers
proposing for demonstrations. In total we received 117 submissions, of which 105 in the research track (45
of type A, 54 of type B and 6 Demos) and 12 in the industry track (6 of type A, 4 of type B and 2 Demos). Of
all A-type submissions, 35% were accepted for oral presentation and 41% for poster presentation. For the
B-type submissions, 74% were accepted for oral presentation and 26% for poster presentation. All submitted
demos were accepted.
We wish to thank the invited speakers, all authors of submitted papers and the Program Committee
members for their hard work. BNAIC 2009 was supported financially by the SIKS doctoral school, the
Netherlands Organization for Scientific Research (NWO), Philips, and D-CIS labs. Last but not least we
would also like to express our gratitude to our enthusiastic local team.
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Greet Vanden Berghe

CODeS Research Group, KaHo Sint-Lieven, Associatie K.U.Leuven
Gebr. Desmestraat 1, 9000 Gent, Belgium (e-mail: surname.name@kahosl.be)
Abstract
Optimizing the boarding process is one way for the airline industry to reduce the cost of the total air plane
turn time - i.e. the time between landing and take off. For this aim, boarding strategies that control when a
passenger is allowed to board the plane are developed in order to reduce the overall boarding time. These
strategies should be passenger friendly and robust to all kinds of disturbances. In this paper, boarding
strategies are analyzed using multi-agent based simulation. Passengers are modelled as autonomous agents
with particular individual characteristics. This allows us to introduce new strategies which are, unlike
traditional boarding strategies, based on individual passengers’ characteristics rather than on the location
of their seats. We examine the robustness of these new and other common boarding strategies against
realistic disturbances such as passengers compliance, group travel and transits. The effect of the latter
two types of disturbance were not reported yet in literature. Our findings suggest that characteristic based
strategies can combine high performance with low overhead.

1

Introduction

An air plane only generates revenue when it is flying [6]. Previous research has shown that the boarding
process is the most time consuming process that takes part in the turn time of an air plane. The turn time
of a plane is defined as the time required to unload an air plane after arrival at a gate summed up with the
time required to load and prepare the air plane for its next departure. The aircraft boarding problem can be
described as how to assign passengers to boarding groups such that the total boarding time is minimized.
Reducing the boarding time will in turn effectively reduce the turn time. In 2008 Nyquist et al. [7] calculated
that the decrease in cost associated with this reduction is around 30 dollar per minute for an active air plane.
For an airline with 500 flights per day one minute less boarding time can accumulate to an annual decrease
in costs of 5, 475, 000 dollar (30 ∗ 500 ∗ 365). While aiming at a most cost-effective boarding process, it
is evenly important to maintain quality and customer satisfaction. Ferrari and Nagel found that efficient
strategies have a tendency to separate neighbors from each other [4]. This finding clearly conflicts with
passenger satisfaction. It will, for example, prevent families travelling with children from boarding together.
Moreover, a boarding strategy should also be robust under the effect of different types of disturbances such
as early or late arrivals, aircraft dimensions, occupancy level and transits.
In practice most commercial airline companies use what is called a back-to-front boarding strategy
[3]. With this strategy passengers are ordered from the back to the front of the plane with exceptions for
special groups like first class or people with special needs. The idea is to free the aisle of congestions as
much as possible. Since boarding the plane in the opposite direction, i.e. the front-to-back strategy will
surely have the effect that passengers have to wait and pass each other to get to their seats. However,
as was shown in [5] a back-to-front strategy is far from optimal, a random boarding strategy is usually
faster. Various studies have been conducted to determine the performance of traditional and newly developed
boarding strategies [3, 5, 7, 8]. Findings suggest that airline managers should consider issues related to
evenly distributing boarding activity throughout the aircraft, developing more effective policies for managing
carry-on luggage, and using simultaneous loading through two doors.
Most previous work on the boarding problem was studied through discrete event simulation. Typically
these simulations are validated using real observations and actual passenger loading tests. For instance in
Van den Briel et. al. [3] data on time between passengers, walking speed, interference time, and time to store
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Figure 1: Standard air plane layout with 23 rows and 132 seats from [5]. A by block 6 alt 3 strategy is shown on the

layout. The plane is divided in 6 blocks, passengers are boarded block by block according to the order of their block.
The order is determined by starting at the back of the plane and then skipping every 3 blocks. If no more blocks are left,
restart again from the back of the plane.

luggage in the overhead bins were recorded from videotaping actual aircraft boarding procedures. In [3] the
boarding problem is modelled as an integer program with binary variables. The total number of interferences
is the objective function to be minimized. Every interference corresponds to a time penalty and the overall
goal is to find a grouping of passengers that minimizes the total number of expected interferences. Van den
Briel et al. showed that strategies based on the solutions of the interference model are better than the backto-front approach. In [8] a Markov Chain Monte Carlo optimization algorithm is used to find an optimal
loading order of passengers.
In this paper we study the boarding problem via multi-agent based simulation, often referred to as ABS
[2]. ABS is suited for systems driven by interactions among their entities and can reveal what appears to be
complex emergent behaviour at the system level even when the agents involved have fairly simple behaviour.
In contrast to discrete event simulation, where it is common practice to model people as deterministic resources ignoring their performance variation and their pro-active behaviour, ABS allows for modelling a
heterogeneous population. Each agent might have personal motivations and incentives, and groups and
group interactions can be represented. Passengers can therefore be modelled as autonomous agents, defined
by their own set of attribute values which allows to model variation in each individual’s behaviour. Within
our model we can account for all kinds of disturbances and thereby offer a richer model of simulation. Using
ABS we are able to introduce a new set of strategies which are, unlike traditional boarding strategies, based
on the characteristics of the individual passengers such as their movement speed instead of the location of
their seats. To examine the robustness of different boarding strategies, we set up several experiments in
which we study the effects of disturbances such as passenger compliance, passenger groups and transit passengers. The effects of some of these disturbances were not yet studied before. We also examine for which
degree of air plane occupancy, the cost of using a boarding strategy compensates for its overhead.
The remainder of this paper is outlined as follows: in section 2 our ABS model is described and validated
against previous results. In section 3 we introduce our new characteristic based strategies. Along with other
boarding strategies in the literature, these are examined in detail in the experiments of section 4. Finally, we
conclude in section 5.

2

Multi-Agent Simulation Model

As given in Figure 1 we divide an air plane layout into cells. At any given time at most one passenger can
be on a cell. Each cell has a different function depending on its role and position. We have included the
following roles: entrance cell, seat cell, aisle cell. A seat cell next to an aisle will have an additional function
of luggage compartment. A passenger is represented by an agent; each agent only has information related to
its own characteristics such as movement speed and number of luggage items. Each agent is able to request
parameters from other agents in order to determine whether it is allowed to move towards its seat or not.

2.1

Model Parameters

Table 1 summarizes the model parameters that were taken into account in this study. Time specific parameters are expressed in ticks; one tick being equal to one discrete time step in our simulation model. With a
step multiplier set to 1, each tick in our simulation corresponds to 1 second of boarding time. We can lower

Multi-Agent Based Simulation for Boarding
Parameter name
Step multiplier
Path and seat ticks {min; modus; max}
Install ticks {min; modus; max}
Queue-delay ticks
Strategy compliance
air plane occupancy
Hand luggage distribution (1;2;3 pieces)
Group Size {min; modus; max}

5
Parameter Value
1
{ 1.8 ; 2.4 ; 3}
{ 6; 9; 30}
5
100 %
100 %
{60 % ; 30 % ;10 %}
{ 1 ; 1 ; 1}

Table 1: Standard simulation model parameters; ticks and luggage distribution values originates from [5]

this value to gain a greater accuracy. Path and seat ticks determine how fast a passenger can move from one
path or seat cell to another path or seat cell, while install ticks express the time it takes for a passenger to sit
down after he/she has arrived at his/her seat. Queue-delay ticks control the rate with which passengers are
allowed onto the air plane. This value determines the number of ticks before another passenger is allowed to
board the plane. The percentage of strategy compliance controls the number of passengers that comply with
the proposed boarding strategy. Passengers who do not comply with the strategy are assumed to board in a
random fashion. The air plane occupancy level gives the number of passengers taking part in the boarding
process. The total number of available seats is derived from the air plane layout. Using a triangular distribution we can set the size of passenger groups. Passengers travelling together such as a family are considered
to be a group. When according to the boarding strategy, one person of the group is called to board, the rest of
the group will follow this passenger in a random fashion. A group size of {1; 1; 1} means that every group
consists of 1 passenger, or simply put, there are no groups. Finally, the hand luggage distribution allows to
specify how many passengers carry 1, 2 or 3 items of hand luggage. When a luggage bin is being filled with
luggage it takes longer to store extra luggage in it. The bin model we used is a modified version of Ferrari
and Nagel [4] and given in Equation 1. At this time we assume that a bin has unlimited storage capacity. The
total number of ticks tsl needed to store all luggage depends on both the number of pieces of hand luggage
already in the storage bin i.e. nbin and the number of pieces of hand luggage the passenger wants to store
i.e. nl . We also added the number of path ticks; this is an individual characteristic and models the fact that
people who move at a slower rate will also be slower to store their luggage.


nbin + nl
× nl × path ticks
(1)
tsl =
2

2.2

Boarding Strategies

Currently, only a few strategies are effectively used by airline companies. The strategies we tested in this
work are based on the block strategies and the variants thereof [5] and the pyramid strategies of [3]. Most
strategies are developed in order to avoid aisle and seat interferences. Aisle interference between passengers
occurs when for example a passenger is storing his/her luggage in the overhead bin. The aisle will become
congested when more passengers enter the plane and are obstructed by this passenger. Seat interference
occurs when a passenger is already seated in an aisle seat while another passenger wants to sit down at the
window seat.
A by block strategy will divide the air plane in blocks of similar size. Passengers assigned to the same
block can board the plane at the same time. The order with which a block of passengers can board the plane
can be ascending or descending according to their block number. Consecutive blocks do not necessarily
have consecutive numbers, the numbering can be performed by alternating, i.e. skipping a fixed number of
blocks. A by block 6 alt 3 strategy, shown in Figure 1, divides the plane in 6 blocks. Ordering the blocks
starts at the back of the plane and then every 3 blocks are skipped. If no more blocks are left, ordering
restarts again from the back of the plane. The by half block strategies are exactly the same, apart from the
fact that a block is now not streched out over the whole plane width, but interrupted by the aisle. Boarding
can here also be mixed, i.e. combining the boarding of a halfblock on one side of the aisle with a halfblock
on the other side. Another variant of the by block strategy is the by row strategy. One row can be seen as
one block, that can be alternatedly numbered. Similarly there is also a by half row strategy where half a
row is considered as a numbered block. A by letter strategy will number the columns of the plane, e.g. all
left window seats are numbered the same. The ordening is performed from window to corridor, possibly
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alternated. By seat strategies are the most structured strategies, because every passenger will be numbered
and called for boarding seperately. For instance by seat des row by letter will number the passengers per
column using a descending row number, with columns selected using the window-middle-aisle principle.
Finally, the pyramid strategies will also use blocks, that will be further refined in sub-blocks using the seats
of the same column. These subblocks are ordered via a pyramid structure.

2.3

Model Validation

In order to validate our simulation we implemented the above strategies in our ABS model. We used the
standard model parameters from Table 1 and the air plane layout displayed in Figure 1. To make sure that
our results have a 90% confidence interval of less than 1 minute, each boarding strategy is being tested
15 times with different random seeds. To validate our results we compared them against those from Van
Landeghem en Beuselinck [5]. Results are given in Figure 2 As can be seen, our results clearly follow the
same trend as in [5]1 . The use of different accuracies (1 second for each tick in the ABS model compared
to 0.1 seconds in [5]) and the use of a slightly different characteristic based bin model in Equation 1 can
explain the different boarding times. Our ABS results also confirm that only a limited number of strategies
perform better than a random strategy. The by seat and by pyramid strategies perform well. However they
are costly to implement in reality since these strategies order and call (almost) each passenger separately.
In this paper the idea is to test these strategies’ robustness against disturbances like group travel, strategy
compliance etc.

Figure 2: Comparison of the total boarding time in minutes for the boarding strategies of [5] using respectively the

simulation model of [5] and the ABS approach with the bin model given in Equation 1. The standard parameter values of
Table 1 and air plane layout of Figure 1 are used. The dots in the plot are connected only to clearly show the difference
in boarding times for the different strategies.

3

Characteristic Based Strategies

Traditional boarding strategies always sort passengers based on the location of their seat. Instead we developed strategies based on characteristic properties of individual passengers. To minimize aisle congestions
we developed a boarding strategy which sorts passengers based on the time each passenger needs to traverse
one path cell, we call this a by pathticks asc strategy. By using this boarding strategy we can eliminate
most of the aisle congestions; the other aisle congestions are caused by passengers storing luggage. To minimize aisle congestion caused by passengers storing their luggage, we developed a boarding strategy which
sorts passengers based on the number of pieces of hand luggage each passenger carries. We created two
1 The

by pyramid strategies were not tested by [5] and are therefore not shown here.

Multi-Agent Based Simulation for Boarding
Total Boarding

at random
by pathticks
by luggage asc
by luggage desc

Average
24,77
23,95
24,17
23,56

σ
1,87
2,11
1,01
1,33
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Individual boarding
Individual blocking
Average
Maximum
Average
Maximum
Average
σ
Average
σ
Average
σ
Average
σ
2,05
0,22
4,50
0,89
0,91
0,19
3,02
0,76
1,95
0,15
4,39
0,51
0,81
0,13
2,78
0,59
1,95
0, 11
4,65
0,45
0,81
0,10
3,16
0,53
2,00
0,10
4,17
0,27
0,86
0,09
2,66
0,40

Table 2: Characteristic based strategies compared to a random strategy. Total boarding time, individual boading time

and individual blocking time in minutes. Standard parameter values of Table 1 are used for the plane layout of Figure 1.

strategies; one called by luggage asc which lets passengers with one luggage item board first, then those
with 2 items and finally those with 3 items of luggage. By luggage desc works the same as by luggage asc
but then reversed. In Table 2 these new strategies are compared to a random strategy and they all show to be
slightly better with a small preference to the by luggage desc strategy which is also fairly easy to implement.

4

Experiments

Using our ABS model, we can now study the effect of different parameters in the boarding process. In
all our next experiments we use the standard parameter values from Table 1 and the air plane layout from
Figure 1. We run each experiment 15 times to ensure a 90% confidence interval of 1 minute. More tests and
results can be found in [1].

4.1

Occupancy Effects

In a first experiment we tested the effect of reduced air plane occupancy to see whether in this case a
non-random boarding strategy is still profitable. We tested each strategy with an air plane occupancy of
100%, 66% and 33%. Although not shown here due to page limitation, an occupation of 66% and more
highly benefits of using an intelligent boarding strategy, as can be expected. Under a low occupancy level
of 33% all boarding stratgies more or less perform the same. They show the same total boarding time but
also the maximum individual boarding time and the average individual boarding times are very comparable.
However a well chosen strategy such as by seat des row by letter can still slightly reduce the boarding
time in this case.

4.2

Strategy Compliance

In this experiment we study the effects of a reduced compliance of passengers towards the strategy. When
a passenger does not comply with a strategy he/she will board the air plane at a random moment (later or
earlier than the strategy would suggest). This can cause interference with passengers who comply with the
strategy. We test each strategy with a strategy compliance set to 100%, 66% and 33% (or 0%, 33% and 66%
non compliant passengers). Our results are displayed in Figure 3. As can be seen in our results, strategies
that perform better than a random strategy with compliance set to 100% will evolve toward the performance
of a random strategy with a lower compliance degree. The same goes for strategies that perform worse than
a random strategy with compliance set to 100%. A few strategies, such as at random, by half block 2 des,
by half row des alt 8 and our characteristic based strategies show to be extremely robust when it comes
to compliance degree. The by seat and by pyramid strategies, although showing high differences between
different occupation levels, still perform best in total boarding time. Although not shown here, the same
results apply for maximum individual and average individual boarding times.

4.3

Passenger Groups

Passengers travelling together will be more likely to enter the plane at the same time. In this experiment
we create groups of passengers and study the effect that groups have on the boarding time. We assume
that when one person of the group is called the rest of the group will follow. We assume both homogenous
groups (with a fixed group size) and heterogenous groups. The results are respectively shown in Figure 4
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Figure 3: Effect when passengers have a strategy compliance degree of respectively 100% , 66% and 33%
and Figure 5. It is clear that an increase in group size will also be likely to cause an increase in boarding
time. In our first experiment the effect of homogenous groups consisting of 1 and 3 passengers is almost the
same. Groups consisting of 2 and 4 passengers, however, are more likely to cause more seat interferences
and therefore generate a higher total boarding time for almost every boarding strategy. This can be explained
because we used an air plane layout with 3 seats between the aisle and the window. Groups consisting of
2 and 4 passengers are more likely to be seated across different seat rows and therefore causing more seat
interference. The effect of heterogeneous group sizes is less outspoken than the effects of homogeneous
group sizes, although we can still observe a higher boarding time with increasing group sizes. Again our
characteristic based strategies are among the few strategies who are quite robust against the effects of passenger groups. The by seat and by pyramid strategies still perform best with respect to total boarding time.

4.4

Transit Passengers

It often happens that passengers need to board an air plane that already contains seated passengers from a
previous flight. The goal of this experiment is to determine the best way to position the passengers who are
already seated in order to minimize the boarding time. We test three different ways of positioning the seated
passengers: random, row descending (seated passengers are positioned starting with the seats which are
the farthest of the entrance towards the seats closest to the entrance) and wma descending (window middle
aisle : seated passengers are positioned starting with the window seats farthest from the entrance toward the
seats closest to the entrance, next the middle seats and finally the aisle seats). The results of this experiment
are shown in Figure 6. The degree of seated passengers is 33%. Most boarding strategies perform better
when the seated passengers are positioned using a wma descending approach, such as by row des. Only
for a few strategies (by seat alt 5 row alt letter, by pyramid 2 and by pyramid 3) the opposite is true.

5

Conclusion

We studied the boarding process using multi-agent simulation which allows for developing realistic boarding
strategies, based on individual passengers’ characteristics rather than on the location of their seats. We
performed a robustness study on these new and other strategies and tested some objectives not studied yet,
such as strategy compliance, travelling in group and transits. We can conclude that each boarding strategy
behaves differently in case of a specific disturbance. The by seat and by pyramid strategies are superior
concerning total boarding time and also prove to be very robust, except for group travelling. However, they

Multi-Agent Based Simulation for Boarding
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Figure 4: Effect of homogenous group sizes on the total boarding time.
are not very passenger-friendly and costly to implement in reality. Our characteristic based strategies also
show high robustness toward all kinds of disturbances. Besides, the by luggage strategies are relatively
easy to implement. Most airlines choose one strategy and deploy this to all the boarding processes in their
fleet. However, as can be seen from our experiments, carefully choosing a boarding strategy almost always
pays off, even when the plane has low occupancy. Our simulation model can be further refined by assuming
limited bin sizes and thereby forcing passengers to move around in the plane to look for a free storage
bin. Naturally, combinations of different disturbances should be tested. Furthermore, the combination of
check-in data and historical data such as expected group size, expected luggage, expected compliance, etc.
is potentially interesting to further improve the boarding and positioning of passengers.
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Figure 5: Effect of heterogenous group sizes on the total boarding time.

Figure 6: Effect of transit passengers on the total boarding time. 33% of the passengers remains seated.
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Abstract
Lego Mindstorms NXT is a platform highly suitable for prototyping in the field of interactive social
robotics. During a technology masterclass at Eindhoven University of Technology students from the
department of Industrial Design have developed five novel extensions (sensors and actuators) for the Lego
Mindstorms NXT which extend the ability of Lego to prototype for robotics even further. Applications
include a water-pump, GPS sensor, wireless sensor bridge, optical mouse sensor and a magnetic grabber.
In this paper we will present these extensions and showcase applications in which these extend
possibilities of Lego Mindstorms NXT to a new level.

1

Introduction

In social robotics there are many questions regarding which social role an intelligent robotic product
should take [3]. An approach to answer this question is to prototype the behavior of an intelligent social
agent and to empirically test the portrayed behavior by user testing.
There are many robotic platforms available which enable the designer to prototype the behavior of
intelligent robotics, for example PeopleBot [17], Nao [1], HOAP [8], iCat [9] and the iRobot Create [10].
The downside of these platforms is that the appearance is pre-defined and can not be designed in parallel
with the behavior.
A rapid prototyping method was introduced to define the user requirements of the appearance and the
behavior of interactive robots. In this approach available common robotics parts from Lego Mindstorms
[12] (sensor, actuators and mechanical parts) were combined with clothing to give a higher fidelity
appearance [4]. The mechanical properties of Lego make it very suitable to rapidly prototype social
robotics and evaluate the social role. Another advantage is that Lego models can be virtually built and
shared with other people [6].
Because of the potential to easy prototype interactive robots there are large communities [16] with
enthusiasts developing new applications and stretching the border of what Lego can do as interactive
robot prototyping platform.
In the masterclass at Eindhoven University of Technology we contributed to the field of interactive
robots by developing sensors and actuators which provide new tools to prototype a wide range of social
interactive robots. The challenge was to develop novel extensions which did not exist before, but would
be useful for the community. Another important requirement was the seamless compatibility with Lego
NXT in hardware and software. The design of the casing should support the standard Lego connections
and the software protocol should be able to work with the standard Lego NXT.
Various kind of firmware has been developed which allows the use of programming languages other
than the native language developed by Lego, for example LabView [21], RobotC [20] and LeJOS [2].
Because our preferred programming language is Java we have decided to use the LeJOS firmware [2].
Besides the ability to extend the software, Lego NXT also has abilities to connect custom hardware
using the built in I2C connections. The I2C bus has been developed in the beginning of the 80's by Philips
with the goal to create an easy connection between processor and chips of a television [15]. A number of
the extensions we will present use this protocol to communicate with the Lego NXT.

12

Martijn ten Bhömer et al.

2

Lego NXT Extensions

Besides taking courses about classical engineering [18] and machine learning [14] [19] students of
Industrial Design were asked to develop their own Lego extension during the 6 weeks long masterclass.
In this section we will present the five extensions which have been developed by the students.

2.1

GPS Sensor

A big challenge in the field of interactive robots is navigation. Global Positioning System (GPS)
information can give more information about the location of a robot in the world. Unfortunately for rapid
prototyping with Lego NXT this technology is not easy to implement. Martijn ten Bhömer solved this
problem by developing a GPS sensor extension for Lego NXT.
2.1.1

Technology

The GPS module used in this sensor is the USGlobalSat EM-406A2. This is a relatively cheap module
which has 10 meter Positional Accuracy and even 5 meter when it receives a WAAS signal (Wide Area
Augmentation System). The GPS module uses a serial connection to communicate based on the NMEA0183 [10] standard.
Because the GPS module communicates through serial connection, but the NXT's digital input uses
I2C a conversion in between was needed. To realize this an intermediary micro controller was used. The
NXT can communicate with the micro controller and GPS module as any other Lego sensor.
Because there needed to be an intermediary micro controller, it was logical to do as much as possible
pre-processing on this micro controller to lower the resources needed on the NXT. The NXT can poll for
certain data, for example latitude and the sensor returns the latest latitude information it acquired from the
GPS module.

Fig. 1. The sensor in its casing. The microcontroller is in the large compartment and GPS module in the
small casing which can be attached to the front.
2.1.2

Applications

Using this new sensor and the HiTechnic NXT Compass Sensor [7] a simple application has been
developed which enables a robot to navigate in a straight line between two coordinates. With the same
sensor a whole new array of applications can be created. For example to log location information about
the actions of a robot or to even integrate location information with external maps including other
information. Small mobile robots which can be created with Lego NXT would benefit from noise-free
location data. A Kalman filter approach [5] could be applied to obtain more accurate data and to estimate
position when precise data is not available (for example when the GPS signal is blocked).
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Water-pump

The idea of Tom van Bergen was to design a Lego water pump which would be able to transport water
over distance. Requirements were that the pump was able to create enough force so it would be able to
work from a distance, without the danger of electronics coming in contact with water.
2.2.1

Technology

The challenge of this extension was in developing a pump which was capable of creating a partial vacuum
without being partly submerged in water. It was chosen to use the gear-pump principle [11] because of its
simplicity, reliability and high power ratings. The gear pump was strong enough to locate the pump on a
safe distance from the water.
A pump manufactured by Kavan was chosen for this extension because of its ability to flow up to 1,8
liters per minute and its compatibility with the Lego NXT power supply. The casing around the pump
exists of two parts with the two nozzles sticking out of the casing to connect the host. The two electronic
connection points (positive and negative DC poles) were soldered directly to an NXT plug, allowing the
pump to be run forwards and backwards using Pulse Width Modulation (PWM) signals.
2.2.2

Applications

A demo application has been created which uses this new extension. A construction with Lego and an
NXT distance sensor were attached to a water reservoir. When a person approaches the distance sensor
more water is pumped up by the pump. The result is an interactive water fountain. This extension can
open the door to many new Lego applications with water, for example: water displays, plant watering
systems, fire extinguishing systems, water jet propulsion, transportation of liquids, pressurizing of liquids
and cooling.

Fig. 2. The water pump creating a fountain in the demo application.
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2.3

Wireless Sensor Bridge

The Bluetooth connection of the Lego NXT enables communication over a range of several meters. The
goal of Tom Frissen was to create an easy to use extension which would enable sensors to be connected to
the NXT wirelessly over a distance of more than 1 kilometer.
2.3.1

Technology

A solution for this challenge was found by using XBee modules. With these small RF transceivers it is
possible to create direct input and output pins, which enable a 1 on 1 mapping between the transmitter
input and the receiver output pins.
To prepare the data for transmission a micro controller was used. This enables the wireless bridge to
handle analog sensors such as the light and touch sensor, but also more complex I2C sensors such as the
ultrasonic sensor. Because the sensor is not directly connected to the NXT there is a need for an external
power source in the form of a battery. On the side of the NXT there is also a micro controller which can
convert the received sensor data back to input for the NXT.
2.3.2

Applications

To demonstrate the proof of concept an application has been built which connects a Lego switch
wirelessly. For the prototyping of interactive robots with a need of long distance communication this
technology can be of interest. Also for applications where the sensors can not be installed close to the
NXT this wireless sensor bridge can be a solution, for example applications with moving parts.

Fig. 3. The sender and receiver extensions for Lego NXT. The sender module has two inputs for two
different inputs.

2.4

Optical Mouse Sensor

A computer mouse is accurate and can detect movement smaller than a millimeter. Because of this reason
Martijn Jansen decided to contribute to the field of mobile robot navigation by developing an optical
mouse sensor for NXT.
2.4.1

Technology

As a basis of the sensor the technology of an optical mouse was used. An optical mouse provides a good
platform for this type of sensor because it has no mechanical parts which can break or wear off. Other
advantages include price, size and the possibility to be used on many different surfaces.

Developing Novel Extensions to Support Prototyping for Interactive Social Robots

15

To read the information from the optical sensor a similar 2-wire protocol as I2C communication is
used. Because the protocol is slightly different to the NXT, an intermediary micro controller has been
used to translate the data into a proper NXT I2C protocol.
Because of the calibration of the sensor the casing needed to support the sensor to be exactly 7.45 mm
above the surface. Also the clip to hold the lens needed to be designed exactly according to the data sheet
of the mouse. Martijn created a casing which met all these requirements.
2.4.2

Applications

This new sensor for Lego NXT enables a robot to have more precise data about their location. For
example the exact distance which has been covered and the velocity which can be derived from this
information. When the sensor is used in a feedback loop with the motor the robot can use it to follow
routes more precise.

Fig. 4. The sensor casing with optical mouse sensor, the micro controller is not integrated in the casing
yet.

2.5

Magnetic Grabber

Eelco Klaver wanted to create a new actuator to expand the possibilities to influence the real world using
Lego NXT. There are opportunities in the combination of Lego with magnetic force to provide automatic
attaching and detaching of parts. To realize this a magnetic grabber was developed.
2.5.1

Technology

The basic idea of the grabber is that two solenoids can attract a modified Lego piece though a special
guiding system. The challenge was to create a mechanical solution to guide the attaching process.
Two solenoids of the magnetic latching type were used. The solenoid used is designed for low duty
cycle applications where the solenoid’s energized position is needed for an extended period of time. The
plunger latches magnetically in his basic position, until a negative electrical pulse is applied to allow the
plunger to unlatch.
The solenoid attracts the modified Lego beam through a special guiding system. However, when the
guider is a stiff construction, this would have no effect. The guider should have the possibility to adjust its
position a few millimeters to the position of the modified Lego beam. For that purpose a buffer
construction was build which holds the guider with springs, so that the guider can change its position a
bit, but always returns to its original position.
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2.5.2

Applications

The demo application which was created used a single arm which was able to grab Lego objects. Using
this principle it becomes possible to develop interactive robots which are able to modify their appearance,
or even create new interactive robots autonomously.

Fig. 5. The demo application. An object has been attached to the robot arm with the magnetic grabber
based on the color of the ball.

3

Conclusion

During this masterclass five innovative extensions for Lego NXT were developed. Besides the creative
ideas behind the extensions, the students also developed working prototypes showcasing the proof of
concept.
The extensions in this masterclass were built in a time span of 6 weeks. We argue that Lego
Mindstorms is indeed a good platform for rapid prototyping for interactive robots because of its open
character and availability of good resources.
We think that general availability of these extensions would help the prototyping of interactive robots
because new dimensions in the fields of robot navigation, robot interaction with the physical world and
robot communication were found.
On the project website1 more detailed information about all the extensions can be found, including
photos, movies and reports.

4
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Abstract

Artificial Neural Networks (ANNs) attempt to mimic human neural networks in order to perform tasks.
In order to do this, tasks need to be represented in ways that the network understands. In ANNs these
representations are often arbitrary, whereas in humans it seems that these representations are often meaningful. This article shows how using more meaningful representations in ANNs can be very beneficial. We
demonstrate that by using our Static Meaningful Representation Learning (SMRL) technique, ANNs can
avoid the problem of catastrophic interference when sequentially learning multiple simple tasks. We also
discuss how our approach overcomes known limitations of other techniques for dealing with catastrophic
interference.

1 Introduction
For decades researchers have been trying to recreate intelligence in computers. One important approach is
to try to imitate what we know about human and animal intelligence. It has been known for long that our
brains are networks of interconnected neurons. Apparently, these neural networks allow us to think, learn,
act and perceive as we do. Inspired by this knowledge, artificial neural networks (ANNs) were created [22].
In this article, we focus particularly on a subclass called multi-layer perceptrons (MLPs). MLPs are ANNs
with multiple layers of neurons and no circular connection paths. Such networks can learn to perform a
given task, defined as an input-output mapping, by training the networks on exemplar input-output pairs.
In neural networks, both input and output are vectors of numbers, which can be taken to represent
something. The relation between the input vector and that which it represents is often fairly arbitrary [4, 20].
Usually this is not a problem, because the networks can learn even using these arbitrary representations.
Yet, research has shown that using more meaningful representations can increase network performance [6].
Furthermore ANNs with arbitrary representations struggled with sequentially learning multiple tasks since
they were first used [19]. When an ANN is first trained on one task and then on another, it will forget
everything it ever knew about the first task. This phenomenon is called catastrophic interference. In this
article we will show that by using meaningful task representations, this problem may be avoided.
Section 2 will give some background information about catastrophic interference (Section 2.1), transfer
learning (Section 2.2) and task representation (Section 2.3). Section 3 will introduce our Static Meaningful
Representation Learning (SMRL) technique. In Section 4 we will describe the experiments we carried out
to show the merit of meaningful representations and Section 5 discusses the results. Section 6 contains the
conclusion of the article.

2 Background
2.1 Catastrophic Interference
Catastrophic interference or “catastrophic forgetting” is the disruptive effect that learning something new
has on existing knowledge. Both intuition and research [6] suggest that while some interference may occur
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between different tasks, humans do not suffer from catastrophic interference (i.e. we do not nearly forget
everything).
An ANN’s knowledge is represented by the weights between its nodes. When the network is training
on some task, these weights are adjusted. Then, when it tries to learn something new, it will again start to
change those weights. It will not, however, take into account that it might want to leave those weights intact
in case it is ever required to perform the first task again. It would appear that artificial neural networks,
which are abstracted models of the brain, have failed to model the characteristic of human neural networks
that allows them to avoid catastrophic interference. Building an ANN that does not suffer from catastrophic
interference might therefore provide insight into how this mechanism could work in humans.
The most common way to avoid catastrophic interference in ANNs is to interleave training on the new
information with training on the existing knowledge. There are two problems with this: it is not how human
learning works and it is terribly inefficient, because it fails to utilize all of the previously acquired knowledge
and requires starting the learning process from scratch every time something new has to be learned. A lot of
research has nevertheless focussed on simulating the interleaving of datasets [2, 21].
When MLPs are trained using back propagation they tend to use the entire network to perform the learned
task. It is generally assumed that humans have specialized brain areas that are only used for certain tasks
[7, 12]. French [6] proposed a method called “node sharpening” that aims to reduce catastrophic interference
by coaxing the neural network into using only a couple of neurons to match each input pattern. For each input
pattern a number of hidden nodes was selected that should be used to match that particular input. Ideally,
each input pattern would select a different set of hidden nodes, which means that learning to match one
pattern did not interfere with the learning of another, because different nodes and thus different weights were
used. Although node sharpening reduces catastrophic interference, it also reduces the network’s performance
and its ability to generalize. Also, the method stops working when two or more patterns elect to use the same
hidden nodes. This happens when those patterns are too similar to each other or when the number of hidden
nodes to choose from is too small.
Catastrophic interference is related to the plasticity-stability problem in models of memory, which states
that they should be “simultaneously sensitive to, but not radically disrupted by, new input” [6]. Grossberg
and Carpenter developed Adaptive Resonance Theory (ART) specifically to deal with this issue [10]. ART
networks deal well with catastrophic interference, but they dynamically add new neurons, which is not
generally regarded as biologically plausible and they are very complex, especially when they have to be
adapted in order to support supervised learning. Section 3 introduces a much simpler method that we will
use to demonstrate the power of meaningful task representations by avoiding catastrophic interference when
learning multiple tasks.

2.2 Transfer Learning
Another field related to learning multiple tasks is the field of transfer learning. Our brains enable us to
efficiently learn new things during our entire lives. People can often correctly generalize from only one
example [1]. It is believed that this ability is facilitated by the fact that our brains already contain so much
relevant knowledge about (most) new tasks. The idea behind transfer learning and the Machine Life-Long
Learning (ML3) framework is that a learning system should take advantage of the knowledge it already
possesses and use it as an inductive bias [15] when learning new tasks [27]. It should also be able to
continue learning for the rest of its ‘life’.
There are basically two distinct approaches to knowledge transfer: representational transfer and functional transfer [25]. Both are used to guide the learning of a new task by using the structure of already acquired knowledge. With representational transfer the initialization of the weights in the network for learning
a new task is biased by the existing knowledge of the system rather than random (see for instance [16, 17]).
The main advantage of this paradigm is that storing representational knowledge requires little memory. A
disadvantage can be that accuracy can decline over time, because the neural network representations are
often not perfect.
In the functional transfer paradigm, existing knowledge is used to pressure the new network to share a
similar encoding [3, 23]. The easiest way to do this is to just remember all training examples of previous
tasks and use them in addition to the train set for a new task when learning something new by interleaving
them into the new training set. Storing all training examples takes up a lot of space however. An alternative
might be to store neural networks for all of the previously learned tasks and use them to (re-)generate training
examples when required. This is similar to the pseudo-pattern based approaches that were mentioned in the
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previous subsection. This can save storage space, but becomes inaccurate if an input vector from the train
set for the new task is not valid for one of the already known tasks.
The learning paradigm introduced in Section 3 makes great use of existing knowledge in the network
and facilitates very efficient storage of task knowledge (just one meaningful representation vector per task).

2.3 Representation
ANNs are used to perform tasks, solve problems, find patterns, etc. There are neural networks that learn
aspects of languages, play the saxophone or play card games [4, 20]. The inputs for the last task could for
instance be the cards that the system can see as well as information about the actions of the other players.
The output might be that the network lays a card or makes some sort of bid. These are not things that
neural networks, or software systems in general, are capable of. The inputs for the real-life task need to be
translated to something that the ANN can understand and the output needs to be translated to something that
makes sense in the real world.
Thinking of a good representation for these inputs and outputs is in general a hard problem, so in most
cases fairly arbitrary representations are used [4, 20]. Neural networks generally work fine with these arbitrary representations, presumably because they do not have the prior knowledge to make use of more
meaningful ones. It has been shown though, that representing similar real situations with vectors that are
close to each other and dissimilar situations with orthogonal vectors can increase performance [6]. One
might say that the representations in such an approach are more meaningful, because at the very least they
preserve certain similarities and differences between situations in the domain.
Creating useful representations is not only a problem for task status inputs however. Even though most
people are capable of performing more than one task, they do not always know what to do in each situation.
This could happen for instance if one is dealt a hand of cards without knowing the game, or when sitting
down at a chess board without knowing which variant is played. In these cases you need to be told what to
do; extra inputs are necessary. This is done using so-called action words, which are represented in the brain
in a way that is relevant to the task that they describe [9, 11, 13, 18]. The question then is: how to represent
which task to perform in neural networks?
To the best of our knowledge, this question has hardly been researched. Turney [28] gives an account of
how to recognize and manage what he calls contextual features, but does not talk about how they might be
specified. Silver and Poirier [24] use extra input nodes to represent the tasks it knows (and will learn). One
representation node is used for every task that the network knows. Every node is turned off, except for the
one associated with the task that should currently be performed. This approach requires that N representation
nodes are used, where N is the number of tasks that the network should be able to learn.
Another, more distributed approach, might only require log(N) representation nodes (rounded up). So if
the network needs to perform 7 different tasks, only 3 input nodes are necessary. Each task representation is
given by the binary number signifying how many tasks were learned before it. For the first task (binary 000)
all the nodes are turned off, for the third (binary 010) the second node is on and for the fourth (binary 011)
only the first node is off, etc. (In binary, 0’s and 1’s are usually used as symbols, but in our experiments we
will use −1 and +1.)
Both of these methods assign fairly arbitrary representation vectors to each task. They do not even
contain any information about the tasks themselves, but rather about the order in which the tasks were
learned. In fact, these representation vectors are not so much representing tasks as they are identifying
them.

2.4 Parametric bias
One way to obtain meaningful task representations, is to treat the representation nodes as regular input nodes
and train their activation values using the back propagation training algorithm. The model proposed by Tani
et al. [26] is called RNNPB (Recurrent Neural Network with Parametric Bias) and can learn to predict
multiple time series. It accomplishes this by adding some parametric bias (PB) nodes to the input of the
network. In the training phase, the network learns all the required time series in an interleaved fashion while
determining the PB values for each of them by simply using the back propagation training algorithm. When
the network is required to reproduce a certain time series, it should be fed the corresponding PB values in
addition to the regular input. Tani et al. developed these nodes with the goal of mimicking the functionality
of mirror neurons in our brains, which in turn have been linked to action representation [11]. We will show
that PB nodes can also be used for learning meaningful task representations without interleaving.
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Algorithm 1 Static Meaningful Representation Learning (SMRL)
Learn first task T1 (Initial Knowledge Acquisition)
Construct an MLP for learning one of the required tasks
Add a number of meaningful representation nodes (MRNs) that will represent a task
Train the entire network (including MRNs) on task T1
Store the values of the MRNs along with T1
Fix all the weights in the network
For all new tasks Tx do (Novelty Learning)
Reset the values of the MRNs
Train the MRN values to represent Tx
Store the values of the MRNs along with Tx
Perform a learned task Tx (Knowledge Application)
Clamp the representation values stored with Tx to the MRNs
Clamp the desired task input values to the other input nodes
Read the output values of the network

The name “parametric bias”, chosen by Tani et al. is suitable, because PB nodes do in some sense alter
the biases of the nodes in the first non-input layer of the network. A node’s bias can be thought of as the
weight between that node and an imaginary node that is always on, regardless the input. One could also
conceive of the bias as representing the part of the neuron that is always there, that does not change with the
task input. That is why using PB nodes can be thought of as adjusting the biases of the connected nodes:
once a task is chosen, their values do not change. In other words: the network is parameterized by the values
of the PB nodes so that it can perform different tasks by adjusting these biases.

3 Static Meaningful Representation Learning
In this section we describe the approach that we use to show that using meaningful representations can
enable the sequential learning of multiple tasks without suffering from catastrophic interference. The basic
idea is that when the weights of a network cannot change, the network cannot forget the things it already
knows. Normally, no new tasks can be learned in such static networks, but with the Static Meaningful
Representation Learning (SMRL) approach we propose a method that allows new tasks to be learned by
representing them in the context of the existing knowledge in the network.
According to Chalmers and Hofstadter [5] “representations are the fruits of perception” and perception
cannot be separated from learning and cognition. They also suggest that learning happens mostly by making
analogies between what we already know and the thing we are trying to learn. The way things are perceived
depends on the knowledge we have of it and vice-versa. It may very well be the case then, that perceptions
and by extension representations, are learned in tandem with task content. This is reflected in the Static
Meaningful Representation Learning method.
There are three stages in the life of SMRL-trained networks: the Initial Knowledge Acquisition phase
where the weights are plastic and the network can attain its initial knowledge, the Novelty Learning phase
where the network learns new tasks without forgetting that initial knowledge and the Knowledge Application
phase where the network applies its knowledge to perform tasks. In the novelty learning phase the network
is static (i.e. the weights do not change anymore) and new tasks are learned by training the representation
(parametric bias) nodes. Because every task has its own meaningful representation vector (MRV), learning
of one task does not interfere with learning other new tasks.
Since catastrophic interference will not occur when using SMRL, the only question left is whether it is
possible to learn representations for new tasks that are capable of changing the network’s behavior in such
a way that these new tasks can be performed. This clearly depends both on the initial knowledge and on
the new task(s) and the relation between them. To keep things simple, the initial knowledge of the networks
in our experiments will just be the knowledge of one task in the task set. That task is given an initially
meaningless (random) representation vector which is trained, along with the rest of the network, on the
task. After initial training, the connection weights of the network are fixed. Next, the network attempts to
learn representations for new tasks without changing the connection weights. We can think of these fixed
connection weights as context knowledge provided by the first task. The specific implementation of the
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Inputs NONE AND NIF 1 S T J U S T 2 2 N D XOR OR NOR IFF ¬2 N D ¬J U S T 2 ¬1 S T IF NAND ALL
- +
+
+
+
+
+
+
+
- +
+
+
+
+
+
+
+
+
+ +
+
+
+
+
+
+
+
+ +
+
+
+
+
+
+
+
+
binary 0000 0001 0010 0011 0100 0101 0110 0111 1000 1001 1010 1011 1100 1101 1110 1111
#
0
1
2
3
4
5
6
7
8
9
10
11
12 13 14 15
Table 1: Here the 16 tasks with two Boolean inputs and one Boolean output are listed. The tasks are given names for
easy reference, some of which are fairly well known (e.g. AND, IF and XOR). For each of the four possible
combinations of inputs, the target output for each task is listed. Inputs and target outputs are all either +1 or
−1. The tasks can also be numbered from 0 to 15 when their outputs are first translated to binary by changing
−’s into 0’s and +’s into 1’s and concatenating the four target outputs of the task.

SMRL framework that is used in this paper, is summarized in Algorithm 1.
In the rest of this article we will give a proof of concept suggesting that the use of such meaningful
task representations can enable sequential learning even in these handicapped networks (where weights are
static).

4 Experiments
In order to explore whether using meaningful representations could be used to learn new tasks in static
networks, we elected to use a simple task domain: all tasks with two Boolean inputs and one Boolean output
which are fully specified, which means that the training set contains every possible input combination. These
tasks include logical operations such as AND, OR and XOR and are described in Table 1.
The learning of a task representation is considered successful if the network behaves correctly for that
task, meaning that it outputs a positive value when the target is +1 and a negative value if the target is −1.
One potential problem with the SRML algorithm is that the network can easily learn to ignore the weights
originating from the MRNs. This problem is solved when those weights are fixed instead of trained and the
MRV consists of the biases of the nodes it is connected with. To keep in line with the idea of action words
and communicating what the task is, we have extracted these values back to the input layer by putting them
into PB nodes which each have one weight to the non-input layer that is forever fixed at a value of 1 (see
Figure 1(a)). We call these networks Explicit Parametric Bias (EPB) networks.
Differences in the number of hidden layers and MRNs are tested. Since having more MRNs means that
the hidden nodes can be manipulated more flexibly, it is expected that having more MRNs will result in
better performance. Adding more layers to the network makes the transformation from input into output
more gradual and it could be that the MRV can manipulate network behavior better at an earlier stage of this
transformation.
Finally, three ways of connecting the neurons in the network are tested (see Figure 1(b)). In the default

(a)

(b)

Figure 1: (a) In an EPB network there are exactly as many PB nodes as hidden nodes in the first hidden layer and those
hidden nodes and PB nodes form pairs. The weights between nodes in a pair are fixed to 1 (the bold lines)
while the other weights are fixed to 0 (i.e. non-existent). (b) An EPB network with multiple layer spanning
weights (MLSW). In the MLSMW configuration only the bold weights are allowed to span multiple layers.
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Figure 2: Visualization of all linearly separable tasks defined in Table 1 (i.e. all tasks except NONE, ALL, XOR and
IFF). The corners of the square represent the different inputs. The black lines separate the input space into
a part where the output should be positive (the side where the arrow points) and a part where it should be
negative.

configuration neurons are only connected to every neuron in the adjacent layers. In the second configuration
we attempted to given the MRNs more power over the output node(s) by allowing connections from a neuron
to every other neuron that was nearer to the output layer (instead of just to neurons in the next layer). The
third configuration is a hybrid between the first and the second: most neurons are only connected to neurons
in adjacent layers, but the MRNs connect to every non-input node. We will refer to these configurations as
default, multi-layer spanning weights (MLSW) and multi-layer spanning meaningful weights (MLSMW).
All of the used networks are trained using the back propagation training algorithm using the squared
error function, a variable learn rate and a momentum parameter [8, 22]. Each experiment consisted of 20
trials in which every combination between initial and novel tasks was tested.

5 Results
The relation between the nature of the initial knowledge and each new task greatly affects the chance that
the new task can be learned. We evaluate the effects of task difficuly and similarity on this performance as
well as the benefits of choosing a good first task.
A task’s difficulty changes with the output’s dependency on the inputs. For ALL and NONE there is
no dependence, because regardless of the inputs, the output is always the same. For XOR and IFF the
relation between input and output is non-monotonic. As opposed to the other tasks, these two can only be
learned in a network with a hidden layer [14]. All other tasks have an intermediate difficulty. It makes some
intuitive sense that a network with complex or difficult initial knowledge should be able to learn simpler
tasks, whereas for networks with simpler initial knowledge it might be hard to learn the intricacies of the
harder tasks. This is also what we see in the performance of most of the networks. Knowing which task is
the hardest can help to guide the search for good initial knowledge in more complex task domains.
Similarity is only defined for the tasks with intermediate difficulty and also looks at how the inputs affect
the output. Each input can affect the output positvely, negatively or not at all. These effects are visualized
by the arrows in Figure 2, where their horizontal direction determines the effect of the first input and their
vertical direction the effect of the second. Each line divides the input space into a part where the target
output should be positive and a part where it should be negative. The arrows point in the direction of the
positive part. Tasks where these effects have the same sign are called parallel (e.g. for both AND and OR
both inputs have a positive effect on the output). Two tasks are similar if they have the effect of one input
in common and if the other input does not have an effect on one of them (e.g. AND and 1 S T ). It seems
intuitive that it is easier to learn a task if you already know something similar and that is indeed what we
see in most networks. This measure also has a lot of practical merit, because in most domains it only makes
sense to learn related tasks – e.g. a language learning system only needs to be able to learn actual languages,
which all have some common properties.
While it would be ideal if the network could always learn every other new task, regardless of its initial
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Weights
default
default
MLSW
MLSW
MLSW
MLSMW
MLSMW
MLSMW

Hidden
Nodes
2
4
2
4
4+4
2
4
4+4

Representation
Nodes
2
4
3
5
9
3
5
9

Difficulty
73
87
84
91
95
84
93
96

Parallel
100
100
100
100
100
100
100
100
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Similarity
68
80
69
73
80
74
89
92

Prodigy
51
75
70
85
91
74
89
92

Overall
32
42
38
43
47
41
53
59

Table 2: The results of the experiments. Succes percentages of learning the second task. Difficulty: combinations where
the initial task is more difficult than the second; Parallel: all task pairs for which the inputs affect the output in
exactly the same way; Similar: all task pairs for which the inputs affect the output in roughly the same way;
Prodigy: combinations between the best initial knowledge and all tasks; Overall: all task combinations

knowledge, this is not realistic. It is therefore imperative to find good initial knowledge. An important
characteristic of a good network architecture is that it can take advantage of such knowledge. The prodigy
measure therefore only looks at the performance of the network with the best initial knowledge (almost
always XOR, presumably because it is one of the two hardest tasks).
The results of the experiments are summarized in Table 2. The numbers describe the percentage of
the time that a new task could be learned in the context of existing knowledge of another task. Table 2
shows clearly that increasing the number of MRNs greatly increases performance. Allowing weights to
span multiple layers, especially only the weights connected to the MRNs, increased performance as well.

6 Conclusion
Standard multi-layer perceptrons (MLP) suffer from catastrophic interference. We showed that explicit
parametric bias (EPB) networks trained with static meaningful representation learning (SMRL) are able
to learn a second Boolean function of two inputs without forgetting the first function learned. The learning
success depends on the difficulty and the similarity of the tasks. Everything else being equal, learning is most
successful if the first task that is learned is relatively more difficult than the second task. Also, everything
else being equal, learning is most successful if the first task that is learned is similar to the second task.
Our results depend on the tasks being represented in a way that is intrinsically ‘meaningful’ for the network. These representations seem to play a role similar to that of the role of action words in the human brain.
Our results highlight the benefits of taking into account knowledge of human cognitive brain functioning,
and the design of artficial neural networks to simulate intelligent behavior, in this case learning multiple
tasks.
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[11] E. Kohler, C. Keysers, M. A. Umiltà, L. Fogassi, V. Gallese, and G. Rizzolatti. Hearing sounds,
understanding actions: action representation in mirror neurons. Science, 297(5582):846–848, August
2002.
[12] B. Kolb and I. Q. Whishaw. Fundamentals of Human Neuropsychology. Worth Publishers, 2008.
[13] A. Martin and L. L. Chao. Semantic memory and the brain: structure and processes. Curr Opin
Neurobiol, 11(2):194–201, April 2001.
[14] M. Minsky and S. Papert. Perceptrons: An Introduction to Computational Geometry. MIT Press,
Cambridge, Massachusetts, 1969.
[15] T. M. Mitchell. The need for biases in learning generalizations, 1980.
[16] L. Y. Pratt. Non-literal transfer among neural network learners. In Mammone, R. (Ed.), Artificial
Neural Networks for Speech and Vision, pages 92–04. Chapman and Hall, 1992.
[17] L. Y. Pratt, S. J. Hanson, C. L. Giles, and J. D. Cowan. Discriminability-based transfer between
neural networks. In Advances in Neural Information Processing Systems 5, pages 204–211. Morgan
Kaufmann, 1993.
[18] F. Pulvermüller. Words in the brain’s language. Behavioral and Brain Sciences, 22:253–336, 1999.
[19] R. Ratcliff. Connectionist models of recognition memory: Constraints imposed by learning and forgetting functions. Psychological Review, 97:285–308, 1990.
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Abstract

In this paper we first formalize dependence networks that can be automaticaly build to model goalbased relationships among agents. Then, we propose three algorithms to build and check the consistency
of a dependence network. We start presenting the elements composing our ontology such as agents, goals,
skills, dependencies with the addition of the institutional notions of roles, institutional goals, institutional
skills. We investigate the reasons behind the possible inconsistencies in building the combined dependence
network and we propose an algorithm to check them.

1 Introduction
The definition of appropriate mechanisms of communication and coordination in open Multiagent Systems
(MAS), motivates the development of models and methodologies with the aim to support the MAS designer
for the whole development process of the software, e.g., the TROPOS methodology [5], developed for agentoriented design of software systems. The TROPOS methodology [5] is based on the multiagent paradigm
consisting of a set of agents and their features but it does not consider the addition of an institutional perspective to this paradigm. Recently, institutions have emerged as a new mechanism in the design of artificial
social systems, which are used in conceptual modeling of multiagent organizations in agent oriented software engineering [19, 2]. In the MAS design phase, there may exist two separate views specifying agents
interaction: the agent view and the institutional view. The first one models the relationship among agents
represented by dependencies to achieve a particular goal, for instance agent A may rely on agent B for a
goal G.
In the institutional view, relationships are among roles, which are abstractions that model the expected
behaviour that an agent has to fulfill while playing a specific role. In this case, the dependence of role R on

role R for the institutional goal IG represents the fact that an agent which enters the role R has to adopt

the goal IG that, in order to be achieved, needs the cooperation of the agent who plays role R . E. g., in a
Grid-based virtual organization, node a enters role adm, the VO administrator role, and it can authorize the
other nodes to access to a resource.
In this paper we address the following research questions: How to automatically build a dependence
network from the agent view and from the institutional view describing the multiagent system and how to
check automatically the inconsistency causes during the building of the combined view of the multiagent
system.
First, starting from [2, 15], we present the elements composing the ontology of our model such as agents,
goals, facts, skills, dependencies with the addition of the institutional notions of roles, institutional goals,
institutional facts, institutional skills. Our model is a directed labeled graph whose nodes are instances
of the metaclasses of the metamodel, e.g., agents, goals, and whose arcs are instances of the metaclasses
representing relationships between them such as dependency. Second, we present two algorithms to build
the dependence network from the agent view and to build the institutional dependence network from the
institutional view. Third, we investigate the reasons behind the possible inconsistencies in building the
combined dependence network and we present an algorithm to check the presence of these inconsistencies.
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The remainder of the paper is as follows. Section 2 describes a Grid computing scenario as case study
for the design of virtual organizations. In Section 3, we present the notions composing the ontology. In
Section 4, we define the algorithms to check the consistency of the dependence networks. Related work and
conclusions end the paper.

2 The Grid Scenario
The Grid Computing paradigm provides the technological infrastructure to facilitate e-Science and e-Research.
Grid technologies can support a wide range of research including amongst others: seamless access to a range
of computational resources and linkage of a wide range of data resources. It is often the case that research
domains and resource providers require more information than simply the identity of the individual in order
to grant access to use their resources. The same individual can be in multiple collaborative projects, each
of which is based upon a common shared infrastructure. This information is typically established through
the concept of a virtual organization (VO) [10]. A virtual organization allows the users, their roles and the
resources they can access in a collaborative project to be defined. In the context of virtual organizations,
there are numerous technologies and standards that have been put forward for defining and enforcing authorization policies for access to and usage of virtual organizations resources. Role based access control
(RBAC) is one of the more well established models for describing such policies. In the RBAC model, virtual organization specific roles are assigned to individuals as part of their membership of a particular virtual
organization. The general idea of the RBAC model is that, permissions are associated with functional roles
in organizations, and members of the roles acquire all permissions associated with the roles. Allocation of
permissions to users is achieved by assigning roles to users.

3 Institutional MAS: agents, roles and assignments
We divide our ontology in three submodels: the agent model, the institutional model, and the role assignment model, as shown in Figure 1. Such a decomposition is common in organizational theory, because the
organization can be designed without having to take into account the agents that will play a role in it. Also,
if another agent starts to play a role, for example if a node with the role of simple user becomes a VO administrator, then this remains transparent for the organizational model. Likewise, agents can be developed
without knowing in advance in which institution they will play a role.

Figure 1: The conceptual metamodel.
The notion of agent and all its features as goals, capabilities, are used in the conceptual modeling as
in TROPOS [5]. In our model, we add to these notions those related to the institution such as the notion
of role and its institutional goals, capabilities and facts. Both these notions, merged in the combined view,
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are used in the conceptual modeling and to each agent it is possible to assign different roles depending on
the organization in which the agent is playing. Adding the institution, to each agent are associated both a
number of physical features and a role with all its institutional features. An agent can be defined as an entity
characterized by a number of features as his capabilities, called skills, his world description, called facts,
and his goals, such as the tasks he wants to achieve. The definition of the agent view is as follows:
Definition 1 (Agent view) A, F, G, X, goals : A → 2G , skills : X → 2A , R : G → 2X  consists of a set
of agents A, a set of facts F , a set of goals G, a set of actions X, a function goals that relates with each
agent the set of goals it is interested in, a function skills that describes the actions each agent can perform,
and a set of rules, represented by the function R that, given a goal, provides the set of actions that must be
done in order to achieve it.
Example 1 Considering a virtual organization on a Grid with a role based access control policy, the agent
view is used to describe the set of legitimate users of the system, represented inside the Grid as nodes. Each
user is provided by a set of actions he can do, represented by the set X, e.g., to save a file on his file system
or to start a computation on his personal computer, and by a set of goals he would fulfill, represented as
the set G, e.g., he wants to reserve half of his available memory for his data or he has to obtain the result
of a computation in two hours. These actions X can be compared to the operations that are recognized
by the system. Functions skills and goals link each agent with the actions he can perform and with the
goals he would obtain. Function R is a sort of action-consequence function, relating sets of actions with the
goals they allow to fulfill, e.g., to obtain the results of a computation in two hours, the user has to start the
computation on his personal computer.
A social structure is modeled as a collection of agents, playing roles regulated by norms where “interactions are clearly identified and localized in the definition of the role itself” [19]. The notion of role is notable
in many fields of Artificial Intelligence and, particularly, in multiagent systems where the role is viewed as
an instance to be adjoined to the entities which play the role. The institutional view is defined as follows:
Definition 2 (Institutional view) RL, IF, IG, X, igoals : RL → 2IG , iskills : RL → 2X , IR : G →
2X  consists of a set of role instances RL, a set of institutional facts IF , a set of public goals attributed
to roles IG, a set of actions X, a function igoals that relates with each role the set of public goals it is
committed to, a function iskills that describes the actions each role can perform, and a set of institutional
rules IR that relates a set of actions and the set of institutional facts they see to.
Example 2 The institutional view represents in the Grid scenario a model for the role based access control
policy. For example, consider a Grid system with the two basic roles of VO administrator and VO member
where the VO administrator has the possibility to assign to the VO members the privileges they need to
enable the access to its resource. Our approach gives the opportunity to define not only the capabilities of
a particular role but it allows also the institutional goals associated to roles. For example, a user asks for
saving a file on the file system of another node. This user is associated to a role, since he belongs to a virtual
organization regulated by a RBAC policy. The request can be processed either by the local VO administrator
or by the user that has received the request. If the user requesting the service has a role that can perform
this action, the request is accepted and the file is saved.
In our model, we introduce the third submodel, the role assignment view, which links the agent and the
institutional view to each other, by relating agents to roles.
Definition 3 (Assignment view) A, RL, roles : RL → A consists of a set of agents A, a set of role
instances RL, and a function roles assigning a role to its player in A.
Finally, the combined view unifies the agent view and the institutional view, thanks to the assignment
view, providing a unified conceptual metamodel:
Definition 4 (Combined view) Let A, RL, roles : RL → A be a role assignment view for the agents
and role instances defined in the agent view A, F, G, X, goals : A → 2G , skills : X → 2A , R : G → 2X 
and institutional view RL, IF, IG, X, igoals : RL → 2IG , iskills : X → 2RL , IR : IG → 2X . The
role playing agents are RP A = {a, r ∈ A × RL | r ∈ roles(a))}. The combined view associates with
the role playing agents the elements of the agent and institutional view.
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Our model is a directed labeled graph whose nodes are instances of the metaclasses of the metamodel,
e.g., agents, goals, facts, and whose arcs are instances of the metaclasses representing relationships between
them, dependencies. Our modeling is based on the theory of the social power and dependence pioneered by
Castelfranchi [7] as starting point and then developed by Conte and Sichman [13]. In a multiagent system,
since an agent is put into a system that involves also other agents, he can be supported by the others to
achieve his own goals if he is not able to do them alone. This leads to the concept of power representing the
capability of a group of agents (possibly composed only by one agent) to achieve some goals (theirs or of
other agents) performing some actions without the possibility to be obstructed.
The notion of power brings to the definition of a structure with the aim to show the dependencies among
agents, called dependence network. In order to define these relations in terms of goals and powers, we adopt,
as said, the methodology of dependence networks as developed by [13] without distinguishing AND and OR
dependencies. Note that Definition 5 of dependence networks, differently from Boella et al. [6] in which the
G
function dep is 2A × 2A → 22 , defines dep in the view of the algorithmic approach where we are interested
in obtaining the relation of one agent, at each iteration cycle, with the other agents for a particular goal. A
dependence network is defined as follows:
Definition 5 (Dependence Networks (DN)) A dependence network is a tuple A, G, dep where:
• A is a set of agents and G is a set of goals;
• dep : A × 2A × G is a relation which maps each pair of an agent and a set of agents with the goal on
which the first depends on the second.
In early requirements analysis, we model the dependencies among the agents and the roles associated
to the agents of the organization representing, in this way, the domain stakeholders. Figure 2 represents a
dependence networks where plain arrows represent material dependencies while the dotted ones represent
institutional dependencies.

Figure 2: An example of dependence network.

4 Algorithms
In this section, we present three algorithms to automatize the building of the two dependence networks from
the agent view and the institutional one, and to check the consistency of the combined view which arises
from the previous two views. Moreover, we propose an evaluation of the combined view in the context of
coalition formation.
Algorithm 1 CREATE DEPNETS takes as input the sets of agents A, goals G, actions X and the functions
goals, skills and R composing the agent view and returns the dependencies which can be formed due to the
starting view. The algorithm works as follows: for each agent a in the set A, it checks what are its goals g
thanks to the function goals and it finds what are the actions ac which can lead to an achievement of the goal
a thanks to the function R. At this point, the algorithm finds the agents which have the power to perform the
selected actions thanks to the function skills putting them in the set I. Finally, it takes the union of these
agents θ on which a depends on and it builds the dependency dep(a, θ, g). Trivially, the algorithm works in
O(|Ag| · |G| · |X|).

Checking Consistency in role oriented Dependence Networks

31

Algorithm 2 CREATE IDEPNETS starts with the sets of roles Rl, institutional goals IG, actions X
and the functions igoals, iskills and IR composing the institutional view and returns the institutional
dependencies which can be formed due to the starting view. The algorithm works exactly as the previous
one, that is why we omit its detailed description. The presented algorithms leads to the automatization of
the building process of the two dependence networks representing them. These dependence networks are
independent to each other at this point of the design process and they are unified only when the necessity to
build the combined view arises. The building of the dependence network representing the combined view
is much more complex than the previous one since the unification of two independent networks could lead
to some inconsistencies. In particular, the causes of inconsistency are: given an agent of the agent view
playing a role, if there is one of the roles to which it depends on in the institutional view which is not played
by anyone, and if there is a conflict between a goal and an institutional goal of the same agent.
Algorithm 3 CHECK DEPNETS takes as input the function Roles, previously defined in the assignment
view, the set of dependencies composing the dependence network DEP , the set of dependencies composing
the institutional dependence network IDEP and returns a consistent combined dependence networks. The
algorithm works as follows: for each agent a in A, it takes all the roles on which it depends on, given
its role thanks to the function Roles(a), and the insitutional goals Ig on which the dependency is based.
Then it checks the incompatibility causes: if there is a conflict between the goals of a and the institutional

goals of the role r of a then it returns NON CONSISTENT otherwise it checks, for all the roles r ∈ θ on
which a depends on, if they have a player thanks to the function Players(r), returning an inconsistency if
Players(r) = ∅. If no inconsistencies are found, the algorithm takes all the agents Ai which play a role on
which a depends on. At the end, it takes the union of these agents Γ and builds the conditional dependence
network composed by dependencies Cdep(a, Γ, Ig). The algorithm works in O(|Ag| · |2X | · |G|).
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A = {a, b, c, d}, R = {rl1, rl2, rl3}
G = {g1, g4, g7, g8}
IG = {g2, g3, g5, g6}
X = {x1, ..., x8}
goals(a): g1, g8; igoals(a): g3, g5.
goals(b): g4; igoals(b): g2.
igoals(c): g6, goals(d): g7.
skills(x1): b, iskills(x2):a, iskills(x3):b
skills(x4):a, iskills(x5):c, iskills(x6):a
skills(x7):a, skills(x8):d.
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Figure 3: An example of combined dependence network and the possible conflicts.
An example of the application of the algorithm is provided in Figure 3.A while in Figure 3.B-C are
provided two examples of the two kinds of conflicts which are detected by the automatic building of the
combined dependence networks.
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Input: A; G; X; R : G → 2X ; goals : A → 2G ; skills : X → 2A 
Output: dep : A × 2A × G
forall a ∈ A do
forall g ∈ goals(a) do
forall ac ∈ R(g) do
Ii = skills(ac);
i + +;
end
end
θ = ∪j Ij ;
dep(a, θ, g);
end
Algorithm 1: CREATE DEPNETS

Input: Rl; IG; X; IR : IG → 2X ; igoals : Rl → 2IG ; iskills : X → 2Rl 
Output: Idep : Ag × 2Ag × G
forall r ∈ Rl do
forall ig ∈ igoalsr do
forall iac ∈ IR(ig) do
Ii = iskills(iac);
i + +;
end
end

θ = ∪j Ij ;

Idep(a, θ , ig);
end
Algorithm 2: CREATE IDEPNETS

Input: Roles : Ag → RT ; Players : RT → Ag; DEP ; IDEP ; goals(a) : x ∈ 2G
Output: Consistecy
forall a ∈ Ag do


forall θ : Idep(Roles(a), θ , Ig) do
forall g ∈ goals(a) do
if conﬂict(g, Ig) then
NON CONSISTENT;
end
end

forall r ∈ θ do
if Players(r) = ∅ then
NON CONSISTENT;
end
else
Ai = Players(r)
i + +;
end
end
end
Γ = ∪j Aj
Cdep(a, Γ, Ig)
end
CONSISTENT;
Algorithm 3: CHECK DEPNETS
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5 Related work
The idea of focusing the activities that precede the specification of software requirements, in order to understand how the intended system will meet organizational goals, has been first proposed in requirements
engineering by Eric Yu his i* model [18]. The rationale of the i* model is that by doing an earlier analysis,
one can capture not only the what or the how, but also the why a piece of software is developed. As stated
throughout the paper, the most important inspiration source for our model is the TROPOS methodology
[5] that spans the overall software development process, from early requirements to implementation. Other
approaches to software engineering are those of KAOS [8], GAIA [17], AAII [12] and MaSE [11] and
AUML [1]. The comparison of these works is summarized in Figure 4. The main difference between these
approaches and our one consists in the use of the notion of institution.
Different approaches on the application of the notion of institution and role within open multiagent
systems are defined in Sierra et al. [14], Bogdanovych et al. [4] and Vazquez-Salceda et al. [16] and Dastani
et al. [9].

Figure 4: Comparison among different software engineering methodologies.

6 Conclusions
In this paper we formalize an extension of dependence networks by adding roles, presented in the institutional and combined views. We present three algorithms which permit to build and check the consistency
among agent view and institutional view. Using dependence networks as methodology to model a multiagent systems advantage us from different points of view. First, they are abstract, so they can be used for
conceptual modeling, simulation, design and formal analysis. Second, they are used in high level design
languages, like TROPOS [5], so they can be used also in software implementation.
A first evaluation of the usefulness of the algorithm CHECK DEPNETS can be found in the context of
coalition formation. An improvement of the TROPOS approach [5] consists in the introduction of a notion of
coalition for dependence networks. We propose the usage of a reciprocity-based coalition formation theory
in which each agent belonging to the coalition has to contribute something and to get something out of it. A
definition of reciprocity-based coalitions is provided in Boella et al. [3]. Considering our three views, three
kind of reciprocity based coalitions can be highlighted: coalitions based only on institutional dependencies
called institutional coalitions, coalitions based only on material dependencies called material dependencies
and coalitions based on both the two kinds of dependencies called full coalitions. An example of these
kinds of coalitions is presented in Figure 3.A where coalition {a, b} is a full coalition, coalition {a, c} is
an institutional coalition and coalition {a, d} is a material coalition. These three classes of coalitions may
influence agents’ decisions about goals’ execution, establishing preferences on what coalition you want to
belong to. A deeper analysis of this issue is left for future research.
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Bayesian Networks: the Range of the Prior
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Abstract
In a Bayesian network, a convergence error may arise in the probabilities computed for a node with
two or more parents in the same loop (in this paper such a node is called a convergence node), when in the
computation of these probabilities the information of the parents is processed as if they are independent.
In this paper the range of the convergence error for the basic case of a loop with just one convergence node
given a binary network in its prior state is investigated. It is found that, given two parents in the loop, the
range of the prior convergence error changes from [−0.5, 0] given a prior probability of the child node of
0, to [0, 0.5] given a prior probability of the child node of 1. The ranges of the prior convergence error
extend to h−1, 0] and [0, 1i when the number of parents grows to infinity.

1 Introduction
A Bayesian network is a concise representation of a joint probability distribution over a set of stochastic
variables. It consists of a directed acyclic graph and a set of conditional probability distributions: each variable of the distribution is represented by a node of the graph and for each node the conditional probabilities
given its parents are specified [1]. From a Bayesian network, in theory, any probability of the represented
distribution can be inferred. Inference, however, is NP-hard in general [5] and may be infeasible for large,
densely connected networks. Given a network in its prior state, that is, given no observations, the marginal
probabilities of a node are computed from the specification of the node itself plus the specifications of its
ancestors. To derive the correct marginals, dependencies between the ancestors have to be taken into account. An interesting theoretical question is the impact that the neglect of these dependencies can have on
the computed probabilities. In previous research, we termed the error that results in the marginals computed
for a node with two or more parents in the same loop (a so called convergence node) when the dependencies
between its ancestors in the loop are neglected, the convergence error [2]. In [4], we posed a general expression for the prior convergence error for the basic case of a loop with a single convergence node. In this paper
the range of the prior convergence error given such a loop, given a binary network is investigated. It is found
that the range of the prior convergence error depends on the number of parent nodes of the convergence node
in the loop and on the prior probability of the convergence node. Given two parent nodes the range of the
prior convergence error changes from [−0.5, 0] given a prior probability of the child node of 0, to [0, 0.5]
given a prior probability of the child node of 1. The ranges of the prior convergence error extend to h−1, 0]
and [0, 1i when the number of parent nodes grows to infinity.
More details about the research described in this paper can be found in [3].
The remainder of this paper is organised as follows: Section 2 gives some preliminaries on Bayesian
networks and gives an expression for the prior convergence error given binary nodes; Section 3 investigates
the range of the prior convergence error for nodes with two, three and n parent nodes and Section 4 ends the
paper with some concluding remarks.
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2 Preliminaries
2.1 Bayesian Networks
A Bayesian network [1] is a model of a joint probability distribution Pr over a set of stochastic variables
V, consisting of a directed acyclic graph and a set of conditional probability distributions1. Each variable
A is represented by a node A in the network’s digraph2. (Conditional) independency between the variables is captured by the digraph’s set of arcs according to the d-separation criterion [1]. The strength of
the probabilistic relationships between the variables is captured by the conditional probability distributions
Pr(A | p(A)), where p(A) denotes the instantiations of the parents of A. The joint probability distribution
is presented by:
Y
Pr(V) =
Pr(A | p(A))
A∈V

Figure 1 depicts the graph of an example Bayesian network. The network includes a node C with n parents
A1 , . . . , An , n ≥ 0. The nodes A1 , . . . , An in turn have a common parent D. For n = 0 and n = 1, no loop
is included in the network. For n ≥ 2, the graph consists of a loop. A node with two or more parents in
the same loop will be termed a convergence node. Node C is the only convergence node in the graph from
Figure 1.

2.2 The Prior Convergence Error
In [2], we termed an error that arises in the probabilities derived for a convergence node when the dependencies between its ancestors in the loop are neglected a convergence error. In the basic case, we have a loop
with a single convergence node, such as the loop from Figure 1. The prior probability Pr(ci ) of the value ci
of the convergence node C of this loop equals:
X
Pr(ci ) =
Pr(ci | A) · Pr(A1 | D) · . . . · Pr(An | D) · Pr(D)
(1)
A,D

f i ):
Wrongfully assuming independence of the parents A1 , . . . , An would give the approximation Pr(c
X
f i) =
Pr(c
Pr(ci | A) · Pr(A1 ) · . . . · Pr(An )
A

D
A1

.................. An
C

Figure 1: An example graph of a Bayesian network with a node C with the dependent parents A1 , . . . , An .
In [4] we derived, for the basic case, as depicted in Figure 1 a general expression for the prior converf i ) = vi . Given a binary network, this general expression reduces to the expression
gence error Pr(ci ) − Pr(c
restated below (in the remainder of this paper, to simplify the notation, in investigating the prior convergence
error just the value c will be considered).
In the expression of the prior convergence error, the notion of parental synergy is used and in the definition of parental synergy in turn the indicator function δ is used. The indicator function δ on a joint value
assignments a1i1 , . . . , anin to a set of variables A = A1 , . . . , An , n ≥ 0, given some specific assignment
a1s1 , . . . , ansn to these variables is defined as:
P

1 if k=1,...,n akik 6= aksk is even
1
n
1
n
P
δ(ai1 , . . . , ain | as1 , . . . , asn ) =
−1 if k=1,...,n akik 6= aksk is odd
1 Variables will be denoted by upper-case letters (A, Ai ), and their values by indexed lower-case letters (a ); sets of variables by
i
bold-face upper-case letters (A) and their instantiations by bold-face lower-case letters (a). The upper-case letter is also used to indicate
the whole range of values of a variable or a set of variables. Given binary variables, A = a1 is often written as a and A = a2 is often
written as ā.
2 The terms node and variable will be used interchangeably.
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where true ≡ 1 and false ≡ 0. The indicator function compares the joint value assignment a1i1 , . . . , anin
with the joint assignment a1s1 , . . . , ansn , and counts the number of differences: the assignment a1i1 , . . . , anin is
mapped to the value 1 if the number of differences is even and is mapped to −1 if the number of differences
is odd. For the binary variables A and B, for example, δ(ab | ab) = 1, δ(ab̄ | ab) = −1, δ(āb | ab) = −1
and δ(āb̄ | ab) = 1.
For a node C with parents A = A1 , . . . , An ∪ X, the parental synergy of A = a with respect to ci given
⋆
X = x, denoted as Yx (a, ci ), now is defined as:
X
⋆
Yx (a, ci ) =
δ(A | a) · Pr(ci | Ax)
A

⋆

Given an empty value assignment to the nodes X, the parental synergy is denoted by Y (a, ci ). For a node
C with binary parents A and B, with Pr(ci | ab) = r, Pr(ci | ab̄) = s, Pr(ci | āb) = t and Pr(ci | āb̄) = u,
⋆
for example, we have that Y (ab, ci ) = r − s − t + u.
f
Now consider the convergence node C from Figure 1. The prior convergence error v = Pr(c) − Pr(c)
for this node equals:
v

X

=

m⊆{1,...,n}

(sam − tam ) · wā1 ...ān \am (am )

(2)

where
am = ax . . . ay for m = {x, . . . , y}
X Y
Pr(ai | D) · Pr(D)
sa m =
t

am

=

D

i∈m

i∈m

D

Y X

Pr(ai | D) · Pr(D)
⋆

wā1 ...ān \am (am ) = Yā1 ...ān \am (am , c)
in which ā1 . . . ān \am denotes the assignment ‘False’ to the nodes in the set {A1 , . . . , An }\{Ax, . . . , Ay }.
Note that the term sam equals Pr(ax . . . ay ) and the term tam equals Pr(ax ) · . . . · Pr(ay ). Further note
that the expression includes terms for all possible loops included in the compound loop. The term with
m = 1, . . . , n, pertains to the entire compound loop. With |m| = n − 1, the n compound loops with a
single incoming arc of C deleted are considered, and so on. Note also that, if the number of elements of
m is smaller than two, just one parent or no parents are left; the term sam then equals the term tam and
(sam − tam ) · wā1 ...ān \am (am ) equals zero.

3 The Range of the Prior Convergence Error
3.1 Two Parent Nodes
Consider the convergence node C from Figure 1. In [2] we derived that, for n = 2, given binary nodes, the
f
prior convergence error v = Pr(c) − Pr(c),
equals3 :
v =l·m·n·w

where

3 This

l
m

=
=

n
w

=
=

Pr(d) − Pr(d)2
¯
Pr(a1 | d) − Pr(a1 | d)
2
2
¯
Pr(a | d) − Pr(a | d)

Pr(c | a1 a2 ) − Pr(c | a1 ā2 ) − Pr(c | ā1 a2 ) + Pr(c | ā1 ā2 )

expression is an alternative notation for the expression which is found from Expression 2 for n = 2
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From this expression, it is easily seen that the prior convergence error v ranges between −0.5 and 0.5.
However, given the actual value of Pr(c), the prior convergence error v is further restricted. Obviously, it

f
must hold that Pr(c)
= Pr(c) − v ∈ [0, 1], but the range of v for a given value of Pr(c) is even further
limited. The actual range of v for a given value of Pr(c) is investigated below. This is done by assessing the
maximum and the minimum of v as a function of Pr(c).
P
The maximisation and minimisation of v for a given Pr(c) = A1 A2 D Pr(c | A1 A2 ) · Pr(A1 | D) ·
Pr(A2 | D)·Pr(D) is a complex problem, since for a given value of Pr(c), the variables in the expression of
v above are not independent any more. Using Mathematica, however, it could be established experimentally
for a wide range of values of Pr(c), that v still could attain its maximum vmax with Pr(a1 | d) = 1,
¯ = 0, Pr(a2 | d) = 1, Pr(a2 | d)
¯ = 0, Pr(c | a1 ā2 ) = 0, Pr(c | ā1 a2 ) = 0 and Pr(c | ā1 ā2 ) = 1.
Pr(a1 | d)
To find the relationship between vmax and Pr(c), the above mentioned conditional probabilities were fixed
to the given values. Then only Pr(c | a1 a2 ) and Pr(d) remain as variables in the maximisationproblem.
With the fixed conditional probabilities is found that v = Pr(c | a1 a2 ) + 1 · Pr(d) − Pr(d)2 and that
Pr(c) = Pr(c | a1 a2 ) · Pr(d) − Pr(d) + 1. The problem of finding vmax for a given value of Pr(c) thus is
reduced to finding the maximum of


v = Pr(c | a1 a2 ) + 1 · Pr(d) − Pr(d)2

under the constraints

Pr(c) = Pr(c | a1 a2 ) · Pr(d) − Pr(d) + 1

Pr(d) ∈ [0, 1]
Pr(c | a1 a2 ) ∈ [0, 1]
From the first constraint, it follows that
Pr(c | a1 a2 ) =

Pr(c) − 1 + Pr(d)
Pr(d)

provided that Pr(d) 6= 04 . It now follows with the third constraint, Pr(c | a1 a2 ) ≥ 0, that Pr(d) ≥ 1−Pr(c)
(note that the constraint Pr(c | a1 a2 ) ≤ 1 is fulfilled for all Pr(c) ∈ [0, 1]). Thus effectively the constraints
are
Pr(c) = Pr(c | a1 a2 ) · Pr(d) − Pr(d) + 1
Pr(d) ∈ [1 − Pr(c), 1]
in the expression for the convergence error v and subsequently
Substituting Pr(c | a1 a2 ) = Pr(c)−1+Pr(d)
Pr(d)
taking the first partial derivative of v with respect to Pr(d) gives
∂v
= −4 · Pr(d) − Pr(c) + 3
∂ Pr(d)

The partial derivative of v equals zero for Pr(d) = 14 · 3 − Pr(c) ; it is positive for smaller values of Pr(d)
1
provided that
and negative for
 larger values. At Pr(d) = 4 · 3 − Pr(c) , therefore, v1 attains its maximum,

1
·
3
−
Pr(c)
∈
[1
−
Pr(c),
1].
For
all
values
of
Pr(c),
it
holds
that
·
3
−
Pr(c)
≤
1.
The
constraint
4
4

1
1
·
3
−
Pr(c)
≥
1
−
Pr(c),
on
the
other
hand,
is
only
satisfied
for
Pr(c)
≥
.
For
values
of
Pr(c)
smaller
4
3
than 13 , the value forPr(d) at which vmax would be found thus is smaller than allowed for by the constraint
Pr(d) ≥ 1 − Pr(c) . The maximum of v will then be found at the smallest value allowed for Pr(d), which

2
equals 1 − Pr(c). For Pr(d) = 41 · 3 − Pr(c) is found that v = 81 · 1 + Pr(c) and for Pr(d) = 1 − Pr(c)
is found that v = Pr(c) − Pr(c)2 . Expressed as a function of Pr(c), the maximum prior convergence error
vmax thus equals

Pr(c) − Pr(c)2 if Pr(c) < 13
2
vmax =
1
if Pr(c) ≥ 13
8 · Pr(c) + 1
4 Note that the case where Pr(d) = 0 hasn’t to be considered, since in that case there effectively is no loop present and the
convergence error equals zero regardless of the conditional probabilities specified for the other nodes. The same holds for Pr(d) = 1
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Note that at Pr(c) = 13 , both functions in the expression above yield the value 92 . At Pr(c) = 13 , moreover,
the first derivatives of the two functions yield the value 31 . The function defined for vmax thus is continuously
differentiable on the entire interval [0, 1] for Pr(c).
Analogously, for the relationship between the minimum convergence error vmin and Pr(c), can be derived that

2
if Pr(c) ≤ 23
− 18 · Pr(c) − 2
vmin =
2
− Pr(c) + Pr(c)
if Pr(c) > 23
At Pr(c) = 23 , both functions in the expression above yield the value − 29 . At Pr(c) = 23 , moreover, the
first derivatives of the two functions yield the value 31 . The function defined for vmin thus is continuously
differentiable on the entire interval [0, 1] for Pr(c) as well.
The functions vmax and vmin are depicted in Figure 2(a). Together these functions determine the range
of v for a given value Pr(c). This range changes from [−0.5, 0] given that Pr(c) = 0 to [0, 0.5] given that
Pr(c) = 1.
Note that the general minimum of v is found at Pr(c) = 0 and the general maximum at Pr(c) = 1.

3.2 Three Parent Nodes
In the previous section the ranges of v given a convergence node with two parent nodes were established.
The ranges of v given a convergence node with three parent nodes can be established analogously. Consider
again the convergence node C from Figure 1, but now with n = 3. Again using Mathematica, it was
established experimentally for a wide range of values of Pr(c) that the convergence error could attain its
maximum when it was maximised given Pr(d) and Pr(c | a1 a2 a3 ) as variables, with Pr(a1 | d), Pr(a2 | d),
Pr(a3 | d) and Pr(c | ā1 ā2 ā3 ) fixed to 1 and with all other specified probabilities fixed to 0.
Proceeding along the same line as in the previous section now yields that:

√
3

if Pr(c) < 3−1
 Pr(c) − Pr(c)
2
2
√
vmax =
2 · Pr(c) + 1
3−1

if Pr(c) ≥ 2

4 · Pr(c) + 8

and that

vmin





2
3 − 2 · Pr(c)
=
4 · Pr(c)
− 12


3

− 1 − Pr(c) + 1 − Pr(c)

if Pr(c) ≤
if Pr(c) >

√
3− 3
2
√
3− 3
2

Again, these functions are continuously differentiable on the entire interval [0, 1] for Pr(c).
The functions vmax and vmin are depicted in Figure 2(b). The range of v now changes from [−0.75, 0]
given that Pr(c) = 0 to [0, 0.75] given that Pr(c) = 1.
Note that again the general minimum of v is found at Pr(c) and the general maximum at Pr(c) = 1.

3.3 An Arbitrary Number of Parent Nodes
To find the range of the prior convergence error given an arbitrary number of parents nodes, the maximum
and the minimum of Expression 2 as a function of Pr(c) has to be found. Now recall that in the previous
two sections, concerning convergence nodes with two and three parents, v still could attain its maximum
in a simplified maximisation problem with Pr(d) and Pr(c | a1 . . . an ) as variables, with Pr(ai | d) fixed
to 1 for all i = 1, . . . , n, with Pr(c | ā1 . . . ān ) fixed to 1, and with all other specified probabilities fixed
to 0. In this section, it is conjectured that this simplification can be extrapolated to n parent nodes. From
Expression 1 is found that, with the probabilities fixed to the above mentioned values, Pr(c) = Pr(c |
a1 . . . an ) · Pr(d) − Pr(d) + 1. Now below, from Expression 2, an expression for v for the simplified
maximisation problem is derived. Writing x for Pr(d) and r for Pr(c | a1 . . . an ), for n is even, the term
from the convergence error which applies to the entire compound loop includes
w(a1 . . . an ) = r + 1
sa1 ...an = x
ta1 ...an = xn
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0.75

0.5

0.5

v

v

0

feasible

0

feasible

vmax
vmin

-0.5

-0.5
0

1

Pr(c)

vmax
vmin

(a)

-0.75
0

Pr(c)

1

(b)

Figure 2: The area of feasible Pr(c),v-combinations for a convergence node with two loop parents (a) and
for a convergence node with three loop parents (b).
The terms which apply to the loops with a single incoming arc of the convergence node deleted, include
wāi (a1 . . . an \ai ) = −1
sa1 ...an \ai = x

ta1 ...an \ai = xn−1


Note that this term pertains to n1 different joint value assignments a1 . . . an \ai . The terms which apply to
the loops with two incoming arcs of the convergence node deleted, include
wāi āj (a1 . . . an \ai , aj ) = 1

sa1 ...an \ai aj = x

ta1 ...an \ai aj = xn−2


Note that this term pertains to n2 different joint value assignments a1 . . . an \ai , aj . An so on. For n is
even, therefore, for the reduced maximisation problem the convergence error can be written as:
v

=

=

=

 
 
n
n
(r + 1) · (x − xn ) −
· (x − xn−1 ) +
· (x − xn−2 ) −
1
2


n
...+
· (x − x2 )
n−2
n−2
X n
r · (x − xn ) +
(x − xn−k ) · (−1)k
k
k=0
n−2
n−2
X n
X n
n
k
r · (x − x ) + x ·
· (−1) −
· xn−k · (−1)k
k
k
k=0

Using the binomium of Newton
n−2
X
k=0

Pn


n
· (−1)k
k

k=0

=


n
k

k=0

· ak · bn−k = (a + b)n and n being even, it is found that

n  
X
n

k=0

k

· (−1)k · (1)n−k − n · (−1)n−1 − (−1)n

= (−1 + 1)n − n · (−1)n−1 − (−1)n

= n−1
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and that
n−2
X
k=0


n
· xn−k · (−1)k
k

=

n  
X
n

k=0

k

· xn−k · (−1)k − n · x · (−1)n−1 − (−1)n

= (x − 1)n + n · x − 1

Substituting these two results in the expression for v above and again using n being even, gives
v

= r · (x − xn ) − (1 − x)n − x + 1

For an odd n, the same expression is found by a similar derivation.
The problem of finding the maximum prior convergence error vmax for a given value of Pr(c) thus is
reduced to finding the maximum of

n
v = Pr(c | a1 . . . an ) · Pr(d) − Pr(d)n − 1 − Pr(d) − Pr(d) + 1
(3)

under the constraints

Pr(c) = Pr(c | a1 . . . an ) · Pr(d) − Pr(d) + 1
Pr(d) ∈ [0, 1]
Pr(c | a1 . . . an ) ∈ [0, 1]

These constraints can again be reformulated as
Pr(c) = Pr(c | a1 . . . an ) · Pr(d) − Pr(d) + 1
Pr(d) ∈ [1 − Pr(c), 1]
and following the same procedure as in Section 3.1, can be derived that:

n−1
∂v
= 1 − Pr(c) · (n − 1) · Pr(d)n−2 − n · Pr(d)n−1 + n · 1 − Pr(d)
∂ Pr(d)

(4)

Analogous to before, to maximise v as a function of Pr(c), the values of Pr(d), expressed in Pr(c) at
which the function above equals zero are needed. Unfortunately, it is not possible to derive this value of
Pr(d) analytically. The maximum of v as a function of Pr(c) thus cannot be derived analytically for all n.
Given that Pr(c) = 1, however, the maximum of v, can be derived for all n. This is of interest, because at
Pr(c) = 1, the general maximum of v is found5. Given that Pr(c) = 1, Expression 4 reduces to
n−1
v ′ = −n · Pr(d)n−1 + n · 1 − Pr(d)

In the domain under consideration, that is for Pr(d) ∈ h0, 1i and n ∈ N; n > 1, is found that v ′ = 0 at
Pr(d) = 12 ; v ′ > 0 for Pr(d) < 21 and v ′ < 0 for Pr(d) > 12 . Thus, given that Pr(c) = 1, v has its
maximum value at Pr(d) = 21 for arbitrary n. Using that Pr(c) = 1, which implies, conform the constraint
Pr(c) = Pr(c | a1 . . . an ) · Pr(d) − Pr(d) + 1, that Pr(c | a1 . . . an ) = 1, from Expression 3 now is found
that:


1  1 n
vmax = 2 ·
−
2
2

f
Remember that Pr(c) = Pr(c) − v ∈ [0, 1], from which follows that the minimum of the convergence

 n 
error at Pr(c) = 1 equals 0. For Pr(c) = 1 thus is found that v ∈ [0, 2 · 21 − 21
] and for n → ∞ at
Pr(c) = 1 thus is found that v ∈ [0, 1i. Fully analogous, given that Pr(c) = 0, can be derived that:


1  1 n
−
vmin = −2 ·
2
2

 n 
and that v ∈ [−2 · 12 − 21
, 0]. For n → ∞ at Pr(c) = 0 thus is found that v ∈ h−1, 0]. The
general minimum and maximum of the prior convergence error thus approach −1 and 1 respectively when
the number of parents grows to infinity.
5 This can be substantiated as follows. Using the constraint Pr(c) = Pr(c | a1 . . . an ) · Pr(d) − Pr(d) + 1 is found that the
expression of v that has to be maximised equals v = (Pr(c) + Pr(d) − 1) · (1 − Pr(d)n−1 ) − (1 − Pr(d))n − Pr(d) + 1. From
this expression it follows that v increases with increasing Pr(c). Moreover, at Pr(c) = 1, Pr(d) can take all values from the interval
[0, 1]. The general maximum of v thus will be found at Pr(c) = 1.
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3.4 Non-binary Nodes
In the previous sections, the range of the prior convergence error was determined given binary nodes. Using
Mathematica, also the minimum and the maximum of the convergence error given non-binary nodes was
investigated experimentally. The results for non-binary nodes did not differ from the results for binary
nodes with an equal number of parents in the loop. It therefore is plausible that the ranges of the prior
convergence error are independent of the cardinality of the involved nodes. The confirmation or negation of
this expectation, however, remains a topic for future research.

4 Conclusions
In a Bayesian network, a convergence error may arise in the probabilities computed for a convergence node,
when the information of its ancestors in the loop is processed as if these ancestors are independent. In this
paper the range of the prior convergence error for the basic c ase of a loop with just one convergence node
given a binary network was investigated. It was found that, given two parents in the loop, the range of the
prior convergence error changes from [−0.5, 0] given a prior probability of the child node of 0, to [0, 0.5]
given a prior probability of the child node of 1. The ranges of the prior convergence error extend to h−1, 0]
and [0, 1i when the number of parents grows to infinity.
It is plausible that the ranges of the prior convergence error are independent of the cardinality of the
involved nodes. This, however, remains a topic of future research.
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Abstract
During the past several decades, much research has been done in the ﬁeld of visual attention and cognitive
processing, i.e., how does the human brain process visual stimuli. We show that the card game S ET is
a good candidate for investigating the relation between top-down versus bottom-up visual information
processing. Further, we show that Machine Learning techniques can be effectively used to study this
relation. We use these techniques to predict if (a) the player thinks he/she found a set (a particular threecard pattern), and (b) he/she correctly identiﬁes a set, both based on eye movements of the player.
Our results indicate the following. First, pop-out plays a role in S ET-playing performance. Second,
the more we move towards predicting correctness (the player found a correct set), the less important eye
movements are and the more important player experience is. Third, the more we move towards predicting
the claiming of a set (the behavior), the more important eye movements are and the less important player
experience is. This indicates that eye movements disclose whether a player thinks he/she found a set or
not, but not whether that player correctly identiﬁed a set.

1

Introduction

During the past several decades, much research has been done in the ﬁeld of visual attention and cognitive
processing, i.e., how does the human brain process visual stimuli. A continuing debate is how the interplay
between top-down (i.e., voluntary attention control) and bottom-up (i.e., stimulus driven attention control) is
organized [3, 4]. Here we show that the game of S ET1 [9] is particularly interesting for studying this tradeoff.
When a person plays this card game, he or she gathers visual information that is used to make high-level
cognitive decisions about the (non-)existence of particular three-card patterns (called a set) in a collection
of cards laid out on the table in front of the player. This means that to play the game successfully, the
player has to employ different visual strategies including ones that rely on pop-out [1] (bottom-up) and
guided search [3] (top-down). In this paper we investigate two questions. First, does pop-out (which can be
described as the situation in which stimuli that are deﬁned by a unique perceptual feature automatically and
selectively guide attention, see [1]) play a role in S ET-playing performance. Second, is it possible to use
AI [7] and data mining [11] techniques to predict if (a) the player thinks he/she found a set, and (b) he/she
correctly identiﬁes a set, both based on eye movements of the player.
The structure of this paper is as follows. In Section 2 we explain the game of S ET. The background and
motivation for using S ET in this research are mentioned in Section 3. The experimental setup is discussed in
Section 4, and Section 5 explains how the data was analyzed. Section 6 has results on the experiments, and
Section 7 contains conclusions and suggestions for further research.

2

The Game of S ET

The game of S ET is played with cards, each having a unique number of objects, of a particular shape,
shading and color. Each of these 4 features has 3 possibilities, hence a total of 34 = 81 different cards.
1 S ET

is a trademark of Set Enterprises, Inc, www.setgame.com.
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There exist many variations on S ET, all involving the concept of a “set”. A set consists of 3 different cards,
satisfying all of the following conditions [9]:
• they all have the same number of objects, or they all differ in number;
• they all have the same shape, or they have three different shapes;
• they all have the same shading, or they have three different shadings;
• they all have the same color, or they have three different colors.
Figure 1, left, shows an example of a set.

Figure 1: Left: Example of a set: each card has a different number of objects, while the shape, shading and
color are the same for each card. Right: Example of a 12 card S ET layout. This same layout is also used for
the heat maps from Figure 2, and visible in the setup from Figure 3, right.
S ET can be played with two or more players (but in our experiment, a human played against one imaginary opponent simulated by the computer). Usually, the dealer puts 12 cards on the table, the so-called
layout. If one notices a set among those cards, the player calls “Set!” and points out the cards that form the
set: he/she claims a set. Once the cards have been veriﬁed as a set, the person takes the 3 cards, after which
3 new cards are put on the table. If a player cannot stand the claim, he or she is not allowed to play for the
current layout anymore. If there is apparently no set within the 12 cards on the table, the dealer will add 3
more and the game continues. When the deck is empty and there is no set left in the layout, the player with
the highest amount of sets is the winner.
The layout from Figure 1, right, contains four sets. The cards 1, 10 and 7 form a set: they are all green,
rectangular and have the same shading, whereas the number of objects differs between the three of them.
The cards 4, 6 and 8 also form a set (this is the set found in Figure 2, right, from the next section), a fact
that beginners ﬁnd somewhat harder to see. The cards 3, 8 and 11 are not a set, but they come close: only
the shapes of 8 and 11 are the same, but the other features do satisfy the required properties. There is always
precisely one card that makes a set with two given cards; however, this card is not necessarily in the layout.
The game of S ET gives rise to many interesting mathematical questions, see, e.g., [2]. However, in this
paper we use the game to investigate visual attention. In the next section we explain in detail why S ET is a
good vehicle to study this phenomenon.

3

Background

The game of S ET is easy to understand, but difﬁcult to play at ﬁrst sight. As explained above, players have to
ﬁnd patterns of three different cards that range from easy to quite difﬁcult. In some of these patterns pop-out
plays an important role (e.g., when all cards in a to-be-found set are red), while in others visual search plays
an important role (e.g., when all four conditions are different). In visual search the player controls his/her
attentional spot-light to ﬁnd a particular thing (card in S ET) according to a goal or hypothesis (e.g., “I found
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two cards with two objects on each card, let’s ﬁnd a third card with two objects on it and ﬁgure out if it ﬁts
the other three S ET criteria”).
It seems plausible to assume that eye movements of a player reveal something about his or her mental
processes, cf. [6]. In particular, when noticing or claiming a possible pattern, this could be reﬂected in the
eye movements, as exempliﬁed in Figure 2.

Figure 2: An example of two heat maps showing the distribution of attention. Dots (not visible for the
participant) indicate the sets. The colored regions try to give the main focus of attention as obtained from
eye movement data. In the left ﬁgure no set was found, in the right one a set (consisting of the cards with
the purple dots: cards 4, 6 and 8 from the layout in Figure 1, right) has just been detected.
As the layouts in the game of S ET can be generated by a computer, it is easy to manipulate the type
of patterns that can occur. Therefore, the game of S ET allows direct investigation of the relation between
bottom-up and top-down processes. In this paper we report on experiments that are an initial and exploratory
investigation of this relation.
Others have already used S ET in scientiﬁc research. For example, in [10], an attempt is made to model
human S ET-playing behavior. The authors have done experiments with human participants playing against
an artiﬁcial intelligent S ET-playing agent and rating the humanness of the agent. They focused on the development of a cognitively plausible model of human S ET playing behavior.
Craig [5] on the other hand focused on differences in S ET-playing strategies. The goal of Craig’s ﬁrst
experiment, a training study, was to test the inﬂuence of training on problem solving abilities. After subjects
had taken a pre-test, the training group was asked to do the “daily puzzle” every day for approximately three
weeks. Finally, all subjects took a post-test. The difference in solving times for both groups indicated that the
training did indeed enhance performance. In a second experiment, Craig investigated the difference between
expert and novice players. Craig concluded that “Novices tend to see the cards as an ordered succession
of attributes while experts view the cards as composed of concurrent attributes.” Also, “Novices tend to
reconstruct their mental model of the board with each new deal, while experts merely update their mental
model with the most current information.”
The ﬁndings of Craig [5] are of direct importance to our study: they show that complex pattern detection
can be learned, and that there are individual differences in S ET-playing strategies. We investigate a related
issue, i.e., if pop-out plays a role in ﬁnding such complex patterns. In other problem domains eye movement
has been shown to correlate with problem solving success, e.g., [6]. We investigated if eye movements can
be related to high-level mental processes while playing S ET.

4

Experimental Setup

We devised an experiment, in which 31 individuals, mostly students, participated. The experience subjects
had with playing S ET was distributed as shown in Figure 3, left. All participants had to perform the same
S ET tasks in the same order. The experiment consisted of three S ET-tasks, intertwined with dummy tasks
that had nothing to do with S ET, such that the participants would not immediately catch the true intent of
the experiment.
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For the ﬁrst task, we generated 10 random layouts with each layout containing multiple sets. These same
10 layouts were shown in random order to each participant. For each layout, the goal was to ﬁnd a set before the computer opponent would. To mimic the aspect of time-pressure, the task description implicitly
suggested there was a human opponent, though some participants did have questions about this. The “opponent” program adjusted the difﬁculty (i.e., the period after which the “opponent” ﬁnds a set) according to
the response time of the participant.

Figure 3: Left: Distribution of participants across experience categories. Right: Setup.
For the second task, we generated a S ET layout sequence that contained ﬁve layouts with each layout
containing exactly one set. When a S ET is found, the three cards are replaced by three new cards, just as in
the normal game of S ET. Each participant played the same sequence. Again an “opponent” played against
the player.
The third task consisted of 80 randomly generated 6-card layouts, with approximately half of the layouts
containing exactly one set. Each layout was presented in random order with a short pause in between layouts.
Further, the ﬁrst series of 10 layouts were presented for 2 seconds, the second series for 1.5 seconds, and so
on until the last series of 10 layouts were presented for 0.4 seconds. The goal of this third task was to evaluate
the performance of participants based on pop-out, hence the short presentation times and the smaller layout
(6 cards). In the ﬁrst two tasks, eye tracking data was collected (see Figure 3, right, for an impression). In the
last task it was not. In the ﬁrst two tasks, if a participant thought to have found a set in a layout, he/she pressed
the space bar, and indicated the set with the mouse. In the third task the participant only indicated using the
spacebar if he/she thought a set was found. Further, participants ﬁlled in a questionnaire that included items
about their S ET playing experience (how often per month, last time one played, subjective expertise). These
items were aggregated into one Subjective Experience Score (also used as basis for Figure 3, left).

5

Data Analysis

During all three tasks, we gathered the time needed to press the space bar (time to press), whether or not the
bar was pressed / not pressed, and —if pressed— whether the indicated set was correct or incorrect. During
the ﬁrst two tasks, the participant’s gaze position was captured every 20 ms and the coordinates of the focal
position were written to a log ﬁle, along with a timestamp. Unfortunately, many participants’ gaze records
seemed compressed and shifted in some direction, some more than others. This must be due to calibration
errors. For this reason, we have chosen not to rely on absolute coordinates for feature extraction, but on
relative positions. As a result, we could not match eye tracking data to cards or screen location, leaving an
even greater challenge of ﬁnding a relationship between eye movement and whether a player thinks he/she
found a set, and whether a player correctly identiﬁes a set. In Figure 2 two heat maps are presented that give
an impression of data gathered during one task.
Preprocessing of these raw eye-tracking data was necessary in order to extract meaningful features that
could be fed into the prediction models used to predict space-bar pressing and correctness. During preprocessing we discriminated between ﬁxations and saccades (fast eye movements), see [8]. Fixations maintain
the visual gaze on a single location, whereas saccades move it to a different location. We have used a ﬁxed
distance threshold to distinguish saccades from drifts/tremors.
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One participant was excluded from the analysis, as this participant, having a neurobehavioral developmental disorder (ADHD), generated eye-tracking data that indeed indicate extreme eye movement (in the
order of 4 times the average screen distance crossed during a trial).
For each trial in task one and two (10 × 31 and 5 × 31 trials, respectively), we extracted the following
ﬁxation/saccade based features: (a) duration of ﬁxation (in ms), (b) saccade length (in pixels), (c) saccade
angle (in degrees), (d) delta saccade angle (the difference in degrees between the angles of two, successive
saccades), (e) velocity (in pixels per second), (f ) delta velocity, i.e., acceleration (in pixels per second2 ).
In addition, the following two features were extracted based on the heat-maps: (g) attention spread (in
pixels), (h) attention-intensity maxima (based on the time spent gazing at the 10 most frequently visited
locations). For each of these features (with the exception of (g) as that is a single number) a binned frequency
distribution was calculated (10 bins), as well as the average and standard deviation. The values of the bins
were used as independent variables (features) in the prediction models. This resulted in 7×(10+2)+1 = 85
features per trial. Further, to eliminate the possibility that the time a participant needs to decide upon a set is
implicitly used as predictor for ﬁnding a set, we also created these 80 features for different segments of each
trial, i.e., the last 1, 2, 4, 6 and 10 seconds just before the trials ends (opponent or participant found a set).
For each subject, an experience score was calculated based on the Subjective Experience Score from
Section 4 and an Objective Experience Score based on their performance during the experiment, see Figure 3,
left. These two numbers have also been used as features in the predictive models.
Our goal was not to optimize an individual machine learning model, nor to ﬁgure out which model would
work best for this particular data set. Instead, we want to show that there is a relation between eye movement
and set detection (a cognitive decision). Therefore, we used six different, and often-used prediction models
as available in W EKA [13]: (a) Naı̈ve Bayes, (b) Locally Weighted Learning, (c) Bagging, (d) Dagging,
(e) Bayesian Network, and (f ) MultiLayer Perceptron. The accuracy of the prediction models have been
averaged. For this paper we trained each prediction model using 10-fold cross-validation, in order to prevent
overﬁtting on the training data as much as possible. Each type of model was trained to predict four different
binary classiﬁcations based on three possible behaviors of the participants in the second task (i.e., one set
per layout, with set-based card-replacement). Either a participant did not claim a set (38 % of the trials),
referred to as “non-push”; called “Set!” correctly (47 %), referred to as “correct”; or called “Set!” but failed
to show a set (16 %), referred to as “incorrect”. Together, “correct” and “incorrect” constitute “push”. The
binary classiﬁcation tasks were:
C1 “non-push” vs. “correct” or “incorrect”, to predict the decision to push the space bar if a set seems to be
found,
C2 “non-push” or “incorrect” vs. “correct”, to predict correctly identifying a set,
C3 “correct” vs. “incorrect”, to predict if after the decision to push a correct set is indeed indicated, and
C4 “non-push” vs. “incorrect”, to predict the type of error made by the participant (not found or incorrectly
indicated).
The models were trained on each segment size (1, 2, 4, 6, and 10 seconds) separately and then averaged.
Each training was done 5 times to compensate for models that do not have a deterministic output, so each
ﬁnal accuracy result is based on 5 × 5 × 6 predictions.
Finally, we used standard statistics to detect relations between performance on the pop-out task, and eye
movement behavior and performance in the ﬁrst task, as well as the Subjective Experience Score.

6

Results

In this paper we investigate two questions, as mentioned in Section 1 (for more details regarding this study
see [12]). First, does pop-out play a role in S ET-playing performance. Second, is it possible to use Machine
Learning techniques to predict if (a) the player thinks he/she found a set (i.e., calling ”Set!”), and (b) he/she
correctly identiﬁes a set, both based on eye movements of a player.
Indeed, it seems that pop-out plays a signiﬁcant role in playing S ET. First, we obtain a signiﬁcant positive correlation (0.53, n = 30, p < 0.05) between the Subjective Experience Score as indicated in the
questionnaire and the amount of correctly identiﬁed sets in the pop-out task (pop-out score). This indicates
that more experienced players are better at quickly identifying sets. This is an obvious result, and in line
with [5]. Second, however, we found a signiﬁcant negative correlation (−0.63, n = 30, p < 0.05) between
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NaiveBayes
LWL
Bagging
Dagging
BayesNet
MLP
average
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C1
74.6
72.5
77.9
73.1
76.6
74.9
75.0

gaze data only
C2
C3
68.1 48.9
69.8 68.8
73.2 73.8
66.0 74.2
72.6 74.8
69.2 75.1
69.8 69.3

C4
73.2
73.6
77.8
73.9
78.1
76.5
75.5

C1
59.2
56.7
56.5
62.4
62.4
62.4
60.0

scores only
C2
C3
70.7 84.6
62.1 79.2
69.7 80.7
65.6 75.4
65.4 76.1
54.5 75.4
64.7 78.6

C4
68.5
66.4
69.1
70.9
70.9
70.9
69.4

C1
74.3
72.7
78.1
71.6
75.7
74.3
74.5

all data
C2
C3
69.9 52.3
69.9 77.6
75.2 80.1
69.7 75.0
72.9 75.4
74.2 74.9
72.0 72.5

C4
73.5
74.3
78.3
74.3
78.5
77.9
76.0

Table 1: Classiﬁcation accuracies for the classiﬁcations tasks C1 , C2 , C3 and C4 , when using gaze data only,
with performance/experience scores only, and for all features, with Naı̈ve Bayes, Locally Weighted Learning, Bagging, Dagging, Bayesian Network and MultiLayer Perceptron.
the total gaze path length in the ﬁrst task and the pop-out score, as well as a positive correlation between
scores on the ﬁrst task and pop-out score (0.58, n = 30, p < 0.05). We interpret these ﬁndings as follows: experienced S ET players perform better at quickly identifying sets, because they detect patterns more
efﬁciently. As a result they move less with their eyes. As the pop-out task was constructed in such a way
that visual search was practically impossible, the best explanation for the performance in this task is that
the set pattern is detected due to pop-out. This would mean that, probably as a result of training, complex,
rule-based patterns and not only simple perceptual-feature based patterns can be detected via pop-out.
However, note that an important characteristic of pop-out is that the speed of detection is more or less
constant with respect to the size of the to-be-searched space and number of objects therein. This means
that technically speaking, we can not claim the responsible mechanism is pop-out, as this would imply that
in a very large layout (e.g., containing 100 cards) a person would still be able to detect sets immediately.
Obviously that is not possible, unless by chance that set would be consisting of, e.g., one colour while all
other cards in the layout have a different colour. This, however, can be explained by normal pop-out based
on simple visual features such as color and has nothing to do with rule-based patterns. Probably a better
term for what we found is fast, automatic and rule-dependent pattern recognition.

Figure 4: Average classiﬁcation accuracy of the six machine learning methods with eye-tracking data features only (ﬁrst bar, red solid), performance/experience scores only (second bar, green pattern) and using all
features (third bar, blue solid), for each classiﬁcation task C1 , C2 , C3 and C4 . The black (last) bar indicates
the performance of the naı̈ve majority class predictor and act as a baseline.
With regard to predicting decisions based on eye tracking data we found the following. For interpretation
of the accuracy we use the performance of the naı̈ve majority class predictor. This predictor acts as a baseline.
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Detailed outcomes of the experiments can be found in Table 1 and Figure 4. When the eye tracking data
features were used (red bars in Figure 4), the average accuracy for the prediction of the decision to call
“Set!” (C1 , 75 %) was well above the baseline. This means that even when features abstract away from
absolute eye-gaze location and time needed for ﬁnding a set (two potentially strong predictors), there is
information about a participant’s intention to call “Set!”. Eye movement therefore tells us something about
the decision to call “Set!”.

Figure 5: Average classiﬁcation accuracy of the six machine learning methods with eye-tracking data features only, detailed for each segment of eye tracking data, for classiﬁcation task C1 .
Initially it seems that the models trained on eye movement data also predict the correctness of the found
set (C2 ). However, when the model is trained to predict the correctness, given that it knows that the participant
has called “Set!” (C3 , correct vs. incorrect), the accuracy is poor. The good performance of the models when
predicting correctness (C2 ) is thus a result of the good performance of predicting to call “Set!”. This means
that, based on the currently selected features, there is no difference between thinking that a set is found and
ﬁnding an actual set. This makes sense, given that the eye movements of participants just before deciding
to call “Set!” probably reﬂect their impression that they have found a set. The participant actually believes
he/she has found a set. On the other hand, if the experience score of a subject is used (two features) to predict
correct vs. incorrect set identiﬁcation (C3 ), this does seem to outperform the baseline predictor (although
marginally). This is plausible, as a participants’ experience is probably a good indication that someone has
found a correct set instead of an incorrect one. The interpretation that the Machine Learning models indeed
predict the action of calling “Set!” is also shown in Figure 5. The features from the eye-tracking data in the
segments from 1 to 6 seconds make a fairly stable predictor of a person calling “Set!”, while when the last
10 seconds are used, the accuracy drops signiﬁcantly.
This analysis is supported by the fact that, based on eye tracking data features, the accuracy of predicting
an incorrectly identiﬁed set versus not ﬁnding a set (C4 ) is comparable to predicting to call “Set!” in the ﬁrst
place. This is obvious, as it essentially is the same as predicting to call “Set!” (C1 ), with the only difference
that the claim was incorrect. As the eye movements do not reveal anything about correct or incorrect set
identiﬁcation, one would expect to see this similarity.
Overall there seem to be two trends in prediction accuracy. First, the more we move towards predicting
correctness, the less important eye movements are and the more important experience is. Second, the more
we move towards prediction of calling “Set!” (the behavior), the more important eye movements are and the
less important experience is.
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Conclusions and Further Research

We claim that the game of S ET is a good candidate for investigating the relation between top-down versus
bottom-up visual information processing. Further, we claim that Machine Learning techniques can be used
effectively to study this relation.
These two claims are supported by concrete experimental results. In this paper we have investigated two
questions. First, does pop-out play a role in S ET-playing performance. Second, is it possible to use Machine
Learning techniques, to predict if (a) the player thinks he/she found a set (i.e., calling “Set!”), and (b) he/she
correctly identiﬁes a set, both based on eye movements of the player. Our results indicate that pop-out plays
a signiﬁcant role in the performance of playing S ET.
With regard to predicting decision making based on eye movements, two trends in prediction accuracy
emerge. First, the more we move towards predicting correctness (the player found a correct set), the less
important eye movements are and the more important player experience is. Second, the more we move
towards the prediction of calling “Set!” (the behavior), the more important eye movements are and the less
important player experience is. This can be explained: participants genuinely believe they found a set; eye
movement when a correct set is found is probably identical to eye movement when an incorrect set is found.
As future research we mention, besides obvious issues like involving more participants and better equipment for data gathering, a deeper analysis of the low-level features connected with high-level decision making. In particular, we would like to extend the analysis with features like the absolute coordinates of the peaks
of the focal position. Finally, increasing the precision of absolute coordinates, thereby making it possible to
actually use these in the prediction, might enhance prediction accuracy.
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Complete Extensions in Argumentation
Coincide with Three-Valued Stable Models in
Logic Programming
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Abstract

In this paper, we prove the correspondence between complete extensions in abstract argumentation and
3-valued stable models in logic programming. This result is in line with earlier work of [8] that identified
the correspondence between the grounded extension in abstract argumentation and the well-founded model
in logic programming, as well as between the stable extensions in abstract argumentation and the stable
models in logic programming. We believe the results of this paper are not only relevant by themselves,
but can also potentially be used for future work on the correspondence between argumentation and logic
programming semantics.

1

Introduction

Formal argumentation has become a popular approach for purposes varying from nonmonotonic reasoning
[2, 3], multi-agent communication [1] and reasoning in the semantic web [19]. Although some research on
formal argumentation can be traced back to the early 1990s (like for instance the work of Vreeswijk [23]
and of Simari and Loui [20]) the topic really started to take off with Dung’s theory of abstract argumentation
[8]. Here, arguments are seen as abstract entities (although they can be instantiated using approaches like [3]
and [16]) among which an attack relationship is defined. The thus formed argumentation framework can be
represented as a directed graph in which the arguments serve as nodes and the attack relation as the arrows.
Given such a graph, an interesting question is which sets of nodes can reasonably be accepted. Several
criteria of acceptance have been stated, including grounded, complete, preferred and stable semantics [8], as
well as more recent approaches like semi-stable semantics [6] and ideal semantics [9].
The diversity of abstract argumentation is to some extent matched by the field of logic programming,
where a wide variety of approaches has been formulated to describe the meaning of a logic program. Examples of these are the well-founded [21], regular [25] and stable model semantics [12, 13], of which the last
one has currently gained the most popularity.
There exists an interesting overlap between abstract argumentation and logic programming, which is also
reflected in the similarity between argumentation and logic programming semantics. For instance, in [8] it
is observed that the grounded extension in abstract argumentation corresponds to the well-founded model in
logic programming, and that the stable extensions in abstract argumentation correspond to the stable models
in logic programming.
In the current paper, we examine another overlap between abstract argumentation semantics and logic
programming semantics. We show that the complete extensions of abstract argumentation [8] coincide
with the 3-valued stable models of logic programming [17]. This overlap is relevant because both complete
extensions and 3-valued stable models have been used as the basis for describing other semantics for abstract
argumentation and logic programming. Ideally, the correspondence between complete extensions and 3valued stable models could therefore serve as a basis for identifying additional correspondences between
abstract argumentation semantics and logic programming semantics, although these are not yet explicitly
identified in the current paper.

52

Martin Caminada and Yining Wu

The remaining part of this paper is structured as follows. Section 2 and Section 3 state some preliminaries
on argument semantics, argument labellings and logic program. Section 4 demonstrates the equivalence
between complete labellings and 3-valued stable models. Finally in Section 5 we address some future work
and conclude the paper with a discussion.

2

Argument Semantics and Argument Labellings

In this section, we briefly restate some preliminaries regarding argument semantics and argument-labellings.
Definition 1. An argumentation framework is a pair (Ar , att) where Ar is a finite set of arguments and
att ⊆ Ar × Ar .
We say that argument A attacks argument B iff (A, B) ∈ att. An argumentation framework can be
represented as a directed graph in which the arguments are represented as nodes and the attacks relation is
represented as arrows.

Definition 2 (defense / conflict-free). Let (Ar , att) be an argumentation framework, A ∈ Ar and Args ⊆
Ar . Args is conflict-free iff ¬∃A, B ∈ Args : A attacks B. Args defends argument A iff ∀B ∈ Ar : (B
attacks A ⊃ ∃C ∈ Args : C attacks B). Let F (Args) = {A | A is defended by Args}.

Definition 3 (acceptability semantics). Let (Ar , att) be an argumentation framework. A conflict-free set
Args ⊆ Ar is called a complete extension iff Args = F (Args).

The concept of complete semantics was originally stated in terms of sets of arguments. It is equally
well possible, however, to express this concept in terms of argument labellings. This approach has been
proposed by Pollock [15] and Jakobovits and Vermeir [14], and has recently been extended by Caminada
[4], Vreeswijk [24] and Verheij [22]. The idea of a labelling is to associate with each argument exactly one
label, which can either be in, out or undec. The label in indicates that the argument is explicitly accepted,
the label out indicates that the argument is explicitly rejected, and the label undec indicates that the status
of the argument is undecided, meaning that one abstains from an explicit judgment whether the argument is
in or out.
Definition 4. A labelling is a function L : Ar −→ {in, out, undec}.

We write in(L) for {A | L(A) = in}, out(L) for {A | L(A) = out} and undec(L) for {A | L(A) =
undec}. We say that an argument A is legally in iff L(A) = in and all the attackers of A are labelled out.
We say that an argument A is legally out iff L(A) = out and there exists an attacker of A which is labelled
in. We say that an argument A is legally undec iff L(A) = undec and there is no attacker of A that is
labelled in and not all the attackers of A are labelled out.
Definition 5. Let L be a labelling of argumentation framework (Ar , att) and A ∈ Ar . We say that:
1. A is legally in iff L(A) = in and ∀B ∈ Ar : (B att A ⊃ L(B) = out)

2. A is legally out iff L(A) = out and ∃B ∈ Ar : (B att A ∧ L(B) = in).
3. A is legally undec iff L(A) = undec
and ¬∀B ∈ Ar : (B att A ⊃ L(B) = out)
and ¬∃B ∈ Ar : (B att A ∧ L(B) = in).

We say that an argument A is illegally in iff L(A) = in but A is not legally in. We say that an argument
A is illegally out iff L(A) = out but A is not legally out. We say that an argument A is illegally undec iff
L(A) = out but A is not legally undec.
Definition 6. An admissible labelling L is a labelling where each argument that is labelled in is legally in
and each argument that is labelled out is legally out.
A complete labelling is an admissible labelling where each argument that is labelled undec is legally undec.
We now define two functions that, given an argumentation framework, allow a set of arguments to be
converted to a labelling and vice versa. The function Ext2Lab(Ar ,att) takes a set of arguments (sometimes
an extension) and converts it to a labelling. The function Lab2Ext(Ar ,att) takes an labelling and converts it
to a set of arguments (sometimes an extension). Since a labelling is a function, it is possible to represent the
labelling as a set of pairs.
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Definition 7. Let (Ar , att) be an argumentation framework, Args ⊆ Ar such that Args is conflict-free,
and L : Ar → {in, out, undec} a labelling. We define Ext2Lab(Ar ,att) (Args) as {(A, in) | A ∈ Args} ∪
{(A, out) | ∃A0 ∈ Args : A0 attA} ∪ {(A, undec) | A ∈
/ Args ∧ ¬∃A0 ∈ Args : A0 attA}. We define
Lab2Ext(Ar ,att) (L) as {A | (A, in) ∈ L)}.

When the associated argumentation framework is clear, we sometimes simply write Ext2Lab and Lab2Ext
instead of Ext2Lab(Ar ,att) and Lab2Ext(Ar ,att) .
It can be proved that the various types of labellings correspond to the various kinds of argument semantics [4, 7].
Theorem 8. [4] Let (Ar , att) be an argumentation framework. If L is a complete labelling then Lab2Ext(L)
is a complete extension. If Args is a complete extension then Ext2Lab(Args) is a complete labelling.
Proof. Please refer to [5].

When the domain and the range of Lab2Ext are restricted to complete labellings and complete extensions, and the domain and the range of Ext2Lab are restricted to complete extensions and complete labellings, then the resulting functions (call them Lab2Extr and Ext2Labr ) are bijective and are each other’s
inverse.
Theorem 9. [4] Let Lab2Extr(Ar ,att) : {L | L is a complete labelling of (Ar , att)} → {Args |
Args is a complete extension of (Ar , att)} be a function defined by Lab2Extr(Ar ,att) (L) = Lab2Ext(Ar ,att) (L).
Let Ext2Labr(Ar ,att) : {Args | Args is a complete extension of (Ar , att)} → {L | L is a complete labeling
of (Ar , att)} be a function defined by Ext2Labr(Ar ,att) (Args) = Ext2Lab(Ar ,att) (Args).
The functions Lab2Extr(Ar ,att) and Ext2Labr(Ar ,att) are bijective and are each other’s inverse.
Proof. Please refer to [5].
From Theorem 9 it follows that complete labellings and complete extensions stand in a one-to-one
relationship to each other.

3

3-Valued Stable Models in Logic Programming

We will first summarize basic concepts and terminologies of standard logic programming.
Definition 10. A (normal) logic program is a finite set of universally quantified rules of the form,
∀x1 , . . . , xn (A ← A1 , . . . , Am , not B1 , . . . , not Bk ),

commonly written A ← A1 , . . . , Am , not B1 , . . . , not Bk , where n, m, k ≥ 0 and A, Ai , Bj are atoms. A
is called the head of the rule, denoted by H(r). A1 , . . . , Am , not B1 , . . . , not Bk is the body of the rule,
denoted by B(r). A rule (program) is definite or (positive) if it does not contain not.
Given a logic program P , the Herbrand Base BP of P is the set of all ground atoms that are the instances
of the atoms occurring in P . The set of all ground instances of P w.r.t. BP is denoted by ground(P ). A
(Herbrand) interpretation I =< T ; F > for a program P can be viewed as a mapping from BP to the set
of truth values {t, f, u}, denoted by:

 t if A ∈ T,
I(A) =
u if A ∈ I

f if A ∈ F
where I = BP − (T ∪ F ). t, f, u denote true, false and undefined respectively, ordered as f < u < t.

Definition 11. [18] Let P be a logic program and 3-valued model M be an interpretation for P . Then
M is a 3-valued model for P if every rule r in ground(P ) is satisfied by M .
Let P be a logic program and I be any 3-valued interpretation . The GL-transformation PI of P w.r.t.
I is obtained by replacing in the body of every rule of P all negative literals which are true (respectively
undefined, false). by t (respectively u, f ). The resulting program PI is definite, so it has a least model J. We
define Γ∗ (I) = J.
Definition 12. [17]
Γ∗ (M ) = M .

A 3-valued interpretation M of a logic program P is a 3-valued stable model of P if
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Complete Labellings Coincide with Three-Valued Stable Models

We use the approach in [11] to transform argumentation frameworks into logic programs.
Each argumentation framework can be transformed into a logic program by generating a rule for each argument in the argumentation framework such that the argument itself is in the head of the rule and the negations
of all its attackers be in the body of the rule.
Definition 13. Let AF = (Ar , att) be an argumentation framework. We define the associated logic program PAF as follows,
PAF = {A ← not B1 , . . . , not Bn | A, B1 , . . . , Bn ∈ Ar (n ≥ 0) and {Bi | (Bi , A) ∈ att} =
{B1 , . . . , Bn }}.
We now define two functions that, given an argumentation framework AF , allow a labelling to be converted to a 3-valued interpretation of PAF and vice versa.
Definition 14. Let Labellings be the set of all labellings of AF and Models be all the 3-valued interpretations of PAF . Let L ∈ Labellings. We introduce a function Lab2Mod : Labellings → Models such that
Lab2Mod(L) =< in(L); out(L) > and Lab2Mod(L) = undec(L).
Definition 15. Let Labellings be the set of all labellings of AF and Models be all the 3-valued interpretations of PAF . Let I ∈ Models and I =< T, F >. We define a function Mod2Lab : Models → Labellings
such that in(Mod2Lab(I)) = T and out(Mod2Lab(I)) = F and undec(Mod2Lab(I)) = I.
When L is a complete labelling of an argumentation framework, then Lab2Mod(L) is a 3-valued stable
model of the associated logic program, as is stated by the following theorem.
Theorem 16. Let AF = (Ar , att) be an argumentation framework and L be a complete labelling of AF .
Then Lab2Mod(L) is a 3-valued stable model of PAF .
Proof. In order to prove Lab2Mod(L) is a 3-valued stable model of PAF we have to verify that Lab2Mod(L)
PAF
is a fixed point of Γ∗ . We first examine Lab2Mod(L)
(the reduct of PAF under Lab2Mod(L)).
Let A ← not B1 , . . . , not Bn be a rule of PAF (corresponding with an argument A that has attackers
B1 , . . . , Bn ). We distinguish three cases.
1. All B1 , . . . , Bn are labelled out by L. Then A is labelled in by L. The reduct of the rule is the
PAF
A ← t, so in the smallest model of Lab2Mod(L)
, A will be true in Γ∗ (Lab2Mod(L)).
2. There is a Bi (1 ≤ i ≤ n) that is labelled in. Then A is labelled out by L. The reduct of the
rule is that A ← v1 , . . . , f, . . . , vn (vi ∈ {t, f, u}) which is equivalent to A ← f . Since there is no
PAF
other rule with A in the head, this means that in the smallest model of Lab2Mod(L)
, A will be false in
∗
Γ (Lab2Mod(L)).
3. Not each B1 , . . . , Bn is labelled out by L and there is no Bi (i ≤ i ≤ n) that is labelled in by L.
Then A is labelled undec by L. It also implies that there is at least one Bi labelled undec. Thus the
reduct of the rule is A ←, v1 , . . . , u, . . . , vn (vi ∈ {t, u}). Since this is the only rule that has A in the
head, A will be undefined in Γ∗ (Lab2Mod(L)).
Since for any arbitrary argument A, it holds that Lab2Mod(L)(A) = Γ∗ (Lab2Mod(L))(A), it follows that
Lab2Mod(L) = Γ∗ (Lab2Mod(L)). Hence Lab2Mod(L) is a fixed point of Γ∗ , so Lab2Mod(L) is a 3-valued
stable model of PAF .
When an argumentation framework is transformed into a logic program, and M is a 3-valued stable
model of this logic program, then Mod2Lab(M) is a complete labelling of the original argumentation framework.
Theorem 17. Let AF = (Ar , att) be an argumentation framework and M be a 3-valued stable model of
PAF . Then Mod2Lab(M) is a complete labelling of AF .
Proof. M is a 3-valued stable model of PAF . Then M is a fixed point of Γ∗ , that is Γ∗ (M) = M. We now
prove that Mod2Lab(M) is a complete labelling of AF .
Let A be an arbitrary argument in Ar . We distinguish three cases.
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1. M(A) = t.
From the fact that Γ∗ (M) = M it follows that the reduct of the rule A ← not B1 , . . . , not Bn is
equivalent to A ← t. This means that each Bi (1 ≤ i ≤ n) is labelled out in Mod2Lab(M). So A is
legally in in Mod2Lab(M).
2. M(A) = f .
From the fact that Γ∗ (M) = M it follows that the reduct of the rule A ← not B1 , . . . , not Bn
is equivalent to A ← f . This implies that there exists a Bi (1 ≤ i ≤ n) that is labelled in in
Mod2Lab(M). So A is legally out in Mod2Lab(M).
3. M(A) = u.
From the fact that Γ∗ (M) = M it follows that the reduct of the rule A ← not B1 , . . . , not Bn is
equivalent to A ← u. This implies that there exists a Bi (1 ≤ i ≤ n) that is undefined in M and that
each of the Bj (1 ≤ j ≤ n, j 6= i) is either false or undefined in M . Hence, A has no attackers that
is labelled in by Mod2Lab(M) and not all its attackers are labelled out by Mod2Lab(M). Thus A is
legally undec in Mod2Lab(M).
Since this holds for any arbitrary argument A, it follows that each argument that is in is legally in, each
argument that is out is legally out, and each argument that is undec is legally undec. Hence, Mod2Lab(M)
is a complete labelling of AF .
When Lab2Mod and Mod2Lab are restricted to work only on complete labellings and 3-valued stable
models, they turn out to be bijective and each other’s inverse.
Theorem 18. Let AF = (Ar , att) be an argumentation framework.
Let Lab2Modr : {L | L is a complete labelling of AF } → {M | M is a 3-valued stable model of PAF } be
a function defined by Lab2Modr (L) = Lab2Mod(L).
Let Mod2Labr : {M | M is a 3-valued stable of model of PAF } → {L | L is a complete labelling of AF }
be a function defined by Mod2Labr (M) = Mod2Lab(M).
Lab2Modr and Mod2Labr are bijective and are each other’s inverse.
Proof. As every function that has an inverse is bijective, we only need to prove that Lab2Modr and Mod2Labr
are each other’s inverse, meaning that (Lab2Modr )−1 = Mod2Labr and (Mod2Labr )−1 = Lab2Modr . Let
AF = (Ar , att) be an argumentation framework, we prove the following two things:
1. For every complete labelling L of AF it holds that Mod2Labr (Lab2Modr (L)) = L.
Let L be a complete labelling of AF and A ∈ Ar .
If L(A) = in then A is t in Lab2Modr (L), so Mod2Labr (Lab2Modr (L))(A) = in.
If L(A) = out then A is f in Lab2Modr (L), so Mod2Labr (Lab2Modr (L))(A) = out.
If L(A) = undec then A is u in Lab2Modr (L), so Mod2Labr (Lab2Modr (L))(A) = undec.
2. For every 3-valued stable model M of PAF it holds that Lab2Modr (Mod2Labr (M)) = M.
Let M be a 3-valued stable model M of PAF .
If M(A) = t then Mod2Labr (A) = in, so A is t in Lab2Modr (Mod2Labr (M)).
If M(A) = f then Mod2Labr (A) = out, so A is f in Lab2Modr (Mod2Labr (M)).
If M(A) = u then Mod2Labr (A) = undec, so A is u in Lab2Modr (Mod2Labr (M)).
From Theorem 18, it follows that complete labellings and 3-valued stable models are one-to-one related.
Since Theorem 9 states that complete extensions and complete labellings are one-to-one related, it follows
that complete extensions, complete labellings and 3-valued stable models are different ways of describing
essentially the same concept.

5

Discussion

In this paper we have shown that complete labellings have a one-to-one correspondence with 3-valued stable
models (Theorem 18). As it was shown earlier that complete extensions have a one-to-one correspondence
with complete labellings (Theorem 9), it directly follows that complete extensions have a one-to-one relationship with 3-valued stable models. The existence of the associated translation functions (Lab2Ext,
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Ext2Lab, Lab2Mod and Mod2Lab) implies that complete extensions and 3-valued stable models are different ways of expressing essentially the same concept.
Both complete extensions and 3-valued stable models have been used as a basis for describing various
other semantics in abstract argumentation and logic programming. As a result of this, we expect to obtain
a number of established results almost immediately using the results of this paper, like the correspondence
between the grounded extension in abstract argumentation (which is the smallest complete extension) and
the well-founded model in logic programming (which is the smallest 3-valued stable model), as well as
the correspondence between the stable extensions in abstract argumentation and the stable models in logic
programming.
However, the results in this paper also allow for new correspondences to be identified. A topic for further
study would for instance be the possible correspondence between the semi-stable extensions in abstract
argumentation [6] and the L-stable models [10] in logic programming, which once established would allow
for algorithms and complexity results that were found for argumentation under semi-stable semantics to be
applied to logic programming under the L-stable model approach.
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Abstract
A challenging problem in artiﬁcial intelligence is to achieve vision-based autonomous indoor ﬂight with
Micro Air Vehicles. Approaches to this problem currently do not make use of image appearance features,
because these features generally are computationally expensive. In this article, we deliver a proof-ofconcept that appearance features can be extracted computationally efﬁcient enough to be used for autonomous ﬂight. In particular, we present a novel height control algorithm that uses local sampling; it
estimates the height at which an image is taken by processing small image patches. We vary the speciﬁc
number of image patches to directly inﬂuence the trade-off between processing time and the accuracy of
the height estimation. The algorithm is ﬁrst tested on image sets and then on videos taken from a real
platform. Finally, we test the algorithm on a 15-gram ornithopter in an ofﬁce room. The experiments
show that very few image patches ( 0.56% of all possible patches) are already sufﬁcient for the task of
height control.

1 Introduction
Micro Aerial Vehicles (MAVs) form a promise to observe places that are either too small or too dangerous for humans to enter. However, autonomous indoor ﬂight of MAVs remains a challenging and largely
unresolved problem. A reason for this is that MAVs have little weight, sometimes in the order of grams.
As a consequence, MAVs can often only carry a camera onboard. An example of such an MAV is the
ornithopter1 shown in Figure 1. Because of the scarce sensors, successes in autonomy obtained on other,
larger, robotic systems (e.g., [4]) cannot be copied in a straightforward manner. At the moment, there are
two main approaches for achieving indoor ﬂight on the basis of onboard camera images.

Figure 1: Our research goal is to achieve autonomous indoor ﬂight with an MAV such as the DelFly Micro,
a 3.07-gram ornithopter with a wing span of 10 cm. It carries a small camera and transmitter.
The ﬁrst approach uses the camera to accurately estimate the state of the MAV (3D position, pitch, yaw,
and roll). Such a state estimate can be obtained by using a 3D model of the environment, which can either
be prefabricated [9] or learned (e.g., [5, 1]). There is an increasing number of computer vision algorithms
that succeed in building a model of the environment. However, they are currently still computationally
expensive. A negative consequence of this is the necessity of heavier, more energy consuming processors
for eventual onboard processing. In addition, this results in delays on the state estimates, which may lead to
1 An

ornithopter is an entity that ﬂies by ﬂapping its wings.
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control problems. For example, when entering a new room, the state estimation of the MAV does not work
immediately2 .
The second approach is a bio-inspired, computationally more efﬁcient, approach to indoor ﬂight. Studies
of this approach typically abandon a state estimate altogether and focus on training the right responses to
incoming visual inputs. For example, [2] use optic ﬂow algorithms and evolutionary algorithms to train
MAVs to avoid walls. In fact, they show in simulation that height control can be treated equally to wall
avoidance; the ﬂoor and ceilings being just differently posed walls. Studies of the second approach generally
exploit optic ﬂow and the measurements of accelerometers (cf. [8, 7, 12]), since similar sensor readings have
been shown to play an important role in insect ﬂight [6, 3].
Currently, both approaches work best in textured evironments. The reason for this is that they both rely
on feature point tracking, be it for constructing a world model [1] or for calculating optic ﬂow [2]. The
algorithms for feature point tracking rely on the clear presence of texture, which is not always available in
indoor spaces, e.g., when facing a white ofﬁce wall.
While feature point tracking is a common computer vision tool in efforts for reaching autonomous ﬂight,
image appearance has been largely neglected. Image appearance features could be useful for autonomous
indoor ﬂight, since they are an obvious complement to optic ﬂow. For example, the absence of texture (a failcase for feature point tracking) can be successfully detected by extracting appearance features. The neglect
of using appearance features so far is due to two main reasons. First, the extraction of image appearance
features is generally computationally expensive. Second, it is not evident how image appearance features
will generalize to different environments.
In this article, we address the ﬁrst reason for not using appearance features: we show that local sampling
allows an appearance extraction algorithm to be computationally efﬁcient enough for indoor ﬂight. Specifically, we present an algorithm that learns to estimate the height of the MAV on the basis of small local
image samples (called textons, cf. [14]). The number of these samples determines the trade-off between the
computational effort of the algorithm and the accuracy of the estimate. A low number of extracted samples
leads to a quick and inaccurate estimate, while a high number of samples leads to a slower but more accurate
estimate. We show that somewhere on this trade-off is a point suitable for achieving autonomous height
control.
We remark that we will address the second reason for not using appearance features in future work: we
believe that the solution to the generalization problem lies in the combination of appearance features with
optic ﬂow and accelerometers.
The remainder of the article is organised as follows. In Section 2, we describe the height estimation
algorithm, the selection of its parameters, and the ofﬂine tests we performed. Then, we focus on the implementation of the algorithm for controlling a 15-gram ornithopter in Section 3. We explain the experimental
setup, the controller, and evaluate the results of the algorithm in ﬂight. Subsequently, we discuss the limitations and advantages of the proposed algorithm in Section 4. Finally, we draw our conclusion in Section 5.

2 Height estimation algorithm
The height estimation algorithm processes the images from a forward pointing camera. The algorithm uses
appearance differences between images taken at different heights, assuming little variance in the pitch of
the MAV. Simply put: an image taken close to the ceiling is different from an image taken close to the
ﬂoor. The algorithm is based on the work of [14]. They showed that the computationally efﬁcient texton
method performed better than computationally intensive ﬁltering methods (such as Gabor ﬁlters) on a texture
classiﬁcation task. We use the texton method, since it has a rather good performance on image classiﬁcation
tasks and it is amenable to our local sampling approach. Below, we describe our implementation of the
texton method (Subsection 2.1). It is computationally even more efﬁcient than the implementation used in
[14], since we severely limit the number of local samples used for classiﬁcation. In our description, we
do not mention the exact parameter settings, since they were determined by experimenting on a hand-made
image set (Subsection 2.2). Finally, we show the results of the height estimation on a video taken from a
ﬂying coaxial helicopter (Subsection 2.3).
2 Remark that not all studies of the ﬁrst approach use an accurate 3D-model of the world to obtain an accurate estimate. Instead,
some studies make speciﬁc assumptions on the space in which the MAV is ﬂying. For example, state estimation can be performed with
the help of ‘vanishing points’ (cf. [11]). The vanishing points can be determined on the basis of parallel lines that are in sight. The
method assumes that such lines are known and are in the ﬁeld of view.
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2.1 Description
The texton method starts with the gathering of an image set that represents the type of space in which the
MAV has to ﬂy. The images in the set need to be taken at H different heights3 . After constituting the image
set, we commence the learning of a dictionary of n textons (also referred to as visual words). To this end,
we extract small image samples of size w × h pixels from each image in the set. The extraction locations
are drawn from a uniform distribution over the entire image. The extracted samples are clustered by means
of a Kohonen network (cf. [10]). There are other - more advanced - clustering techniques (see [13] for a
c
MATLABtoolbox
with most recent methods), but the Kohonen network has the advantage of learning the
clusters in an iterative fashion. It ﬁnds clusters quickly, and can be stopped as soon as the clusters seem to
cover the different samples sufﬁciently.
We can use the dictionary to represent an image as a histogram g of visual words. From the image, we
extract s image samples. For each sample, we determine which visual word i in the dictionary is closest
(Euclidian distance), and increment the corresponding bin in the histogram g(i). Normalisation of the
histogram results in a maximum likelihood estimate of the probability p of each word in the image: p(i) =
g(i)/s.
The so-formed probability distributions are used as feature vectors in the learning and classiﬁcation of
different heights. We divide the image set in subsets of images taken at the same height h ∈ 1, 2, . . . , H. For
each subset we determine the probability estimates for all images. We then estimate the average probability
for each word ph (i) and the corresponding standard deviation σ(ph (i)).
The classiﬁcation of an image starts with the extraction of s image samples. This leads to the estimate
of p, which can be compared with the learned ph . We made use of two very basic classiﬁcation methods to
classify p: Naive Bayes (NB) and a variation of Nearest Neighbour (NN). We vary on the NN method, since
it is normally slow at execution time. Instead of comparing a new point with all points in the training set, we
only compare it with the H ‘centroid’ points ph (the average of all points p observed for a height h during
training). Algorithm 1 contains pseudocode for the classiﬁcation.
Algorithm 1 Algorithm to classify an image as being of height class h ∈ {1, 2, . . . , H}

empty the histogram g
for i = 1 to s do
pick a random location (x, y) in the image
extract an image sample centered on the location
for j = 1 to n do
determine the Euclidian distance of the sample to word j
end for
select the closest word, k
increment bin g(k)
end for
for i = 1 to n do
p(i) ← g(i)/s
end for
if NN then
for i = 1 to H do
determine the Euclidian distance of p to pi
end for
h ← i, for the pi closest to p
else if NB then
for i = 1 to H do
determine
 the probability
 of p being generated by pi , according to independent Gaussian distributions for each visual word j, i.e.,
N pi (j), σ(pi (j))
end for
h ← i of the pi leading to the largest probability
end if

Although our choices have been tuned towards fast learning of textons and of different heights, the most
important aspect of the algorithm is a fast execution. Given a classiﬁcation method, the computational effort
of algorithm 1 depends on the number of words n and the number of extracted samples s. The computational
effort c is approximately:
c ≈ sn(nW ) + n + H(nC) = sn2 W + n + HnC

(1)

, where W is the cost of calculating the Euclidian distance between two single bins, and C is the cost of
comparing two single bins with the chosen classiﬁcation method. During execution, n is ﬁxed, but s can
3 In

principle, height estimation could be approached as a regression problem. The choice for classiﬁcation is due to practical
advantages concerning the formation of training data.
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Figure 2: Left: Mean error (expressed as the ratio of misclassiﬁed images) when using a separation in the
image (dark grey), and no separation (light grey), for s ∈ {10, 50, 100, 200, 300} and n ∈ {2, 5, 10, 20, 30}.
Right: Mean error when using colour images (dark grey) and when using black-and-white images (light
grey) for s ∈ {50, 100, 200, 300} and n ∈ {5, 10, 20, 30}.
be varied freely. Applications of the texton method in the computer vision literature typically set s equal to
the number of all possible local samples. However, here we try out smaller numbers to explore the trade-off
between the computational effort and the accuracy of the classiﬁcation method (see Subsection 3.2).

2.2 Parameter Selection
The texton method involves a number of choices, including the setting of parameter values. We made these
choices on the basis of experiments on a hand-made image set. We created the set by walking up and down
our ofﬁce corridor holding the camera at three different heights (H = 3): close to the ground ( 15 cm), at
waist level ( 100 cm), and close to the ceiling ( 250 cm). In order to get reliable results, we used a separate
training set and test set (different walk with varying heights). Because of the random nature of the selection
of the samples, we performed ten different training and test runs per parameter setting / choice. Since n and
s are the most important parameters, we always tried out different values for these parameters.
One important choice is to divide the image into a bottom part and a top part. If we represent an image
as a single probability distribution of words, we throw away all spatial information related to the words. We
can preserve coarse spatial information by dividing the image in a bottom and a top part. The histogram and
probability distribution then have double the size4 . The left part of Figure 2 shows the difference in average
error on the test set for the plain method (mean error shown in light grey) and the method with a bottom
and top part (mean error shown in dark grey), for n ∈ {2, 5, 10, 20, 30} and s ∈ {10, 50, 100, 200, 300}.
Dividing the image leads to a better average performance, at the cost of n + HnC extra computational
effort. Another interesting comparison is that between the use of colour images (dark grey mean) and blackand-white images (light grey mean), shown in the right of Figure 2. Surprisingly, black-and-white images
seem to lead to a slightly lower error than colour images for most conﬁgurations. This is most likely due to
overﬁtting of the colour method.
Similar experiments led us to set the sample size to 5 × 5, the image size to 160 × 120, and to choose the
nearest neighbour algorithm. Concerning the last choice, the naive Bayes classiﬁer can lead to a better performance, but has a larger standard deviation in the results. The choice for the nearest neighbour algorithm
is a choice for reliability.
Importantly, all of the experiments showed roughly the same relation between the number of samples
and the error: increasing the number of samples only has a modest inﬂuence on the error above 100 samples.
In addition, they all demonstrated that it is unnecessary to have more than 10 words. The ﬁnal result of the
experiments is an error of around 0.22 = 22%. In the next subsection, we investigate whether this error is
low enough to estimate the height of a ﬂying MAV.
4 The

computational cost becomes: c ≈ sn2 W + 2n + 2HnC
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Figure 3: Left: setup of the experiment (see the text for details). Right: comparison of the helicopter’s
y-coordinate in the external camera (solid line, scaled to [−1, 1] with 1 being the top of the image), and the
height estimated by the algorithm (grey line, scaled to [−1, 1] with h = 3 mapped to 0). The black dashed
line is a smoothed version of the grey line.

2.3 Test on MAV images
Further experiments were performed to determine how well the classiﬁcation of the algorithm correlated
with the height of a ﬂying MAV. The differences with a hand-made video include more realistic image
shake, WLAN-noise, and realistic light differences. In this experiment, we used a coaxial toy helicopter (a
modiﬁed version of the Lama V4) equipped with a small onboard colour camera and transmitter.
We illustrate the experimental setup in Figure 3 (left). The pilot used the joystick to control the helicopter. The computer sent the joystick commands to an RC transmitter, which ported them through to the
helicopter. The pilot ﬂew the helicopter so that it attended different heights. During the ﬂight, the helicopter
sent its images to a laptop computer running our ground station software - SmartUAV. The software ran the
texton method, with the settings as determined in the last subsection. The only difference was in the number
of height levels, H = 5. An external camera ﬁlmed the helicopter. In this manner, we were able to get an
impression of the height of the helicopter and compare it with the outcome of the texton method.
After the experiment, we aligned the videoframes of the external camera and that of the laptop computer.
Then, we used straightforward motion detection to detect the helicopter in the external camera images and
registered its median y-location in the image over time. The right part of Figure 3 shows the y-coordinate
over time (solid line), the height classiﬁcation (grey line), and a smoothed version of the height classiﬁcation
(black dashed line). The ﬁgure shows that the uncertain and discrete classiﬁcations can be smoothed to give
a ‘continuous’ signal, which correlates well with the y-coordinate of an external camera.

3 Flight experiment
After the success of the algorithm on the images of a ﬂying platform, we tested the algorithm inside the
control loop of a 15-gram ornithopter. In what follows, we explain the experimental setup (Subsection 3.1),
the controller (Subsection 3.2), and we show the results of our ﬂight test (Subsection 3.3)

3.1 Experimental setup
The experimental setup is the same as in Figure 3, but now we use the ornithopter as the ﬂying platform.
We perform the experiments in an ofﬁce room, which underwent no other preparation than switching on
the lights and pushing the furniture aside. For the online (in-the-loop) test, we ﬁlm the ornithopter from
two view points (see the map in Figure 4, right). In this way, we can reconstruct the 3D trajectory of the
ornithopter during the test. The experiment starts by the pilot controlling the ornithopter via a joystick. He
takes off, gives a trim to the throttle of the ornithopter, and then pushes the ﬁrebutton. When the ﬁrebutton
is pressed, the computer is in full control of the throttle. During the height control experiment, the pilot
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Execution frequency of algorithm (Hz)

Figure 4: Left: the 15-gram ornithopter used for the height control experiments. Right: map of the room
used in the ﬂight experiment. The pilot only controls the rudder of the ornithopter; the height is controlled
autonomously. The ornithopter is ﬁlmed from two viewpoints: by the webcam of the laptop and the camera
used in the previous experiment.
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Figure 5: Left: frequency (in Hz) of the thread running the height estimation algorithm. Right: picture of
the height control experiment.
continues to control the rudder of the ornithopter to avoid the walls. The elevator is constant throughout the
experiment.
The left part of Figure 4 shows the ornithopter we have used for our experiments. It is a 15-gram
ornithopter with two black-and-white cameras and transmitter on-board: only the forward pointing camera
is used. Its X-tail allows it to perform vertical take-offs and landings. Powered by a LiPo battery, it can in
principle perform a hovering ﬂight for 15 minutes. We have to remark that the particular ornithopter used in
the experiments of this article is part of a series produced in 2007. It was originally designed for 10 ﬂying
hours, but has already seen more than 200 ﬂying hours; it is still able to hover, but only achieves a few
minutes of hovering ﬂight.

3.2 Controller
The controller used for the experiments is rather straightforward. The ground station receives an image, and
uses Algorithm 1 to classify it as one of the heights h ∈ {1, 2, 3, 4, 5}. The height is scaled to the interval
[−1, 1], with height 3 mapped to 0. This height value is used as an error value in a regulator for the throttle.
The throttle has a value in the interval [−1, 1], with −1 being full throttle. Concerning the regulator: for the
experiment with the ornithopter a P -controller was already sufﬁcient to achieve height control, P = 0.45.
By running the controller and moving the ornithopter up and down (while being turned off), we could
explore the trade-off between the number of samples s and the performance / computational effort. We
noticed that the algorithm already performs sufﬁciently with only s = 100 samples, corresponding to the
height algorithm running at 10.5 Hz. To compare, with s = 300, the algorithm runs at 3.8 Hz. Figure
5 shows the frequency of the algorithm on an Intel(R) Dual Core with 2.27 GHz for n = 10 and s =
10, 50, 100, 200, and 300. Note that this frequency was determined while also running the controller and
video receiving / viewing / recording software.

Local sampling for indoor flight
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Figure 6: Left: Height of the ornithopter over time. Right: Misclassiﬁcation due to subsampling, H = 5.
Thick line: average error when sampling from the learned distributions. Thin lines: average errors for ten
images from the height control experiment. See Section 4 for an explanation.

3.3 Results
The ornithopter successfully maintained a sane height during the experiment; it neither touched the ﬂoor nor
got close to the ceiling. To get more insight into the height during ﬂight, we reconstructed the trajectory of
the ornithopter as follows. First, we determined the median x- and y-coordinates of the motion detected in
both (external) camera images5 . Then, we used the knowledge of the experimental setup in determining the
X,Y -coordinate at which the rays backprojected from the cameras intersect in the ofﬁce room. Finally, we
calculated the corresponding height Z.
The left part of Figure 6 shows the reconstructed height (Z) over time. The ornithopter stayed within an
acceptable bandwidth around the height classiﬁed as h = 3 (90 cm). Please note that the motion detection
from the different view points leads to rather noisy estimates. As a consequence, the actual Z-coordinate
may deviate from the shown (smoothed) trajectory in the order of 20 cm. The height approximately
varies between 0.55m and 1.45m. The reader may have a look at the original experimental videos online at
http://www.delﬂy.nl/.

4 Discussion
The experiments showed that 100 samples sufﬁced for achieving height control. This represents only
0.56% of the total number of possible image samples. In this section, we perform a preliminary analysis of how many of the errors are actually caused by taking fewer samples. For this analysis, we need to
differentiate between two types of classiﬁcation errors: (1) if the actual distribution is misclassiﬁed, it is
referred to as a generalization error, and (2) if the actual distribution would be classiﬁed correctly, subsampling can still lead to an estimated distribution that is classiﬁed differently - a subsampling error. In the
experiments, both types of errors were intermingled.
Here, we investigate the second type of error. The right part of Figure 6 contains the quantiﬁcation of the
subsampling errors. For ten randomly selected images from the experiments, we isolated the subsampling
errors from the generalization errors as follows. First, each image was fully sampled and the resulting
(actual) distribution classiﬁed as height h - which may differ from the actual height level at which the image
was taken. Then, the image was classiﬁed multiple times with different numbers of samples. A classiﬁcation
was counted as a subsampling error if it was not equal to h. The ten thin lines show the relation between the
subsampling error and the number of samples for the ten images. The thick line shows the same relation,
but then for the case in which the texton distribution exactly corresponds to one of the learned distributions.
Please note that random classiﬁcation would result in an error of 0.8 (due to the 5 height levels). In addition,
note that all misclassiﬁcations are confounded, while for height control a misclassiﬁcation of h = 1 as h = 2
is less of a problem than a misclassiﬁcation of h = 1 as h = 5. The main observation from Figure 6 is that
a relatively low number of samples already considerably reduces the subsampling error. After that, there are
5 We

omitted video frames in which the ornithopter was only visible to one of the cameras.
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diminishing returns: increasing the number of samples from 50 to 100 has a larger performance impact than
increasing from 100 to 150.

5 Conclusion and future work
We conclude that appearance features can be extracted and processed fast enough for use in vision-based
autonomous ﬂight. The light-weight MAV DelFly II successfully used our height estimation algorithm to
keep a sane height in an ofﬁce room. To obtain successful height control, we did not prepare the room other
than switching on the lights and putting the tables and chairs aside. The algorithm can be applied to almost
any room, requiring only very limited training time (< 30 minutes).
In our future work, we want to investigate the generalization of appearance features to rooms not in the
training set. To overcome the probable limitations of appearance features alone, we intend to combine our
appearance-based algorithms with other algorithms based on, e.g., optic ﬂow and accelerometers.
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Abstract
In this paper we investigate the effect of life expectancy on risk attitude in an artificial multi-agent world,
which is a variant of the sugarscape [2]. Our basic approach is evolutionary in that we encode risk attitude
as a gene within the agents that undergoes variation and selection and perform simulations to see the
evolved (i.e., presumed optimal) values of this gene/attitude under different conditions. We observe that
agents that have much to loose (i.e., their “eternal life”) evolve a more risk averse type of behavior than
agents with a limited life span.

1 Introduction
Behavior under uncertainty and risk is an important topic in the social sciences. Uncertainty is a pervasive
element of everyday life and present in even the most simple situations. Consumers daily need to make decisions involving chance. Within both the fields of economics and psychology, models have been developed
to capture human behavior under such conditions.
The classical economic expected utility model [1], that will be used in this paper, is based on the assumption of rational behavior. Modern, more general descriptive models allow for a certain degree of irrationality,
based on empirical evidence [4]. Computational techniques such as multi-agent systems open up new avenues for research on behavior under uncertainty and risk. They allow us to integrate insights from multiple
disciplines, such as economics, psychology and even biology.[8]
In this paper we investigate how factors in biological evolution can influence the development of risk
attitude within a species. In particular, we are interested in the role of life expectation. Is a short-lived
species likely to exhibit a different type of behavior under risk than a long-lived species? Our hypothesis is
that since agents with a very long life span have more to lose, they are likely to become more risk averse.
To answer this question we set up a simple system of agents with the basic properties of a species: they
breed and depend on the consumption of a single resource, sugar. It is a variant of the sugarscape system in
[2]. Next, our goal is to find out what kind of behavior would be optimal in this environment when an agent
would be offered a gamble, with chances to lose or gain sugar. If our hypothesis is correct, this optimal
behavior would likely vary significantly when the life duration of the agents is modified.
Since expected utility is generally accepted as the normative model of behavior under risk [5], we expect
optimal behavior to take this form. Under expected utility, the behavior under risk of an agent is completely
defined by its utility function. In the case of our model, utility is a function of the total amount of sugar that
the agent owns. We measure the utility function by introducing a choice involving risk into our model. There
will be the possibility of gaining more resource, but also a risk of death. The agents decide in correspondence
to an inherited genetic code. The resulting evolution will be reiterated many times. A comparison will be
made between agents with no age limit and inherently short-lived agents.
Since this evolution takes place in a strongly simplified environment and the agents have complete information about possible outcomes and the probabilities of those outcomes, we assume that evolution will
result in an equilibrium that is at least close to rationality. That is, we assume that
Assumption 1 The expected utility theory is a suitable descriptive model for the average evolved behavior
for the agents at the end of each evolution run of our multi-agent system.
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The paper is set up as follows. In section 2 we introduce the economical theory that will be needed.
Section 3 specifies the multi-agent system. This is a variant of the sugarscape model from [2]. The details of
the experiment are given in section 4.1 and the results are summarized and analyzed in section 4.2. Finally,
section 5 gives a summary and conclusions.

2 Decision Under Risk in Economics
2.1 Expected Utility Maximization
In economics, increasingly complex models have been developed for human behavior under risk and uncertainty. These are two different contexts. Under risk, all the possible outcomes and the probabilities of each
are perfectly known, while this is not necessarily the case for decision under uncertainty. For the scope of
this project, we will only consider decision under risk. Accordingly, agents will know all the probabilities
that are involved.
Modern descriptive models can be used to model irrational behavior (see, e.g., [4]). The most flexible
model that is still considered to be fully rational is the model of expected utility [1]. This model is built
on the concept of utility. Informally speaking, utility is a measure of the happiness of an agent under given
conditions. Utility reveals itself in and is defined by preferences. If an agent prefers state A over state B,
denoted as A ≻ B, his utility level in state A is by definition greater than in state B. So if we measure all
preference relationships of an agent for all possible states X of the world, we can construct a corresponding
utility function U (X). Assuming that the agent has complete and consistent preferences, that is.
However, such a utility function is not unique. First, adding a constant to it would not change any of the
preferences. Secondly, multiplying utility with a positive constant does not change preferences either. So
when defining a utility function, we are free to choose the origin and also free to choose a unit length.
Suppose an agent has to choose one action out of n possible actions Ai . Action Ai has mi possible
outcomes Xij (i = 1, 2, ..., n; j = 1, 2, ..., mi ). Each outcome has a known probability pij of occuring after
action Ai . The expected utility model predicts that the agent will choose the action that maximizes expected
utility. Expected utility is the weighted average of the utility values of the possible outcomes, as defined in
equation 1.
EU (Ai ) =

mi
X

pij U (Xij )

(1)

j=1

An important feature of expected utility theory is that the attitude of an agent toward risk is completely
identified with the utility function. If we know the utility function of the agent, we have a complete knowledge of its behavior under risk.

2.2 The Standard Gamble Question
When we assume an agent to act in accordance to the theory of expected utility, we can measure the relative
utility assigned to states with the standard gamble question. The standard gamble question confronts an
agent with a hypothetical binary choice. If he chooses action A1 , he will enter state Y for sure. If he
chooses action A2 , he has a probability of p to enter a better state Z, but also a probability of 1 − p to enter
a worse state X. So for these states it is known that Z ≻ Y ≻ X. The outcomes for A2 can be abbreviated
to Zp X (the probability is tied to the first state here).
In this scenario there should be some value of p for which the expected utility of A1 equals the expected
utility of A2 . We then say the agent is indifferent between A1 and A2 , or A1 ∼ A2 . The agent has to answer
the question which p satisfies this condition, as depicted in equation 2.
(
Z with chance p
Y ∼
(2)
X with chance 1 − p
From equations 1 and 2 it now follows that
U (Y ) = (1 − p)U (X) + pU (Z).
So the standard gamble question can be used to measure the relative utility of states X, Y and Z.

(3)
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2.3 Utility of a Single Resource
Consider utility as a function of only a single resource, such as monetary wealth. A state then corresponds
to owning a specific amount of money. Let x, y and z be the amount of money owned in states X, Y and Z
respectively. If an agent can answer all of the standard gamble questions for a fixed highest amount z = z1 ,
a lowest amount x = x0 and all amounts y ∈ [x0 , z1 ], it is easy to construct the utility function of monetary
wealth over the domain [x0 , z1 ]. Since we are free to choose the origin and unit length of the utility function,
we may choose U (x0 ) to be 0 and U (z) to be 1. It then follows from equation 3 that U (y), y ∈ [x0 , z1 ] is
equal to the corresponding outcome of the standard gamble question, py .
One special case would be an agent with utility function U (y) = y. An agent with this utility function
will simply maximize the expected value of money. This is called risk neutral behavior. Another special
case is when the utility function has the property that U (y) < y. In that case the agent will be indifferent
between the gamble zp x and the safe amount y when the expected value of the gamble is smaller than y.
Such an agent is called risk seeking. Similarly, an agent with a utility function U (y) > y is risk averse.

3 The Sugarscape System
3.1 Basic Model
We will consider a multi-agent system that is similar to the Sugarscape model from [2]. It is a multi-agent
system that implements agents consuming and depending on a single resource, called sugar. The agents
move around to gather the sugar and can store it in their stock. Sugar in stock does not decay. The agents
can reproduce. When an agent runs out of sugar, it dies from starvation. Our aim is to keep the model as
simple as possible.
The world consists of a square lattice of locations. The world is also connected at the edges, giving it
the topology of a torus. A location can either be empty, or it can contain a fixed quantity of β sugar. When
a location is empty, it has a probability α to ’grow’ a new quantity of β sugar in the next timestep and a
probability 1 − α to remain empty. We call this growback rule Gα,β .
Initially, all locations are filled with β sugar. The world will also contain a number of agents, which are
placed at random positions. Multiple agents can occupy the same location. All agents start with a stock of γ
sugar.
At each timestep, the agents carry out a number of action rules. First, all agents move a single step into
a random direction, either horizontally, vertically or diagonally. The order in which they do this is random.
This is movement rule M .
Next, all agents get to harvest sugar. If the new location contains sugar, the agent picks it up and adds it
to its own stock. The order in which they act is again randomized, so when there are multiple agents at the
same location, one of them gets all the sugar and all the others get nothing. This is harvest rule H.
Now the agents may reproduce. If an agent has gathered at least 2γ units of sugar, a new agent is created
at the same location. This costs the parent agent γ sugar. The child agent is endowed with γ sugar. This is
reproduction rule Rγ .
Finally, the agents will need to digest sugar to stay alive. This action is defined by metabolism rule E:
the stock of the agent is reduced by one unit of sugar.
The order in which the agents act is randomized for each action. The complete rule set is
({ Gα,β }, { M, H, Rγ , E}).
Optionally, the agents may also have a maximal age. In that case, the agent dies when it has existed for
that number of timesteps.

3.2 Introducing Risk
The agents in our model will get the opportunity to engage in a risky activity, called the lottery. The lottery
will be offered randomly and only on rare occasions, to prevent a significant effect on the economy. The
lottery takes the form of the standard gamble question in equation 2. There are three possible outcomes: X,
Y and Z. In state X, the agent loses all sugar and dies. In state Y the stock of the agent is reset to a fixed
amount of y units of sugar, no matter how much sugar the agent had before. Likewise, in state Z the stock
is reset to z units, with z ≥ y ≥ x = 0. The probability of winning the high amount z in the lottery will
vary over time.
The agent can either choose to enter state Y for sure, or take the gamble Zpt X.
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Now our goal is to find the chance p∗ for which agents are indifferent between the two available options.
More precisely, we want to know the indifference value p∗ leading to optimal agent behavior, optimal in the
sense of providing the best selective advantage.
The idea is to measure p∗ through a coevolution of the agents and the lottery. The agents have a new
genotype, defined in equation 4. The genotype of agent i (i = 1..n), Gi , contains a single real-valued allele
πi .
Gi = πi

(4)

πi is the answer of agent i to the standard gamble question with states X, Y and Z. The agent will prefer
the gamble Zp X over Y if and only if pt > πi .
To ensure a good selective pressure on the genotype, we adopt the following update rule U for pt :
n

pt =

1X
πi
n i=1

(5)

So why would the values of πi converge toward p∗ ? Suppose that at timestep t the average value of πi is
below p∗ . Update rule U will then set pt to the average of those values. If an agent with a value of πi above
the average is offered the lottery, it will refuse the gamble and take the safe amount y. Since pt is below
p∗ , this is a good decision. An agent with a value of πi below the average, on the other hand, will take the
gamble xpt z. Therefore, the former agents have a selective advantage over the latter agents. Over time, the
average value of πi is likely to rise.
Similarly, when the average value of πi is above p∗ , agents with a value of πi have a selective advantage
and the average value of πi is likely to fall.
However, when the average value of πi is close to or equal to p∗ , it is likely to diverge because of genetic
drift [9] [3]. So even though πi is on average likely to converge toward p∗ , there is also noise.
Each turn, every agent will take the lottery with chance ǫ. This is a new action rule for the agents. We
call it lottery rule Lǫ,x,y,z . The lottery rule is applied after the harvest rule H, but before the reproduction
rule Rγ .
Evolution of the gene π works only through mutation, there is no crossover operator. Inheritance of the
gene π is defined as follows:
πchild = max(min(πparent + N (0, σ), 1), 0)

(6)

The stepsize σ in equation 6 becomes a new parameter of the reproduction rule, which now becomes
Rγ,σ . The new rule set of the sugarscape system is ({ Gα,β }, { M, H, Lǫ,x,y,z , Rγ , C}, {U }).

4 Experiments
4.1 Experimental Settings
In order to measure the utility curve and the associated risk attitude of the agents, the multi-agent system
described in section 3 has been run multiple times, varying the sure amount of sugar y between a lowest
amount of x0 = 0 to a highest amount of z1 = 100 units of sugar, taking incremental steps of 5 units.
The amount of sugar that could be won in the gamble, z1 , was held fixed at an amount of 100 units. The
punishment for losing the gamble also remained fixed at losing all sugar and subsequent death, as x0 was
held fixed at 0 units. As explained in section 2.3, varying y this way allows us to measure the function U (y)
in the domain [x, z]. The upper bound z was chosen to be 100 because an agent in the basic system from
section 3.1 can not have more than 2γ + β = 90 sugar in stock (the agent would immediately reproduce
before harvesting any new sugar).
To get a good approximation of p∗ , we ran the multi-agent system for a period of 20000 timesteps and
then collected the average value of π at the end of the run. The run was repeated 100 times for each value of
y.
The experiment decribed so far was first conducted for short-lived agents, with a fixed maximal lifetime
of 40 timesteps. Next, it was repeated for long-lived agents with no age limit.
The other parameters of the multi-agent system were kept equal between all runs. They are summarized
in table 1. When initializing an evolution run, the world was completely filled with sugar. A population of
100 agents was created on random locations, with random genes and a stock containing γ = 40 units of
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parameter
world size
α in Gα,β
β in Gα,β
γ in Rγ,σ
σ in Rγ,σ
ǫ in Lǫ,x,y,z
x in Lǫ,x,y,z
y in Lǫ,x,y,z
z in Lǫ,x,y,z
maximal age
time limit
initial agents
initial sugar of agents
initial π
initial agent location
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value
32
0.03
10
40
0.02
0.01
0
0, 5, .., 100
100
40,∞
20000 time steps
100
γ = 40
uniform random from [0, 1]
uniform random

Table 1: Parameter settings of the multi-agent system used in the experiment.
sugar. The maximal age of the short-lived agents was chosen to be 40, because a much shorter life span
could lead to population crashes. The mutation strength σ was manually tuned to stabilize the evolution of
π well within the time limit.

4.2 Results and Discussion
Figure 1 and figure 2 show the experimental results, pointwise averaged over all 100 repetitions of the
experiment for each separate amount of sugar y. It also shows the standard deviations to indicate the spread
in the results. The averages of both experiments have been plotted together in figure 3, with the addition of
the risk-neutral curve as a visual aid.
From the figures it appears that the long-lived agents evolved a more risk-averse strategy than the shortlived agents. The average evolved values of π (averaged over the populations and then averaged over all
runs) are higher for all values of y.
In order to test if this is a statistically significant effect, we compared the results point by point with a
two-tailed Student’s T-test for each value of y. Each of those tests yields a p-value smaller than 0.00001,
except at y = 80, where the p-value is 0.0002. This is extremely significant evidence of difference for the
entire length of the curve. We conclude that even within a very simple multi-agent system, life expectancy
can have a notable influence on the evolution of risk attitude.
The spread in the results tells us something about the validity of assumption 1. In the case of the longlived agents we see a very small spread. However, the short-lived agents show a greater spread in evolved
behaviour. This can be interpreted as a greater tolerance for suboptimal genotypes in the case of short-lived
agents, even though it is not clear what causes this difference.
A notable feature is that both utility curves show a bend around y = 80. This may be related to the fact
that an agent in our experimental settings requires 2γ = 80 sugar in stock to reproduce. The immediate
opportunity to produce offspring could explain why acquiring exactly this amount seems to be worth taking
additional risk.
One peculiarity in the utility curve is that it starts above 0 and ends below 1. On theoretical grounds it is
obvious that p∗ equals 0 for y = 0 and 1 for y = 100. However, at these extremes there is a problem with
the evolution. Mutation rule 6 allows π to become greater than 0, but it does not allow a mutation below
0. Therefore, when y = 0 there will be a bias toward evolution of π values greater than 0, in violation of
assumption 1. Likewise, the assumption is also violated at y = 100.
Still, as figure 3 shows, the endpoints of the curve are reasonably close to their theoretical values in spite
of these violations.
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Figure 1: Experimental results for short-lived agents (maximal age 40 generations) with standard deviations.
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Figure 2: Experimental results for long-lived agents (no age limit) with standard deviations.
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Figure 3: Utility as a function of sugar wealth. The risk neutral curve has been added as a visual aid.

5 Conclusions and outlook
We investigated the effect of life expectancy on the evolution of risk attitude in a multi-agent system. The
multi-agent system was a variant of the sugarscape world [2]. It models a species consuming and depending
on a single resource.
We introduced a lottery into the model, taking the form of a standard gamble question. The agents had to
choose between a smaller safe amount, or a higher amount with a risk of death. The behavior of the agents
was encoded with a gene. By observing many evolutions of the gene and under the assumption of evolution
leading to optimal behavior which is accurately described by the theory of expected utility maximization, we
were able to measure the optimal utility function of agents in our model. Since we assume expected utility
maximization, knowing the utility function over a given domain allows us to predict the optimal choice given
any decision under risk as long as the outcomes fall within the domain.
Introducing these kinds of lotteries into a multi-agent system to measure utility is a novel technique, with
the potential for broader application. For example, in [2], page 98 a utility or welfare function is needed
to derive trade rules for agents. The utility function used in that case was postulated in an ad-hoc fashion,
while the standard gamble technique used here could be used to derive one.
The experiments have been repeated twice, once for agents with no upper limit on age and once for agents
with a shortly limited lifespan. The observed utility functions clearly show a more risk-averse attitude in the
first group. This is in agreement with our hypothesis that long-lived agents are likely to exhibit more risk
aversion than short-lived agents.
However, it is not yet clear how certain parameters of the algorithm could have influenced our results. In
particular, the effect of the probability ǫ an agent will be subjected to a lottery deserves further investigation,
as well as the effects of varying the mutation strength σ. In addition, the possibility of adding recombination
could be considered.
There are many possible applications of our hypothesis. As one example, in most animal species, including humans, females have a longer average life expectancy than males, while males are often more inclined
to engage in risky activities [7] [6]. However, it is not easy to separate cause and effect when looking for
empirical evidence of our hypothesis, since taking more risk will obviously affect life expectancy in turn.
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Abstract

Distributive systems consisting of autonomous and intelligent components need to be able to reason and
make decisions based on the information these components share. Judgment aggregation investigates how
individual judgments on logically connected propositions can be aggregated into a collective judgment
on the same propositions. It is the case that seemingly reasonable aggregation procedures may force the
group to hold an inconsistent judgment set. What happens when the agents realize that the group outcome
will be inconsistent? We claim that, in order to avoid an untenable collective outcome, individuals may
prefer to declare a non-truthful, less preferred judgment set. Thus, the prospect of an individual trying to
manipulate the social outcome by submitting an insincere judgment set is turned from being an undesirable
to a “virtuous” (or white) manipulation. We deﬁne white manipulation and present the initial study of it
as a coordinated action of the whole group.

1

Introduction

The increase of distribution in intelligent systems calls for increase in intelligence and autonomy on the part
of the distributed elements. Furthermore, following the trend of assets reuse in computer science, it has
to be taken into account that the constituting elements will be part of more than one distributed system at
a time. Consequently, the distributed elements can no longer be satisfactorily modeled as inert, but need
to be considered and reasoned about as artiﬁcial autonomous agents. To maintain the autonomy of the
distributed system as a whole, the constituting agents will inevitably face problems of collective reasoning
and collective decision-making. Such problems are native to social choice theory. Thus, the requirement
emerges to study social theoretic problems from the computer science perspective, as well as to modify the
known solutions to solutions that solve artiﬁcial agents problems.
In our work we focus on the sub-discipline of social choice known as judgment aggregation. Judgment
aggregation [5, 6] studies how groups of agents aggregate individual judgments on logically connected
propositions into a collective judgment on the same propositions. Consider as an example a group of three
database administrators (DBAs) which need to decide collectively whether to make an existing agent X into
a fourth DBA. All DBAs need to be synchronized in their activities in order to maintain the integrity of the
database they manage. Consequently, the addition of a new DBA, apart from reducing the workload of the
existing DBAs, increases the communication and interaction costs. Since the administrator privileges include
the ability to make security sensitive changes, any new DBA needs to be trustworthy. The DBAs necessarily
follow the decision rule: a new DBA is created if and only if the existing DBAs judge that they can not handle
the work load, and the candidate user is judged trustworthy.
Assume that each DBA expresses yes/no opinions (judgments) on the propositions (the workload too
much for the existing DBAs, X is trustworthy), and the corresponding conclusion (make the candidate X a
fourth DBA) according to Table 1.
The group may have to endorse an inconsistent position if the groups opinion is taken to be the majority
view on each of the issues separately. This is an instance of the so-called discursive paradox [9].1
1 It is important to mention that the problem of aggregating individual judgments is not restricted to majority voting, but it applies
to all aggregation procedures satisfying some seemingly desirable conditions.
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DBA 1

DBA 2

DBA 3

Majority

workload too much
for current DBAs

yes

yes

no

yes

X is trustworthy
make(X,DBA,4)

yes
yes

no
no

yes
no

yes
no

Table 1: Creating a new DBA example. The candidate X is assigned a DBA status if and only if the current DBAs can
not handle the workload and X is trustworthy.

The discursive paradox shows that the three DBAs are in an impasse. As a group, they cannot claim to
make X into a DBA despite that there is a majority voting yes for both premises. The three DBAs need to
ﬁnd an agreement on whether to create the new DBA. Additionally, the DBAs need to provide consistent
reasons that support their decision. The reasons are necessary, since the DBAs have to account for their
ﬁnal decision not only to the database users but also to the database owner. It is also important to consider
that the deliberation can not be prolonged indeﬁnitely since the database may need to be locked during the
deliberation period.
Let us assume the judgments revealed in Table 1 are sincere and represent the deﬁnite answer on what
each DBA holds to be true. It would still be reasonable for the DBAs to discuss the individual opinions, try to
ﬁnd a collective agreement and to agree on a collective consistent outcome. One possibility to achieve this
is through presenting insincere judgments. Generally the case when an agent lies in declaring information
is known as manipulation.
In this paper we are interested at investigating a “positive” notion of manipulation, which arises when
agents are available to adjust their honest judgments in order to avoid that the group falls into an impasse.
The manipulability of social choice decision rules is usually considered an undesirable property. If a decision
rule is manipulable an agent may, upon learning the preferences of the other agents, misrepresent his input
to ensure a social choice decision in his favor. However, an agent’s incentive may not be to have his own
input selected as the collective choice. Instead, an agent may have an “unselﬁsh” incentive to improve the
possibility of reaching a swift social choice decision. Like the DBAs in the example, agents may have a
justiﬁed incentive to avoid the impasse as the social choice, and manipulate the social choice inputs to this
end. The agents are willing to deliberately fallback into declaring a less preferred input to ensure that a
decision can be made. Hence, we analyze how the agents can achieve two goals simultaneously: to ensure
a rational group decision and, at the same time, to do so by diverging the slightest possible from their own
sincere judgments. In colloquial contexts, “white lie” is the term used to indicate a well-intended lie told
with the purpose of being diplomatic and/or avoiding to hurt others. Here we will use white manipulation
to term the scenarios in which benevolent agents manipulate group decisions in order to avoid an impasse.
The aim of the work here presented is to provide a preliminary investigation in white manipulation.
As agreement reaching procedure we consider fallback bargaining [1]. In fallback bargaining the individuals indicate a preference ordering over the alternatives. If an agreement is not found at the level of
the most preferred alternative, the individuals fall back to less and less preferred alternatives until an agreement is reached. Group members use fallback bargaining to negotiate their manipulations and to escape an
inconsistent group outcome.
The paper will proceed as follows. First, in Section 2, we introduce the judgment aggregation framework.
In Section 3 we extend such framework by introducing agents’ preferences. This is the ﬁrst essential step in
order to enable considerations over white manipulability within the aggregation problem. In Section 4 we
present fallback bargaining and we show how fallback bargaining can be employed on judgment set proﬁles.
Due to space limitations, the proofs of the theorems are placed in the appendix.

2

Judgment Aggregation

The present section introduces the framework of judgment aggregation along with the notation used in this
paper. For a general overview of the ﬁeld the reader is referred to [7].
In judgment aggregation, the issues upon which the agents are called to express acceptance or rejection
consist of logical formulae. Such a set of issues is called an agenda. In this paper we work with the standard
setting of judgment aggregation [6] based on propositional logic. Let L be a propositional language, and let
lL be its signature, i.e., the set of atoms upon which L is built. We can now deﬁne the notion of agenda.
Deﬁnition 2.1 (Agenda A). The agenda A b L is a ﬁnite set of formulas of L such that lA b A.
2
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Sometimes it will be convenient for us to think of agendas as m-tuples of issues, where m
to assign a number j such that 1 B j B SAS refers to j-th element in A.
Example 2.1. For the DBA example from Table 1, the corresponding agenda for the group is A
with lA p1 , p2 , p3 .

S



A , that is,
S

p1 , p2 , p3 ,

Each agenda comes with a set of logical constraints, also called rules, which make explicit what logical
relations occur between the issues in the agenda.
Deﬁnition 2.2 (Agenda constraints
such that lRA  b lA.

RA ).

The set

RA b L is a ﬁnite, logically consistent, set of formulas

Given an agenda A and a set of rules RA for A, each agent casts an acceptance or rejection vote on each
issue in A by keeping consistency with respect to RA . The notion of judgment set can now be conveniently
deﬁned as follows.

Ð

Deﬁnition 2.3 (Judgment set ϕ). A judgment set ϕ is a map ϕ  A
0, 1 which satisﬁes the formulas
in RA according to the semantics of propositional logic. The set of all judgment sets for A which satisfy
the formulas in RA is called domain and is denoted ΦA, RA .2

Hence, a judgment set is nothing but a RA -consistent assignment of 1 (acceptance) or 0 (rejection) to
the elements of A. Finally, we can deﬁne when two judgment sets agree on an agenda item [3]. Just like we
can think of agendas as n-tuples of issues, we can conceive judgment sets as n-tuples of values in 0, 1,
where n SAS. In this case, the value that ϕ assigns to the j th issue in A is termed j-projection of ϕ and it
is denoted πj ϕ.

Deﬁnition 2.4. Let ϕ and ϕ be judgment sets for an agenda A which satisfy the formulas in RA . We say
that judgment set ϕ agrees with judgment set ϕ on the j th agenda item if πj ϕ πj ϕ . The judgment
sets ϕ and ϕ are otherwise said to disagree on the j th agenda item.
Judgment aggregation investigates how to assign a collective judgment set to a proﬁle of individual
judgment sets, representing the view that each agent holds on the issues in the agenda.
Deﬁnition 2.5 (Judgment proﬁle ω). Let N
1, n be a ﬁnite set of n agents, A an agenda, and RA a set
of rules for A. A judgment proﬁle ω for the group N is a n-tuple ω ϕi i>N such that ϕi satisﬁes RA .
The set of all possible judgment proﬁles ω for a given group N , agenda A and set of rules RA is called
universe and is denoted by ΩN, A, RA .3
For later use, we also deﬁne what it means for one proﬁle to be an i-variant of another.
Deﬁnition 2.6 (i-variant). Consider ω  , ω  > Ω. We say that ω  is an i-variant of ω  if and only if ω 
coincides with ω  on all judgment sets except the ith one.
The ﬁnal ingredient of a judgment aggregation framework is the aggregation function, that assigns collective judgment sets to judgment proﬁles.
Deﬁnition 2.7 (Aggregation function f ). Let N be a set of n agents, A an agenda, and RA its set of rules. An
ΦA, RA ¡ where ΦA, RA ¡ ΦA, RA  8 ¡.
aggregation function is a function f  ΩN, A, RA 

Ð

In other words, an aggregation function is a function from the universe Ω to Φ¡ that is, the domain Φ
plus the element denoted ¡. Intuitively, ¡ denotes all those outcomes that are assignments not satisfying the
constraints holding on the agenda, i.e. a collectively irrational outcome. We take that for any j, A and RA
it holds πj ¡ ¡.
We now deﬁne a family of aggregation functions – the q-rule. The intuition behind such functions is
simple, the inspiration pulling from the q-rule in voting. A threshold q is ﬁxed, for all the proposition, such
that n2   1 B q B n, where n is the number of agents. A proposition is collectively accepted if and only if
the number of group members accepting it is at least equal to q.
2 In
3 In

A RA  for the ease of notation.
A, RA .

what follows we often drop the argument  ,
the following, we often omit the argument N,

3
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Deﬁnition 2.8 (q-rule). Let ω ϕ1 , . . . , ϕn  be any judgment proﬁle for a set of n agents N . We denote
with ω j,0 and ω j,1 the subsets of ω that agree on the j th agenda item and:
ω j,0 contains all the judgment sets for which that agenda item is pj ϕi  0.
ω j,1 contains all the judgment sets for which that agenda item is pj ϕi  1.
The q-rule aggregation functions f q are deﬁned as follows:
¢̈ ϕ
¨
¨
¨
¨
¦
¨
¨
¨
¨ ¡
¤̈

q

f ω 

if ϕ is a judgment set and for each πj ϕ it holds that either
πj ϕ 1, S ω j,1 SAS ω j,0 S and S ω j,1 SC q or
πj ϕ 0, S ω j,0 SAS ω j,1 S and S ω j,0 SC q
otherwise
n

2

When q n we speak of unanimous rule and we denote f un . When q
tionwise majority rule, which we denote with f maj .

(1)

 1 we speak of proposi-

Example 2.2. Consider the proﬁle in Table 1 and call it ω. We have that: f maj ω  ¡ and f un ω  ¡.
Notice that, the fact that f maj ω  ¡ while the set of judgments constructed obtained by propositionwise majority voting is deﬁned, i.e. 1, 1, 0, captures the discursive dilemma, that is the existence of an
‘irrational’ majority.

3

Preferences over Aggregation Outcomes

Agents faced with a group decision usually hold preferences over the outcomes of the decision process. In
our setting, this is to say that individuals have preferences over the set of possible outcomes Φ¡ Φ 8 ¡.
We can deﬁne the notions of preference and preference proﬁle in the usual way.
Deﬁnition 3.1 (Preferences and preference proﬁles). A preference over Φ¡ is a total pre-order on Φ¡ . Given
a set N of n agents, a preference proﬁle for N over Φ¡ is a n-tuple of total pre-orders on Φ¡ .
The present section shows how agents preferences can be read off a given judgment proﬁle (and a
judgment aggregation function) by assigning to each agent a preference ordering over Φ¡ for every judgment
proﬁle ω in Ω. The intuition behind this extension of the judgment aggregation framework is that a proﬁle ω
can naturally be interpreted as a tuple which represents, for each agent i, the judgment set that i most prefers.
To obtain the full preference ordering of each agent, we then apply a speciﬁc notion of distance between
judgment sets. Our is a development of the top-respecting preferences as in [3] using scoring functions.
Intuitively, if ϕ is the judgment set that is most preferred by i, then ϕ will be strictly preferred to ϕ if

ϕ differs from ϕ strictly less than ϕ does. In other words, given a judgment proﬁle ω, we are interested in
methods to extract total pre-orders over the set of all the judgment sets plus ¡ (i.e., all the possible outcomes
R and is called a scoring
of an aggregation). Such a method is therefore a function s  Φ
 Φ¡
function.We present one way of extracting the ordinal information we are interested in from a given judgment
proﬁle.
A Hamming distance measures, given two tuples (or strings) of values, the number of entries for which
the values in the two strings differ. As shown in [10], this idea can be straightforwardly applied to judgment
sets as they have been deﬁned in Deﬁnition 2.3.

Ð

Ð

Deﬁnition 3.2 (Hamming distance H ϕ1 , ϕ2 ). Let A be an agenda, RA its set of constraints, and Φ the set
R between two judgment sets ϕ1 , ϕ2 > Φ is deﬁned as
of judgment sets. The Hamming distance H  Φ2
0, 1 deﬁned in Equation 3.
in Equation 2 with functions di  Φ2

Ð

Ð

A

Q d ϕ , ϕ 

0 if πi ϕ1  πi ϕ2 
(3)
1
otherwise
i 1
The Hamming distance H calculates how “far” ϕ2 is from ϕ1 by counting the numbers of formulas in
A to which ϕ2 assigns a different value than the one assigned by ϕ1 . In other words, judgment sets are just
considered to be SAS-tuples of values in 0, 1 and H counts the numbers of different entries in two given
tuples. It is easy to see that H ϕ, ϕ 0, that H ϕ1 , ϕ2  H ϕ2 , ϕ1 , and that the maximum possible
pseudo-distance coincides with the cardinality SAS of the agenda.
However, the Hamming distance as deﬁned in Deﬁnition 3.2 does not provide a way of measuring the
distance of ¡ from a given judgment set. This is because ¡ is not a judgment set (Deﬁnition 2.3), and
H ϕ1 , ϕ2  is deﬁned only over judgment sets. The way agents rank ¡ will be kept variable. The next
deﬁnition introduces a score based on H for any element in Φ¡ .
S

H ϕ1 , ϕ2 

S

i

1

2

(2)

di ϕ1 , ϕ2 

4
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Deﬁnition 3.3 (H-score). Let A be an agenda, RA its set of constraints, and Φ the set of judgment sets.
 Φ¡
R is deﬁned as in Equation 4, where ϕ > Φ and
Take ϕ > Φ. The H-score function HSe  Φ
eΦ
1, SAS  1.
H ϕ, ϕ  if ϕ > Φ
(4)
HSe ϕϕ  
eϕ
otherwise

Ð

Ð

Ð

The H-score is a function that, for each judgment set ϕ > Φ and outcome in Φ¡ , yields a score in R. So,
Deﬁnition 3.3 introduces a family of functions which all use the Hamming distance H to rank outcomes
in Φ¡ given a judgment set ϕ, which is taken to be the most preferred one. The H-score makes use of an
independent function e to provide the score of ¡ as a function of ϕ. Intuitively, a function e tells us how ¡ is
ranked within the preferences of the agents. Depending on the chosen e, the inconsistent outcome ¡ can for
example obtain values between 0 and 1, thus becoming the second most preferred outcome, and between 1
and SAS  1, becoming instead the least preferred one.
These observations are made concrete in the formula below. Given a judgment set ϕ taken as the most
preferred by agent i, it is then a matter of applying Deﬁnition 3.3 to obtain the preference ordering of i over
the set Φ¡ of all judgment sets yielded by HSe ϕ:
ϕ jHSe ϕ ϕ

iff

HSe ϕϕ  B HSe ϕϕ 

(5)

where ϕ , ϕ > Φ¡ and ϕ > Φ. That is to say, ϕ is at most as preferred as ϕ if and only if ϕ has extended
Hamming distance (HSe ) from ϕ at least equal to the extended Hamming distance of ϕ from ϕ. It follows
that jHSe ϕ is a total pre-order over Φ¡ . When it is clear from which judgment set ϕ the preference is
derived, we will use the lighter notation jHSe .
It is now easy to see that, on the ground of Deﬁnition 3.1, each judgment proﬁle ω univocally determines
a proﬁle of jHSe -preferences. This is done in a natural way by applying function HSe to each judgment
e
i>N , which we denote HSe ω . We show
set ϕi in ω ϕi i>N , thus obtaining a preference proﬁle jHS
i
how this can be done in our running example.
Example 3.1. DBA example continued (jHSe -proﬁles). Consider the proﬁle ω ϕ1 , ϕ2 , ϕ3  corresponding to Table 1. Take e to be such that eϕ1  eϕ2  eϕ3  4, that is, all agents give the highest
possible H-score to ¡. We have the following preference proﬁle HSe ω  where each preference is obtained
by applying HSe to the corresponding judgment set in ω:
e
e
e
e
1, 1, 1 iHS
1, 0, 0 HS
0, 1, 0 iHS
0, 0, 0 iHS
1
1
1
1

1, 0, 0
0, 1, 0

HS
i2 e
HS
i3 e

0, 0, 0
0, 0, 0

HS
i2 e
HS
i3 e

0, 1, 0
1, 0, 0

HS
2 e
HS
3 e

1, 1, 1
1, 1, 1

HS
i2 e
HS
i3 e

¡
¡
¡

This proﬁle depicts one of the possible decision-theoretic situations underlying the discursive dilemma.
In fact, function e identiﬁes precisely the variable factor in agents’ preferences which can potentially lead
an aggregation process to stall depending on how highly ¡ is ranked within the agents’ preferences.
Given a scoring function and a judgment aggregation function f , we can deﬁne a pre-order over proﬁles
of judgment sets.
Deﬁnition 3.4. Let Ω be a set of all possible proﬁles ω of judgment sets over some agenda A and a set of
rules RA . Let f be a judgment aggregation function. Given the scoring function HSe ϕ, we deﬁne a total
pre-order over each ω > Ω as ω  jHSe ϕ ω  iff HSe f ω f ω   B HSe f ω f ω  .
The H-score is one way to provide a distance-based construction of agents’ preferences out of the most
preferred judgment set. Other distance based scoring functions can be deﬁned in a similar way. In fact the
H-score is guaranteed to produce indifference among some judgment sets, which is not always desirable. At
present, in the remaining of the paper we rely on the H-score to illustrate our work.

3.1

Preference aggregation in judgment aggregation

We have given examples of distance-based constructions of preference proﬁles from judgment proﬁles. InR at hand, it is now possible to include
dependently of the speciﬁc scoring function s  Φ
 Φ¡
social choice theoretic concepts in the judgment aggregation framework. Given the universe Ω of a framework with N agents, function s yields the set of all judgment aggregation preference proﬁles over Φ¡ , which

Ð

5

Ð
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we denote sΩ. Now the tuple N, Φ¡ , sΩ fully speciﬁes a preference aggregation problem [4] where
N is the set of agents, Φ¡ is the set of outcomes, and sΩ is the set of all judgment aggregation preference
proﬁles.4
With agents’ preferences obtained by means of a numerical scoring function s, the notions of utilitarian
and egalitarian social welfare are straightforwardly applicable. In our case, for a given judgment proﬁle ω
ϕi 1BiBn and scoring function s, the utilitarian social welfare of an outcome ϕ > Φ¡ has to be understood
as the sum of all the distances of ϕ from agents’ judgments in ω, that is as in Equation 6.
The egalitarian social welfare of an outcome ϕ > Φ¡ is instead the welfare of the worst off agent, which in
our case is the agent whose most preferred judgment set is the furthest from the one selected in the outcome.
That is as in Equation 7.

Q sϕϕ 
n

USW sω ϕ

i

(6)

ESW sω ϕ

maxsϕϕi  S ϕi > Φ

(7)

i 1

Formulas 6 and 7 above deﬁne social choice functions mapping the set of all preference proﬁles that are
built via s and a judgment proﬁle, to the set of outcomes Φ¡ . In other words, scoring functions s allow us to
deﬁne voting rules for judgment aggregation, which are based on the consideration of agents’ preferences.
In social choice theory, a (non-resolute) voting rule picks, for any preference proﬁle, a non-empty subset of
the set of outcomes [11]. The deﬁnition of two examples of such functions follows.
Deﬁnition 3.5 (Utilitarian and egalitarian social choice in judgment aggregation). Let N be a set of agents,
Φ the set of possible judgment sets given A and RA , and s a scoring function.

Ð

• The utilitarian social choice function usc  sΩ
Φ¡ is deﬁned as follows:
usc sω  ϕ > Φ¡ S USW sω ϕ minUSW sω ϕ  S ϕ > Φ¡ 

Ð

• The egalitarian social choice function esc  sΩ
Φ¡ is deﬁned as follows:
¡
esc sω  ϕ > Φ S ESW sω ϕ minUSW sω ϕ  S ϕ > Φ¡ 
Intuitively, the utilitarian function maximizes the sum of the individual welfare of the whole group (by
minimizing the sum of the distance of the outcome from the top choices of each agent), and the egalitarian
one maximizes, instead, the welfare of the agent which is worst off.
In this section we have seen how notions from social welfare theory can be applied within a judgment
aggregation setting. This will allow us to deﬁne the phenomenon of “white manipulation” we sketched in
the introduction.

3.2 White manipulation
An agent manipulates the judgment aggregation if he submits a judgment set which is not his true choice of
valuation for the elements of the agenda (truthful judgment set). The Deﬁnition 3.6 we present corresponds
to the deﬁnition of non-manipulability presented in [3].
Deﬁnition 3.6 (Manipulability). Let s be a scoring function. An aggregation function f is manipulable if
and only if there exists a judgment proﬁle ω > Ω and an agent i such that f ω  hsi f ω  , where ω  > Ω is
some i-variant of ω.
Deﬁnition 3.7 (White manipulability). Let SW be a social welfare function and s a scoring function. An
aggregation function f is white manipulable if and only if there exists an agent i and a judgment proﬁle
ω > Ω such that f ω  hsi f ω   and SW f ω  @ SW f ω  , where ω  > Ω is some i-variant of ω.
For example, the social welfare function SW can be one of the utilitarian or egalitarian functions we
deﬁned in Equation 6 or Equation 7 5 .
A full analysis of the characteristics which make a judgment aggregation function white manipulable is
left for future work. Here we propose one method, fallback bargaining, in which white manipulation can be
conducted on a group level.

4 It is worth noticing that, depending on s, sΩ might be a strict subset of the set of all total pre-orders that can be built on Φ¡ . In
such cases, the aggregation does not satisfy the so-called universal domain [8] condition. This is the case, for instance, of the H-score
function (Deﬁnition 3.3).
5 Note that in this case the deﬁnition should read U SW f ω   @ U SW f ω  since the higher the score, the less preferred an
element from Φ¡ is.
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Fallback Bargaining

White manipulation can be conducted by one benevolent agent under the assumption that the rest of the
agents submit their honest judgment sets. Since the goal of the white manipulation is “for the beneﬁt of
all”, it is of interest to view the white manipulation as a group coordinated activity. Additionally, if two
agents uncoordinatedly manipulate the judgment aggregation, the outcome may still not be the desired one.
We now show how, by using fallback bargaining, can the group negotiate their “white lies” with the goal
of selecting a proﬁle that, under a known judgment aggregation function, yields an outcome with a lower
USW than the truthful proﬁle. In particular we are interested in white manipulation when the outcome of
the judgment aggregation function is ¡.
Fallback bargaining is an agreement reaching procedure presented in [1, 2]. The procedure accepts as
input a set of k possible alternatives K and, for each agent in the set of n agents N , a total preference
ordering over the elements of K. Using the preferences of the agents, a matrix M mij  is created where
each row represents an agent and each column the preference orderings of the agents. Thus, for example,
element m32 holds the second most preferred alternative of the second agent. The agent i’s ranking for
alternative x is denoted with jiM x. The enumeration of the columns is referred to as d standing for depth
of preference . The r-approval bargaining, fully described in [1], is in fact the process of creating sets
CSdr M  x > K  Si  jiM x B dS C r starting from d 1 until CSdr M  ~ g. The output of the
r-approval fallback bargaining is the compromise set CSdr M  where dr is dr mind  CSdr M  ~ g.
We use fallback bargaining from [2] as a way for the agents to negotiate a judgment proﬁle to replace
their honest judgment proﬁle and thus improve the judgment aggregation outcome.
Each agent i > N has a (truthfully) most preferred judgment set ϕi . Using Deﬁntion 3.4, we construct
a preference proﬁle of total pre-orders over the elements of Ω. The matrix M mij  will be of size n  t
where t is the length of the longest preference order over proﬁles. The elements of the matrix mij are sets
of judgment proﬁles which are in the same preference equivalence class for the agent i. The compromise set
obtained with fallback bargaining over such constructed matrix M contains the judgment proﬁles which the
agents agree on declaring for judgment aggregation.
Example 4.1 (DBAs matrix). Consider the proﬁle ω ϕ1 , ϕ2 , ϕ3  containing the most preferred judgment
sets for three agents introduced in Example 3.1. Having ω and using the H-score, we can construct the
matrix M, given in Equation 8, over the universe Ω of judgment set proﬁles, i.e. “alternatives”. Due to space
limitations we will not list all the proﬁles contained in Ω and we use 111 to denote all judgment proﬁles for
which f maj yields the judgment set {1,1,1,} and 100,001,000 and ¡ correspondingly for the remaining of
the judgment proﬁles. For this example we will use the scoring which places ¡ as the least preferred choice.
Mh

 111
 100
 010

100, 010
000
000

000
111, 010
111, 100

¡ 
¡  (8)
¡ 

For r 2 a compromise set is reached for the depth
d2 2 and CS 2 M h  100, 000, 010 .
For r 3, the depth of agreement is d2 3 with
CS 2 M h  100, 000, 010, 111 .

We present some properties of CSdr M . The proofs of the theorems are omitted due to space limitations.
Theorem 4.1. Assume that SAS k. For a matrix M h generated with the H-score, it holds that dr of the
reached agreement is with the following upper bound: dr B r1nk1n 

This means that, as long as the agents always rank ¡ as their least preferred alternative, ¡ will not be an
element of any CSdr M . In Example 4.1, dr reaches its maximal value 3 for r n, and again its maximal
n
  1 2.
value dr 2 for r
2
It follows directly from the deﬁnition of fallback bargaining that any element in the compromise set will
have a better utilitarian social welfare then an element not selected in the compromise set.
Theorem 4.2. For any matrix M , aggregation function f and any scoring function s  Φ
it holds that if x > CSdr M , d n and y >~ CSdr M  then U SW f x @ U SW f y .

Ð

 Φ¡

Ð

R

This means that, if ¡ is not a member of the compromise set, for every agent i there will exist an incentive
for white manipulation. Consequently, the agents can chose any proﬁle from the compromise set to be the
declared proﬁle for judgment aggregation. Clearly it is better to chose that proﬁle x > CSdr M  for which
the U SW f x is maximal. If ¡ is in the compromise set, incentive for white manipulation can occur if
there is another alternative x > CSdr M  such that U SW ¡ C U SW f x.
7
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Conclusions and Future Work

The impossibility to avoid collectively irrational outcomes typically hampers judgment aggregation. Work in
judgment aggregation has been focusing on developing procedures that avoid the impossibility by loosening
aggregation conditions [7]. Instead, the present paper is looking into ways to incorporate the collectively
irrational outcome. We incorporate the collectively irrational outcome by extending the standard judgment
aggregation framework in a way that allows us to import techniques proper of social choice theory. Such
extension has been obtained, along the lines followed in [3], by eliciting the preferences of the agents
involved in the aggregation process via scoring functions. This has allowed us to introduce the notion of
(utilitarian and egalitarian) social welfare in the judgment aggregation framework.
With this machinery in place, we initialize a study on a variant of the notion of manipulation of social
choice rules which consider the welfare of the group—which we called “white manipulation”. To the best
of our knowledge, this is an unique attempt to present manipulation from a positive viewpoint. We have
employed fallback bargaining [1] as an illustration of a procedure for realizing group white manipulation.
In our future work we intend to pursue the research lines presented here by taking into considerations the
game-theoretic aspects of judgment aggregation in addition to the social-theoretic ones in scenarios which
include the collectively irrational outcome. We also intend to reﬁne the concept of white manipulation to
capture, and study separately, the distinction between a group white manipulation and white manipulation
conducted by a single agent.
Acknowledgments Davide Grossi is supported by Nederlandse Organisatie voor Wetenschappelijk Onderzoek (VENI grant Nr. 639.021.816).
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Yann-Michaël De Hauwere

Peter Vrancx

Ann Nowé
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Abstract
A major challenge in multi-agent reinforcement learning remains dealing with the large state spaces typically associated with realistic multi-agent systems. As the state space grows, agent policies become
more and more complex and learning slows down. Current more advanced single-agent techniques are
already very capable of learning optimal policies in large unknown environments. When multiple agents
are present however, we are challenged by an increase of the state-action space, exponential in the number
of agents, even though these agents do not always interfere with each other and thus their presence should
not always be included in the state information of the other agent. We introduce a framework capable of
dealing with this issue. We also present an implementation of our framework, called 2observe which we
apply to some gridworld problems.

1

Introduction

Reinforcement learning (RL) has already been shown to be a powerful tool for solving single agent Markov
Decision Processes (MDPs)[11]. It allows a single agent to learn a policy that maximises a possibly delayed
reward signal in an initially unknown stochastic stationary environment. This could for instance mean to
ﬁnd the exit to a maze, when the agent only has information about his current location. When multiple
agents are present in this maze, unaware of the presence of other agents and are all trying to ﬁnd the exit,
they could bump into each other, making the environment the agent’s experience non-stationary. Uncertainty
about the other agents’ goals as well as decentralised system control that is distributed over the agents, make
RL in multi-agent systems (MAS) a challenging problem. One possible naive approach is to simply let
each agent independently apply a single agent technique such as Q-learning, effectively ignoring the other
agents. This approach, even though succesfully applied in the past [10, 12], has limited applicability, since
in a multi-agent setting the typical convergence requirements of single-agent learning no longer hold. The
other extreme is to let agents constantly be aware of the state (the location in our maze problem) of all the
other agents and their actions, i.e. always learn in a joint state-action space. [1]. This method does not scale
well since both the state space the agents have to learn in and the number of joint actions are exponential in
the number of agents.
In this paper we propose a system which is situated between the approaches described above. Our goal
is to allow agents to rely on single agent techniques whenever possible, dealing with problems induced by
the presence of other agents only when absolutely necessary. In our system agents learn when they need
to coordinate their actions. Our goal is to signiﬁcantly reduce state-action information that needs to be
considered by the agent without linking this to explicit states.
As an example consider the problem of a robot trying to learn a route to a goal location. In a stationary
environment the robot can simply rely on basic positioning input to explore the environment and learn a path.
Suppose now that other mobile robots are added to this system. The robot must now take care to reach its
goal without colliding with the other robots. However, even if the robot is provided with the exact locations
of the other robots at all times, it does not make sense to always condition its actions on the locations of the
others. Always accounting for the other robots means that both the state space as well as the action space
are exponential in the number of agents present in the system. For most tasks this joint state-action space
representation includes a lot of redundant information, which slows learning without adding any beneﬁts.
When learning how to reach a goal without colliding, for instance, robots need to take into account each
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other’s actions and locations, only when it is possible to collide. When there is no risk of collision there’s
no point in differentiating between states based solely on the locations of other agents. Therefore in our
approach the robot relies on single agent techniques combined with its original sensor inputs to learn an
optimal path, and coordinates with other agents only when collisions are imminent. In the experiments
section we demonstrate how our approach delivers signiﬁcant savings, in both memory requirements as well
as convergence time, while still learning a good solution.
The remainder of this paper is organised as follows. In the next section we give the basic background
information for understanding our approach. Section 3 introduces the related work in this domain and
explains the main differences with our approach, which is empirically evaluated in Section 4. We conclude
with a discussion and some future work in Section 5.

2
2.1

Background
MDPs and Q-learning

A Markov Decision Process (MDP) can be described as follows. Let S = {s1 , . . . , sN } be the state space
of a ﬁnite Markov chain {xl }l≥0 and A = {a1 , . . . , ar } the action set available to the agent. Each combination of starting state si , action choice ai ∈ Ai and next state sj has an associated transition probability
T (sj |, si , ai ) and immediate reward R(si , ai ). The goal is to learn a policy π, which maps each state to an
action so that the the expected discounted reward J π is maximised:
∞


π
t
J ≡E
γ R(s(t), π(s(t)))
(1)
t=0

where γ ∈ [0, 1) is the discount factor and expectations are taken over stochastic rewards and transitions.
This goal can also be expressed using Q-values which explicitly store the expected discounted reward for
every state-action pair:

T (s |s, a) max
Q(s , a )
(2)
Q∗ (s, a) = R(s, a) + γ

s

a

So in order to ﬁnd the optimal policy, one can learn this Q-function and then use greedy action selection
over these values in every state. Watkins described an algorithm to iteratively approximate Q∗ . In the Qlearning algorithm [15] a large table consisting of state-action pairs is stored. Each entry contains the value
for Q̂(s, a) which is the learner’s current hypothesis about the actual value of Q(s, a). The Q̂-values are
updated accordingly to following update rule:
Q̂(s , a )]
Q̂(s, a) ← (1 − αt )Q̂(s, a) + αt [r + γ max

a

(3)

where αt is the learning rate at time step t and r is the reward received for performing action a in state s.
Provided that all state-action pairs are visited inﬁnitely often and a suitable evolution for the learning
rate is chosen, the estimates Q̂ will converge to the opimal values Q∗ [14].

2.2

Markov Game Deﬁnition

In a Markov Game, actions are the joint result of multiple agents choosing an action individually. Ak =
{ak1 , . . . , akr } is now the action set available to agent k, with k : 1 . . . n, n being the total number of agents
present in the system. Transition probabilities T (si , ai , sj ) now depend on a starting state si , ending state sj
and a joint action from state si , i.e. ai = (ai1 , . . . , ain ) with aik ∈ Ak . The reward function Rk (si , ai ) is now
individual to each agent k, meaning that agents can receive different rewards for the same state transition.
In a special case of the general Markov game framework, the so-called team games or multi-agent
MDPs (MMDPs) [1] optimal policies still exist. In this case, all agents share the same reward function and
the Markov game is purely cooperative. This specialisation allows us to deﬁne the optimal policy as the
joint agent policy, which maximises the payoff of all agents. In the non-cooperative case typically one tries
to learn an equilibrium between agent policies [5, 4]. These systems need each agent to calculate equilibria
between possible joint actions in every state and as such need each agent to retain estimates over all joint
actions in all states.
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Learning to coordinate

The approach proposed here bears some resemblance to the adaptive resolution methods used in single
agent RL. There the learning agent uses statistic tests to determine when a greater granularity in state space
representation is needed. One example of this kind of system is the G-learning algorithm [2], which uses
decision trees to learn partitions of the state space.
In multi-agent RL, some recent work around sparse interactions among agents was done by Kok and
Vlassis, who predetermined a set of states in which agents had to coordinate [8] and also proposed using
predetermined coordination-graphs to specify the coordination dependencies of the agents at particular states
[7]. This algorithm considered joint actions only when needed, relying on single agent Q-learning when no
coordination is required. In later work the authors propose a method where the agents also learn the set of
states in which coordination is needed by comparing statistically the inﬂuence of their own action to the
combined return of the joint action [6]. Both these approaches are limited to systems where agents share the
same reward function. Furthermore they only consider the action coordination and do not change their state
space representation.
More recently Melo and Veloso approached this problem from a different angle [9]. In their approach
the action space of every agent was augmented with a COORDINATE pseudo-action. This action triggers
an active perception step which will try to determine the local state information of the other agent. This
perception step decides whether the local state information of the agent should include the information
about the other agent or not. Penalising the use of the COORDINATE action ensures that the agents learn to
only use this action in states where an encounter with the other agent results in an even worse payoff.
It is clear that learning in multi-agent systems is a cumbersome task. Choices have to be made whether
to observe agents, or to communicate or even both. Most techniques make a very black and white decision
for these choices, i.e. they either always observe all other agents or they never do. In many tasks however
it is enough to observe the other agents only in very speciﬁc cases. Therefore the driving question behind
this research can be summarized as “In which area should an agent observe the presence of other agents?”.
This should be read from an agent-centric point of view. This means that the agent wants to learn how many
of his surrounding locations he should observe in order to ﬁnd a good policy.
We propose to decouple the multi-agent learning process in two separate layers. One layer will learn
where it is necessary to observe the other agent and select the appropriate technique. The other layer contains
a single agent learning technique, to be used when their is no risk of inﬂuence of the other agent, and a multiagent technique, when the agents might inﬂuence each other. Figure 1 shows a graphical representation of
this framework.
Can another agent inﬂuence me?

No

Act independently, as if single-agent.

Yes

Use a multi-agent technique to avoid
conﬂicts.

Figure 1: Decoupling the learning process by learning when to take the other agent into account on one
level, and acting on the second level.
We can apply this formal framework to the techniques we just reviewed. The work by Kok and Vlassis
use statistical tests to learn coordination graphs on the top level, with single agent Q-learning on the bottom
level if agents do not inﬂuence each other and a variable elimination algorithm for situations in which agents
should coordinate. Melo and Veloso use a combination of a COORDINATE action with an environment
present active perception step on the top level and single agent Q-learning or joint-state Q-learning on the
bottom level.

3.1

First Level

In the system presented here, which we call 2observe, the ﬁrst layer of the algorithm is implemented using
Generalized Learning Automata (GLA). A GLA is a relatively simple associative learning unit. Simply put

86
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a GLA learns a mapping from its input context vectors to actions. In our experiments we provide the GLA
with the Manhattan distance between the two agents if they are within each others line-of-sight. The GLA
will then learn, based on the rewards they receive and this input, how close the other agent may be before
there is the possibility on a collision.
Originally GLA were proposed for classiﬁcation tasks and the contexts represented object attributes
while the actions of automaton corresponded to class labels. In our system contexts are (functions of) state
variables and the output actions of the GLA constitute the agent’s decision whether it should coordinate.
Previously GLA were already used for state aggregation in multi-agent systems [3].
Formally, a GLA can be represented by a tuple (X, A, β, u, g, T ), where X is the set of possible inputs
to the GLA and A = {a1 , . . . , ar } is the set of outputs or actions the GLA can produce. β ∈ [0, 1] denotes
the feedback the automaton receives for an action. The real parameter vectors (u1 , ..., ur ) represent the
internal state of the unit. They are used in conjunction with the probability generating function g, which
combines parameters and contexts into probabilities. In this paper g is the Boltzmann function, meaning
that the probability of selecting action ai , given input x is:
τ

e−x ui
g(x, ai , u) =  −xτ uj
je

(4)

Where τ denotes the transpose. T is a learning algorithm which updates u = (u1 , ..., ur ), based on the
current value of u, the given input, the selected action and response β. Here the update is a modiﬁed version
of the REINFORCE algorithm [16]. In vector notation this update scheme can be described as follows:
u(t + 1)

g
= u(t) + λβ(t) δln
δu (x(t), a(t), h(u(t)))

(5)

+λK(h(u(t)) − u(t))

where h(u) = [h1 (u1 ), h2 (u2 ), . . . hr (ur )] , with each hi deﬁned as:
⎧
η ≥ Li
⎨ Li
0
|η| ≤ Li
hi (η) =
⎩
−Li η ≤ −Li

(6)

In this update scheme, λ is the learning rate and Li , Ki > 0 are constants. The update scheme can be
explained as follows. The ﬁrst term added to the parameters is a gradient following term, which allows the
system to locally optimise the action probabilities. The next term uses the hi (u) functions to keep parameters
ui bounded within predetermined boundaries [−Li , Li ]. This term is added since the original REINFORCE
algorithm can give rise to unbounded behavior.
A single generalized learning automaton using a Boltzmann probability generating function can learn a
linear boundary between classes. Multiple of these GLA can be connected into a network capable of learning
more complex separations. In [13] it is shown, that the adapted algorithm described above, converges to local
maxima of f (u) = E[β|u], showing that the automata ﬁnd a local maximum over the mappings that can be
represented by the internal state in combination with the function g.
The main advantage of using GLA is that the ﬁrst layer of the algorithm can learn to determine which
technique on the second level must be chosen, without explicitly storing estimates or samples of visited stateaction pairs. All necessary information is encoded in the parameters of the GLA, which are typically much
smaller in number than the states about which information needs to be kept. The possibility of combining
GLA into a larger network which can learn more complex distinctions, also gives us the ﬂexibility to adapt
the complexity of the ﬁrst layer to the needs of the problem at hand.

3.2

Second Level

At the second level of the learning algorithm two possible methods can be used, depending on the outcome
of the ﬁrst layer of the algorithm. If this ﬁrst layer determines that other agents can safely be ignored a single
agent technique is used, else agents use another technique that takes the other agents into account.
In this paper the single agent technique we use is an independent Q-learner. When it is deemed safe
to do so agents act as if alone in the system, completely ignoring all other agents. Here we also assume
that the states of our problem are represented by a set of state variables, some of which describe the local
states of other agents (see Section 4 for an example). When learning in single agent mode, these superﬂuous
variables are ignored, further reducing the size of the state-action space.
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The multi-agent technique could be anything from a joint-state learner or a joint-state-action learner to a
system based on conventions or bargaining.. The technique we adopt here is a simple form of coordination
through communication. If agents decide to coordinate their actions they ﬁrst observe if a collision will occur
if both agents would just choose their preferred action. If this is the case, one agent is selected randomly to
perform its action, while the other selects an alternative action. If no collision will occur, both agents can
play their preferred action. One could chose to always play this coordination mechanism, but that would
imply a serious increase in communication between the agents, which is undesirable in most systems.

4

Experimental results

We test our approach by applying it to a set of gridworld problems and test its performance against single
agent Q-learning with independent agents and within the MMDP framework, using the joint location as
state. Even tough the problem seems an easy one, it contains all the difﬁculties of much harder problems
and is widely used in the RL community [11]. Figure 2 shows a graphical representation of the gridworlds
we used. The agents both have to reach the goal, G, avoiding to bump into walls and into each other. They
have four actions at their disposal (N,E,S,W) for going up, right, down and left respectively for 1 cell. If
both agents would use the shortest path to the goal, they would certainly bump into each other.

1

2

G
G1
1

G2

(a)

2

G2

G1

(b)

(c)

Figure 2: Different gridworlds in which we experimented with our algorithm. In (a) both agents have the
same goal state, whereas in (b) and (c) the agents have different goals. We refer to the different gridworlds
as follows: (a) TunnelToGoal, (b) 2-robot game, (c) ISR. (b) and (c) are variations of the games in [9]
Before discussing the results of the different techniques, we analyse the state-action spaces used by the
different approaches for the TunnelToGoal gridworld with 2 agents. The independent Q-learners do not
take any information about the other agents into account, resulting in an individual state space (i.e. their
own location) consisting of only 25 states with 4 actions per state. The joint state learners learn in a state
space represented by the joint locations of the agents resulting in (25)2 = 625 states, but select their actions
independently, so they have 4 actions each. The MMDP learner also learns in the joint state space of the
agents but with 16 actions (all possible combinations of the 4 individual actions). For the GLA the actual size
of the state space is irrelevant because no explicit value is kept for every state. This means that our algorithm
is learning in the same state action space as the independent Q-learners, relying on some communication in
situations where collisions might occur (see Section 3.2).
All experiments were run with a learning rate of 0.05 for the Q-learning algorithm and Q-values were
initialised to zero. An -greedy action selection strategy was used, where was set to 0.1. The GLA
have a learning rate of 0.01, use a boltzmann action selection strategy and were initialised randomly. All
experiments were run for 10.000 iterations, where an iteration is the time needed for both agents to reach
the goal, starting from their initial positions and all experiments were averaged over 10 runs. The number
of steps stated in the results is the number of steps of the slowest agent for the independent agents and the
number of joint steps for joint agents. Iterations were not bounded to allow agents to ﬁnd the goal without
time limit. If an agent reached the goal, it receives a reward of +20. For the MMDP learner the reward
of +20 was given when each agent reached its goal position, but once an agent is in its goal, its actions no
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longer matter, since the goal is an absorbing state. If an agent collides with another agent, both are penalised
by −10. Bumping into a wall is also penalised by −1. For every other move, the reward was zero. For every
collision, whether it was against a wall or against another agent, the agent is bounced back to its original
position. The GLA were rewarded individually according to following rules:
• GLA coordinated if there was danger or did not coordinate if their was no danger: +1
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Figure 3: Average number of steps, collisions and coordinations in (a) TunnelToGoal, (b) 2-robot game, (c)
ISR
The top row of Figure 3 shows the average number of steps both agents needed to reach their goal in the
different environments. Both joint-state approaches have not learned the shortest path after 105 iterations,
due to the limited exploration rate and the size of the state action space (2500,5184 and 7396 values to be
learned for the different environments). In the TunnelToGoal and in the IRS the independent Q-learners both
behave poorly because in order to reach the goal, following the shortest path, they collide into each other. In
the 2-robot environment the independent Q-learners manage to ﬁnd a good collision-free solution, due to the
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fact that agents can avoid each other by going through different doorways since multiple shortest paths exist.
In all environments however, 2Observe manages to ﬁnd the best way to reach the goal, without colliding
into each other. The bottom row of ﬁgure 3 show the number of times the agents explicitly coordinated with
each other per episode (i.e. from start to goal).

5

Discussion

This paper introduced a general framework for learning in multi-agent environments based on a separation
of the learning process in two levels. The top level will learn when agents need to observe each others’
presence and activate the appropriate technique on the second level. If no risk of interference is present,
the agents can use a single agent technique, completely ignoring all the other agents in the environment. If
the risk of interfering with each other is true, a multi-agent technique will be activated in order to deal with
this increased complexity. The main advantage of this framework is that it can be used as a foundation for
using existing single-agent and multi-agent techniques, adapting the learning process wherever needed. We
implemented a concrete instantiation of this framework, called 2observe, which uses a generalized learning
automaton on the top level, a Q-learner for the case where agents do not interfere with one another and a
simple communication based coordination mechanism when the agents need to take each others’ presence
into account. We showed empirically that our technique was able to reach good solutions to the problems
without the need of full observation of the other agents and in a much smaller state space. Moreover, our
approach is more general than other work in this area in the sense that our agents generalize over problem
states and do not learn explicit conﬂict states as is the case in [9]. Our research is also fundamentally different
to that work in the sense that our agents are learning where the danger might occur from an agent centric
point of view, whereas in their approach the system will inform the agents about this in the perception step
of the algorithm. Finally, it is possible to transfer the knowledge learned by the GLA in one environment to
other similar environments in which the same danger zones exist.
The possibilities for future work are many. Many techniques exist to incorporate in our framework.
On the second level, the entire range of single agent and multi-agent techniques can be used. On the ﬁrst
level also many alternatives exist. We chose to use GLA in this paper due to their simplicity and low
computational costs without the need to store previously seen samples. However, appropriate statistical tests
can be used on this level to measure the inﬂuence two agents have on each other. Another interesting track
to research is to use the rewards given on the second level as feedback for the ﬁrst level. This would mean
that the GLA could learn from delayed rewards and use monte-carlo updating. In this way, a wider range of
problems can be solved and state information can be used even more wisely.
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Abstract
We present an exact algorithm for identiﬁcation of deterministic ﬁnite automata (DFA) which is based
on satisﬁability (SAT) solvers. Despite the size of the low level SAT representation, our approach seems
to be competitive with alternative techniques. Our contributions are threefold: First, we propose a compact translation of DFA identiﬁcation into SAT. Second, we reduce the SAT search space by adding lower
bound information using a fast max-clique approximation algorithm. Third, we include many redundant
clauses to provide the SAT solver with some additional knowledge about the problem. Experiments on
a well-known suite of random DFA identiﬁcation problems show that SAT solvers can efﬁciently tackle
all instances. Moreover, our exact algorithm outperforms state-of-the-art techniques on several hard problems.

1

Introduction

The problem of identifying (learning) a deterministic ﬁnite state automaton (DFA) is one of the best studied
problems in grammatical inference, see, e.g., [6]. A DFA is a well-known language model that can be
used to recognize a regular language. The goal of DFA identiﬁcation is to ﬁnd a (non-unique) smallest
DFA that is consistent with a set of given labeled examples. The size of a DFA is measured by the amount
of states it contains. An identiﬁed DFA has to be as small as possible because of an important principle
known as Occam’s razor, which states that among all possible explanations for a phenomenon, the simplest
is to be preferred. A smaller DFA is simpler, and therefore a better explanation for the observed examples.
DFA identiﬁcation thus consists of ﬁnding the regular language that is most likely to have generated a set
of labeled examples. This problem has many applications in for example computational linguistics, bioinformatics, and speech processing.
The problem of ﬁnding a smallest consistent DFA can be very difﬁcult. It is the optimization variant of
the problem of ﬁnding a consistent DFA of ﬁxed size, which has been shown to be NP-complete [8]. In spite
of this hardness result, quite a few DFA identiﬁcation algorithms exist, see, e.g., [6]. The current state-of-theart in DFA identiﬁcation is the evidence driven state-merging (EDSM) algorithm [11]. Essentially, EDSM
is a heuristic method that tries to ﬁnd a good local optimum efﬁciently. It has been shown using a version
of EDSM called RPNI, that it is guaranteed to efﬁciently converge to the global optimum in the limit [15].
Since DFA identiﬁcation is still an NP-complete problem, however, wrapping a specialized search procedure
around the EDSM heuristic method will almost always lead to better results, see, e.g., [14, 1, 10, 4].
Although the different search techniques improve the performance of EDSM, they are still less advanced
and optimized than the search techniques in solvers for well-studied problems such as graph coloring and
satisﬁability (SAT). Especially SAT solvers have become very powerful in the last decade. The power of
these SAT solvers can be used in other problems by translating these problems into a SAT instances, and
subsequently running a SAT solver on these translated problems. This approach is very competitive for
several problems, see, e.g., [3, 12, 7]. We adopt this approach for DFA identiﬁcation.
In [5], such a translation is introduced from DFA identiﬁcation into graph coloring. We propose a
different method inspired by this encoding that translates DFA identiﬁcation into SAT. Our translation is
efﬁcient and very easy to implement. The crucial part of our translation is that we use auxiliary variables. Without these additional variables, a direct encoding [19] of the graph coloring constraints leads to
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O(k|V |2 + k 2 |V |2 ) clauses, where k is the size of the identiﬁed DFA, and V is the set of labeled examples. Our encoding however requires only O(k|V | + k 2 |V |) clauses. In addition, we make use of symmetry
breaking predicates [16] in order to prevent overlapping searches with different colors. We produce these
predicates by preprocessing the result of our translation with a fast max-clique approximation algorithm.
Furthermore, we add many redundant clauses to our translation that provide the SAT solver with some
additional knowledge about the DFA identiﬁcation instance.
We compare the performance of our SAT approach with the EDSM algorithm with a good search technique on a set of well-known benchmark problem instances. The results of these experiments show that our
approach is competitive with the state-of-the-art in DFA identiﬁcation.
This paper is organized as follows. We start with a short description of the EDSM algorithm (Section 2)
and the translation into graph coloring (Section 3). We then give our translation into SAT, including symmetry breaking and redundant clauses (Section 4). We present our experimental results (Section 5), and end
with some conclusions and some ideas for future work (Section 6).

2

The state-of-the-art in DFA identiﬁcation

We assume the reader to be familiar with the theory of languages and automata, for an introduction see,
e.g., [18]. A deterministic ﬁnite state automaton (DFA) A is a automaton model consisting of states and
labeled transitions. It recognizes those symbol sequences formed by the labels of transitions on paths from
a speciﬁc start start to a ﬁnal state. In this way, DFAs can be used to recognize any regular language. We
use L(A) to denote the language of a DFA A. Given a pair of ﬁnite sets of positive sample strings S+ and
negative sample strings S− , called the input sample, the goal of DFA identiﬁcation is to ﬁnd a smallest DFA
A that is consistent with S = {S+ , S− }, i.e., such that S+ ⊆ L(A) and S− ⊆ L(A)C . The size of a DFA is
measured by the usual measure, i.e., by the number of states it contains.
The idea of a state-merging algorithm is to ﬁrst construct a tree-shaped DFA from this input, and then to
merge the states of this DFA. Such a tree-shaped DFA is called an augmented preﬁx tree acceptor (APTA),
see Figure 1. An APTA is a DFA that is consistent with the input sample S. Moreover, it is such that there
exists only one path from the start state to any other state. This implies that the computations of two strings
s and s reach the same state q if and only if s and s share the same preﬁx until they reach q, hence the
name preﬁx tree. An APTA is called augmented because it contains (is augmented with) states for which it
is yet unknown whether they are accepting or rejecting. No execution of any sample string from S ends in
such a state. We use V , V+ , and V− to denote all states, the accepting states, and the rejecting states in the
APTA, respectively.
A merge of two states q and q  combines the states into one: it creates a new state q  that has the same
incoming and outgoing transitions of both q and q  . Such a merge is only allowed if the states are consistent,
i.e., it is not the case that q is accepting while q  is rejecting, or vice versa. Whenever a merge introduces a
non-deterministic choice, i.e., q  is the source of two transitions with the same symbol, the target states of
these transitions are merged as well. This is called the determinization process, and is continued until there
are no non-deterministic choices left. Of course, all of these merges should be consistent too. The result of a
merge is a new DFA that is smaller than before, and still consistent with the input sample S. A state-merging
algorithm iteratively applies the state-merging process until no more consistent merges are possible.
Currently, the most successful method for solving the DFA identiﬁcation problem is the evidence driven
state-merging (EDSM) algorithm [11]. In EDSM each possible merge is given a score based on the amount
of evidence in the merges that are performed by the merge and the determinization processes. A possible
merge gets an evidence score equal to the number of accepting states that are merged with accepting states
plus the number of rejecting states that are merged with rejecting states. At each iteration of the EDSM
algorithm, the merge with the highest evidence value is performed. EDSM is a polynomial time (greedy)
algorithm that converges quickly to a local optimum.
In grammatical inference, there is a lot of research into developing advanced and efﬁcient search techniques for ESDM. The idea is to increase the quality of a solution by searching other paths in addition to the
path determined by the greedy EDSM heuristic. Examples of such advanced techniques are dependency directed backtracking [14], using mutually (in)compatible merges [1], and searching most-constrained nodes
ﬁrst [10]. A comparison of different search techniques for EDSM can be found in [4]. The best-performing
search procedure in this comparison is a simple beam-search called ed-beam. This procedure calculates
one greedy EDSM path starting from every node in the search tree in breadth-ﬁrst order. The smallest DFA
found by these EDSM paths is returned as a solution. Typically, a time bound is set and the algorithm is
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Figure 1: An augmented preﬁx tree acceptor for S = (S+ = {a, abaa, bb}, S− = {abb, b}) (left) and the
corresponding consistency graph (right). Some vertices in the consistency graph are not directly inconsistent,
but inconsistent due to determinization. For instance state 2 and 6 are inconsistent because the strings abb
and bb will end in the same state if these states are merged. Also state 1 and 2 are inconsistent because the
strings a and abb will end in the same state if these states are merged.
stopped when its running-time exceeds this bound. However, it can guarantee that it has found the optimal
solution (a smallest DFA) if all smaller solutions have been visited by its breadth-ﬁrst search.

3

From DFA identiﬁcation to graph coloring

The EDSM search techniques are usually based on successful techniques for other more actively studied
problems, such as satisﬁability and graph coloring. There have been many competitions for algorithms
that solve these problems and these solvers are therefore highly optimized. Although the different search
techniques improve the performance of EDSM, and the implementations use efﬁcient data structures, still a
lot of work has to be done before the EDSM implementations are as efﬁcient and advanced as the solvers
for these problems. Since the decision version of DFA identiﬁcation is NP-complete, it is also possible to
translate the DFA identiﬁcation problem into a more actively studied problem, and thus make use of the
optimized search techniques immediately.
In [5], such a translation is introduced from DFA identiﬁcation into graph coloring. The main idea of
this translation is to use a distinct color for every state of the identiﬁed DFA. Every vertex in the graph of
the graph coloring problem represents a distinct state in the APTA. Two vertices v and w in this graph are
connected by an edge (cannot be assigned the same color), if merging v and w results in an inconsistency
(i.e., an accepting state is merged with a rejecting state). These edges are called inequality constraints.
Figure 1 shows an example of such a graph.
In addition to these inequality constraints, equality constraints are required: if two vertices v and w with
the same incoming label are merged, then the parents p(v) and p(w) of v and w must be merged too. With
the addition of these constraints, some of the inequality constraints become redundant: only the directly
inconsistent edges (between accepting and rejecting states) are actually necessary, the other edges (resulting
from the determinization process) are no longer needed because they logically follow from combining the
direct constraints and the equality constraints. These redundant constraints are kept in the translation in
order to help the search process.
In the graph coloring problem, the equality constraints imply that the two parent nodes p(v) and p(w)
should get the same color if and only if v and w get the same color. Such a constraint is difﬁcult to implement
in graph coloring. In [5], this is dealt with by modifying the graph according to the consequences of these
constraints. This implies that a new graph coloring instance has to be solved every time an equality constraint
is used. We propose a different method to encode these inequality constraints, that is by encoding them using
satisﬁability. In addition, using auxiliary variables, we reduce the number of constraints that are required by
the encoding.

4

Translating DFA identiﬁcation into SAT

The satisﬁability problem (SAT) deals with the question whether there exists an assignment to Boolean
variables such that a given formula evaluates to true. Such a formula in conjunctive normal form (CNF) is a
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conjunction (∧) of clauses, each clause being a disjunction (∨) of literals. Literals refer either to a Boolean
variables xi or to its negation ¬xi .
In the last decade, SAT solvers have become very powerful. This can be exploited by translating a problem into CNF and solve it by a SAT solver. Despite the low level representation, such an approach is very
competitive for several problems. Examples are bounded model checking [3], equivalence checking [12]
and rewriting termination problems [7]. Below we present such an approach to DFA identiﬁcation.

4.1

Direct encoding

Our translation reduces DFA identiﬁcation into a graph coloring problem [5] which in turn is translated into
SAT. A widely used translation of graph coloring problems into SAT is known as the direct encoding [19].
Given a graph G = (V, E) and a set of colors C, the direct encoding uses (Boolean) color variables xv,i
with v ∈ V and i ∈ C. If xv,i is assigned to true, it means that vertex v has color i. The constraints on these
variables are as follows (see Table 1 for details): For each vertex, at-least-one color clauses make sure that
each vertex is colored, while at-most-one color clauses forbid that a vertex can have multiple colors. The
latter clauses are redundant.
Additionally, we have to translate that adjacent vertices cannot have the same color. The direct encoding
uses the following clauses:
 
(¬xv,i ∨ ¬xw,i )
i∈C (v,w)∈E

Finally, let EL be the set consisting of pairs of vertices that have the same incoming label in the APTA.
In case a pair (v, w) ∈ EL has the same color, then the parents of v and w (denoted by p(v) and p(w)) must
have the same color too. This corresponds to the equality constraints in [5]. A straight-forward translation
of these constraints into CNF is:
 



i∈C j∈C (v,w)∈EL

(¬xv,i ∨ ¬xw,i ∨ ¬xp(v),j ∨ xp(w),j ) ∧ (¬xv,i ∨ xw,i ∨ ¬xp(v),j ∨ ¬xp(w),j ) ∧
(¬xv,i ∨ ¬xw,i ∨ xp(v),j ∨ ¬xp(w),j ) ∧ (xv,i ∨ ¬xw,i ∨ ¬xp(v),j ∨ ¬xp(w),j )

Notice that the size of the direct encoding is O(|C|2 |V |2 ). For interesting DFA identiﬁcation problems
this will result in a formula which will be too large for the current state-of-the-art SAT solvers. Therefore
we will propose a more compact encoding below.

4.2

Compact encoding

The majority of clauses in the direct encoding originate from translating the equality constraints into SAT.
We propose a more efﬁcient encoding based on auxiliary variables ya,i,j , which we refer to as parent relation
variables. If set to true, ya,i,j means that for any vertex with color i, the child reached by label a must have
color j. Let l(v) denote the incoming label of vertex v, and let c(v) denote the color of vertex v. As soon as
both a child vi and its parent p(vi ) are colored, we force the corresponding parent relation variable to true by
the clause yl(vi ),c(p(vi )),c(vi ) ∨ ¬xp(vi ),c(p(vi )) ∨ ¬xvi ,c(vi ) . This leads to O(|C|2 |V |) clauses. Additionally,
we require at most one parent relation clauses to guarantee that each relation is unique – see Table 1 for
details.
This new encoding reduces the number of clauses signiﬁcantly. To further reduce this size, we introduce
an additional set of auxiliary variables zi with i ∈ C. If zi is true, color i is only used for accepting vertices.
Therefore, we refer to them as accepting color variables. They are used for the constraint that requires all
accepting vertices to be colored differently from the rejecting states. Without auxiliary variables, this can be
encoded as (¬xv,i ∨ ¬xw,i ) for v ∈ V+ , w ∈ V− , i ∈ C, resulting in |V+ | · |V− | · |C| clauses. Using the
auxiliary variables zi , the same constraints can be encoded as (¬xv,i ∨ zi ) ∧ (¬xw,i ∨ ¬zi ), requiring only
(|V+ | + |V− |)|C| clauses.

4.3

Symmetry breaking

In case a graph cannot be colored with k colors, the corresponding (unsatisﬁable) SAT instance will solve
the problem k! times: once for each permutation of the colors. Therefore, when dealing with CNF formulas
representing graph coloring problems, it is good practice to add symmetry breaking predicates (SBPs) [16].
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Table 1: Encoding of DFA identiﬁcation into SAT.
Variables

Range

Meaning

xv,i

v ∈ V ;i ∈ C

ya,i,j

a ∈ L; i, j ∈ C

zi

i∈C

xv,i ≡ 1 iff vertex v has color i
ya,i,j ≡ 1 iff parents of vertices with color j
and incoming label a must have color i
zi ≡ 1 iff an accepting state has color i

Clauses

Range

Meaning

(xv,1 ∨ xv,2 ∨ · · · ∨ xv,|C| )

v∈V

(¬xv,i ∨ zi ) ∧ (¬xw,i ∨ ¬zi )

v ∈ V + ; w ∈ V− ; i ∈ C

(yl(v),i,j ∨ ¬xp(v),i ∨ ¬xv,j )

v ∈ V ; i, j ∈ C

(¬ya,i,h ∨ ¬ya,i,j )

a ∈ L; h, i, j ∈ C; h < j

each vertex has at least one color
accepting vertices cannot have
the same color as rejecting vertices
a parent relation is set when a
vertex and its parent are colored
each parent relation can
target at most one color

Redundant Clauses

Range

Meaning

(¬xv,i ∨ ¬xv,j )

v ∈ V ; i, j ∈ C; i < j

(ya,i,1 ∨ ya,i,2 ∨ · · · ∨ ya,i,|C| )

a ∈ L; i ∈ C

(¬xv,i ∨ ¬xw,i )

i ∈ C; (v, w) ∈ E

each vertex has at most one color
each parent relation must
target at least one color
all determinization conﬂicts
explicitly added as clauses

Notice that in any valid coloring of a graph, all vertices in a clique must have a different color. So, one can
ﬁx vertices in a large clique to a color in a pre-processing step.
Although ﬁnding the largest clique in a graph is NP-complete, a large clique can be computed cheaply
using a greedy algorithm. Start with the vertex v0 with the highest degree. In each step i, add the vertex vi
that is connected to all vertices v0 to vi−1 , again with the highest degree.
Because the corresponding graph of an APTA can be huge (many edges), we propose a variant of this
algorithm. First, compute the induced subgraph of accepting vertices (v ∈ V+ ) and determine a large clique
in this subgraph. Second, in a similar way ﬁnd a large clique among rejecting vertices (v ∈ V− ). Because
all accepting vertices are connected to all rejecting vertices, the union of both cliques is also a clique. On
average, this variant appears to provide a clique that is larger than the clique found using the entire APTA.
In addition, the computation costs are very low.

4.4

Adding redundant clauses

The compact encoding discussed above can be extended with several types of redundant clauses. First, we
can explicitly state that each vertex must be colored with exactly one color by adding the redundant at most
one color clauses (¬xv,i ∨ ¬xv,j ) with v ∈ V and i < j ∈ C. Similarly, we can explicitly state that for
each combination of a color and a label exactly one
parent relation variable must be true. This is achieved
by adding the at least one parent relation clauses ( j∈C ya,i,j ) for all a ∈ L and i ∈ C.
Both types of clauses are known as blocked clauses [9]. These clauses have either zero or two clashing
literals with the other clauses. Therefore, blocked clauses cannot be used to derive the empty clause (i.e.
show that the formula is unsatisﬁable). So, formulas with and without blocked clauses are equisatisﬁable.
A third type of redundant clauses consists of adding all edges that are not covered by the accepting color
clauses. Although these edges are redundant, they provide some additional knowledge about the problem to
the SAT solver. However, the addition of these clauses could potentially blow up the size of the encoding.
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Figure 2: Results on the random set using boxplots. Top left shows the number of unsatisﬁable runs (or the
minimal DFA size minus the lower bound). Top right shows the number of clauses of the encoding with and
without redundant clauses. The bottom image shows the runtime comparison of SAT and EDSM techniques.

4.5

Iterative SAT solving

The translation of DFA identiﬁcation into SAT (direct encoding, compact encoding with and without redundant clauses) uses a ﬁxed set of colors. To prove that the minimal size of a DFA equals k, we have to show
that the translation with k colors is satisﬁable and that the translation with k − 1 colors is unsatisﬁable. The
following procedure is used to determine the minimal size:
step 1:
step 2:
step 3:
step 4:
step 5:
step 6:

5

Compute a large clique L (a set of vertices) in the graph representing the APTA.
Initialize the set of colors C in such a way that |C| = |L|.
Construct a CNF based on the APTA with color set C and SBPs based on L.
Solve the formula of step 3.
If the formula is unsatisﬁable then add a color to C and goto step 3.
Return the DFA found in step 4.

Results

Our experiments are based on a suite of 810 moore instances1 that were also used to evaluate exact DFA
identiﬁcation algorithms in [13, 10]. The suite is partitioned into sizes ranging from 4 to 21. Since the larger
ones are more difﬁcult, we focus on the sizes 16 to 21. All tests were performed on a Intel Pentium 4, 3.0
GHz with 1 Gb of memory running on Fedora Core 8.
1 available

at http://algos.inesc.pt/˜aml/tar_files/moore_dfas.tar.gz
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We compare two implementations of our SAT encoding with the current state-of-the-art in DFA identiﬁcation. One encoding uses the compact encoding, the other one uses all redundant clauses. These algorithms
follow the iterative SAT solving procedure presented in Section 4.5. We used picosat [2] to solve the CNF
instances. The performance is measured by cumulating all computational costs of the unsatisﬁable runs
together with the time to solve the smallest satisﬁable instance. The top left of Figure 2 shows the number
of unsatisﬁable runs, while the top right shows the number of clauses of both encodings. Notice that the
redundant clauses increase the size of the encoding by a factor four. The bottom plot shows the runningtime of all four algorithms: ﬁrst the two SAT approaches, then the ed-beam search variant of EDSM (see
Section 2 for a description), and ﬁnally a breadth-ﬁrst search. The breadth-ﬁrst search computes only a little
more than those parts of the search tree that ed-beam requires to guarantee ﬁnding an optimum.
All four algorithms solved the full suite within a timeout of about 5 minutes per instance. On average the
ed-beam and breath-ﬁrst search implementations are faster. However, the SAT translation with all redundant
clauses performed best on the hardest problems. These results are promising, since they show that the search
techniques used by SAT can be a lot more efﬁcient than the state-of-the-art search variants of EDSM.
After analyzing the runtimes of solving the formulas with redundancies, we observed that on the unsatisﬁable runs about 90% of the computation was consumed in the pre-processing phase (mostly on parsing
the CNF). Therefore, the time spend on actual search is very low. This indicates that a further improvement
of the performance can be obtained by creating a tighter coupling between the translation program and the
SAT solver.

6

Conclusions and Future Work

We presented an efﬁcient translation from DFA identiﬁcation into satisﬁability. By performing this transformation, we are able to make direct use of the advanced search techniques that are currently used in
satisﬁability solving. In addition, the transformation is very easy to implement. Thus, we have presented
a simple, efﬁcient, and advanced algorithm for solving the DFA identiﬁcation problem. In experimental
results, we show that our approach is competitive with the current state-of-the-art in DFA identiﬁcation.
The use of auxiliary variables by this transformation results in a signiﬁcant improvement in the number
of required clauses with respect to a straightforward transformation that directly makes use of the transformation to graph coloring in [5]. The transformation only requires O(k|V | + k 2 |V |) clauses for a DFA identiﬁcation problem, where k is the size of the sought DFA and V are the states of the APTA constructed from
the input sample. Using the straightforward transformation, we would have required O(k|V |2 + k 2 |V |2 )
clauses. Since |V | is typically large, this is a big improvement.
We make use of symmetry breaking predicates in order to prevent overlapping searches with different colors. These predicates are produced by preprocessing the result of the transformation with a fast
max-clique approximation algorithm. In the future, we would like to perform this symmetry breaking also
dynamically, i.e., during the satisﬁability solving. This is a new technique for graph coloring based satisﬁability solving proposed in [17] that shows promising improvements in performance.
Another approach we want to try in the near future is to combine the greedy EDSM algorithm with
our satisﬁability approach. The main idea is to use EDSM to compute a partial solution, and then use
satisﬁability in order to compute the optimum in the remaining search tree. Applying EDSM ﬁrst will
merge states in the APTA, and hence decrease the number of clauses of the satisﬁability problem. In this
way, we hope to solve large problem instances such as the ones from the Abbadingo competition [11], which
currently result in too large satisﬁability instances.
We would also like to test our approach on probabilistic DFA identiﬁcation. In this problem, there are no
negative examples. In this case, consistency constraints between vertices can be determined using statistical
tests. Using our transformation, these consistency constraints can again be transformed to satisﬁability. In
this way, we hope to compute the optimal probabilistic DFA or hidden Markov model for event prediction.
This problem has much more applications than DFA identiﬁcation because negative data is often hard to
obtain in practice.
Also, since many problems in machine learning are NP-complete, we hope that our encoding inspires
more researchers to translate these problems into SAT in order to ﬁnd optimal solutions to machine learning
problems.
Acknowledgements The ﬁrst author is supported by the Dutch Organization for Scientiﬁc Research
(NWO) under grant 617.023.611.
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Abstract
Networks consisting of millions of cheap sensors can be used to watch over areas for intruders, fires and
similar threats. In the work presented here, we have used computer simulations to study some possibilities
of using random networks. The relative position of the sensors can only be determined by the sensors
through contact with nearby sensors. In this study, we performed simulations on very large networks with
a variety of homogeneous and inhomogeneous sensor distributions, to determine whether the number of
communication steps between non-neighboring sensors can be used to estimate geometric distance
between them. Our results indicate that this requires a relatively large sensor density. Also,
inhomogeneities in communication range provide a problem. But sensor density need not be constant
across the network, as long as the minimum (local) density is sufficient. After correction for the average
density, accurate distance estimates were obtained.

1

Introduction

Wireless networks with a large number of tiny intelligent sensors are useful for applications that need to
monitor large areas, in particular when it is not possible to reach those areas or when it is too dangerous to
do so. It is often not possible to arrange the sensors in regular grids, for instance if one wants to place
many sensors in a large forest, for a fire warning system. One might decide to drop sensors from the air.
Depending on weather conditions the density may be more or less constant and a rough estimate of the
sensor density will be possible. When the sensors are spread over large areas and have to perform their
surveillance task for an extended period of time, they should consume as little power as possible, even if
the sensors are equipped with solar cells. Communication between sensors should be at low power and
infrequent, and therefore sensors will be able to reach only nearby sensors. In military applications, this
may also be necessary to prevent detection of the network. Depending on the application, the average
distance between neighboring sensors may vary from one meter to several hundred meters.
Usually the problem with randomly distributed sensors is the localizations of the sensors [1-5]. In this
paper, we assume that the sensors have sufficient memory and computing power, to be able to do
extensive calculations and to store sophisticated ontologies. With the current state of the art technology,
this is quite feasible for sensors of only a few centimeters in size. In the remainder of this text, we shall
use the term “node” instead of sensor, to emphasize the network aspects. We also assume that the sensors
are able to communicate with nearby sensors. If a sensor can measure its distance to al least two
neighbors, it can calculate its position relative to these two nodes by triangulation. However, there will be
an ambiguity, in that the position may be mirrored with respect to the line connecting the two other
sensors. With a third neighbor, this ambiguity can be resolved. In theory it should be possible to
determine the relative position of all sensors. In larger networks, this approach will not be
straightforward. If the sensors are placed at random positions, there will always be sensors that are
(almost) on top of each other, so the triangulation will not be accurate at all. Furthermore, the distance
determinations may suffer from random measurement errors. At the same time, with random networks
there will also be many sensors that “see” much more than the required four sensors, so they may be able
to improve their position estimates.
In many applications it is not necessary to obtain an exact absolute map of the network. If a network is
used to monitor an area it may be sufficient to establish which sensors are near to each other, and which
are more distant. The scale of the map may not be relevant, although an indication can be obtained, i.e.
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from the average sensor density. The result can be improved by including beacons that can establish their
position, e.g. with gps. However, this will not be considered here. We limit our study to networks of
identical sensors that are left to themselves once they have been delivered, and establish how well they
can determine the network structure.
A simple way to determine the distance between different nodes in the network would be, to count the
minimum number of hops that are needed to get a signal from one sensor to another. We assume that the
signals travel with the speed of light (so no sound signals), and the delay between receiving and
broadcasting the signal is constant. In reality, communication between hundreds of thousand of sensors
may be a problem. But, when only one node generates a signal, which is then forwarded by the other
nodes, the first time that it arrives at any of the other nodes determines the shortest path and therefore the
distance between them. We shall show in the remainder of this paper, that a measure of the distance
between nodes can be obtained from the number of hops that separates these nodes. We shall consider
homogeneous distributions with a variety of sensor densities and also consider the effects of
inhomogeneities in the network. Using this distance measure a map of the network can be obtained, but
possibly with dispersion.

2

Methods

In all our simulations we shall consider a network of N nodes distributed randomly within some area A.
This leads to a node-density: U = N/A. Unless stated otherwise, nodes are distributed homogeneously over
a square area of unit size. This is not a serious restriction since any square area can be normalized to unity
by selecting an appropriate length scale. The positions of all N nodes are known in the simulation. But,
we will consider what information can be derived from the number of “hops” that separate any two nodes
in the system, i.e. the hop-distance.
First we define a hop-range R. This is the maximum range at which nodes can contact each other. Two
nodes in the network are neighbors if the distance between them is less than the hop-range. Next, we
define a hop-route between two end-nodes as a series of neighboring nodes that begins at one end-node
and ends at the other. Then, a shortest hop-route between two nodes is defined as the hop-route with the
least number of nodes, and finally the hop-distance is the number of hops in a shortest hop-route. In some
cases it may not be possible to find any hop-route between the two nodes. In that case the hop-distance is
undefined. More than one shortest hop-route may be possible between two nodes, but the hop-distance is
unique.
We are interested in the relation between the hop-distance and the geometrical distance under a
variety of circumstances. In an actual network, hop-distances are determined by re-broadcasting messages
that arrive from neighboring sensors. In essence the network performs massive parallel computing.
However, when using a computer to calculate the shortest path considerable computational resources,
especially when the network is large and averaging over a number of network realizations is required. To
circumvent this problem, we use an alternative approximation of the hop distance. This is done by starting
in one of the end-nodes and considering all neighbors and selecting the one that is nearest to the other
end-node. This node can than be added to the hop-route, and the search can be continued from there.
In some cases, it may not be possible to construct a directed-hop-route in this way. But, if the nodedensity is not too low this procedure typically produces a route and a hop-distance that is near to the
shortest hop-route, but with much less computational effort. In principle we will use the directed search as
a faster algorithm to approximate the hop distance for large networks. However, we shall also compare
extensive and directed search results since this may provide additional information about the shortest hoproute under various circumstances.
In the limit of infinite density, the hop-distance between two nodes is equal to the actual distance
divided by the hop-range, rounded up to the nearest integer. At finite density, the hop-distance
overestimates the actual distance because the shortest hop-route is not straight, and the separation
between neighboring nodes is less than the hop-range. If this overestimate is constant it can be corrected
for with a calibration procedure and a correct distance estimate can be obtained even at relatively low
densities.
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In general, such a calibration will have to be done numerically. However, at sufficiently high densities
a first order correction can be performed analytically, at least for the directed search. For this, consider
that the number of nodes in some area A, sufficiently smaller than the overall network, follows a Poisson
distribution. In particular, the probability that the area is empty equals exp(-UA), where U is the density of
nodes.
During a directed search, each next node will be shifted towards the end-node, with respect to the
previous node, by an amount slightly less than the hop-range R. This shift deficit (G), determines the
distance correction. It is not constant but distributed around some average. The shift deficit at any
particular node will be more than G if the hop-range around the previous node is empty between R-G and
R. Thus, it depends on the area:
A(G )
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The approximation in this result is valid if the density is sufficiently high so only the values G << R
will be relevant. The probability that the aforementioned area is empty is determined from the Poisson
distribution. From this we derive the probability density for G and its expectation value:
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In the last integral, we have taken the integral to infinity. Once more, this provides a valid
approximation if the density is sufficiently high, so that only small values of G contribute to the integral.
The average shift reduction <G> depends on the hop-range and is reduced by the average number of nodes
(SUR2) within the hop-range. For example, if SUR2 = 100, <G>=0.059R, in that case the distance is
overestimated by approximately 6%. In general, the distance (d) can be estimated from the hops-distance
(n) by multiplying it with the hop-range minus the average shift reduction:
 d ! n( R   G ! )
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Results

A typical result of our simulations is shown in Figure 1. The grey scale map of an existing island was
used as a density function to randomly distribute 200000 sensor nodes. In this way, a natural variation of
node density over a large area could be reproduced. The two figures show shortest hop-routes that have
been determined between selected nodes. What can be observed is that the two routes meander slightly
around the shortest (straight) geometrical route. However, the deviation is small in this case and the
number of hops provides a good estimate of the actual geometrical distance. This result does not appear to
be affected by the density fluctuations in the network. In fact, the distance between neighboring nodes in
each of the routes is relatively constant, also in areas with much lower node density.
In order to determine whether the accuracy of the distance estimates in our simulations is always
correct, we have considered a number of networks with randomly distributed nodes and numerically
obtained distributions for the hop-distance distributions by extensive and directed search (ne and nd
respectively). We also need to consider how the distribution of hop-distances depends on the geometric
distance. In principle this distribution depends on three parameters: the geometric distance d between the
nodes, the density (U) of the nodes and the (maximum) hop-range (R). However, only two of these
parameters have to be considered since the system is scale-invariant. For instance, the hop-distance
distributions can be expressed as a function of normalized geometric distance d/R and normalized density
(SUR2).
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Figure 1: Shortest hop routes on a simulated network of 200000 inhomogeneously distributed sensor
nodes on the island of Texel. The node density is inhomogeneous according to the terrain features that
were determined from a gray scale map of the island. The red dots indicate nodes that form a shortest
path between two selected nodes. (The individual nodes may not show up very well in print.) To indicate
the node-density, all neighbors that lie within 1 hop distance (R = 0.015) from the start- and end node
are connected to these nodes by small black lines.
The results of our simulations are shown in table 1. In all cases the hop-distance was determined for
twelve distinct node-pairs and the average was determined as well as the standard-deviation. The
normalized geometric distance was varied from 3 to 100 hops. The normalized node density was varied
from 10 to 100. A normalized node density of 3 was also attempted but almost never produced a shortest
hop-route. Even at a normalized node density of 10 the directed search algorithm often produced an
undefined distance.
In all cases, the hop-distance overestimates the normalized geometric distance. The discrepancy varies
from 5-7% at the highest density to 30-40% at the lowest density. Even larger discrepancy is observed at
normalized geometric distances of 3 and 10 hops, but this is a round-off error due to the fact that the hopdistance is an integer. Important, however is that the discrepancies are rather consistent so that
considerable correction should be possible. The standard deviation in the hop-distance is always less than
10% for a normalized geometric distance of 10 hops, i.e. of the same order as the round-off error, and
follow the square-root-of-n-law for random numbers, decreasing to 2% or less for a normalized geometric
distance of 100 hops. With a good correction it should be possible to obtain distance estimates with 2-3%
accuracy at distances of 20 hops and more.
We find no indication that the relative discrepancy between hop- and geometric distance depends on
the number of hops. Apparently, non-linearity and correlation between overlapping environments of
neighboring nodes do not seem to affect the amount of overestimation. Thus, the applicability to estimate
the geometrical distance for short routes is limited only by the round-off errors that occur due to the
integer number of steps in a route.
As stated above, the discrepancy does increase considerably with decreasing normalized node density.
However, since the standard deviation is limited to 1-2 steps in each case it is always possible apply a
correction factor. In fact, our theoretical estimation (see equation (3)) only slightly underestimates the
discrepancy and predicts the hop-distance with an accuracy better than 1% in all cases. In view of the
standard deviations in the obtained hop-distances, this should usually be sufficient. If needed a higherorder correction should provide even better results.
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Table 1: Hop-distance ne and nd (extensive resp. directed search) for various normalized geometric
distances between the nodes (d/R) and node density (SUR2). In each case, we show the average and the
standard deviation for twelve simulated case (see text).
SUR2

10

30

100

pd/R

nd

Vnd

ne

Vne

nd

Vnd

ne

Vne

nd

Vnd

ne

Vne

100

138.5*

2.1

130.1

1.7

115.7

1.2

112.5

0.8

106.8

0.7

105.4

0.5

30

41.8*

1.6

39.4

1.5

35.0

0.7

34.2

0.4

32.3

0.5

32.0

0.0

10

14.4

1.3

14.0

0.9

11.8

0.6

11.8

0.6

11.0

0.0

11.0

0.0

3

4.9

0.6

4.9

0.5

4.0

0.0

4.0

0.0

4.0

0.0

4.0

0.0

* undefined distance in 60-80% of all cases
The results of the simulations shown in Table 1 were obtained with a homogeneous network. For
practical applications, this is not sufficient. In a featured terrain, any distribution of sensor nodes will
suffer from inhomogeneities in density and in the range at which neighbors can be contacted (hop-range).
Density variations may lead to variable overestimates of the local distance estimates. However, this
becomes a problem only if the density variations are very large or if the mean (overall) density is
relatively small. Our results in Figure 1 and other unpublished simulations indicate that minor density
fluctuations during parts of the route between the nodes have little effect on the estimated distance
between them.
A possibly more serious factor is formed by hop-range variations since these directly scale distance
measurements. Simulations where the hop-range in one half of the area is a factor two larger than in the
other showed a kink in the shortest hop-route between nodes on either side of the interface (see Figure 2).
This type of kinks may lead to considerable errors in the distance estimates when the hop-range varies in
the area that is covered by the network.

4

Discussion

We have investigated distance estimation in a network of sensor nodes that are only able to establish
contact with nearby neighbors. The hop-distance (the number of communication “hops” that is necessary
for a message to travel from one node to another) is taken as an estimate of the distance between them.
Using a pentium 3 GHz computer it was possible to numerically evaluate networks of more than 300000
nodes and extensive search to determine the shortest route.
For normalized densities of 10 and distances of 10-30 hops or more the standard deviation between
hop-distances for the same geometric distance is no more than a few percent. The hop-distance
overestimates the geometric distance, but this can be resolved with the simple correction provided in
equation (3). At shorter distances a much larger round-off error occurs due to the integer nature of the
hop-distance. To determine a global map of the network such short distances should not be used. In fact,
for the large networks considered in the study, the hop-distance may be quite sufficient to estimate
geometric distances and perform almost as well as explicit geometric distance measurements between
neighboring sensors. This favors the development of simple sensors that use the hop-distance and do not
measure distances explicitly.
Inhomogeneity needs to be considered when a large number of sensors is dropped in a terrain such as
illustrated in figure 1. We considered the types of inhomogeneity that are to be expected in a featured
terrain. Certainly it will not be possible to distribute the sensors evenly. However, our results indicate that
this has little effect on the estimated hop-distances as long as the minimum (local) density is sufficient.
Variations of hop-range should also be expected since difference in terrain structure and vegetation will
affect the ability of sensors to communicate. As illustrated in figure 2 this type of inhomogeneity leads to
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deformation of the shortest hop-route between two nodes. However, the route is identical to that of a
refracted optical light ray. This analogy was used in previous studies to determine optimal transfer routes
[6]. It may be possible to use the same analogy to detect hop-range inhomogeneities and correct for them.
It may also be necessary to consider a three dimensional landscape.

Figure 2. Simulation of a shortest hop-rout in a network of 200000 sensor nodes are distributed
randomly over a certain area. At the left side, the communication range is twice as large as that of the
right side (this is reflected in the distances between nodes). The shortest path, measured in number of
hops, follows a law similar to Snell’s law [6].
The densities used in our scenarios are relatively high, with normalized densities between 10-100.
This implies that each node can communicate with 10-100 neighbors that are within the hop-range. For
normalized densities significantly below 10, it is often not possible to establish a hop-route. Thus, we find
that the shortest hop-route can be used as a distance measure for large network (> 104 nodes) with
relatively high normalized density (> 10). Such a type of network could be characterized as “smart dust”.
[7]. It can be considered if sufficiently cheap sensors are available. What may considered cheap depends
on various factors such as the life-span of the network en the type of application that it is used for.
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A “smart dust” type of network would be fault tolerant since each sensor has a number of neighbors to
communicate with. Even if a small fraction of the sensors cannot connect to the network, the functionality
of the network as a whole is not at risk. The sensors would probably function with infrequent
communication where every now and than, one node would send a message which is re-broadcasted by
the others, which then also know their distance from the broadcasting node. A few of these distances will
be sufficient for each node to determine its global position within the network.
In summary, we find that the number of re-broadcasts required to transmit a message between nonneighboring sensors in a network can be used as a simple tool to estimate geometrical distances between
them. This approach works in large networks (t 104 nodes) with relatively high density (t 10 sensors
within the hop range). This indicates that the approach is suitable for large, high-density networks of lowcost sensors. Such networks may be characterized as “smart dust”. Inhomogeneous hop-range due to
vegetation and other obstacles are a cause of error that is yet to be avoided. But, density fluctuations that
result from delivery in a featured terrain do not seem to affect distance estimates.
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Abstract
Humans are not perfectly rational. In addition to considering rational arguments for performing certain
actions, they also are inﬂuenced by, e.g., social considerations. In previous work, we computationally
modelled the beneﬁcial effects of this phenomenon, for use in multi-agent systems. Here, we explore
disadvantageous effects of being only partially rational. More precisely, we aim to model how false information may cause humans to engage in an unnecessary conﬂict situation. We let participants play the Stag
Hunt Game against virtual opponents, which are divided in two teams. After a number of games, false
information (reputation) concerning one of the teams is given. We ﬁnd that our participants are sensitive
to this false information, even though it is veriﬁable that the information is indeed false. Integrating this
phenomenon in existing or new computational models allows us to analyse why certain conﬂict situations
occur, and to prevent them from occuring again.

1

Introduction

The goal of our previous research was to establish computational agreement and cooperation in social dilemmas (De Jong, 2009, De Jong and Tuyls, 2009, De Jong et al., 2008a,b). To this end, we looked at human
behavior, focusing on human fairness. Humans are not completely individually rational: most notably, they
are willing to take disciplinary action (e.g., altruistic punishment) if they consider others to act in an unfair
manner (Fehr and Schmidt, 1999). Such disciplinary action leads to the establishment of agreement and cooperation in society, especially if we allow humans to spread reputation among their peers. We demonstrated
that we may achieve a similar result in the context of multi-agent systems playing social dilemmas.
In our current research, we investigate the disadvantageous effects of humans being only partially individually rational, and being highly inﬂuenced by factors such as reputation. Our main aim is to predict the
emergence of conﬂict. In accordance with existing work (Cederman and Girardin, 2007, Lim et al., 2007)
on this matter, we wish to establish computational models, allowing us to predict where and when a conﬂict
may emerge. In this paper, we present some initial steps in this research. We investigate the emergence of
conﬂict between humans, as caused by two factors, i.e., (1) a heterogeneous society and (2) false information
(more precisely, reputation). Using the results obtained in this paper, we will be able to extend existing computational models of, e.g., fairness, reputation and trust (Huynh et al., 2006), by incorporating the effect of
these two factors, and matching models’ predicted behavior with observed human behavior.1 In subsequent
research, we will investigate numerous other causes for conﬂict, e.g., resource scarcity.
Section 2 outlines how we model the emergence of conﬂict, as caused by the two factors, in a gametheoretic interaction named the Stag Hunt Game. Section 3 presents the main results we obtained in our
experiments with humans, using the Stag Hunt Game. Section 4 provides pointers for modelling our results
computationally, as well as presents a selection of related work. Section 5 concludes the paper.
1 We note that this paper does not intend to (a) perform experiments with humans in a manner that is as well-controlled as experiments typically done by psychologists and behavioral economists, nor to (b) present a complete computational model of the effects of
false information. The aim of the current paper is to show qualitatively that false information is a highly relevant factor contributing to
the emergence of conﬂict. Future work should pursue to further examine human behavior and/or establish computational models.
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Modelling conﬂict and false information

We model the (potential) conﬂict situation by means of the Stag Hunt Game (Skyrms, 2004), which is a
repeated game. A possible payoff matrix for this game is given here.
Stag
Hare

Stag
(4,4)
(2,0)

Hare
(0,2)
(2,2)

In every round of the game, a player needs to decide between playing the optimal action (Stag), which
requires trust in the other player’s willingness to play Stag as well, or playing a safer, but less rewarding
action (Hare). Rationally, given the payoff matrix of the game as well as previous experience with a certain
player (i.e., knowing which mixed strategy this player employs), the optimal response in the Stag Hunt Game
is to play Stag whenever Stag is played by the other player in more than half of the games.2
Many researchers have used the Prisoners’ Dilemma for investigations concerning human behavior in
games where purely rational behavior may not be sufﬁcient (Axelrod, 1984, Selten and Stoecker, 1986).
However, this game lacks the coordination aspect present in the Stag Hunt; regardless of the strategy of the
opponent, one should defect in the Prisoners’ Dilemma to obtain the best result; the defective equilibrium
is Pareto-dominated by the cooperative strategy, but the latter is not an equilibrium. This implies that the
Prisoners’ Dilemma basically requires participants to start a conﬂict. The Stag Hunt has two distinct equilibria instead of only one, where the cooperative equilibrium Pareto-dominates the defective one. Essentially,
introducing altruistic punishment in interactions like the Prisoners’ Dilemma (e.g., also the Public Goods
Game; an approach we followed in previous work), may transform such interactions to Stag Hunt games.
In our experiments, we let humans play Stag Hunt Games against a set of virtual opponents. The probability that the opponents play Stag is set to 66%, which implies that players maximize their expected payoff
by always playing Stag. We create two incentives for conﬂict (i.e., for prefering to play Hare).
1. The opponents are divided in two teams, which we call the Blue and the Red team. In this way, we
create heterogeneity. Participants in the experiments are told they are a member of the Blue team,
and that each team plays Stag with a certain ﬁxed probability. Nothing is said about whether this
probability is larger for Red or for Blue (in fact, the probabilities are identical, namely 66%). We use
a ﬁxed order in our games, i.e., every participant plays against the same sequence of opponents, with
the same strategies.Participants play 10 practice games against each of the teams, which could allow
them to ﬁnd out that both teams are equally inclined to play Stag. In 10 subsequent ‘real’ games,
we investigate whether the information about the teams leads to a bias in the participants’ strategies
against these teams. We call these 10 games the pre-reputation phase.
2. After the 20 practice games and 10 ‘real’ games, we introduce false information, i.e., the participants
are told that another member of the Blue team gives them the information that the Red team plays
Stag with a probability of only 33%, instead of the actual probability of 66%; in behavioral literature,
such information is often named reputation (Fehr, 2004). If this information were true, players should
switch to playing Hare. Since participants have played 15 games against the Red team by the time
this information is revealed, they can be able to detect that the information is false. We investigate
whether the participants become less inclined to play Stag after the information is given to them. In
addition, we establish whether this (erratic) behavior is corrected over time. To this end, participants
play 20 more games after the false information is revealed; 10 games in the post-reputation phase,
and 10 games in the post-post-reputation phase.
Participants are motivated to maximize their proﬁt by means of a competition; the three players that accumulated the largest payoff in the course of the 30 ‘real’ games, are awarded a small prize. The experiments are
performed using an online survey. We manually removed the data of participants that clearly participated
multiple times. Obviously, an online survey cannot be guaranteed to be free of cheating. We note that, if
people indeed cheated, this will actually decrease the observable effects of the false information.
2 Given that the other player plays Stag with a probability p and Hare with a probability 1 − p, playing Stag results in an expected
payoff of 4p + 0(1 − p), whereas Hare guarantees a payoff of 2. Thus, the expected payoff for playing Stag exceeds the expected
payoff for playing Hare whenever p > 12 .
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Figure 1: Average strategies of players against the two teams, over time. The vertical line denotes the time
step in which the false reputation is revealed.

3

Experimental ﬁndings

Our survey was announced on various social network websites. After two weeks, 164 participants submitted
results that were usable for analysis, i.e., their actions in the 30 games against our virtual opponents. We
removed a number of results that were clearly obtained by participants that did not pay any attention, as well
as results that were clearly obtained by participants that completed the survey more than once. We analysed
our results, with the goal of determining whether the two incentives for conﬂict indeed caused conﬂict. We
present two results here.

3.1

Average strategy over time

When we look at participants’ strategy over time against the two teams (see Figure 1), we ﬁnd two interesting observations. The ﬁgure shows a moving average of the participants’ strategy, using a window of
three games. In other words, the value at timestep t indicates the average strategy (of the 164 human participants) in the last three games before (and including) the game at timestep t. The ﬁrst interesting observation
concerns an initial bias with respect to the teams; during the pre-reputation phase, the Red team seems to
be treated less cooperatively than the Blue team. Since the number of games that participants have played
is rather small (i.e., ﬁve games per team), we cannot say with certainty that this bias is systematic. The
second interesting observation is more prominent and also statistically signiﬁcant: after the (false) information/reputation about the Red team has been revealed, participants become signiﬁcantly less cooperative
against the Red team. There is no signiﬁcant change in participants’ average attitude toward the Blue team.
After an additional number of games, the attitude toward the Red team seems to be somewhat corrected.
Details are given in Table 1; we provide the average percentage of defection, as well as the variance.
Against team

Pre-reputation

Post-reputation

Post-post-reputation

Blue
Red

33% (22%)
43% (34%)

43% (32%)
67% (27%)

35% (30%)
51% (32%)

Table 1: Average percentage of defection during the three phases of the experiment. We note that the (expected) optimal strategy in each phase, and against both teams, would be 0% defection.

3.2

A more detailed look at the strategy change

Examining participants’ average strategy, we determined that the false information leads to a signiﬁcant
change in how the Red team is approached. On average, participants become signiﬁcantly more defective
toward the Red team. However, we also observe a high variance (see Table 1). It appears that, even though
on average, participants tend to respond to the false information, the manner in which they respond varies
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Figure 2: How participants change their strategies immediately after the false reputation (left), and how this
change is later corrected.
between individual participants. An analysis of the distribution of participants’ behavior is therefore appropriate. We took the following approach.
1. For every participant i, and for each of the two opponent colors, we calculated the average strategies
μi1 for the pre-reputation phase (games 1–10), μi2 for the post-reputation phase (games 11–20), and μi3
for the post-post-reputation phase (games 21–30). For instance, μi1 = 0.6 indicates that participant i
played Hare 6 out of the 10 games in the pre-reputation phase.
2. For every participant, we calculated μi12 = μi2 − μi1 and μi23 = μi3 − μi2 . If μi12 > 0, this means that
the participant became more defective in the post-reputation phase in comparison to the pre-reputation
phase. Similarly, μi23 < 0 means that this behavior (which is false) is corrected during the post-postreputation phase, i.e., a while after the false information arrived.
3. We sorted the participants descendingly on μi12 and plot μi12 for each participant (see Figure 2, left).
We did the same for μi23 (see Figure 2, right).
The two graphs in Figure 2 give us valuable information concerning how participants changed their strategies
as a response to reputation. Obviously, since participants played only 10 games per phase of the experiment
(i.e., pre-reputation, post-reputation, and post-post-reputation), only rather large changes in strategy can
be considered to be meaningful. For this purpose, we decided not to consider strategy changes of 25% or
less. We note that 25% is a rather arbitrary percentage; however, choosing any other percentage would not
qualitatively change our observations. For clarity, the associated area of the graphs in Figure 2 is given a
light gray background.
Looking at the leftmost graph in Figure 2, we see that 88 of the 164 participants become signiﬁcantly
more defective against Red opponents. In contrast, only 45 of the 164 participants have this behavior against
Blue opponents. There are also participants that become more cooperative after the false information arrives.
The difference between Red and Blue is not clearly visible here (27 participants became signiﬁcantly more
cooperative against Red, 25 against Blue). Thus, the clearest effect of the false information concerning the
Red team is that a majority of participants take the false information into account in their strategy.
The rightmost graph in Figure 2 does not seem to show clear differences between strategies against Red
and Blue opponents. However, there are differences that are worth considering. In case of the Blue team,
there is a small but insigniﬁcant tendency to become less cooperative (54 participants do this, in comparison
to 27 doing the opposite – note that we only consider strategy changes of more than 25%). In case of the
Red team, there is in fact a signiﬁcant tendency to become more cooperative (only 9 participants become
more defective, 60 become more cooperative). Thus, in the post-post-reputation phase, the negative effects
caused by the false information disappear slowly.
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Applications for and pointers to computational models

The ﬁndings of the experiment described above may be used in, e.g., computational models of conﬂict,
aimed at predicting when conﬂict arises in a certain group of people. Example applications do not only
include war-like scenarios (see, e.g., Lim et al., 2007), but also the analysis of processes in society.
We give a current example for the applicability of our results in The Netherlands. A relatively recent
development is the increasing prominence of a political party with strong anti-Muslim sentiments. Interestingly, the party leader has been accused of spreading false information (over-estimates) regarding the
number of Muslims in Europe and the percentage of Muslims that are convicted for crimes (Winia, 2009).
Looking at the results of our experiments, we may conclude that consistently reporting over-estimated Muslim crime rates is an effective strategy to win support for an anti-Muslim party, even though potential voters
are perfectly able to determine that actual crime rates are lower.
Related work in the computational modelling of conﬂict ﬁnds many interesting causes for conﬂict, e.g.,
a critical size of clusters of ethnicity (Lim et al., 2007). In our own previous work, we were looking at
computational models of agreement and fairness, by means of looking at the human example (De Jong,
2009). For the current work, especially the ‘failed efforts’ of this previous work are interesting. We indeed
identiﬁed various human mechanisms in the literature that alledgedly could lead to cooperative solutions,
but in fact caused the population to diverge when they were applied in a computational model. De Jong
et al. (2008b) discuss successful and failed mechanisms in detail. Most prominently, we found that overrepresenting the human desire for fair solutions may lead to failure to achieve cooperative outcomes. For
instance, imagine a group of individuals interacting in a network (cf. De Jong et al., 2008b, Santos et al.,
2006). If we allow individuals i to remove the connection between them and a relatively defective neighbor
j (replacing it by a random neighbor k of this neighbor j, to ensure that the network stays connected),
this allows relative cooperators to effectively isolate relative defectors. In order to participate in interactions
again, relative defectors need to change their strategy and become more cooperative. Now, imagine we add
one of two other ideas, which sound very human.
First, we allow the relative cooperator i to connect to a chosen neighbor k of j, instead of a random one.
This turns out to give an unfairly large advantage to the relative cooperator i (Uyttendaele, 2008); he may
now be able select a neighbor k that is even more cooperative than him, and proﬁt from this, essentially
exploiting k. Thus, in effect, instead of deterring individuals from defecting, we stimulate them to defect.
Second, we keep the reputation of individuals and spread it throughout the population. Although in
theory reputation may be beneﬁcial, we also saw in the above that false reputation is able to seriously disturb
the ability of a population to be cooperative. One of the problems of spreading reputation, even if we assume
that the reputation is in fact correct, is that reputation describes individuals’ past behavior. If, for instance,
individuals refuse to play with those that have a bad reputation, this may create an irreversible schism, as
those that behaved badly will never be allowed to prove that they changed their behavior. Thus, we end up
with a group of cooperative individuals, and a group of defecting individuals, which cannot communicate
with eachother and therefore will never resolve their differences (De Jong et al., 2008b).
As a starting point for computationally modelling conﬂict as a result of false information, we may use
existing models of reputation and trust, as for instance FIRE (Huynh et al., 2006), which may be equipped
with mechanisms concerning false information, probably leading to a decrease in trust within the MAS.

5

Conclusion

The fact that humans are only partially rational has many positive effects, especially because our limited
rationality allows us to display social behavior (De Jong, 2009, Fehr and Schmidt, 1999). However, there
are also clear drawbacks. In this paper, we investigate one of these drawbacks, i.e., the human inability to
be unaffected by demonstrably false information. We analyse the behavior of 164 human players in the Stag
Hunt Game, before and after false information is revealed to them concerning their opponents in the game
(i.e., false reputation). We observe a clear tendency to take this false information into account. With the
passing of time, the effects of the false information slowly disappear. Our observations may be incorporated
in computational models of human interaction, aimed at predicting and analysing phenomena related to
conﬂict. In addition to increasing our understanding of how such phenomena work, computational models
may also allow us to prevent undesirable phenomena from occuring in the future.
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Abstract
Today’s society is largely connected and many real life applications lend themselves to be modeled as
multi-agent systems. Although such systems as well as their models are desirable, e.g. for reasons of stability or parallelism, they are highly complex and therefore difficult to understand or predict. Multi-agent
learning has been acknowledged to be indispensable to control or find solutions for such systems. Recently, evolutionary game theory has been linked to multi-agent reinforcement learning. However, gaining
insight into the dynamics of games, especially if time dependent, remains a challenging problem. This
article introduces a new perspective on the reinforcement learning process described by the replicator dynamics, providing a tool to design time dependent parameters of the game or the learning process. This
perspective is orthogonal to the common view of policy trajectories driven by the replicator dynamics.
Rather than letting the time dimension collapse, the set of initial policies is considered to be a particle
cloud that approximates a distribution and we look at the evolution of this distribution over time. First, the
methodology is described, then it is applied to an example game and viable extensions are discussed.
Keywords: Reinforcement learning, Evolutionary game theory

1

Introduction

The world of today is full of networks and connected systems. As a consequence, the assumption that a
system runs in actual isolation of any other actor does not withstand reality. Hence, many domains need to
be modeled as multi-agent systems in order to account for their inherent complexity. However, the models
yield a complexity that makes them hard to understand, predict or control. As this is realized, multi-agent
learning gains popularity to find solutions to or control these systems [7, 8].
Learning in multi-agent environments is significantly more complex than single-agent learning as the dynamics to learn change by the learning processes of other agents. This makes predicting learning behavior
of learning algorithms in multi-agent environments difficult. They are not only situated in a non-stationary
environment but also need to deal with incomplete information and communication limits. In non-stationary
environments the Markov property does not hold which makes all proofs of convergence to optimal policies from single-agent learning that are based on that assumption inapplicable. This reduces the theoretical
framework available for multi-agent learning. More recently, evolutionary game theory with less strong assumptions than classical game theory could be linked to reinforcement learning and provides useful insights
into the learning dynamics [1, 3, 11].
The learning dynamics are commonly visualized by showing the directional field plot of the replicator
dynamics or showing policy trajectories with the time dimension collapsed into a surface. Both views work
well for dynamics that do not change over time but provide little guidance when the game or the learning
algorithm uses a parameter that is time dependent. In particular, the directional field plot can only capture
the dynamics at one point in time. Hence, several independent plots are needed for changing dynamics and
a gap remains in the transition between them. The trajectory view becomes unclear when circles occur or
the dynamics change, in which case lines may intersect and clutter the plot. Furthermore, reducing the time
dimension into a flat surface hinders the interpretation of time dependent artifacts. In addition, the higher
the resolution (the more trajectories are plotted), the more crowded the plot and the harder it becomes to
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interpret. As a result, parameter tuning is a cumbersome task that often results in ad hoc trial and error
approaches.
In order to tackle these problems, this article will answer the question how to extract more information
from dynamical systems, especially for time dependent dynamics, with the goal of facilitating the systematical design of time dependent parameters. This is achieved by taking on a new perspective that is orthogonal
to the common view of policy trajectories.
The remainder of this article is structured as follows: Section 2 introduces relevant concepts from game
theory and reinforcement learning, and Section 3 proposes a new perspective on the process driven by the
replicator dynamics. Section 4 demonstrates the new methodology on an example game and Section 5
concludes the paper with a discussion of viable extensions.

2
2.1

Background
Game theory

Classical game theory is the mathematical study of strategic conflicts of rational agents. The central concept
is the game, which comprises a set of players I = {1, 2, . . . , n} and a set of available pure strategies
Si = {1, 2, . . . , ki } for each player i, for n and ki some finite integer. For a more general introduction we
refer the interested reader to [3, 12].
The players of normal form games are assumed to choose their pure strategies simultaneously and independently and receive a payoff that is dependent on the joint strategy profile s ∈ S1 × . . . × Sn . The payoff
for two-player normal form games can be described by two matrices A and B, where for any joint strategy
(i, j), Aij denotes the payoff to player one and Bij describes the payoff to player two.
As we are only considering repeated stateless games, the policy of each player can be described by
a probability distribution over the available actions at each point in time t. The two-player game in this
example will use the notation x and y for the policy vectors of the first and second player respectively.

2.2

Reinforcement learning

Reinforcement Learning (RL) has originally been studied in the context of single-agent environments. An
agent receives a numerical reward signal, which it seeks to maximize. The environment provides this signal
as a feedback on the sequence of actions that has been executed by the agent. Learners relate the reward
signal to previously executed actions to learn a policy that maximizes the expected future reward [9].
The environment is defined by the normal form game and the reinforcement learner updates the policy.
A very simple policy iterator is the Cross Learning algorithm, a specific type of learning automata. When
action i is selected and reward r(t) ∈ [0, 1] is received at time t, then policy x is updated according to the
following equation:
xi (t + 1) ← (1 − r(t))xi (t) + r(t)
xj (t + 1) ← (1 − r(t))xj (t), for all j 6= i

The policy change induced by this learner has been shown to converge under infinitesimal time steps to
the replicator dynamics [1]. For the sake of clarity, this model is used for the further study in this article.
However, it is worth mentioning that other learning algorithms can be described by similar differential
equations, e.g. Q-learning with a Boltzmann exploration scheme has been shown to converge to an extension
of the replicator dynamics [11]. The evolutionary description of reinforcement learning is detailed in the
following subsections using the example of Cross learning.

2.3

Evolutionary game theory

Evolutionary game theory takes a rather descriptive perspective, replacing hyper-rationality from classical
game theory by the concept of natural selection from biology [6]. The two central concepts of evolutionary game theory are the replicator dynamics and evolutionary stable strategies. The replicator dynamics
presented in the next subsection describe the evolutionary change in the population. They are a set of differential equations that are derived from biological operators such as selection, mutation and cross-over. The
evolutionary stable strategy describes the resulting asymptotic behavior of this population. However, their
examination is beyond the scope of this article. For a detailed discussion, we refer the interested reader
to [4, 5].

Replicator Dynamics for Multi-agent Learning - An Orthogonal Approach

2.3.1
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Replicator dynamics

The replicator dynamics from evolutionary game theory formally define the population change over time.
A population comprises a set of individuals, where the species that an individual can belong to represent
the pure strategies. The utility function can be interpreted as the Darwinian fitness of each species. The
distribution of the individuals on the different strategies can be described by a probability vector that is
equivalent to a policy. Hence, there is a second view on the evolutionary process: The population may
also represent competing strategies within the mind of one agent, who learns which one to apply. The
evolutionary pressure by natural selection can be modeled by the replicator equations. They assume this
population to evolve such that successful strategies with higher payoffs grow while less successful ones
decay. These dynamics are formally connected to reinforcement learning [1, 10, 11]. Assume a two-player
normal form game with payoff matrices A and B for player one and two respectively, and let the policies
of player one and two be represented by the probability vectors x = (x1 , . . . , xk ) and y = (y1 , . . . , yk ),
where xi and yi indicate the probability to play action i. The two-player replicator dynamics that relate
to the learning process of Cross Learning, a simple learning automaton, are given by the following set of
differential equations, where ei is the ith unit vector:


ẋi = xi ei Ay T − xAy T
(1)


ẏi = yi xBeTi − xBy T
The change in the fraction playing action i is proportional to the difference between the expected payoffs
ei Ay and xBei of action i against the mixing opponent, and the expected payoff xAy and xBy of the mixed
strategy x against the mixed strategy y. Hence, above average actions strive
P while below average actions
decay. The replicator dynamics maintain the probability distribution, thus i ẋi = 0. The examples used
in this article are constraint to two actions. which implies ẋ1 = −ẋ2 and ẏ1 = −ẏ2 .
2.3.2

Policy trajectories

The replicator dynamics describe how the policy changes over time, dependent on the game and the policy
itself. Starting with a set of policies, we can follow this change over a period of time. The path that is taken
is referred to as the policy trajectory. In a game with k actions for each player, the policy trajectory of p
players can be specified with (k − 1)p + 1 dimensions. In the case of two-player two-action games, the unit
square yields the policy space, as we can specify x1 as a full characterization of x = (x1 , 1 − x1 ), and y1
similarly. One more dimension is optionally needed for an exploded view showing the time dimension.

3

Method

This section shows the learning process in a new perspective which is orthogonal to viewing policy trajectories in the classical way. Figure 1 shows 20 trajectories in an expanded view of policy space against time.
Instead of looking at it from the top down, we suggest cutting slices at different points in time and looking
at the distribution of trajectory points where they intersect these slices.
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1
y1

0 0
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Figure 1: An expanded view of 20 policy trajectories (middle), the common perspective collapsing the time
dimension (left), showing the trajectories as a flat image, and the proposed orthogonal perspective (right),
looking at the second slice that intersects the trajectories at the indicated points.
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The idea behind considering distributions rather than single trajectories is to obtain a more holistic view
of the learning process. In the end, learning is a homeomorphic time dependent transformation of the policy
space. As such, we can look at its influence on the whole space, e.g. by looking at the spacing between the
trajectories, rather than only looking at individual policy trajectories. In order to do so, a set of particles is
drawn from an initial distribution, in the given examples a uniform distribution, and subjected to a velocity
field defined by the replicator dynamics. As time evolves, the distribution is transformed and the density
of the particles changes. This allows to make statements of the following kind: Assuming any policy was
initially equally likely and these policies evolve according to the replicator dynamics, then after time t has
passed, p percent of the policies have converged to attractor a with at most distance .
After some time, the simulation can be stopped and labels can be applied according to the eventual
distribution. A certain percentage of particles can be considered converged to some attractors, assuming
they are in the neighborhood of a stable point and that point is attracting in that neighborhood. Other
particles can be labeled as not converged or the similar. Finally, these labels can be applied to earlier slices
including the initial slice, revealing the basins of attraction. Although these basins can also be read from
the directional field plot of the replicator dynamics, this approach is more general as it can be applied to
dynamics that are controlled by a time dependent parameter.
In addition, this allows to judge the convergence of a fraction of the policy space that is bound by a
surface by considering the velocity field only on that surface. Due to the fact that the dynamics describe a
continuous process and the transformation by the replicator dynamics is thereby a homeomorphism, everything that is added or substracted from the trapped percentage has to go through the surface. This is related
to the idea of divergence from physics [2]. It allows to focus attention on the surface that may be just a small
subspace of the whole policy space, e.g. a hypersphere with radius  around an attractor. In many cases,
the velocity field in this small neighborhood can be guaranteed to be rather static although the dynamics of
other areas of the policy space may change quite substantially.
It is common to assume every policy initially equally likely, i.e. applying an initially uniform distribution. However, this approach allows to use an arbitrary initial distribution which can be used to model
specific knowledge about the initial learning behavior. Furthermore, the policy distribution can also be
generated from Q-value distributions, in case a Q-learning algorithm should be modeled. Using a similar
evolution as the replicator dynamics in the Q-value space, the distribution can be evolved which allows
comparing Boltzmann exploration to other exploration schemes that do not have a bijective action selection
function1 and can therefore not be solely described by dynamics in the policy space.

4

Experiments

This section demonstrates the proposed methodology on an example game that is controlled by a parameter
that may change its value at one point in time. The game describes the following situation:
”There are two new standards that enable communication via different protocols. The
consumers and suppliers can be described by probability vectors that show which standard is supported by which fractions. One protocol is 20% more energy efficient, hence
the government wants to support that standard. Usually, the profit of the consumers
and suppliers are directly proportional to the fraction of the opposite type that supports
their standard. However, the government decides to subsidize early adopters of the
better protocol.
Such subsidies are expensive and the government only wants to spend as much as
necessary. They have no market research information and consider any distribution of
supporters on both sides equally likely. Furthermore, they know that the supporters
are rational and their fractions will change according to the replicator dynamics. The
question is, how long is the subsidy necessary to guarantee that the better standard is
adopted in 95% of the possible initial policies.”
This is a variation of the pure coordination game. A subsidy parameter s ∈ {0, 11} is added, which can be
used to make one action dominant. As a result, coordination on the Pareto optimal equilibrium is facilitated.
Figure 2 displays the payoff bi-matrix numerically.
1 Strictly speaking, Boltzmann action selection is also not a bijection, as it leaves one degree of freedom when computing Q-values
from policies. However, each policy change relates to a Q-value change and vice versa, which is not the case in other exploration
schemes such as epsilon-greedy.
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Figure 2: The payoff bi-matrix for the subsidy game (left) and its realizations for s = 0 (middle) and
s = 11 (right). Player one chooses a row, player two chooses a column. The first number of the selected
action combination represents the payoff to player one and the second number the payoff to player two.
The dynamics of the game can be visualized by showing the directional field plot of the replicator dynamics
as shown in Figure 3. It can be observed that a large fraction of the policy space would converge to the
suboptimal standard in the unsubsidized game, while all policies would converge to the optimum in the
subsidized game. However, it is impossible to infer the correct time to switch between the two games.
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Figure 3: The dynamics of the game without subsidy (left) and with subsidy (right).
The second classical way to look at the dynamics are policy trajectories. These will follow the directional
change and are depicted in Figure 4. Similar to the replicator dynamics, this view neatly explains the
dynamics of the individual parts of the game, but does not allow to infer the right time to switch from the
one to the other.
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Figure 4: The trajectories in the game without subsidy (left) and with subsidy (right).
Another possible approach is the visualization of trajectories with transitions from one game to the other at
different points in time. Figure 5 shows the trajectories of the subsidy game when transition from s = 11 to
s = 0 takes place at t = {0.1, 0.3, 0.5}. Although it can be observed that less trajectories converge suboptimal the later the switch occurs, this approach requires to guess the right time of transition. Furthermore, the
view is cluttered by intersecting lines and readability does not allow to increase the number of trajectories.
In order to obtain insight into the time dependent artifacts of these dynamics, the new perspective will
be applied. Answering the question when to switch requires 2 steps:
• Find the basin of the unsubsidized game

• Determine the time when the subsidized dynamics have driven 95% of the initial policies into the
basin of the global optimum in the unsubsidized game.
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Figure 5: The trajectory plot for the subsidy game with transition from the subsidized to the unsubsidized
game at t = {0.1, 0.3, 0.5} (left to right).
Step one is shown in Figure 6. Particles are drawn from a uniform initial distribution and evolved according
to the replicator dynamics. After t = 1.2 the particles are considered converged and receive a label (a dot
for the optimum and an x for the suboptimal attractor). Subsequently, the label is applied to all slices before
plotting. From the labels on the initial slice, the basin boundary is deduced, which is marked by the dashed
line.
In step 2, shown in Figure 7, the boundary that has been inferred from step one is used to monitor the
percentage of the initial policy space that would converge to the optimum if the game was switched at that
time instance. The simulation advances until the subsidized dynamics have pushed 95% of the initial policies
into the basin of attraction of the global optimum in the unsubsidized game. Then, the game is switched and
the simulation shows convergence to the according attractors. Repeating the experiment n = 1000 times,
we find that the time to bring 95% to the basin is 0.495 ± 0.0357 (indicating one standard deviation). A
histogram of the distribution is given in Figure 8.
This section has demonstrated the advantages of the proposed perspective. It has been shown that the
new methodology allows the systematic study and design of time dependent parameters in order to achieve
desired effects, in the example a specific convergence behavior. The next section concludes the article with
a discussion of contributions and viable extensions to the introduced approach.

5

Discussion and conclusions

The contributions of this article can be summarized as follows: A new perspective on dynamical systems
driven by time dependent replicator dynamics has been proposed. An illustrative example of a two-agent
two-action game has been discussed, and the method has been shown to naturally reveal time dependent
properties of the system. This facilitates designing parameters with a systematic approach rather than setting
them ad hoc. While a rather simple example game was studied for the sake of clarity, the approach is
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Figure 6: This figure shows the evolution of particles drawn from a uniform initial distribution, revealing
the basins of attraction of the unsubsidized game. Labels are applied according to the last slice and the
dashed line is inferred from the labels to be the boundary between the basins of attraction.
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Figure 7: The top row shows the evolution under the subsidized game until 95% of the policy space are in
the basin for the global optimum of the unsubsidized game. The lower row shows the further evolution in
the unsubsidized game.

percentage of instances

general in the number of actions and can be applied to arbitrary initial distributions. In addition, it naturally
generalizes to any number of agents when the reward matrix is considered to be a reward function on two
strategy variables.
The parameter design methodology can be transfered to other parameters that change the replicator
dynamics, most prominently the temperature function for Q-learning with a Boltzmann exploration scheme.
Choosing an appropriate temperature function has long been a heuristic search and can now be tackled
systematically to achieve a desired convergence distribution.
Furthermore, the ideas presented in this paper have the strong potential to be further developed. The
current approach can be seen as a particle simulation, where the replicator dynamics determine the velocity
field that describes the movement of each particle, and the particle density describes a probability distribution. The authors have taken preliminary steps to make the transition to describe this probability density
function as a continuous function, deriving the density change directly from the replicator dynamics. This
will remove the stochasticity introduced by approximating the probability density by quantized particles.
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Figure 8: Histogram of times at which the velocity field of the subsidized game has driven 95% of the
particles into the basin of attraction of the global optimum in the unsubsidized game. The sample size is
n = 1000, with a mean of 0.495 and a standard deviation of 0.0357.
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Another viable extension considers a distribution of Q-values and the distribution’s evolution, deriving the
according policy distributions from it. This enables the comparison of exploration schemes such as Boltzmann and epsilon-greedy exploration. Finally, this model is extendable to multiple states and continuous
strategy spaces, which will compliment the theoretical framework for multi-agent learning.
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Abstract

In this paper we will focus on the scribal variation in manually copied medieval texts. Using a lazy machine
learning technique, we will argue that it is possible to discriminate between scribes, implying that they
did adapt texts when copying them. Consequently, we will assess to what extent scribal interventions
compromise our ability to detect the original authorship of medieval texts. It will be shown that, if the
right features and weighting methods are used, the automated discrimination of both copyists and authors
is possible for medieval texts. The case studies presented suggest that scribes only corrupted the original
texts in a shallow and superficial way, leaving authorial features generally intact on deeper levels. This
result will be of interest for research into e.g. contemporary newspaper articles when trying to detect
editorial interventions.

1

Introduction

Applications in the field of Artificial Intelligence become practically relevant, whenever their performance
on a given task equals or surpasses the performance of humans. That is to say: an application should be able
to extract and interpret information from a certain data source in such a way that the result of this process
could not have been obtained by a human. Literature, for that matter, is an interesting case. Humans have
since long enjoyed reading texts and reflecting about them. People have aesthetic abilities which allow them
to easily answer the question whether they consider texts e.g. ‘boring’, ‘moving’ or ‘beautiful’. However,
readers, be they scholars or not, will often have difficulties performing other tasks, such as attributing texts to
authors. Research has shown Machine Learning algorithms to be equally or better fit for this attribution task.
Especially for modern text material, it has been shown that (combinations of) features can be extracted from
texts that seem to be linked to the identity or ‘stylome’ of specific authors [14, 6, 7]. The ease with which
such problems can be solved, should not be exaggerated, as this seems highly dependent on, for instance,
the number of potential authors and the amount of training material representing them in an experiment [9].
Nevertheless, given a realistic, confined authorship attribution task, good results can be obtained.
In this contribution we will not focus on modern material – like most studies in this area do. Instead, we
will focus on two Middle Dutch texts, written in the medieval Low Countries. A complicating factor is that
medieval literary texts have often only come down to us in manuscripts. Manual copying not only invited
unconscious mistakes, it also gave scribes the opportunity to freely adapt spelling, wording, or even content
according to their own wishes [13, 11]. Since we often only have copies of (copies of copies of ...) medieval
texts, it is de facto uncertain what the original text was like. The inspiration for this present contribution lies
with previous research into a particular Middle Dutch epic, the Roman van Walewein [2, 5]. This Arthurian
romance was originally written in Flanders, probably around 1260 AD. Its 11,202 verse lines only survived
in a single complete manuscript, copied by two scribes: the first scribe copied lines 1 to 5783; the second
lines 5784 to 11,202. Near the end, the text states that the original Walewein had been written by two
authors: Penninc started it, and Pieter Vostaert would have finished it, by adding a prologue before Pennincs
share and ‘appending about 3,300’ lines to it. This dual authorship had long intrigued Middle Dutch studies,

122

Mike Kestemont and Karina Van Dalen-Oskam

when in 2007 Van Dalen-Oskam and Van Zundert approached the matter from a computational perspective
[5]. Using Yule’s K and Burrows’s Delta they ‘windowed’ through the text, trying to find the exact location
where Vostaert took over from Penninc [1, 15]. Their results proved promising but not concluding: their
outcome pointed to the expected area of the author change (somewhere in the range of lines 7,872 - 7,930)
but remained unable to pinpoint an exact location. Copyist interference appeared to be a complicating
factor, as their method seemed to have less difficulties discriminating copyists than discriminating authors.
As such, it was unclear to what precise extent authorial character traits were blurred or even wiped out by
scribal interventions.
This state of affairs resulted in our present research interest. In section 2, we will assess the possibilities of medieval copyist discrimination on the basis of a difficult test corpus. We will report on the
feature extraction (2.1) during our experiments (2.2) and optimization techniques (2.3). Finally, we return
to the Walewein (3): using our knowledge from previous experiments, we will experiment on both copyist
discrimination (3.2) and author discrimination (3.2). Conclusions will be drawn in the final section (4).

2

Test corpus for scribal variation

Discriminating copyists is a topic on which there has been little quantitative research; exceptions are a.o.
[13, 11]. It does not seem a trivial task, since, generally speaking, scribes seem to have altered texts only on
a superficial level (e.g. spelling or dialect). Therefore, it is unclear to what extent copyists could have left
their fingerprints on the texts they copied. To assess the possibilities of copyist discrimination we set out
with experiments on a rather difficult test corpus. We chose a text written by the influential Flemish author
Jacob van Maerlant in 1271: the so-called Rhyming Bible (Rijmbijbel), a Middle Dutch translation of the
Medieval Latin Historia Scholastica.1 The Middle Dutch text consists of almost 35,000 lines and is handed
down to us in fifteen parallel text witnesses, each written by a different scribe, which we refer to as A to O.
From each of these (partially damaged or incomplete) manuscripts we selected and compiled a corpus of 15
parts of ca. 230 parallel verse lines. Subsequently, this corpus was manually lemmatized and enriched with
part-of-speech tags (a very basic tagset of 17 tags was used).
Scribe
D
E
F
G
H
I
J
N

Line
Ter stont ende ter seluer vren
Tier stont ende ter seluer vren
TIere stont enter seluer vren
Tottien stonden en ter uren
TEn stonden ende ter seluer vren
Tjerst stont ende tier veren
Tyer stont ende tier seluer vren
TJer stont tier seluer vre

Table 1: Illustration; some scribal variants of the first line in the parallel corpus

2.1

Feature extraction

Deciding which kind of features to extract for copyist discrimination was not straightforward. A lot of
seemingly ‘obvious’ features that could be included for this task, have been used in authorship related
research as well [7]. It was unclear beforehand which features would be reliable indicators of scribal, rather
than authorial identity. Our feature selection was related to three linguistic notions: lemmata, part-of-speech
categories and clitics. Lemmatization refers to the assignment of plain tokens to a headword. In English,
for instance, am, are and been are tokens that can all be related to the same headword or lemma, in this case
‘TO BE’). Part-of-speech tags (PoS) are linguistic labels that express to which morpho-syntactic category
a token belongs. In the sentence ‘John eats chicken.’ John would be labeled a ‘proper name’, eats would
belong to the ‘verb’ category, whereas chicken would be a ‘noun’. A clitic token is a single token that
actually contains several concatenated tokens that in normal writing would be separated by white space – in
colloquial writing one might use the atomic token wassup whereas official spelling would prefer what’s up
1 English

references are sparse; refer to [10] for an introduction to the text complex in English.
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(with white space). We did experiments with three broad categories of feature sets: (a) ratios, (b) character
n grams and (c) word-level tags. The first category included 10 rather simple ratios, measuring different
kinds of textual ‘richness’ (cf. table 2). The character n grams category deals with grapheme or character
Ratios
- characters per verse line (#characters / #lines)
- tokens per verse line (#tokens / #lines)
- characters per word (#characters / #tokens)
- unique tokens (#unique tokens / #tokens)
- token richness (#tokens / #lemmata)
- clitics (#clitics / #tokens)
- PoS-richness (#unique tags / #tags)
- lemma-richness (#unique lemmata / #lemmata)
- spelling consistency (#unique tokens/#unique combinations of lemma and PoS)
Table 2: Description of the features in the ratios category
frequencies. From the texts, we extracted the relative frequencies of common (combinations of) graphemes,
including whitespace [13]. We considered unigrams (e.g. ‘ ’,‘u’,‘n’, ‘i’, ‘g’,‘r’,‘a’,‘m’,‘s’,‘ ’) as well as
the 50 most frequent bigrams (e.g. ‘ b’,‘bi’, ‘ig’, ‘gr’,‘ra’,‘am’,‘ms’,‘s ’) and trigrams (e.g. ‘ tr’,‘tri’,‘rig’,
‘igr’, ‘gra’,‘ram’,‘ams’, ‘ms ’). The final category concerned the relative frequency of tokens, as well as the
lemmata and PoS-tags assigned to them. We measured the set of the 50 most frequent tokens (without any
kind of spelling normalization), the set of the 50 most frequent lemmata and finally the set of the 15 most
frequent part-of-speech tags. The effectiveness of these features would be determined by only one factor:
the degree in which they could avoid ‘picking up’ textual characteristics that were not related to scribal
variation. Many of these features would probably suffer from interference of content or even authorial style,
hindering scribal classification.

2.2

Experimental set up

We approached copyist discrimination as a boolean classification task: given a set of both positive and
negative training examples for a particular target scribe, a machine learning algorithm should be able to
classify held out test instances as (not) belonging to that scribe’s hand. For our experiments, we used a
so called lazy machine learner, the Tilburg Memory Based Learner (TiMBL) [3].2 Because of the limited
amount of training data available for each scribe, eager learners would probably have difficulties not to
overgeneralize over the data. Especially for language data, a classifier should not only detect regularities
in the data, but should also be sensitive to the many subregularities that are so typical of linguistic data. A
lazy learner would hopefully not abstract away from the specificity of rare (sub)cases in the sparse instance
space and could be expected to display robustness during classification [4]. On the front of classification, no
real new techniques will be presented. The novelty of our contribution, however, lies with the experimental
application of AI-techniques onto medieval textual criticism, a field that up until now has been largely
ignored in AI-studies.
Our experiments were set up as follows. Each scribe’s share would be split up into n (=10) samples of x
verses. N and x were rather ‘tricky’ factors: an increasing/decreasing n value would lead to a smaller/larger
amount of training instances, but given the little data for each copyist, this would also imply smaller/larger
samples and thus less/more representative feature vectors. Each scribe’s parts (target copyist) in the corpus
would be confronted with the share of every other one (confusor). On these twenty overall samples, we
performed 10-fold cross validation, whereby the training material in each fold would consist of 9 positive
examples of the target copyist and 9 negative examples belonging to the confusor (18 in total). The test
set in each fold would consist of two held outs: one positive example and one negative example. For each
of our 10 folds we calculated the average F-score for the target copyist class, representing the harmonic
combination of both recall and precision for the target.
In many ways, the ranking of the results, presented in table 3, is not surprising. The feature set with
the highest discriminating power is the token category. As we are dealing with tokens and not with their
normalised lemmata, this clearly indicates that this feature set does not so much pick up e.g. content variation
2 The

software and reference guide are available from http://ilk.uvt.nl/timbl.
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Ranking
#1
#2
#3
#4
#5
#6
#7

Feature set
tokens
unigrams
bigrams
PoS
trigrams
ratios
lemma

F-score
69.55
62.76
59.05
55.49
52.48
51.62
43.14

Table 3: Average F-scores per feature set

but rather the spelling and dialectal variation for these highly frequent words. Next come character unigrams:
apparently, these are able to abstract away from content, modelling scribal differences in a rather reliable
way. Next in the ranking come the bigrams. Given the fact that these larger grams are more likely to suffer
from content interference, they do worse than the simple unigrams, but logically better than the trigrams.
PoS are ranked fourth, which seems to indicate that copyists did have some influence on the syntax of a text.
Subsequently, the ratios category with only 10 features does surprisingly well, especially when compared to
the worst performing category: lemmata, which seems to be all too much related to deeper content.
However, an important issue should be raised here. In figure 1, we plotted the result for each of the top
three scoring feature sets per copyist. The figure is hardly revealing but that is exactly the point: not only
does every scribe differ in what degree he can be discriminated from his confusors, scribes also highly differ
in which aspects they can be distinguished. This illustrates the fact that we are not dealing with colourless
transmittors, but individuals who all fingerprinted the text in their very own way. An important challenge,
therefore, lies with fine tuning our techniques, so that they would not only obtain better results, but can also
cope with these individual variations.

Figure 1: Individual results of the top-3 feature sets per copyist

2.3

Optimization

As is common in authorship attribution studies, combining the features discussed above in an intelligent way
might boost our initial scores (e.g. [6]). However, the mere combination of the feature sets discussed above
would result in too large feature vectors per instance, hardly fit for this task. To automatically compress our
feature vectors to a more reasonable size, we used a Chi Square weighting method [6, 9]. From the bulky
combination of our original feature sets, only the top-n values (displaying the largest divergence between
the positive and negative items during training) were included in the actual learning phase. We plotted the
effect of this feature selection in figure 2. We started off with the combination of the three best scoring
feature sets, gradually adding the feature sets that performed worse during initial experimentation. Adding
features does boost accuracy and subsequent combinations rather consistently outperform the initial model.
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The chi square metric thus seems to do its work, selecting only those features that seem most revealing
for the discrimination task under scrutiny. Compressing the feature sets also helps: going from 125 to 25
features, we observe a fairly constant decrease of some 50% in the overall error rate.

Figure 2: Effect for chi square selection of features

3
3.1

Back to Walewein
The scribes of the Walewein

Our initial experiments clearly show that copyist discrimination is possible, although hard. Even when trying
to discriminate between two fairly similar copies of an identical text, intelligent feature extraction allowed
us to discriminate between copyists to a fair extent (in the best case ca. 85% for the average F-scores). Given
the promising results for this hard and limited data, it would be interesting to return to our initial case, where
much more training data was available: the two authors and two copyists of the Walewein.
We experimented on copyist discrimination for the Walewein. We divided the text into two roughly equal
parts: copyist A being responsible for the first 5783 lines and B for the rest of the manuscript. Subsequently,
we divided both categories into samples of equal size. On this data set we performed leave one out crossvalidation, whereby each time one example (either A or B) would be held out and the rest of the samples
would serve as training material (see figure 3). The classification task remained similar: predicting whether
the held out sample belonged to scribe A or B. Using the same optimized feature extraction techniques
from our initial Rhyming bible-experiments, we were able to gain competitive scores, presented in figure
3. As much more training data was available for this particular task, much higher accuracy scores could
be obtained. Sample size matters: starting from 50 verse lines per sample, leave one out testing displays
reasonable scores but from 125 lines onwards the technique used seems even flawless.

3.2

The authors of the Walewein

One could wonder whether our binary classification techniques for copyist discrimination, would also be
of any use in authorship discrimination. We therefore did some exploratory experimentation on a smaller,
distinct data set. As mentioned above, the second author of the Walewein would have taken over from his
predecessor somewhere between the verselines 7500 and 8000. As training data we therefore selected two
sets. First, the 1717 lines before line 7500 (certainly written by author A, but written down by copyist B)
and secondly, the 1717 lines after line 8000 (certainly written by author B but again written down by the
same copyist B). We performed leave one out cross-validation on samples of 75 verse lines from these ‘safe
areas’, located outside the edges of the area where we could expect the change in authors. Table 4 displays
the effectivess of several feature sets for this task.
In this table we also present the ranking for each feature set in table 3, where we looked at the relevance of each feature set in discriminating scribes. One large trend emerges: features that did well in
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Figure 3: Effect of sample size on classification of the authors and copyists in the Walewein
Current ranking
#1
#2
#3
#4
#5
#6
#7

Previous ranking
/
#6
#5
#2
#3
#1
#7

Feature set
lemma (51-101)
ratios
trigrams
unigrams
bigrams
tokens
lemma (1-50)
Chi weighted top five

Overall accuracy
86.36
81.82
79.54
72.73
70.45
68.19
65.91
95.45

Table 4: Average F-scores per feature set for author discrimination

discriminating scribes, perform poorly in telling authors apart. The best example are the trigrams versus
the bigrams. Trigrams seem more likely to be influenced by content or authorial style than bigrams and
thus performed worse than the bigrams in telling scribes part. However, for exactly the same reasons, they
obviously outperform bigrams for authorship discrimination.
One other interesting matter can be observed. The top-50 occuring lemmata work equally bad for copyists and authors; they seemed to be a neutral indicator of language or even discourse. However, following
the work of Van Dalen-Oskam and Van Zundert 2007 we experimentally added an extra feature set. As mentioned, they grounded their analysis on type-token ratios of frequent words and Burrows’s Delta [5]. When
operating in higher frequency strata, their windowing techniques did well in detecting the change in scribes,
but not so well in authors. However, when backing off to slightly lower frequency strata, their results for
detecting the change in authors significantly improved. This led them to formulating the hypothesis that it
was in higher frequency strata that changes in copyists were to be detected, whereas changes in authorship
were only to be witnessed in slightly lower strata. To test their hypothesis we added one frequency stratum
to our own feature set: the range of most frequent lemmas between 50 and 100. The results for this feature
set were astonishing: in leave one out testing their predictive power on its own reached some 86%, leaving
all other features behind them and jumping to the first place in the ranking. This surprising result might be
of importance for the study of contemporary texts as well, should there be a resemblance between scribal
interventions and those of, for instance, newspaper editors. It is often noted that ‘there is a general worry,
with newspapers that the texts of the authors are often changed by editor(s)’ (p. 5 in [8] or p. 485 in [12]).
This approach might shed a new light on these matters.
We subsequently did similar leave one out testing on chi square compressed feature vectors (50 features)
of the top five scoring feature sets, attaining an average result of some 95% for samples of 75 lines. By
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adjusting the sample size, as with the scribes, better results could be obtained (see figure 3). In the case of
samples of 80 lines, an overall 97,62% could even be observed. These results make one thing clear: the fact
that these textual shares of both author A and author B have been ‘filtered’ by one copyist, even to such a
large extent that the copyist can easily be distinguished from his scribal counterpart in the manuscript, does
not stand in the way of our discriminating both authors. Because of this result, we tried to answer one final
question: would it be possible to pinpoint the location of authorial change more precisely in the text? To
answer this question, we applied a windowing technique, similar to the one adopted by Van Dalen-Oskam
and Van Zundert 2007. We used samples of various sizes to window, line by line, through the area where the
change in authors supposedly took place. In the case of 100 lines samples, the first window thus would cover
lines 7500 to 7600, the second 7501 to 7601 and so forth. We applied various window sizes: from our leave
one out experiments we knew that larger window sizes (e.g 80 lines) would yield more accurate results but
on the other hand, larger windows would result in a less precise indication of the take over. The tiny black
pipes in figure 4 indicate for each window size where the classification system detected the second author.

Figure 4: Windowing through the Walewein, predicting where author B started
All window sizes agree that somewhere before line 7800, author B has taken over. However, it is
fascinating that all window size experiments also detect author B (at least once) before the final take over.
Given the fact that our classification system did not prove flawless during previous testing, chances exist
that misclassification occured. Nonetheless, given the observation that during leave one testing the samples
between 70 and 100 lines, all had scores in the upper nineties, something else might be the case, as the
amount of supposed misclassifications is far more numerous than one could expect. Possibly author B
intervened in A’s text, before the final take over. As mentioned, we also know that B had no problem with
adding a short prologue to A’s text. Moreover, Van Dalen-Oskam and Van Zundert 2007 also found evidence
that supports this hypothesis. A feature extraction that is more focused on detecting authorial (rather than
scribal) style might sharpen our view on these matters in the future.

4

Conclusion

In this study we focused on scribal variation in medieval manuscripts. We showed that lazy machine learning
techniques in combination with intelligent feature extraction, are capable of discriminating medieval scribes.
Even when scribes would have altered texts only on a superficial level, it is possible to tell them mutually
apart by mere linguistic means. Needless to say, the success of the applied technique is highly dependent
on both the specificity of the task and the amount of reliable training data available. These results have
far-reaching implications, as they suggest that scribal interventions might compromise our possibilities to
model the original authorship of manually copied medieval text material. Further experimentation showed
that, at least for the time being, there is no need to worry. The fact that material from two distinct authors
was ‘filtered’ by the same copyist, even to such a large extent that the copyist could be readily distinguished
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from his scribal counterpart in the manuscript, did not heavily withstand our discriminating both authors. On
the basis of the texts studied here, one could be inclined to think that medieval scribes only ‘appropriated’
texts on a shallow, superficial level, leaving authorial features intact on deeper levels. This result might also
be of interest for research into e.g. modern newspaper articles when trying to detect editorial interventions.
However, it would not be safe to conclude this contribution without the commonplace that future research is
necessary to further investigate this claim.
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Abstract
Massively multiplayer online role playing games (MMORPG) is a genre in computer games which is
gaining a lot of popularity all over the world. Cheating in these games can often be done by the use of a
bot program. Such a program controls a character and allows the player to gain an unfair advantage over
legitimate players, because repetitive and often boring tasks can be performed without any effort. Several
methods for detecting bots have been proposed in the past. The method described in this research focuses
on differences in the frequency of occurrence of different angles in the movement of bots and humans. A
histogram is made based on the distribution of angles and a nearest centroid classifier is used. The result
of this method is a classification rate of 100% on the used dataset.

1

Introduction

With the growing network bandwidth, increasing cpu and graphic processing power, massively multiplayer
online role playing games (MMORPGs) rapidly increase in popularity. Consumers spend an increasing
amount of money on subscription to these games [10]. The most well-known example of a MMORPG at the
moment is World of Warcraft whose creators reported they had reached more than 11.5 million subscribers
worldwide at the end of 2008 [2].
In MMORPGs a person plays a fictional role in a virtual world and thereby interacts with many other
players. Each player runs the game on a computer and connects to a server which allows communication
between players and sharing of events in the virtual world. A player creates a character which is used as an
avatar and chooses a role for their character to play within the game. Players usually develop their character
by completing quests and/or killing monsters, alone or in cooperation with other players. The character
receives a reward (money or an item) in return and gains experience. Arguably, the most important part of
the game is collecting loot (items that drop from monsters when slain, or as rewards for quests completed).
These items will determine the strength of your character (together with the experience gained by slaying
monsters and completing quests). To attain the best gear you need to play the game (a lot if possible). In
order to ease this ’burden’, bots are made.
A bot, short for robot, is an automated program with artificial intelligence that players use for different
purposes[5]. In case of an MMORPG a bot program controls a player’s character by walking around the
virtual world and performing tasks. By running a bot program, a player avoids carrying out repetitive tasks
themselves while their character continues developing and collects items and money. Many game developers
prohibit the use of bots in their game via the End-User License Agreement of the games. The running of
bots will have severe negative effects on the game.
• Firstly, the bots are a source of great annoyance to other players. Bots will run around and kill
indiscriminately, this means that there will be less monsters to kill for the people who actually want
to play and enjoy the game.
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• Secondly, bots collect items of value, when these items make their way into the game’s economy,
they will influence it greatly. Once valuable items that would have given the player great wealth are
now distributed cheaply because the bots farm these items constantly (farming is a term used for the
behavior of slaying monsters for the sole purpose of getting specific items of value).
• Thirdly, there are people who use these bots to collect items and sell them on for real-life currency.
This is a big problem for games where the items equal the strength of the character. When people buy
items their characters will become stronger (more quickly) than the characters of people who do not
buy their items. This in turn means that, if the players want to keep up with the buyers, they will have
to buy items which completes the vicious circle.

2

Background

One way of dealing with these problems is to detect bots and ban the people using them from the game. A
main requirement for any detection method is to have no false positives, that is, no legitimate players are
classified as a bot. If you wrongly classify humans as bots, you will accuse (and most likely punish) people
wrongfully, and thereby harm your customer relations. A low number of false negatives is a desirable
property as well, because this means many of the bot players are detected. One of the simpler methods
of bot detection is the implementation of a CAPTCHA (Completely Automated Public Turing-test to tell
Computers and Humans Apart; as seen in figure 1).

Figure 1: CAPTCHA example [12]
The CAPTCHA’s (as introduced by von Ahn, Blum, Hopper and Langford [1]) provide a good way of
detecting automated programs, since they are specifically designed to be easily solvable by humans but very
difficult for computers. However the method of presenting this test does not lend itself to a fast-paced game
such as (most of the) MMORPGs. The user has to stop playing the game to fill in a CAPTCHA in order to
continue playing. (The CAPTCHA’s and their applicability are addressed in more detail in Golle et al. [7],
here it suffices to say that the users of games do not wish to be interrupted to fill in a CAPTCHA).
Another way of detecting bots is to analyze the network traffic. This is researched by Chen et al. for the
MMORPG Ragnarök Online:
”To address this problem, we analyze the traffic generated by human players versus game bots
and propose solutions to automatically identify game bots.” [3]
The conservative approach of the proposed integrated schemes (that gives zero false positives) produces a
90% correct decision rate, given an input size of 10,000 packets. The progressive approach yields a false
negative rate of less than 1% and achieves a 95% correct decision rate, given an input size of 2,000 packets.
The research looks promising with a 90% classification rate (without false negatives) however there was
only a dataset of 4 human players and a small variation in network configuration. The results that were
found may not hold for people who have different play styles than the people who were tested. Also Chen et
al. argue that ”...the burstiness trend scheme is immune to random-delay attacks” [3], however the delays
that could be built into the system need not be random. There could well be a systematicity or regularity to
the human behavior and how it differs from bot behavior. And if there is such systematic relation between
the packets coming in and the amount of time it takes for a human player to respond, the bot-maker could
implement similar timings into their bots decision-making process.
Another genre of games in which there has been done research into bot detection are FPS (first person
shooters). Chen et al. [4] have explored the possibility to classify bots and humans by using the avatar
trajectory. The four main features used in this research are given here in abbreviated form (for a more
extensive explanation see [4])
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1. ON/OFF activity, the amount of time a player stays in one place (OFF) and the amount of activity
(ON).
2. Pace, the speed at which a player walks during the game. Several speeds are possible, such as running,
walking, etc.
3. Path,
• Lingering, ”For an avatar at (x, y) at time t, if its distance from (x, y) was always less than d
during the period (t, t + p), we say that the avatar was lingering during (t, t + p), given the
parameters (d, p).”’ [4]
• Smoothness, ”...determines whether an avatar moves in straight or zig-zag patterns.”[4]

• Detour, measures the effectiveness of the movement. ”If an avatar is at (x1 , y1 ) at time t1 and at
(x2 , y2 ) at time t2 , we compute the detour by dividing the length of the movement by the effective
offset of an avatar during the period (t1 , t2 ).”[4]

4. Turn, the change from one direction to the next direction. Angles 30, 60 and 90 degrees are used, as
is the sum of all the degrees that are greater than 30 degrees.
By using these features for classification Chen et al. managed to get a classification rate of 98% or higher.
We do not know whether the features will be difficult to counter for the bot-makers, as this is almost as
important as the classification itself (if bot-makers are able to counter everything fairly easy, it will not be
worth the effort to implement these findings into a working system). ON/OFF activity and Pace can easily
be monitored by the bot itself, and thus can be countered with minimal effort (e.g. if a bot is too slow, let
him run more). The turn feature itself is not very complex, only looking at specific angles, this could also
be countered by letting the bot monitor itself and act accordingly. The path feature is harder to counter. It
looks at the result of behavior, namely the movement patterns. Humans walk in a different way from bots,
to reproduce similar walking behavior a more complex A.I. is needed to steer the bots.
Another research that has been done into bot recognition is by Cornelissen et al. [6]. In this research the
focus lies on detecting bots in an MMORPG ( Ragnarök Online). The 7 features used in this research are:
1. Number of packets per second
2. Average time between ’Move’ packets
3. Average distance between ’Move’ packets
4. Average time between ’Take Item’ packets
5. Average time between ’Chance Direction’ and ’Take Item’ packets
6. Average time between a kill and the first following ’Take Item’ packet
7. Number of attacks per second
By using these features Cornelissen et al. have managed to get a classification rate of 92% [6].
However we believe that many of the features used in this research are relatively easy to counter for
bot-makers. Every feature that uses time can be influenced by random (or chosen) time intervals between
certain actions. The distance between ‘Move’ packets can also be influenced, albeit harder (since it will
require more complex changes to the programme versus only the addition of a timer).
In our research we will try and find a more robust (i.e. harder to counter for bot-makers) feature for
classification. We know that most bot programs have a very simple A.I. (there is no need for a complicated
system if a simple system will suffice). We believe that we can differentiate between bots from humans
based on the complexity of their behavior. We chose to use a feature that is directly related to the behavior,
namely the movement of the players. In figure 2 and 3 you can see the movement of a human and bot
respectively in the virtual world. These two figures illustrate the difference in movement. Humans walk
in different patterns than bots. Our hypothesis is that we can differentiate bots and humans based on the
difference in their movement patterns. In the data analysis and results section, we will explain more about
the features used in the classification. Similar movement based research has been done by Chen et al. [4, 5],
however our research will take a different approach and will utilise a different type of game (MMORPGs
versus FPS).
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Figure 2: Path of a human through the virtual world

3
3.1

Method
Participants

The participants of this research were 32 human players (of different jobs/levels), of which 7 failed to meet
the requirements of the research, and 25 bot players using Openkore (version 2.0.6) [11]. Players were
arbitrarily chosen, from a group of regular players of the game, and asked if they wanted to participate in
the research.

3.2

Materials

Participants used a personal computer, no special setup was used to collect these data. A simple personal
computer was used to run the Openkore program of which none of the default settings were changed. The
game Ragnarök Online was used in the experiment.

3.3

Procedure

The participants were asked to play for 10 minutes. They were instructed to play the game as they would
normally do. The players were informed that their session was recorded. Of the 32 participants 7 did not play
for the required 10 minutes and were therefore discarded from the data (the required 10 minutes of playtime
is an arbitrarily chosen time span to ensure that the collected data is representative of the player). Twentyfive Openkore bots were configured (default settings) and observed in different locations fighting different
monsters. The bots all represented a different character (jobs) whose location from the start differed. The
10 minute long sessions of the 25 bot players were recorded. For both the human and bot players the data
recorded consists of packets and timestamps, which are explained in the measurements section in more
detail.
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Figure 3: Path of a bot through the virtual world

3.4

Measurements

The actions of the players were recorded by writing packets, that were sent from the client to the server, to
a file. These packets contain all the information about the actions of the player. Before a packet was written
to the file a time stamp was saved indicating the time at which the packet was saved. Table 1 illustrates the
packets that were selected for the experiment. The data we have used in this research is the data that was
collected by Cornelissen et al.[6]
Packet
MakeConnection
MoveToXY

Information
Starts a new session
Moves the player to location (X,Y)

Table 1: Selected Packets

4

Results

Decoding of the MoveToXY-packet for every human and bot player resulted in 50 lists with a varying
amount of (x,y)-coordinates. These lists represent the path that a human or bot had walked which are
partially illustrated in figure 2 & 3 for one human and bot player. For all coordinates, except the first and
last in the list, the angle of the movement was computed using the cosine rule. Angles were rounded up to
represent an integer value between 0 and 180 degrees. Here 180 degrees should be interpreted as walking
straight ahead and 0 degrees as a complete turn. The frequency with which angles occurred were added
for all human and bot players respectively and plotted in a histogram (see figure 4). The differences in the
distributions, which are shown clearly in the histograms, will be used to discriminate humans from bots.
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Figure 4: Average angle distribution of humans and bots
In order to distinguish humans and bots we will calculate the prototypical (average) human h (and bot
b). We define h (and b) using the normalised accumulated data for each angle α:
raw freq(α)
hα = P180
β=0 raw freq(β)

(1)

where raw freq is the total number of occurrences of a certain angle in either humans or bots. The result
of normalization is two distributions, each with surface of 1. The normalized values represent the average
probability of an angle to occur in human and bot players. For instance the average probability of a bot
walking 180 degrees is larger than 0.5, whereas for humans this chance is just above 0.11 .
Assume we have a unknown player x with normalized values xα . The nearest centroid classification
method [9] is used in the following way. The distance ∆(x, h) between x and the prototypical human h is
calculated as follows:
180
X
∆(x, h) =
(xα − hα )2
(2)
α=0

Likewise, the distance ∆(x, b) between x and the prototypical bot b is:
∆(x, b) =

180
X

α=0

(xα − bα )2

(3)

To classify the unknown player, we simply compare distances:
if ∆(x, h) ≤ ∆(x, b)
then data x is classified as a human player
else data x is classified as a bot player
fi
To further improve the discrimination, angles that are not significantly different when comparing bot to
human data (t-test with p < .05 for each angle) were removed and only relevant angles remained. The
1 Note

that this example holds for the average bot, identification by just inspecting the value for 180 degrees alone was not possible
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removal is justified because such an angle will not help to distinguish bots from human players in the
classification.
Because of the small dataset, leave-one-out cross-validation was used. That is, all 25 bots and 25 humans
were classified once. Whenever a human path was tested, its data was not used to when calculating the
prototypical human h (and vice versa for bots). A 100% correct classification rate was obtained using this
method.

5

Discussion

Our findings suggest that the differences in the distributions of angles to be a valuable feature to distinguish
between human players and OpenKore bots in Ragnarök Online. The one hundred percent classification
rate means there were no false positives (i.e. no humans recognised as bots). If a player, who pays to enjoy
the game, is wrongfully accused of being a bot, this will have a great impact on the reputation of the game.
These results also means that the method could be implementable into a real life system for detecting bots
in MMORPGs, since we can classify bots with a great deal of certainty. However we feel that there needs
to be more extensive testing done with a larger data-set before these claims can be made.
The single strongest point of our research is the 100% classification. This is an improvement on Cornelissen et al. who managed a classification rate of 92% with the same dataset. Furthermore, the method
presented here uses an explainable algorithm, opposed to the black box neural network used by Cornelissen
et al. It would also be interesting to see how our methods will fare against the features proposed by Chen
et al. (for FPS games). Another good point is the robustness, we believe that our methods will make it very
difficult for the bot-makers, because we look at all the possible angles rather than only at specific angles.
A weak point of our research is that we have only a limited amount of data on which we could test
our hypothesis. Another weak point, that is a direct cause of the first one, is that we could not find any
reliable dependency data. We believe that if we take into account the fact that humans walk different angles,
depending on the last angles that were walked, we could produce a more robust set of features. Bot-makers
can relatively easily counter our proposed features by walking some angles that it would not normally walk
(i.e. it can measure the angles it walks itself and walk a few arbitrarily chosen angles to make the histogram
look like that of a human, this would take some time, but will prevent our classifier from recognising it is
dealing with a bot). Although this would work, it would also deteriorate the effectiveness of the bot. The bot
will no longer be able to choose where it is going based on the quickest way to kill monsters, but it is limited
to specific angles it needs to walk in order to be not detected. Another way would be to improve the bots
Artificial Intelligence in order to give it a more human-like nature, however this is not easily implemented.
The reason that the bots walk certain angles more than humans is likely because of the length of movement.
Bots generally click very close to the player, whereas human players tend to click further away. The virtual
world, in this game, is built like a chess board, with specific coordinates you can click on (rather than a more
continuous distribution of the possible coordinates you can walk to). This means that bots (who click close
to themselves) are more likely to make their avatar walk in angles of 90, 135 or 180 degrees. We believe
that, despite this property, our features will still be difficult to counter. Since our classifier looks at each
angle, so the distribution of the angle has to be very similar to those of the humans.
As already mentioned in the conclusion section, our research has provided us with a very good way of
detecting bots in Ragnarök Online. We believe that our results are applicable and usable by companies who
offer MMORPGs. Firstly because the methods used are relatively easy, the calculations can be done in real
time while the people are playing the game. Secondly we can also say, with a great deal of certainty, if
someone is a bot, or human. This will allow the companies to act on the results found (i.e. there is no chance
that a human will be wrongfully accused of being a bot).
For future research more games and their different bots should be assessed. Although OpenKore claims
to have a market share of 95% on Ragnarok Online bots, there are more bot programs which might use
different protocols for walking around. Other Ragnarök Online bots need to be evaluated in order to conclude
this method is usable for detecting any bot in the game.

Acknowledgments
We would like to thank M. Sadakata and A. Brandmeyer for their support during the research and the writing
of this paper.

136

Marlieke van Kesteren, Jurriaan Langevoort and Franc Grootjen

References
[1] L. von Ahn, M. Blum, N.J. Hopper, and J. Langford. CAPTCHA: Using hard AI problems for security.
In Proceedings of Eurocrypt, pages 294–311, 2003.
[2] Blizzard Entertainment. World of warcraft subscriber base reaches 11.5 million worldwide, 2008.
http://www.blizzard.com/us/press/081121.html: Last accessed 06/19/2009.
[3] K.-T. Chen, J.-W. Jiang, P. Huang, H.-H. Chu, C.-L. Lei, and W.-C. Chen. Identifying MMORPG bots:
A traffic analysis approach. In Proceedings of ACM SIGCHI ACE’06, 2006.
[4] K.-T. Chen, A. Liao, H.-K. K. Pao, and H.-H. Chu. Game bot detection based on avatar trajectory. In
Proceedings of the 7th International Conference on Entertainment Computing, 2008.
[5] K.-T. Chen, H.-K. K. Pao, and H.-C. Chang. Game bot identification based on manifold learning. In
Proceedings of ACM NetGames 2008, 2008.
[6] A. Cornelissen and F. Grootjen. A modern turing test: Bot detection in MMORPGs. In A. Nijholt,
M. Pantic, M. Poel, and H. Hondorp, editors, Proceedings of the 20th Belgian-Dutch Conference on
Artificial Intelligence (BNAIC2008), pages 49–55, 2008.
[7] P. Golle and N. Ducheneaut. Preventing bots from playing online games. Computers in Entertainment
(CIE), 3(3):3–3, 2005.
[8] Gravity. Ragnarök online. http://www.ragnarokonline.com/: Last accessed 06/19/2009.
[9] J.B. MacQueen. Some methods for classification and analysis of multivariate observations. In Proceedings of 5th Berkeley Symposium on Mathematical Statistics and Probability, volume 1, pages 281–297.
University of California Press, 1967.
[10] Media analyst Screen Digest.
There’s life beyond world of warcraft, 2009, Last accessed 06/19/2009.
http://www.screendigest.com/press/releases/pdf/
PR-LifeBeyondWorldOfWarcraft-240309.pdf.
[11] OpenKore. The OpenKore Project (Ragnarök Online Bot). http://www.openkore.com/: Last
accessed 06/19/2009.
[12] Wikipedia-users. Wikipedia, the free encyclopedia.
CAPTCHA/: Last accessed 06/19/2009.

http://en.wikipedia.org/wiki/

Exploring Stable and Emergent
Network Topologies
P.D. van Klaveren a
a
b

H. Monsuur b

R.H.P. Janssen b

M.C. Schut a

A.E. Eiben a

Vrije Universiteit, Amsterdam, {PD.van.Klaveren, MC.Schut, AE.Eiben}@few.vu.nl
Nederlandse Defensie Academie, Den Helder, {H.Monsuur, RHP.Janssen}@nlda.nl
Abstract
Many different types of networks, e.g., economic, social, computer, military and intelligent agent networks, have a fundamental property in common: they change over time. For various reasons, nodes form
and terminate links, thereby rearranging the network. In this paper, we experimentally analyse a structural
network mechanism by means of computer simulations. With this mechanism, nodes deliberately form
and terminate links as they attempt to gain network advantage and/or an identiﬁable position in the network. Reiterative application of this mechanism, which only uses local network characteristics, results in
emergent, stable network topologies, i.e., ring, uni/bi-polar and complete networks. The process demonstrates that local decisions can shape global network structures. Our results may be used to derive rules of
thumb for designing networks.

1

Introduction

The concept of a network has become a basic and central notion in several scientiﬁc disciplines. In sociology
and economics, many issues, like the interaction between individual entities, are formulated in terms of networks [1, 3, 7, 8]. The network approach has been fruitful due to the analytical tractability: there are several
ways of measuring relevant features or network statistics such as power, domination, centrality, clustering
etc. These metrics can be used to make explicit how actions of actors can be viewed as consequences of the
system of relations by which they are constrained and/or empowered (‘structural analysis’).
An interesting issue is the network formation, where the focus is on how and why networks form and
how these networks affect outcomes of social, economic and also military interaction. There are several
random network models to investigate this formation process. Well-known examples are the small-world
models and the preferential attachment models, which are useful for the investigation of large and complex
networks that have certain properties. For example, in preferential attachment models, new nodes form
links to existing nodes with probabilities depending on the number of links these nodes already have, while
small-world phenomena emerge due to arbitrary re-wiring of a few links. Useful as they are, these models
lack some important aspects, e.g., there are many settings in which not (only) probability, but other rational
choice mechanisms determine which links will be formed. Real-world examples of such settings are political
and military alliances, professional collaborations, friendships etc.
The model that we investigate and simulate in this paper falls within the category of game-theoretic
models, or to be more precise within the class of pairwise stability models [4]. The key point of these models
is that all agents have a tendency to form relationships that are (mutually) beneﬁcial and to (unilaterally)
sever relationships that are not.
The (non-probabilistic) model this paper is based upon (introduced in [6]), deﬁnes beneﬁts in terms of
properties of the network topology only. This means that the rational choice mechanism that is used to decide
which links have to be created or severed, only uses (known) network statistics: the network structure itself
serves as a repository of information. The fact that this model is based on reasonable network statistics only
(and does not need artiﬁcial and unrealistic utility functions involving economic costs and proﬁts), makes
it a good candidate to study the development of a variety of networks, also for networks where notions of
economic beneﬁt are quite intangible, like in social, information and military networks.
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As is proved in [6], starting from arbitrary networks, only a few generic stable network topologies emerge
as a result of the iterated choice decisions of the individual nodes: ring, uni/bi-polar and complete topologies.
In this paper, we implement an algorithm, called SENT, that can be used to simulate the mathematical model
from [6]. While [6] offers a good framework and theoretical analysis, the analysis of system behavior is
restricted because the system becomes too complex for networks with more than just a few nodes. Here, we
report on a study based on an experimental setup, relying on computer simulations, in with randomly chosen
nodes have the opportunity to change the network, in accordance with the choice mechanism described in
[6].
The goal of this simulation is not the veriﬁcation of the formal mathematical theorems of [6]. Instead,
one of the research objectives of this paper is to explore which topologies emerge when our experimental
setup is used. Compared to the existential mathematical proof, where we push the network towards the
set of ﬁnal stable conﬁgurations, the probabilistic approach as implemented in the SENT algorithm, may
provide extra information concerning the probability distribution over the possible stable topologies. In our
approach, we generate random networks (of different sizes and densities), run the SENT algorithm on each
of these networks (for a limited amount of time), and observe to which topologies the networks converge.
This will enable use to answer the following research questions:
1. to which of the four generic types of pairwise stable topologies do networks converge to;
2. how long does it take to come to these pairwise stable topologies; and
3. what is the inﬂuence of the network size and the density on the stabilization?
We are interested in answering these questions also because of their relevance in the military sciences.
In military network sciences, several major research challenges have been formulated. One of these challenges, see [2, 5], is the study on dynamics, spatial location, and information propagation in networks. A
major need in network science is a better understanding of the relationship between the architecture of the
network and its function. This is particularly important in networks where dynamics plays an important role,
either through the ﬂow of information around the network or through changes in the network structure (by
evolution or adaptation).

2

The SENT algorithm

In this Section, we present the Stable-and-Emergent-Network-Topologies (SENT) algorithm that iteratively
changes the topology of a network, based on the mathematical model presented in [6]. Each node has a
preference for a high status in the network and a minimal degree, i.e., the number of links that it has to other
nodes, as long as the latter does not conﬂict with the former. The essential concept of the algorithm is the
so-called (dichotomous) cover status of a node. We consider a node x covered when there is another node in
the network that is linked to all the nodes that are linked to x, but also to at least one node that is not linked
to x. If this is not the case we consider node x uncovered. For example, from an informational point of view,
if a node x is covered it is intuitively clear that it is in a subdued position and has lower status. Randomly
chosen nodes of the network can perform two actions that possibly change their cover-status: unilaterally
remove a link with a node to which they are linked, or bilaterally add a link to a node to which they are not
yet linked. A node can unilaterally decide to remove a link. A node will be inclined to do so, if its cover
status does not decrease. The node may also link with another node. This occurs if through the creation
of the new link both nodes increase their status: before the new link both are covered, afterwards both are
uncovered.
We require the whole network to remain connected at all times; also, the network is homogeneous in
the sense that all nodes behave the same (i.e., execute the same local code). Under these circumstances, it
was proven that iterative execution of the add and remove operators leads to just a few particular types of
pair-wise stable network topologies [6]. With pair-wise stability we mean that there is no pair of nodes in
the network that will perform any action.
It is well known that the number of possible network topologies grows exponentially with the number
of nodes. As mentioned, we are interested in the ﬁnal, emerging topology if we use the SENT algorithm.
The four generic types of stable topologies from [6] are: 1. a ring, meaning that there are more than two
nodes in the network and each node has a degree of two; 2. a uni-polar network: there are more than three
nodes in the network and the number of leaves is equal to the number of nodes in the network minus one;
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Figure 1: Types of pair-wise stable network topologies: (a.) ring, (b.) uni-polar, (c.) bi-polar, and (d.)
complete.
random seed for network generation (Rng )
random seed for selecting nodes (Rsn )
number of runs
maximum number of successive passive iterations (M AXpassive )
maximum number of iterations per run (M AXiterations )

1 to 100,000
1
1
5,000
10,000

Table 1: Experimental setup
3. a bi-polar network: there are more than four nodes in the network and the number of leaves is equal to
the number of nodes in the network minus two; 4. the complete network: all the nodes in the network have
a degree that is the number of nodes in the network minus one. These types are shown in Figure 1.
Figure 2 shows the SENT algorithm in pseudocode. At each iteration of the algorithm, a pair of nodes
is randomly selected. If the pair is already linked, then the algorithm determines whether the node that was
selected ﬁrst would beneﬁt from removing its link with the second node. Moreover, the algorithm checks
if the network would remain connected. If both conditions are met, then the link between the two nodes
is removed. If there is not a link between the two randomly selected nodes and both are covered, then the
algorithm checks if both nodes will become uncovered when they would link up. If so, a link between the
two nodes is created. At the end of each iteration, if an action was performed, the algorithm checks if the
network now has any of the mentioned stable topologies.

3

Experiments

We perform a number of computer experiments in order to ﬁnd the answers to the questions posed in the
Introduction of this paper: does the SENT algorithm lead to stable network topologies, to which ones, and,
if so, how long does it take to reach stability? This Section describes the experiments, in which we basically
apply the SENT algorithm on a number of different networks and monitor the topology of each network.
In the experiment, we systematically vary the network size N (in term of number of nodes) in the range
[5 . . . 12, 15, 20] and the network density δ (in terms of the probability that any two nodes in the initial
network are connected) in the range [0.5, 0.55, . . . 0.95]. For each combination of these two parameters, we
run the SENT algorithm on a randomly created network for a ﬁxed number of iterations. In the end, we
measure the end-shape of the topology (being either a ring, bi-polar, uni-polar, complete or other1 and the
shaping-time (being the number of iterations it took to reach stability).
Besides the parameters that we systematically change (network size and density) between experiments,
there are an additional number of relevant variables that we summarised in Table 1. For a single run of the
experiment, Rng is used to create 100,000 initial networks. For each experimental condition (network size ×
density), each network is parsed by the SENT algorithm. Within the algorithm, pairs of nodes are randomly
selected based on Rsn . A run ﬁnishes when either M AXpassive is reached (i.e., the network did not change
for that many iterations) or when M AXiterations is reached. All experiments were done on an HP Elitebook
8530w laptop with an Intel(R) Core(TM)2 Duo T9400 2.53GHz CPU and 2 GBs of memory. The laptop ran
on Ubuntu with the Linux 2.6.28-11-generic kernel and the Java-6-openjdk runtime environment. Execution
times of runs varied between some seconds (for small, sparse networks) up to some minutes (for large, dense
networks).
1 The

‘other’ type includes all topologies that do not belong to the generic types.
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1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:
26:
27:
28:
29:
30:

while no stable network detected do
Select random node x
Determine if x is covered or uncovered
if there remain nodes other than x that have not been selected during this main iteration then
Select random node y
if x and y are linked then
Determine if the network will remain connected if the link between x and y is removed.
if Network will not remain connected then
Goto line 4.
else if x is covered then
Remove link with y.
else
Determine if x will remain uncovered if the link with y is removed.
if x will remain uncovered then
Remove link with y.
else
Goto line 4.
else
if x is uncovered then
Goto line 4.
else
Determine if x will become uncovered when linked with y.
if x will become uncovered then
x proposes to link with y.
if y accepts then
Link x and y.
else
Goto line 4.
else
Goto line 4.
Figure 2: The main loop of the SENT algorithm in pseudocode.

1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:

Take the set S of all nodes linked to x.
for each node s (part of S) do
determine if s is linked to all nodes in S (except himself) AND s is linked to at least one node that is
not part of S (and that is not x).
if this is the case then
s covers x. Exit checking method.
Take the set Q of all nodes that are linked to at least one node of S AND each node q (part of Q) is not
part of S(and is not x).
for each node q do
determine if q is linked to all nodes in S AND q is linked to at least one node that is not part of S and
that is not x.
if this is the case then
q covers x. Exit checking method.
if the search did not yield an s or q that covers x then
x is uncovered.
Figure 3: The main loop of the method that determines the cover status in pseudocode.
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The experiments involved a number of methods for network creation, cover status checking, checking
for connectedness and checking for the four mentioned stable shapes. We brieﬂy describe these methods
here. (i) Creating a random network – we create a random network by ﬁlling a N × N matrix with booleans,
where a true stands for a link between two nodes. Firstly, we ﬁll de diagonal of the matrix with false, since
a node is not allowed to link with itself. Then, we randomly ﬁll every cell on the lhs and rhs of the diagonal
symmetrically with true or false: we use Rsn to draw a number2 and if it is smaller than δ, then we assign
true to that cell (and its mirror-cell on the other side of the diagonal). (ii) Checking for cover status – to
check whether a node x is covered, we implemented the algorithm shown in Figure 3. (iii) Checking for
connectedness – each iteration starts with the network being connected, therefore we only need to check
whether there exists a path between two nodes if we were to remove the direct link between the two to
ensure the network will remain connected. To implement ﬁnding a path between two nodes we have used a
simple depth-ﬁrst search algorithm that ﬁrst looks if the node we are trying to ﬁnd is amongst the children
of the nodes linked to x, then their children and their children and so on. (iv) Checking for known stable
shapes – in section 2 we described the topology of the various stable networks in terms of the degree of their
nodes. Therefore, checking for any of these known stable shapes is trivial: one simply creates a list of the
degrees and compares this to the before-mentioned description.

3.1

Results and Analysis

Our obtained results are in Figures 4 (showing the end-shape distributions) and 5 (showing the shaping-time
distributions). 3 We analyse these results according to the research questions (RQ) posed in Section 1.
RQ.1 We see in the end-shape histograms that not all experiments result in the generic topologies. The
networks with 5 nodes shows a fairly even distribution of end-shapes, while the bi-polar is the most common
end-shape. However, for networks where N > 5, our results show that the ring topology is the predominant
end-shape. For networks with N ≥ 6, all networks converge to a ring, with the exception of a few networks
with high δ that converge to a complete end-shape. The dominance of the ring topology can most likely be
explained by the presumed tendency of nodes to cut links, as long as it does not conﬂict with their preference
for a high status. Validation of this observation is topic of further research.
RQ.2 When considering the shaping times we are not really interested in the exact times, but rather in
the scale-up behavior of these times. In general, shaping times could depend on the shape that the network
converges to, necessitating a four-fold analysis. However, in our case the ring shape is practically the only
one emerging for larger networks. Looking at the related plots in Figure 5, we observe a linear scale-up,
when comparing the results for 5, 10, 15, and 20 nodes. This behavior is quite the same for different density
values.
RQ.3 The results show that the network size has more inﬂuence on the results than the network density.
However, for smaller networks, where there is a marginal difference when the density increases, all the
experiments show near-identical results independent of the connection degree. In general, we see an increase
in shaping time when the size of the network increases.

4

Conclusion

In this paper, we explored which network topologies emerge when our so-called SENT algorithm is used
for the purpose of network formation. The SENT algorithm is an implementation of a mathematical model
for network formation presented in earlier work [6]. By means of computer simulation, we successfully
attempted to scale up the theoretical ﬁndings on the mathematical model (convergence to stable network
topologies) from small networks to larger networks. The two deﬁning properties of nodes on which the
algorithm works are: cover status (if node x has more links than node y, then x covers y) and degree
(number of links with other nodes, in earlier work also called the cost of a node).
2 We used version 13 of the MersenneTwisterFast implementation by Sean Luke (October 2004), which is based on version
MT199937(99/10/29) of the original Mersenne Twister algorithm found at http://www.math.keio.ac.jp/matumoto/emt.html.
3 The authors realize that due to space limitations it is hard to make out the subtle differences in the results on the given ﬁgures. For
a more detailed overview, please contact the authors.
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We generated 100,000 different networks (of different sizes and densities), ran the SENT algorithm on
each network and recorded the topology to which the network converged (if applicable) and how long this
convergence took. We observed that the ring structure proved extremely dominant in our set of experiments.
A possible explanation for this observation is that the algorithm is prone to minimizing the degree of each
node: groups of low-degree nodes can only become uncovered if they form a ring. Looking at convergence
times, we found that for the ring the required time increases faster with each increment of the network size
than for the other shapes: in other words, rings take the longest time to shape. We also observed that the
outcome of an experiment is more determined by the network size than the network density – except for the
small-sized networks.
Acknowledgments The research for this project was funded by the NLDA within the research programme
’Situational Awareness and Optimal Deployment’ conducted by the Faculty for Military Sciences.
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Figure 4: End shape distributions shown in percentages for the following end shapes: (r)ing, (u)ni-polar,
(b)i-polar, (c)omplete and (o)ther — a combination of M AXpassive and M AXiterations .
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Figure 5: Average number of iterations required to reach the following end shapes: (r)ing, (u)ni-polar, (b)ipolar, (c)omplete and (o)ther — a combination of M AXpassive and M AXiterations . Notice that we have
cut off the last bar — since it terminates after at least 5000 iterations — to allow for better readability.
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Abstract
One intricate computational problem still researched today is the Nurse Rostering Problem. Most literature
presents different solutions to the local problem, but in recent years the concept of problem decomposition
was identified as one way to improve performance. The downside of this is that the quality of separate
rosters is much lower than that of a central solution, where personnel can be scheduled in other wards.
Some recent papers introduce negotiation as a way to handle crucial problems such as personnel shortages.
This contribution presents a method to use negotiation in solving these problems, but at the same time
improve the overall quality. A framework for such a system is presented and five different negotiation
protocols are compared.

1

Introduction

One intricate computational problem still researched today is the Nurse Rostering Problem (NRP). The
problem can be defined as finding an (near) optimal allocation of nurses to shifts in a hospital. Quality is
measured by the number (and severity) of preference and coverage violations, represented by penalties.
Studied for over more than 40 years, the NRP has an extensive literature. Due to its highly constrained
nature and large search space, solving a NRP is far from easy. For this reason most attention has been paid
to the local NRP. An overview is given in [5].
Recently, some research has been done concerning the decomposition and distribution of the NRP. In
contrast to earlier methods, a roster covering the entire hospital is decomposed in smaller rosters limited to
a single ward. Each part can then be solved separately and preferably simultaneous.
Problem decomposition, often used in search algorithms, has a number of benefits. If implemented on a
distributed system, we increase among others the scalability, flexibility and autonomy [11]. Specifically for
the NRP, we gain a higher performance, mainly because smaller rosters are faster to solve.
Even if not distributed, a significant performance gain is achieved on multi-core processors. According
to Amdahl’s law, parallelization directly influences the performance gain for applications running on these
kind of processors. A decomposed NRP is easier to be parallelized and is therefore faster on multi-core
computers.
Although much faster, the quality of a decomposed NRP problem is often much lower. Within a central
approach, all personnel information is available. If necessary, nurses can be temporarily scheduled for shifts
in another ward. The decomposed NRP on the other hand, can have many planners, each responsible for its
own ward. Because information is limited to the local problem, personnel shortages or problematic shifts,
e.g. shifts requiring a very specific skill, cannot be resolved and introduce high penalties.
We solve this problem by using negotiation. Five different negotiation protocols are compared. In
section 2 we briefly review related literature. Section 3 summarizes the model used. In section 4 we show
results of the experiments. Section 5 concludes.

2

Related work

As already mentioned, the literature concerning the local NRP is extensive. An overview of the different
problem solving methods is given by Burke et al. [5]. Petrovic and Vanden Berghe [15] introduced a number
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of criteria with which these techniques can be compared. Our focus is mainly on the distributed NRP and
more specifically on how negotiation is used in solving personnel shortages.
Kaplansky and Meisels [12] were the first to use negotiation for a distributed NRP. In their method, a
Multi-Agent System is set up with two agents. For each ward, a Scheduling Agent (SA) is introduced, in
charge of its local roster. It is the task of the Central Resource Agent (CRA) to endorse global constraints
by sending requests to the SAs. Negotiation is used between the SAs before contacting the CRA. In doing
so, scalability is improved as a lot of conflicts can be solved without the help of the CRA. This method was
initially used to minimize transportation costs, but can easily be adapted to minimize undercoverage.
Another way of coping with personnel shortages is to introduce a pool of float nurses, as described by
Bard and Purnomo [3]. Negotiation is used here to determine the most suitable float nurse for shifts that
were unable to be assigned.
Di Gaspero et al. [10] use negotiation to exchange roomslots in a Distributed Course Timetabling Problem, which appears to be similar to the Distributed NRP. Each department of the university solves its local
Course Timetabling Problem. A regular Vickrey auction is then used to sell so called roomslots, in order
to maximize sharing of common resources. They make use of a market based strategy and introduce an
artificial currency that is used to buy and sell the resources.
Reeves et al. [16] use bidding strategies in combination with market based rostering algorithms. One
of the described strategies is the Simultaneous Ascending Auction. They state that combinatorial auctions
are often too complex to be used for resource allocation. Reeves et al. also remark that real-world markets
typically operate separately and concurrently.
De Causmaecker et al. [8] describe a coordination model for distributed personnel scheduling. They
make use of the Contract Net Protocol. We use the same basic model in our system and is further described
in section 3.1.

3
3.1

Model
Framework

The framework, also used in [8], is designed as a Multi-Agent System with three types of agents: a single
OmbudsAgent, DepartmentAgents and EmployeeAgents. Each DepartmentAgent solves its own local roster.
If no local improvements can be found, the agent identifies problematic shifts and a message is sent to the
OA. A negotiation protocol is then used to determine the best suited EA for each of these shift.

3.2

Variable Neighbourhood Search (VNS)

We implemented a VNS algorithm as described in [7]. The algorithm consists of two phases. In the first
phase a feasible roster is constructed. We start by ordering the shifts based on a number of heuristic rules.
For each task, the nurse who’s penalty improves most or worsens least is then identified. The heuristic
ordering ensures that problematic shifts are assigned first, reducing the chance that the best candidate has
already been assigned an overlapping shift. We will use this ordering later on in our negotiation, it appears
to be beneficial to single sequential auctions.
In the second phase, this initial roster is iteratively improved by using a quickest decent VNS algorithm
with two neighbourhoods. The first neighbourhood consists of all rosters found by changing nurses of single
shifts. If there is a roster in this environment with lower penalties, a new neighbourhood is constructed and
the algorithm repeats. If no better roster is found, the algorithm constructs a larger environment with rosters
constructed by switching the nurses of each two shifts. If a better roster is found, the algorithm starts over
by testing the first neighbourhood from this new roster. The algorithm stops when there is no improvement
found in either neighbourhoods.

3.3

Objects

For some shifts it might be impossible to find a local nurse, resulting in an infeasible roster. This is either
because the required skill is absent or because there is a shortage of personnel. These shifts are the subject
of the negotiation.
Another problem is that the quality of a decomposed roster is often much worse than that of a central
roster. In a central system the pool of available nurses comprises the entire hospital and is therefore much
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larger. As a result, shifts that are hard to schedule in the ward can be assigned to an external nurse. To produce a decomposed roster approximating the same quality, highly penalized shifts are also to be negotiated
about.
Ideally, we would like to negotiate about the shifts that introduce the highest penalties to the roster. Often
however, penalties are raised because of a particular combination of shifts has been assigned. This relation
between shifts is still hard to detect and will be addressed in future work.
For now, high penalty shifts are identified by searching the shift that when unassigned, introduces the
best overall improvement. When found, it is unassigned and the process repeats. The number of unassigned
shifts is limited by a variable percentage of the total number of shifts, 10% resolved most problems in our
test cases. If there is still a high penalty, this value can be increased.
Our method does not put a restriction on the nurses able to bid. Nonetheless, our approach can be
easily extended to allow for a pool of float nurses. This can be modelled as a virtual ward without coverage
constraints. This department has float nurses assigned with specific skills and constraints. If a regular nurse
is a better candidate than a float nurse, the shift can be assigned to the regular nurse. In most cases however
the float nurses will be able to bid higher and on more shifts, as they initially have no shifts assigned.
By using this method, we do more than trying to make the rosters feasible. We improve overall quality
by assigning problematic shifts to external nurses.

3.4

Constraints

The quality of a roster is inversely proportional to the sum of all penalties. Each penalty indicates the
violation of a constraint. Our model uses the constraints described in ANROM [4, 6]. The fact that a nurse
should not work more than a given number of consecutive days or prefers not to work at the same time as
another nurse are just two examples of constraints. ANROM defines 26 constraints.
In some cases, introducing an extra shift can actually lower the penalty, this is called positive synergy and
influences the bidding strategy of nurses. Sometimes a low bid is made for a shift, but in the knowledge of
also obtaining another shift the bid can be much higher. This correlation is used in some protocols described
in section 3.6.

3.5

Bidding

In each of the negotiation protocols described below, bidding is used to determine the best candidate for a
problematic shift. Two approaches were investigated. The first was a monetary system, not unlike the one
used in [10]. Another approach is to simply bid the improvement of the penalty. Some negotiation protocols,
such as the Simultaneous Ascending Auction, require the ability to raise a bid. We can use the provisional
winners to alter bids for the next rounds.
We assume the second method yields better results as it takes more complex correlations into consideration. Future work should test this assumption.

3.6

Negotiation protocols

Five negotiation protocols have been implemented and tested. The first three are single auctions, the last
two are examples of combinatorial auctions. Due to space limitations, we briefly summarize each protocol
and note some alterations. For more details, we refer to the MSc thesis of the author.
3.6.1

Contract Net Protocol [17]

The Contract Net Protocol (CNP) starts by sending a call for bid message to each nurse for an unassigned
task. Each nurse can then reply with a bid. After all bids for have been received, the highest bidder is
assigned the task. This is repeated for each task, until all are assigned.
Applying this to the NRP is straightforward. To improve the quality, the tasks are first sorted using the
heuristic rules of the VNS algorithm, described in section 3.2.
3.6.2

Extended Contract Net Protocol [1]

The Extended Contract Net Protocol (ECNP) allows for changing bids by introducing temporary bidding
and temporary accepting. Using this protocol, it is possible to take the provisional winners into consideration
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and alter previously made bids. Our protocol has been adapted to allow lowering bids and still guarantee
finiteness. In contrast to the CNP, the Extended Contract Net Protocol considers positive synergy.
3.6.3

Simultaneous Ascending Auction [14]

The Simultaneous Ascending Auction (SAA) is another multi-round auction protocol. All bidders send bids
for all tasks at the same time. After each round, the bidders receive the current highest bids per task and
bidding restarts after setting the new highest bid as the minimum bid.
Again this can be used in combination with the NRP. Bids can change after assigning the tasks to the
currently highest bidders. Because lowering a bid should be possible, some alterations were made to avoid
infinite loops.
3.6.4

Limited Vickrey [18, 9]

The generalized Vickrey auction is straightforward. It sends bids for all possible combinations of tasks.
The server then chooses the best combination of packages. Although this protocol is optimal, it is very
inefficient.
Instead of bidding for the combinations of all tasks, we adapted the protocol to bid for the ten task with
the highest single bid. It is no longer optimal, but if the computation time is less important than the quality,
the number of tasks to consider can be increased.
3.6.5

Ascending Proxy Auction [2]

The Ascending Proxy Auction (APA) is similar to the Simultaneous Ascending Auction. Bids are sent to the
initiator and after each round, the winners are disclosed. This protocol is however a type of combinatorial
auction, bids comprise a package and a proposed payment.
Packages are incrementally constructed during the protocol. A participant starts bidding for a package
consisting of a single task. If this package is accepted, the bidder adds another task to the package, we call
this expanding.
Allowing bidders to send lower bids for expanded packages, again raises some complex problems. Adaptations were made to solve these problems, without loosing the concept of the original protocol.

4

Results

In this section we review some results of the performed tests. First, we describe the used test case. After that
a comparison is made between the different negotiation protocols. Then we compare the centralized and the
distributed approaches.

4.1

Used problem

Due to space limitations, all the results presented in this section cover a single problem. This NRP is a
combination of three separate rosters consisting of 12, 8 and 4 nurses. The used rosters are slight variations
of rosters BCV-A.12.1, BCV-1.8.1 and BCV-5.4.1, available in the Roster Booster application of Tim Curtois
1
. Each roster covers a period of one month. Five types of shifts are used and eleven contracts are defined.
Because the Variable Neighbourhood Search is indeterministic, we use fifteen solutions for this problem,
i.e. fifteen different rosters to negotiate about. We have achieved similar results with other problems, but
this should be further tested in future work.

4.2

Negotiation protocols

The criteria we use to compare these different protocols are: quality, computation time, communication time
and success rate. We discuss these performance measures in the following subsections.
1 http://www.cs.nott.ac.uk/

˜tec/NRP/
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Figure 1: Comparison of protocols on penalty
4.2.1

Quality

Our aim is to use negotiation to improve the quality of the individual rosters after solving each entirely
decomposed. In other words, we would like to lower the total sum of all penalties. For each of the 15
solutions to the problem, figure 1 shows the total penalty before (dotted line) and after negotiation.
It is clear that most protocols sometimes return a solution that is worse than the result found by the
local VNS algorithms. Unassigned shifts from a nurse are sometimes very specific and no better nurse can
be found. If an overlapping shift has been assigned to the scheduled nurse, the negotiation process has to
assign the shift to another nurse, possibly resulting in a higher penalty. This can be avoided by reassigning
the original nurse. This will be implemented in future work.
Secondly, for this problem, the lowest penalty is about 2550. If we zoom in on this part of the graph,
we can see that in most cases three protocols show similar results: the CNP, the ECNP and the SAA. In all
cases the ECNP either finds a best solution or one that is close to the best.
It is remarkable that the CNP does not perform much worse than the more complex methods. As expected
though, the ECNP improves on this in most cases and where the CNP fails miserably (i.e. in roster 4), the
ECNP still manages to find an excellent solution.
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Figure 2: Ranking of protocols
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Looking at the combinatorial auctions, we can see the limited Vickrey auction often improves the local
rosters, yet it is still not as good as the single sequential auctions. Of course as already mentioned, the
protocol took the ten best single bids to send combinations for. If this value is increased, better solutions are
found. This would however affect the total time spent, which is, as we will see below, already quite high.
In half of the rosters, the Ascending Proxy Auction returns a (slightly) worse roster. This is mainly
because of the way packages are constructed. For instance, it is possible that a package is accepted, but
cannot be favourably expanded. As a result, other packages without the task are possibly never tried. The
second best package could have been expanded and because of positive synergy, its bid could have been
higher than for the first package.
Figure 2 shows the ranking of each protocol. We see that the ECNP offers in 60% of the cases the best
solution and in more than 90% either the best or second best solution.
4.2.2

Computation time

Figure 3 (a) shows the CPU time of each negotiation. Notice the logarithmic scale.
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Figure 3: Comparison of protocols on (a) the total computation time and (b) the number of sent messages
The limited Vickrey, which takes about 10 minutes, is much slower than the others. This is within
expectation, the server has to find optimal combinations for a vast amount of packages.
Obviously the CNP is reasonably fast. There is only one round in which all tasks have to be assigned. The
ECNP on the other hand consists of multiple rounds in which the best bidders often change after considering
provisional winners. All bids have to be confirmed, resulting in extra rounds and computation time.
For large problem, the SAA appears to be the fastest approach. The bidders bid on all items simultaneously, so fewer messages have to be sent and less rounds are needed to find an acceptable solution.
4.2.3

Communication time

A decomposed NRP is often implemented on a distributed system. It is therefore important to consider the
communication time of the different protocols.
Figure 3 (b) shows the total number of messages sent between all participants and the server.
The most noticable difference to the CPU time is that of the ECNP. Although the total time the CPU is
used is low, a great deal of messages are sent. So, seemingly faster than the APA, the wall clock time of the
ECNP is presumably longer.
Again from this we can see that the the SAA not only needs least computation time, the number of
messages sent is also minimal. Of course, the size of the messages is larger, a complete list is sent assigning
a bid to each task.
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Centralized vs distributed

total time (in minutes)

For this comparison, two criteria are used, speed and quality. Both are plotted in figure 4.
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Figure 4: Comparison centralized vs distributed
The upper part shows the total CPU time. As expected, solving the smaller rosters in parallel results in
a performance boost. We can also see that all but the limited Vickrey protocol add little to this time.
The quality of the results is depicted in the bottom part of the figure. After performing the negotiations
the penalty is lowered significantly and approximates that of the central solution.
Surprisingly, on average, the use of decomposition and the ECNP results in a better roster than the central
system (2691.6 to 2710.33). Also the standard deviation is much lower (79.9 to 269.9).
It is clear that solely based on quality, the Extended Contract Net Protocol is superior to the other
presented methods.

5

Conclusion

These preliminary results show that it is possible to successfully tackle the Nurse Rostering Problem using
problem decomposition with negotiation. In future work testing with more and larger problems should
support this theory. Some aspects should also be further tested, such as the actual network performance,
scalability and usability.
Previous methods focussed mainly on solving personnel shortages or maximizing a global utility. Our
method can easily be combined with these. It was shown that infeasible rosters immediately offer shifts to
negotiate about. Other problematic shifts are easy to be identified and future research can further improve
on this.
One important conclusion is that most of the presented negotiation protocols add very little computation time. In comparison to the central method, the quality is comparable, but the performance is greatly
improved.
Of the presented protocols, contracting offers the best results. If speed is important, the Contract Net
Protocol is often sufficient. If a better quality is required, the Extended Contract Net Protocol is a better
candidate.
In implementing the Ascending Proxy Auction, a lot of problems concerning finiteness and performance
became apparent and solving these was not always straightforward. So from our experience, combining
combinatorial auctions with the NRP is either very inefficient, as in the limited Vickrey auction, or very
complex, as in the Ascending Proxy Auction. Of course we cannot generalize this to all combinatorial
auctions, but it seems some researchers agree to the fact that sequential single-item auctions are much easier
and in many cases faster and better than combinatorial auctions [13, 19, 16].
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Abstract

Military peacekeeping and reconstruction missions become increasingly more complex. This complexity
becomes apparent not only in the large number and variety in actors and domains but also in the intrinsic
non-linear dynamics encountered in mission areas. To aid in a better understanding of this complexity we
study the potential value of complex systems concepts in this context. This paper describes some of our
preliminary insights and discusses some of the remaining challenges from an application point of view.

1 Introduction
In this paper we address some of our efforts to apply concepts from complex systems theory in a military
peacekeeping and reconstruction context. In this context military decision makers are confronted with the
complexity that comes along with the intervention aimed at the restoration of a safe and secure societal
environment. This complexity becomes apparent not only in the large number and variety in actors but
also in the non-linear dynamics intrinsic to a mission area that makes its causality difficult to understand.
An example of this kind of complexity is the current mission in Afghanistan where coalition forces try to
stabilize a country on the verge of a complete collapse [1]. Such stabilization includes the
institutionalization of a majority supported Afghan government, the breakdown of anti-governmental
entities like the Taliban and transformation of country's opium economy into a legal and sustainable one.
From a military perspective the establishment of a secure and safe environment is a prerequisite for
stabilization and successful transformation. However, due to the entanglement of domains, like for
example the strong relation [2,3] between the opium economy and the powerbase of local powerbrokers
like warlords a sustainable stability can only be realized by comprehensive consideration of possible
interventions in all these different domains. This makes effective intervention an extremely challenging
task requiring a combined effort throughout these domains and at many different scales and levels. Such a
combined effort of multiple stakeholders goes far beyond the scope and time-space boundaries of
traditional war fighting and more often than not relies on non-military actors and efforts. This broadening
of perspectives challenges military decision makers and add to the perceived complexity of the problem at
hand. One way of looking at the effectiveness of these missions is to consider the objective as a
transformation process rather than just stabilization. Here, transformation refers to a move of a state or
region from an undesired and harmful situation into a desirable configuration. Within such a view
effective intervention contingencies should be aimed at those aspects that enhance the ability of a society
to recover and adapt.
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2 Complex systems and measures

As a first step towards applying concepts like alternative configurations [4] and transitions between them
we adopted a methodology [7, 8, 9, and 10] for assessing resilience in social-ecological systems. This
methodology recognizes the alignment between the transformation of systems and phase transitions and
proposes a structured approach in identifying and analyzing these. Our hope is that by applying such an
approach, military decision makers become better aided in analyzing and understanding the challenges
that come along with the stabilization and transformation of regions. As an illustration of this analogy
we'd considered the Afghan example as a two state system as depicted in Figure 1.

RESILIENCE AND RESISTANCE

STATE TRANSFORMATION

RESILIENCE AND RESISTANCE

diversity
memory

conflict
poverty

OPIUM ECONOMY
TRIBAL POWER

LEGAL ECONOMY
AFGHAN DEMOCRACY
safety
w ealth

criminalization
social stratification

Figure 1 Above figure shows a simple diagram with the two configurations. Transitions between
configurations are assumed to be governed by the crossing of a set of thresholds, in this illustrative
example indicated by conflict and poverty thresholds. Crossing these thresholds and thereby moving the
system into an alternative configuration can be seen as a transformative process, on the other hand, the
resilience and resistance of the system in a particular state will actually prevent such transitions and try to
keep the system in place. Examples of such influences include social stratification and criminalization
associated with the opium and warlord dominated system. These influences hinder people to escape such
an environment, effectively locking them into the system.
In this illustration, the opium and warlord-dominated situation is assumed to be one configuration,
while a legal economy and Afghan democracy is considered as an alternative configuration. Next, aspects
that maintain or reinforce a particular system state can be considered providing insight in what makes a
system resistant to change and resilient to disturbance. From a transformation point of view, these aspects
provide potential levers if one would try to erode resistance and resilience of an undesired situation, while
in the mean time reinforcing those of the desired one(s). For example, in the Afghan case objectives could
include the breakdown of the tight connection between the opium economy and powerbrokers by
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providing Afghan farmers with a means to escape the debt and poverty locks that keep them into this selfreinforcing process and by keeping them away from these locks by providing them with production and
finance alternatives. Besides a focus on the determinant of resilience for a given configuration, the
thresholds between configurations provide another important source of influence. We consider thresholds
as those variables (or complexes of variables) that once passing beyond a certain level induce a
significant change within the dynamics of a complex system, analogue to so-called bifurcations or tipping
points [5]. Obvious, but important, examples of thresholds in the Afghan case are for example popular
support for and trust in the Afghan government [6] or the efforts to establish this. The threshold effect
becomes apparent by considering for example how poverty and failing governance has driven a proud
Afghan people to a point at which the involvement in the opium economy has become inevitable and thus
acceptable (see figure 2 for an illustration).
Poppy threshold

Opium dominated

Legal crop

increasing poverty

Figure 2 Schematic illustration of a hypothetical threshold variable (poverty) and its relation to alternative
system states (legal or poppy dominated state). Note that the poverty level at which the system moves
from legal to poppy is not necessarily the same as the switch from poppy to legal. Even though the
poverty level may decrease due to increased earnings, a variety of factors like debt-locks and/or (tribal)
peer pressure effects may actually keep farmers attached to poppy cultivation.

3 Indicators of change – a model based exploration
Although complexity is an often heard phrase and well recognized challenge in the military domain there
is ample use of its underlying concepts. Therefore, besides our efforts to adopt a non-military
methodology for observing and analyzing the resilience of systems within a mission area, we explored
how these insights may potentially contribute to military decision making processes. In these processes,
indicators play a crucial role, especially those that are associated with sudden changes in the dynamics
within a mission area. To illustrate the potential value these kinds of indicators the concept of critical
slowing down [12] has been explored. Critical slowing down is the observation that the return time of a
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system after a small perturbation tend to increase while approaching such a transition. As such, critical
slowing down can be viewed as a measure of the resilience of a system.
We demonstrate this indicator using a simple, spatially explicit and military relevant agent model aimed
at the demonstration of sudden outbreaks of civil violence [13]. In this model, the general public may
decide to become rebellious (against an assumed authority) if their perceived hardship and legitimacy of
the government crosses a predefined threshold. In this simple model, the switch of a civilian community
towards rebellion can be seen as an example of a transition. One way to induce this switch is by varying
the level of grievance of the individual agents either by reducing the legitimacy or by increasing the
hardship of individual agents. Figure 3 shows an example of such an induced switch.

r e b e llio n a s fu n c t io n o f in c r e a s in g h a rd s h ip
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Figure 3 Results of a simulation showing the typical transition of the majority towards rebellion. In this
particular example grievance is amplified by a slow increase in hardship (note that a decrease in
legitimacy would give a similar result, see Epstein [13] for details). Top panel show screenshots of the
various phases the system passes through. On the left the majority is non-active (greens, blue represent
governmental forces like cops). While approaching the transition region, small outbreaks of rebellions
(denotes by red cells) appears as shown in the middle screenshot. Once passing a critical threshold the
majority becomes rebellious as is shown in the right screenshot.
To explore the occurrence of critical slowing down in our model we devised a simple Monte Carlo
approach. To perturb the system, a fixed and proportional sized pulse press is applied to the hardship
parameter of the individual agents. In successive runs this perturbation is applied at a decreasing distance
from the transition region, thereby enabling us to measure the slowing down of the system. This critical
slowing down is approximated by counting the number of simulation steps it takes before the system
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returns close to its original number of rebellions. For an example of the result from such a simulation
scheme see Figure 4.

Critical slow ing dow n - pulse presses
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Figure 4 Demonstration of the increase in return time while approaching the transition region. Top graphs
show the ten simulations with an applied perturbation at a decreasing distance from the transition region.
Duration of the recovery is used as a measure for critical slowing down, as plotted in the lower graph.
Although critical slowing down seems promising as generic indicator for critical transitions a major
drawback is the requirement for applying intentional perturbations to the system, which in the context of a
societal system will be cumbersome. The use of approaches to approximate critical slowing down, like
measuring autocorrelations [14, 15] in time series will relax such a requirement. Increasing
autocorrelation is known to be associated with critical transitions and therefore can potentially serve as a
generic measure either to identify transition regimes or to act as an early warning signal for transition. An
example of how autocorrelation will increase while approaching a transition is shown in Figure 5.
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Figure 5 An example of the increase in autocorrelation lag 1 as approximation to critical slowing down
near transitions. Simulated data is generated using the civil violence model. Autocorrelation of residuals
is computed by smoothing the data, computing the residuals between original and smoothed data series
and by calculating autocorrelations lag 1 of these residuals by using a sliding time window half the size of
the period before transition.

4 Discussion and way ahead
In this paper we described some of our preliminary efforts to address the complexity met in today’s
military and humanitarian missions. To address the challenge of complexity in a military context we
adopted a methodology for the assessment of resilience in complex systems. This methodology for
assessing resilience, which heavily relies on expert group opinions, takes resilience as a fundamental
guiding principle while describing and analyzing complex systems. In this context mathematical and
numerical models serve as tools, rather than replicas of reality, that aim at structuring and stressing the
expert’s understanding of the real system. In such a way, models may reveal insight in essential aspects
like drivers or thresholds within a system or highlight consequences of an expert’s conception of the real
system. To illustrate such a use we used a simple agent oriented model to demonstrate how these models
could aid in a first exploration of phenomena in systems like human societies that are difficult to
experiment with in the real world.
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Understanding resilience, or the loss of it, may provide insight in how systems may or can move
between alternative states. These transitions between states are often associated with particular thresholds
and understanding a system’s behaviour towards or away from these thresholds is of great operational
value. Analyzing the dynamics of a system from this perspective may actually reveal an early warning
signal for sudden change or indicate the existence of a threshold. Next, the identification and
understanding critical transitions and their drivers within systems may reveal important insight for
potential levers within a system. Since critical transitions can be induced by relatively minor disturbances
they offer efficient ways transform systems as a whole.
Given the nature of critical transitions and their importance for understanding and inducing or
preventing large scale change in systems these kind of measures may be of great value to decision
makers. However, approaches to identify and monitor these processes are rather quantitative in nature,
requiring reliable and continuous data and in the case of critical slowing down even may require active
disturbance of the system (although the use of autocorrelations may bypass such a requirement). In our
view this introduces a fundamental challenge in applying complex system concepts to real- world issues.
Typically, many of the aspects we are interested in are associated with human (group) behaviours that,
especially in mission areas, are very difficult to quantify in a scientifically sound and reliable way. In
most cases decision makers like military commanders must rely on rather qualitative and subjective
observations originating from analysts, experts and troops in the field. Dealing with these challenges will
be subject of our future research.
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Abstract
This paper presents an application for hand waving in real time using a parallel framework. Analysis
of 15 different video fragments demonstrates that acceleration and frequency are relevant parameters for
emotion classiﬁcation of hand waving. Its solution will be used for human-robot interaction with the aim
of training autistic children social behavioral skills in a natural environment.

1

Introduction

A little more than a decade ago, Honda Corporation demonstrated an Advanced Step In MObility (ASIMO)
[9, 10]. The introduction of ASIMO has led to a boost in humanoid robotic research and development.
One of the trends in humanoid robot development is the androids/actroids like Repliee [20] and DER, while
another trend are relatively inexpensive open humanoid platforms like Speecys SPC-101C and the NAO
humanoid from Aldebarn. Latter has become a standard platform in the robocup soccer competition. Due to
their standardized hardware and software, which will make the experiments reproducible, these robots have
become an attractive platform for conduction of behavioral studies.
Sociable humanoid robots pose a dramatic and intriguing shift in the way one thinks about control of
autonomous robots, and are the ﬁrst generation of robots where a substantial human-robot interaction is
expected [5]. The introduction of mobile robots that have to demonstrate a certain degree of autonomy yield
different requirements than an industrial robot or the way ASIMO has been pre-programmed in a conditioned
environment. These robots need to have a higher level perceptual, behavior, emotion system, see [5, 2], but
also a mechanism to cooperate with uncertainty and one for survival to guarantee a degree of autonomy. In
many ways such a system resembles aspects of brain like functional behavior, its evident that such a robot
should be able to process information in real time in a highly parallel way.
Recent developments by the personal computers provide a substantial computing power of graphical
processing units (GPUs).1 Moreover the GPUs reach this performance due to massive parallelism making
them as powerful as a fast supercomputer of just three years ago. Parallelism is an important aspect for
both functional brain modeling [18] and graphical software development [14] and it implies that real world
applications that are bound by real time constraints have become feasible.
Our goal is to construct a computational framework for social interaction where both technologies for
parallelism are used. More speciﬁcally we are interested in scenarios involving multiple simultaneous actions performed by different body parts of a human or a robot. We assume realistic imitation scenarios,
i.e., scenarios where a human freely behaves and a robot tracks its actions with the intend to act upon the
meaningful ones, for instance by imitation [3] or by encoding episodes [1].
The paper is organized as follows: In Section 2 we focus on the physical characteristics of the used
platform and elaborate on the parallel architecture. Section 3 describes the experimental setup and gives the
implementation of marking a moving hand in an image using skin color and motion characteristics. For the
sequence of images such region is marked to construct a stream that is used to analyze hand waving behavior.
Section 4 provides insight how these data streams are used to extract social behavior for interaction with a
robot. The paper ﬁnishes with a discussion and future research.
1A

single GPU card is able to process more than one tera (1012 ) ﬂoating point operations per second (TFLOPS).
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Figure 1: Application platform humanoid robot NAO.

2
2.1

Infrastructure
Humanoid robot

Commercially available humanoid robot NAO, illustrated in Figure 1, is used for the experiment. The robot
has 25 degrees of freedom, 5 in each leg and arm, and 1 in each hand. Further it has 2 degrees of freedom
in its head and one in the pelvis. The platform contains 2 color cameras with a maximum resolution of
640x480 pixels at a speed of 30 frames per second. The platform contains an embedded AMD Geode
500MHz processor and is shipped with an embedded Linux distribution. A software library called NaoQi
is used to control the robot. This API provides an easy to use C++ interface to the robot’s sensors and
actuators. Due to this library its is relatively easy to control the robots actuators and make use of advanced
routines that let the robot move and talk using text to speech.

2.2

Parallel processing units

Graphics processing units (GPUs) were originally designed to perform highly parallel computations required
for graphics rendering. But over the last couple of years, they have proven to be powerful computing
workhorses across more than just graphics applications. Designed with more resources devoted to data
processing rather than ﬂow control and data caching, GPUs can be leveraged to signiﬁcantly accelerate
portions of codes traditionally run on CPUs.
Compute uniﬁed device architecture (CUDA) is Nvidia’s parallel computing architecture, which manages computation on the GPU in a way that provides a simple interface for the programmer. The CUDA
architecture can be programmed in C with a few extensions [8].

2.3

Software

The proposed parallel processing framework assumes a set of useful functional units. These units are connected with each other to exchange information. Figure 2a illustrates such a parallel framework, where
processing units and connections are represented by squares and directed arrows, respectively. Using a
graphical setup gives fast insight in the available parallel processes and their respective connections, and can
be implemented in graphical programming environment TiViPE (www.tivipe.com) preserving its graphical
representation [14]. Such network can be transferred into a formal language and described in a BackusNaur
Form (BNF), as illustrated Figure 2b. This makes such a framework attractive for TiViPE to generate and
compile code fully automatically from a constructed graphical network.
The setup of such a framework is simple and elegant, but powerful enough to describe any parallel
algorithm. In this respect it can be used as an artiﬁcial neural network, where the squares and connections
denote the neurons, and synapses, respectively. The framework could be used as probabilistic network where
connections denote the chance to go from one state to another one.
Figure 2c shows a conceptual network of brain areas involved in hand object interaction. In this example
the visual input has been described as a single block, but it contains many parallel processing units, as
provided in earlier work [22, 17, 15, 16]. Our goal is to make a brain model from a functional perspective
using this parallel framework [18].
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Figure 2: General parallel framework where yellow squares denote processing units. Arrowed connection
denote information exchange in direction of the arrow between processing units. a) An example of such
a network, and b) Its textual description. c) Brain areas involved in hand object interaction. d) Isolated
processing unit with input and output connections.

3

Experimental setup

The experiment we have been conducting is hand waving. Figure 5 depicts four (happy, angry, sad, and
polite) different emotional waving patterns. A camera records images that are processed using a combination
of skin color and motion detection, with the aim of tracking a single area. This area is associated with the
waving movement in the most natural way. The robot should be able to extract a simple motion pattern and
derive its behavioral aspects, and should be able to imitate this pattern and eventually adjust its behavior,
both with the aim of either to teach or to inﬂuence behavior of the human to improve his or her social skills.
The implementation of detection and tracking a waving hand is given in Figure 3, and has been decomposed into several building blocks:
1. acquiring data from a camera or reading a stored image sequence
2. binarizing an image by marking a pixel either as skin color or other color and in parallel binarizing an
image by marking pixels either as observed motion or as static element
3. marking skin and motion regions by a pyramid decomposition
4. selection of these regions that are both skin and motion region
5. averaging skin-in-motion regions to a single region
6. tracking an averaged skin-in-motion region
7. visualization of regions in an image
8. visualization of a waving hand
9. classiﬁcation of waving proﬁles

3.1

Skin color detection

An image is deﬁned as a two-dimensional matrix where a pixel at position (x, y) has an intensity Ic (x, y) =
(r, g, b), where r, g, and b ∈ [0, . . . , 255] are the red, green, and blue component. Segmentation using skin
color can be made independent of differences in race when processing image pixels in Y-Cr-Cb color space
[6]. The following (r, g, b) to (Y, Cr, Cb) conversion is used
Y = 0.2989r + 0.5866g + 0.1145b;

Cr = 0.7132(r − Y );

Cb = 0.5647(b − Y ).

Threshold values as used by Chai and Ngan[6]
77 < Cb < 127;

133 < Cr < 173

yield good results for classifying pixels belonging to the class of skin tones.
In our experiments we also excluded the “white area”. Formally an element belongs to the “white area”
if it satisﬁes the following:
|r − g|
|r − b|
|g − b|
< 0.1 ∧
< 0.1 ∧
< 0.1,
m
m
m

(1)
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Figure 3: TiViPE [14] implementation of handwaving. The icons from top to bottom at the left-side process
skin areas, while motion sensitivity is processed at the right-side.
where m = min(r, g, b), r > 0.3, g > 0.3, and b > 0.3. Its implementation given by ‘the “SkinColor” icon
in Figure 3 yields a binary image.
It is plausible that the functional concept as described above contains similarities with how the brain
processes visual data, since primary visual cortex area V4 provides a substantial role in processing color
[23].

3.2

Motion detection

A pixel at location (x, y) with intensity I(x, y) = (r + g + b)/3 will have moved by (δx, δy) over a time
span δt, hence the following image constraint equation can be given:
I(x, y, t) = I(x + δx, y + δy, t + δt).

(2)

In this method the following needs to be solved:
Ix Vx + Iy VY = −It ,

(3)

where (VX , Vy ) denotes the ﬂow, Ix and Iy the derivatives in horizontal and vertical direction, respectively.
The Lucas-Kanade operator [19] is used, it is a two-frame differential method for optical ﬂow estimation
where the derivatives are obtained by using a Sobel ﬁlter kernel [21]. Instead of using Sobel kernels the
more biologically plausible Gabor kernels can be used as well [7, 13]. Receptive ﬁelds of a cat’s primary
visual cortex area V1 and V2, that show striking similarities with these Gabor kernels, have been found in
the 1950’s by neuroscientists and Nobel laureates Hubel and Wiesel [11, 12]. It is plausible that a similar
activity ﬂow map might be expected in the middle temporal are MT, also known as primary visual cortex
area V5 [23].
From (Vx , Vy ) the L-2 norm (top right “DoubleOperand” icon of Figure 3) is taken and thresholded at 5
to obtain a binary “motion classiﬁed” image.

3.3

Rectangular region marking

The next stage is marking a cluster of “skin tone classiﬁed” or “motion classiﬁed” pixels by a rectangular
window. This is performed by decomposing the image into a pyramid, where every pixel in the next level of
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Figure 4: Marked regions of interest. Red and green areas denote skin and motion area, respectively. A blue
area is the combined moving skin area that has been averaged over all skin areas that are moving.
the pyramid is computed as follows:
Ii+1 (x, y) = (Ii (2x, 2y) + Ii (2x + 1, 2y) + Ii (2x, 2y + 1) + Ii (2x + 1, 2y + 1)) /4,

(4)

where (x, y) is the position in image Ii , i denotes the level in the pyramid, and base level 0 contains the
original image I0 . The construction of a pyramid using (4) provides a strongly reduced search space, since
if in level i + 1 a pixel Ii+1 (x, y) is found to belong to the desired region then in level i of the pyramid a
cluster of 2x2 pixels (Ii (2x, 2y), Ii (2x + 1, 2y), Ii (2x, 2y + 1), and Ii (2x + 1, 2y + 1)) belong to the same
region.
The search for regions of interest starts at the highest level, and decreases until an a-priori known minimum level has been reached. It is therefore possible that no regions of interest are found. Taking into
consideration that if a pixel is marked as “skin tone” or motion it has value 1, and 0 otherwise. We deﬁne a
pixel to belong to a unique region j if it satisﬁes the following:
Rij (x, x + 1, y, y + 1) = Ii (x, y) ≡ 1.

(5)

Regions Rij in their initial setting are bound by a single pixel Ii (x, y), and a region growing algorithm
is applied to determine the proper size of the rectangular region. Lets assume that the initial size of the rectl
angle is Rij (xl , xr , yu , yd ) and that the possible growing areas are left (Rij = Rij (xl − 1, xl , yu , yd )), right
r

u

d

(Rij = Rij (xr , xr +1, yu , yd )), above (Rij = Rij (xl , xr , yu −1, yu ), and below (Rij = Rij (xl , xr , yd , yd +
1) this region. The average value of all four growing areas is taken, where the maximum value determines
the direction of growing. The following procedure
 x
 x
x
x
x
x
Aji = avg Rij
x ∈ {l, r, u, d};
Mij = max Aji ;
Rij = Rij ∪ Rij if Mij ≥ Trg
x

x

is repeated until Mij < Trg . From experiments Trg = 0.67 provides a rectangle that corresponds roughly
to a skin area in the original image and 0.5 gives a sufﬁciently large motion area, see also Figure 4.
The method described above is able to ﬁnd all uniform skin color and motion regions in an image in real
time.
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a)

b)

c)

d)

Figure 5: Waving patterns. a-d) show acceleration proﬁles for happiness, anger, sadness, and politeness,
respectively.
Formally such a feature f can be described by its region, type, and time: f (xl, xr, yu, yd, regiontype, t).
This f in turn could be further processed by other visual areas or passed on to both STS and PFC, as
illustrated in Figure 2c.

3.4

Tracking

Two examples of the waving experiment using color images of 640x480 pixels at a speed of 29 frames per
second are provided in Figure 4. The aim of creating a single region in the image rather than multiple regions
of interest is being able to unambiguously track an object of interest. These tracked objects are stored as
ﬁle, see also icon “StreamTrackRegionToFile” of Figure 3, and processed further.
Fifteen recordings of 20 seconds have been made where a Laban expert was asked to demonstrate happiness, anger, sadness, or politeness. In every row the acceleration proﬁle is given it has been obtained by
taking the second derivative of the central point of the tracked object. These four different mental states are
given in Figure 5, and from this ﬁgure the following can be observed:
1. happy waving provides a regular waving pattern with a relatively high frequency.
2. anger demonstrates bursts with tremendous acceleration
3. sadness demonstrates a proﬁle of low acceleration, its frequency is relatively low and appears to have
a lower frequency compared to the other three emotions.
4. politeness that demonstrates a queen type of waving proﬁle is a regular pattern with a relatively high
frequency that is obtained by using minimal energy.
Figure 6 supports these observations. In a an average acceleration-frequency matrix four distinctive
clusters are formed. In one of the image sequences the Laban expert was instructed to perform polite
waving, but in the sequence she seemed to be happy, indicating that there might be a smooth boundary
between these emotional states. The average energy in one of the ﬁve bursts of Figure 5c gave an average
acceleration score of more than 0.07 and gives an indication of the energetic upper bound.
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Figure 6: Distinct emotion proﬁles are revealed by average frequency and acceleration.

4

Behavioral Primitives

Understanding motion from waving patterns requires a mechanism that is able to learn to interpret and
classify these sequences, and ideally able to extract the observations provided in Section 3.4. In a complementary study we are attempting to classify motion by so-called Laban primitives. Using these primitives
we classify whether the wave pattern demonstrates normal, polite, stressed behavior, or abnormal behavior.
The current method is developed to enable the robot to interact with a human in realistic scenarios.
Being able to track regions of interest in parallel, a considerable number of interesting scenarios are possible
without have any notion of the meaning of an object. Moreover, using an earlier developed technique [4]
the robot recognizes and learns repeating patterns of behavior, which it considers important, and discards
occasional movements which most often are not important. For instance, if during waving of the hand a
head movement takes place because at this time somebody enters the room, this movement will be ignored.
However, if an autistic child performs repeatedly a movement with his/her head while waving, this will be
learned and eventually included in the imitation behavior of the robot.

5

Discussion and Future work

We have presented a computational framework that is simple and elegant, but powerful enough to describe
any parallel algorithm. This framework is used as basis for our social interaction with the robot, and application of hand waving as well. The goal of this application is to demonstrate some simple social interaction
between man and machine.
In this paper we have shown that the robot is able to detect multiple regions in real time and that a stream
of such information provides clear insight in the movements of a waving hand. In a complementary study
these regions are transfered into behavioral primitives. These primitives are used by the robot to socially
interact with a human.
It is obvious that we have barely touched the surface of all the research we would like to conduct. Even
a simple experiment like hand waving elicits a number of questions:
• Could any type of waving be predicted?
• How to respond to a waving pattern?
• Does it lead to adaptive or predictive behavior?
• How does the design of simple reactive behavior look like?
• How to design imitation, such that it appears natural and distinctive on a humanoid robot?
Nevertheless, the newly acquired NAO humanoid robots provide an excellent test-bed for machineinteraction, and opens a wide range of possible research areas. An important aspect on these robots will
be how closely one can emulate human movement. It implies that understanding the physical limitations
of these robots, and getting insight in the parameters settings of the 25 joints of these robots will play an
important role for social interaction. Next a basic set of motion primitives needs to be derived that yield the
back-bone for social interaction on the basis of body language.
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Abstract

Quality of Experience (QoE) consists of a set of indicators that show the perceived satisfaction of using a
multimedia (or other kind of) service by the end user. Being so the QoE presents a subjective metric and
the only relevant mechanisms for measuring such indicators are subjective tests. Due to the fact that
subjective tests are an expensive, impractical and in cases of live streaming a close to impossible exercise
we set out on a twofold task to address this issue. First we set out to build prediction models using
traditional Machine Learning (ML) techniques based on subjective test data. Second we explore an
approach for reduction of the training dataset that will minimize the need for subjective data whilst
keeping the prediction models as accurate as possible. For the first goal we used supervised learning based
classification algorithms and we came up with high accuracy (over ninety percent) for the prediction
models. To address the issue of high cost training data we developed a novel approach in reducing the
training dataset while keeping a high accuracy of the classifiers. The reduction method provides a grading
mechanism for unseen data. By having this mechanism in the online learning platform we can optimize the
process of asking for user feedback by looking for the most significant cases, and therefore improving the
gain on the trade-off between more feedback and more accuracy.

1

Introduction

With the advances in the telecommunication industry multimedia streaming services are increasingly
more common. As with any service, the providers as well as the customers are interested in the level of
quality of the service. Measuring the quality of multimedia services is not only important from the
customer satisfaction point of view but also from the perspective of efficient management of the
underlying network environment. In light of this, the importance of devising an effective measure of the
quality of these services is of significant importance.
In this effort we are focusing on developing a mechanism for measuring the Quality of Experience
(QoE) for multimedia services on mobile devices. The Quality of Experience consists of a set of
indicators that show the perceived satisfaction of using the service by the end-user. These indicators
include a vast variety of parameters from the multimedia encoding domain, transport as well as the type
of terminal on which the media is presented and finally the type of content the user is watching. This QoE
approach looks at the correlation of all these parameters to maximize the experience of the users while
minimizing the resources of the provider.
QoE is a subjective measure because it depends on the perceived satisfaction of the viewer. Being so,
the only relevant metric for comparison are subjective tests done with real users. But due to the fact that
subjective tests are an expensive, impractical and in cases of live streaming a close to impossible exercise
we set out on the task to build prediction models based on subjective test data for multimedia streaming
services using Machine Learning (ML) techniques. Our goal is to be able to predict the QoE of the end
users without having to do subjective test for each new multimedia contents and customer device.
In addition, to enable the adaptation of the prediction model to changes in user preferences we decided
to use an online learning system. Realizing the cost of asking for user feedback we propose a method for
guided reduction of the needed feedback data.
The prediction models that we have built using traditional ML techniques show accuracy of around
ninety percent on a tenfold cross validation scheme. Further the Boundary Proximity method that we
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propose shows that that with only a fraction (2%) of the data we can still maintain a reasonable prediction
accuracy.
The rest of the paper is organized in the following manner. Section 2 discusses related work in QoE
measuring. The next section discusses the Subjective test data and the prediction models trained on it.
Section 4 discusses the Boundary Proximity method and finally Section 5 contains the conclusions of this
work and proposed future work.

2

Related work

Most work around the area of QoE agrees with the definition that QoE is what the user perceives as
quality while using a service [1]. Also it is generally accepted that QoE is a subjective measure and that a
relevant comparison is with human subjective testing [2]. But it is also evident that subjective testing has
a lot of drawbacks hence many efforts have been focused towards automating the QoE measurements
most of which try to circumvent the subjective part with advanced objective techniques.
The ITU standardization process proposes five groups of objective models for measuring the QoE [1]
of multimedia services. These groups range from Media-layer models, which look at the media content
directly, then packet layer models that look at headers of packets, followed by parametric planning
models that consider the network resource allocation, finally to bit-stream models and other hybrid
models that combine different parts of the previous.
All of them address different aspects of the QoE. The Media-layer work is focused on the encoding
and the effect of the compression on the fidelity of the multimedia content. It is shown that techniques as
Mean Squared Error (MSE) and Peak Signal to Noise Ratio (PSNR) used here are lacking the
understanding of the Human Visual System (HVS) due to which can deliver unsatisfactory results [3].
There are models that observe the content of the media and implement objective perceptual video quality
measurement by modeling the HVS [3]. These models are computationally expensive because they need
to execute in-depth analysis of the media content.
Looking only at transport or network conditions alone one overlooks the important parameters related
to the content itself, the encoding process as well as the conditions in which the content is viewed. There
are methods [4] that combine the Network Quality of Service (NQoS) and the Application Quality of
Service (AQoS) towards achieving improved measurements in oppose to looking at parameters
separately.
These efforts as well as all of the previous ones conclude that the single relevant reference metric to
which the objective methods are measured, are the subjective tests. Looking at how the subjective tests
are done in [5] and the obtained results we can observe the importance of taking into account external
conditions like the type of the terminal and the content type to the perceived quality.
So to address the goal of looking at a correlation of all parameters and conditions and still provide an
automated process we propose a system build by using ML techniques that predict the QoE. This
approach is based on supervised learning on subjective test data, and some innovative design aimed
towards minimizing the feedback needed for an online learning model.

3

QoE Prediction models

The prediction of QoE is based on classifiers trained on data from subjective tests that was done in [6].
The method used to design the subjective tests is known as Method of Limits [7]. It is used to detect the
thresholds by changing a single stimulus in successive, discrete steps. A series terminates when the
intensity of the stimulus becomes detectable. For the particular case we record the segment when the
customer has decided that the multimedia quality is unacceptable. The purpose is to determine the user
thresholds of acceptability for the particular QoS parameters taking into account the type of the content
and terminal type. You can see an example of one test for the Mobile terminal on Table 1. The user was
satisfied with the quality while the video bitrate was at or above 96Kbit/s. This example generates eight
datapoints of which six are with a class label of Yes and two with No.

Optimized online learning for QoE prediction

171

Time
(seconds)

Video bitrate
(kbit/s)

Audio bitrate
(kbit/s)

Frame
rate

QoE

Segment
1
2
3
4
5
6
7
8

1-20
21-40
41-60
61-80
81-100
101-120
121-140
141-160

384
303
243
194
128
96
64
32

12.2
12.2
12.2
12.2
12.2
12.2
12.2
12.2

25
25
20
15
12.5
10
6
6

Yes
Yes
Yes
Yes
Yes
Yes
No
No

Table 1. Example of a series of tests in the subjective study
The same tests are performed on different users showing them different video content as well as repeating
the tests on three different terminals: mobile, laptop and pda. After compiling the results into three sets
for each type of terminal we used the sets as training data for building prediction models. We used J48 an
implementation of C4.5 [8] in the Weka platform [9] and SMO [10] an implementation of a Support
Vector Machine also from Weka. The built models are shown in Figure 1 and Figure 2.
Video Framerate <= 6
|
Video Bitrate <= 32: no (106.0)
|
Video Bitrate > 32
|
|
Video SI <= 61
|
|
|
Video SI <= 50: yes (21.0)
|
|
|
Video SI > 50
|
|
|
|
Video SI <= 54: no (14.0/2.0)
|
|
|
|
Video SI > 54: yes (36.0/8.0)
|
|
Video SI > 61: no (30.0/2.0)
Video Framerate > 6: yes (647.0/40.0)

Figure 1a. C4.5 Model of the Mobile dataset

Video Framerate <= 12.5
|
Video Bitrate <= 32: no (103.0)
|
Video Bitrate > 32
|
|
Video SI <= 50: yes (21.0)
|
|
Video SI > 50
|
|
|
Video SI <= 67
|
|
|
|
Video TI <= 87: no (52.0/13.0)
|
|
|
|
Video TI > 87: yes (7.0)
|
|
|
Video SI > 67: no (24.0)
Video Framerate > 12.5
|
Video Framerate <= 20
|
|
Video SI <= 67: yes (172.0/15.0)
|
|
Video SI > 67
|
|
|
Video Bitrate <= 128: no (18.0/2.0)
|
|
|
Video Bitrate > 128: yes (21.0/7.0)
|
Video Framerate > 20: yes (436.0/1.0)

Figure 1b. C4.5 Model of the Laptop dataset

Video Framerate <= 10
|
Video Bitrate <= 32: no (105.0)
|
Video Bitrate > 32
|
|
Video SI <= 22: yes (32.0/9.0)
|
|
Video SI > 22
|
|
|
Video Framerate <= 6: no (96.0/9.0)
|
|
|
Video Framerate > 6
|
|
|
|
Video Bitrate <= 96: no (103.0/23.0)
|
|
|
|
Video Bitrate > 96
|
|
|
|
|
Video TI <= 93: yes (19.0/7.0)
|
|
|
|
|
Video TI > 93
|
|
|
|
|
|
Video TI <= 107: no (40.0/8.0)
|
|
|
|
|
|
Video TI > 107
|
|
|
|
|
|
|
Video TI <= 119: yes (9.0/2.0)
|
|
|
|
|
|
|
Video TI > 119: no (20.0/5.0)
Video Framerate > 10: yes (430.0/21.0)

Figure 1c. C4.5 Model of the PDA dataset
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Figure 2. SVM hyperplane for the Mobile dataset
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Figure 2b. SVM hyperplane of the Laptop dataset
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Figure 3. Comparison of accuracies for both
models over the three datasets

Figure 2c. SVM hyperplane of the PDA dataset
Figure 3 shows the comparison the different accuracies for both models over the three datasets. Now that
we have the ability to predict the QoE accuracy we can use these models in an online learning schema in
order to create a flexible system that can adapt to the changes of user preferences, incorporation of new
multimedia content and so on. A key component of the online learning loop is the user’s feedback. From
the previous discussion it is clear that subjective testing is costly and time consuming effort so now we
are faced with the challenge to minimize the need of subjective feedback.

4

Minimizing user-generated feedback

In order to address the trade-off between the size of the dataset and classification accuracy we focused on
uncovering a metric which will tell us the relevance of each datapoint. First we decided to set up a
comparison method to measure the efficiency of any data reduction technique we develop further. For a
comparison we look at the result of a random data reduction approach. In Figure 4 we can observe the
dependency of the classifier’s accuracy from the size of dataset. The random data reduction simulation
was repeated one hundred times for each step in the data reduction and the values were averaged.

Figure 4a. Random Dataset reduction (C4.5)

Figure 4b. Random Dataset reduction (SVM)

We can observe that the accuracy of the classifier falls to zero as it approaches the 0% mark for the
dataset size. We also observe that the error bars (standard deviation) are increasing with the decrease of
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accuracy, indicating that the given average accuracy is with lower confidence. In other words the random
repeats produced classifiers with accuracy that varied further form the given average. These leads to the
conclusion that there are some randomly selected subsets that deliver better results than others, but that it
is also still possible to build a decent classifier that amount of data.
In light of this realization we want to find the pattern of data that trains the most accurate classifiers so we
can only focus on this type of data and mange to decrease the size of the training set significantly while
keeping the accuracy as high as possible.
4.1
Boundary Proximity Reduction Method
The intuition goes as follows. The data that is close to the decision boundary between one class value and
another brings more precise information about the boundary itself than data further from it. So we need to
focus on data that is in proximity to the boundary (Figure 5).

YES

NO

Figure 5a. Dataset projected on an axis representing the distance from the decision boundary

YES

NO

Figure 5b. Reduced dataset, preserving the datapoints close to the decision boundary
We expect that this approach will lead to a more stable dataset reduction and will deliver the means for a
guided approach to data reduction. If the results show that a fraction of the data close to the hyperplane is
enough to build an accurate classifier we can later use this approach to select the cases when we can ask
for user feedback instead of asking randomly whilst getting much more useful data.
4.2
Experimental Setup and Results
To execute this experiment we built a Filter (Figure 6) for the Weka platform that reduces the data by a
given percentage starting from the most distant datapoints. The filter works only in batch mode and
cannot filter one instance at the time. This is due to the fact that it needs to build an SVM from the whole
dataset initially. We extended the SMO algorithm so it will report the distance of each datapoint after the
classifier has been built. Having this we now reduce the dataset starting from the datapoints with the
largest distance from the boundary.
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Figure 6. Boundary Proximity Reduction Filter algorithm
The results at this stage showed that the filter needs to be stratified in regards to label of the datapoints.
This way the datapoints from each class or label will proportionally decrease in numbers. Otherwise we
might disregard all the datapoints with a particular label while still having a lot of datapoints with the
other labels. If that becomes the case the classifier’s accuracy will be low since it will never see a case of
that label during training time. After implementing a stratification of the filter the results that we got
from experimental assessment over the mobile subjective dataset for the C4.5 decision tree are given in
Figure 7.

Figure 7. Accuracy of C4.5 on the reduced dataset

Figure 8. Overlay of both reduction methods

We can obeserve an overlay of both graphs on Figure 8. We see that the guided approach starts
with the same accuracy as the random one and initially shows a slight improvement. Then the accuracy of
the guided approach falls to 90% after the dataset has been reduced to 50% of original size, while the
random avarage is slightly larger. This is due to the fact that SVM hyperplane that is used for the
stratified boundary proximity reduciton is only 88% accurate as a classifier it self and does not capture all
the exact information that is needed to build a more than 90% accurate treebased classifier. We will
observe in the following discussion that the same is not true if we use a SVM as a classifier.
Where the approach shows its streanght is when we aggresivelly reduce the dataset to less than
10% of its initial size. We can observe that the random average falls bellow the guided approach. We can
additionaly see that C4.5 performs with high accuracy (of arround 90%) right up until there is only 2% of
the datset left.
If we observe the accuray when using an SVM classifier with the guided reduction we can see
that the classifier accuracy is higly resistant to the redution process. Figure 9 shows that the classification
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accuracy initially improves than stays fixed until the dataset size drops to 2%. We assume that the initial
improvement is due to outlier removal from the datset, but this needs further investigatoin. On Figure 10
we can see a comparison between the guided and the random reduction. Here it is obvious that the guided
reduction perfoms superiorly.

Figure 9. SVM classifier’s accuracy on the boundary Figure 10. Overlay of SVM classifier’s accuracy
proximity reduction method
with random and guided reduction
Finally we compare the standard deviations in all four cases in Figure 11. We can observe that
the deviation over the crossvalidation folds for SMO is intialy high, than after the reduction of outliers it
falls and stabilizes bellow 2%. For C4.5 the standard deviation is generally stable. If we compare both of
them to their random counterparts we observe that for random reduction of SMO the standard deviation
from high goes to very high as the dataset is reduced. In addition for C4.5 the standard deviation from
bellow 2% rapidlly increases to very high values as the datset is reduced.

Figure 11. Overlay of the standard deviation of different reduction methods
For the dataset reduction analysis we have presented only tests over the mobile dataset for reasons of
brevity. Results from the other datasets (laptop and PDA) are comparatively and qualitatively equivalent.

5

Conclusion and future work

In this work we have presented the importance of Subjective studies for measuring the QoE. Next we
presented a means for the prediction of QoE by using models built with ML techniques, and finally we
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have shown a method for reducing the dataset in order to optimize the tradeoff between the costs of
acquiring data and maintaining an accurate online prediction model.
The results of applying traditional ML algorithms for building classifiers like C4.5 and SVM are
excellent, yielding around ninety percent accuracy. Having those models we can confidently say that they
are suitable for using in a QoE prediction platform with an online learning schema.
Next we set out to address the issue of reducing the need of feedback data for the online learning
schema. By devising the Boundary Proximity Reduction method we showed an approach that offers a
guided dataset reduction while keeping the accuracy of the classifier stable. It even shows that in our
particular datasets it can perform outlier reduction and slightly improve the accuracy of the SVM. We
also presented that the standard deviation for the classifiers during the reduction process stays stable and
low (Figure 11) in oppose to the random dataset reduction.
These results are promising for building the online supervised learning QoE prediction platform. In
order to generalize this approach, there is still need for further investigation of how the guided reduction
method will perform on other datasets and other ML algorithms.
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Abstract

We investigate the applicability of an existing framework for algorithm runtime prediction to the field of
metaheuristics, in particular applied to the real world problem of nurse rostering. Apart from predicting
the runtime, we look at other performance criteria as well. These so called empirical hardness models
are based on readily computable features of the problem instances. These problem features are basic
properties or characteristics that are thought to be influencing the complexity of the problem instances.
We follow two approaches, one in a domain specific setting, and later in a more general setting where
problems are represented using a Propositional Satisfiability (SAT) formulation. Both approaches lead to
accurate prediction models in a small proof-of-concept problem distribution. The framework can be used
to help understanding the complexity, build algorithm portfolios and allow for quick quality approximation
when the resources for computing a solution are not available.

1

Hardness analysis

In many problems encountered in computer science, some instances appear to be harder than others, when
solved with a particular solution method. From another point of view, the same instance can appear much
harder for one algorithm than for another. In other words, there is no single best algorithm for all instances of
a given problem instance distribution. The key in finding optimal solutions, as fast as possible, is selecting
the right solution method for the given instance. This is the starting point for algorithm portfolios. An
important concept is the notion of empirical hardness. The hardness is not always intrinsic to the problem
instance but is more often related to the combination of an instance and a solution method. Empirical
hardness thus means the complexity of a problem instance when solved with a particular solution method,
measured by some performance criteria.
Empirical hardness models try to model algorithm behaviour, based on features of the problem instances.
These features are efficiently computable properties of the instances. The choice of these features is of high
importance and determines the success of the model. Coming up with a set of features is often a difficult task,
one usually needs expert insight into the problem domain to identify certain properties that are thought to
influence the empirical hardness of the instances. Leyton-Brown et al. in [5] introduce a general framework
for predicting the runtime of an algorithm on a specific problem instance:
1. Identify the problem instance distribution.
2. Select one or more algorithms.
3. Select a set of inexpensive, distribution independent features.
4. Sample the instance distribution to generate a training set of problem instances. For each instance,
run all the algorithms and determine the runtime. Compute all features for all instances.
5. Eliminate redundant or uninformative features.
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6. Use machine learning techniques to select functions of features that predict the runtimes of all algorithms.
It is demonstrated that this framework is successful for the Winner Determination Problem within combinatorial auctions [5]. The same authors also applied it to the Propositional Satisfiability Problem, successfully
building an algorithm portfolio that already won several SAT competitions [8]. The authors stress the importance of the instances used for learning to be sufficiently similar to the instances for which they want to
predict the algorithm runtime in the end.
Our aim is to generalize this framework to predict other performance criteria (not only runtime), for real
world problems where complete solution methods often become infeasible and metaheuristics that offer a
good enough solution have to be used.

2

Case: Nurse rostering

We will demonstrate the feasibility of performance prediction in real world scheduling and timetabling problems by applying it to the Nurse Rostering Problem (NRP). The problem is by nature a highly constrained
problem and very hard to solve. A set of shifts needs to be assigned to nurses with the appropriate skill while
several constraints (either hard or soft) need to be taken into account. The nurse rostering problem instance
corresponds to a set of variables and a formula (i.e. a conjunction of clauses) on these variables. Generating
SAT features from a complex real world setting as the NRP has, as far as we are aware, not been undertaken.
The nurse rostering problem can be categorized according to the α|β|γ notation that is presented in [3].
α denotes the resources (personnel environment), β the organisation of the work, and γ the optimisation
requirements. This covers a wide range of variations according to the differences in the characteristics of
these elements. The problem instances can involve nurses with a single skill, multiple skills, or individual
skills. Several constraints can apply to the personnel environment such as limited availability of the nurses,
or restrictions on the sequences of assignments to individual nurses. Work characteristics are determined
by the coverage constraints and shift types. The nurse rostering problems can involve a limited number of
shift types, or multiple shift types, which can be overlapping as well. Coverage constraints can be given as
a fixed value or as a range. They can also apply to time intervals. Coverage constraints can be fluctuating
over the schedule horizon. Optimisation objectives of the nurse rostering problems can involve personal and
coverage constraints, as well as the number of nurses. The problems can be defined as exact, optimisation,
and multi-objective optimization problems.
The NRP has been the subject of intensive study and an overview of the state of the art is presented by
Burke et al. [2]. Some real world benchmark problems can be found in [4].

3

Experimental setup

We generalise and apply the proposed strategy (see Section 1) and build empirical hardness models for a
set of algorithms for the NRP. We are interested both in approximate solutions and in the optimal solution.
Therefore we initially work with a limited planning horizon so that a complete solver can still find the
optimal solution in a limited amount of time. Later on we intend to do the same for larger real world
instances.
Instance distribution. The first step in the strategy is to define the problem instance distribution. We
focus on the SA|DV {2, 3}|P problems in the categorisation of [3]. We consider sequence constraints
(S) and availabilities (A) with a determined (D), fluctuating (V) coverage in a 2- or 3-shift structure. The
objective is to satisfy personnel constraints (P). Coverage is considered a hard constraint (can not be violated)
while sequence constraints and availabilities can be violated at a certain cost. We limit the planning horizon
to 14 days and 6 nurses are available. Sequence constraints, coverage and availabilities vary.
Algorithm selection. The second step is to select one or more algorithms. In order to find optimal solutions, we designed in integer program representation. The commercial software package CPLEX contains a
state of the art solver for such integer programs. We let this solver compute the optimal solutions. CPLEX
execution time and the optimal value for the objective functions are the performance characteristics that we
will try to predict.
We also use a variable neighbourhood search algorithm to find quick approximate solutions [1]. The framework is generalized in the sense that we specify which performance criteria should be considered. We look
at:
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• CPLEX runtime

• quality of the optimal solution (the accumulated costs associated to the constraint violations of the
optimal solution (positive integer))
• quality of the approximate solution obtained by the metaheuristic

• the optimality gap (measuring the difference between the metaheuristic result and the optimum)

Feature set. This third step is highly important for the success of the strategy. Good, valuable features
that influence the performance have to be found. We follow two different approaches here. We look at the
specific domain of nurse rostering and develop a set of features which intuitively relate to the empirical
complexity of the instances. The second approach is to develop an efficient translation scheme and to
represent the NRP instances as SAT instances. Translating NRP constraints into SAT clauses is an important
idea in this procedure. It allows using an extensive set of SAT features, already proven successful in runtime
prediction for complete SAT solvers. Doing so, we hope to capture hidden problem structures that can not
be easily represented using the domain specific features. Details of the translation can be found in [7].
The domain specific set contains 6 features expressing structural properties of the problem instances:
• maximum and minimum number of assignments

• maximum and minimum number of consecutive working days
• maximum and minimum number of consecutive free days

We add ratios of these features, somehow representing the hardness of feasibility and tightness of the constraints:
• hardness: availability / coverage

• tightness: max / min ratios (the smaller this ratio, the less freedom for solving)

After translating the instance to SAT, we can use (a subset of) an existing feature set [6]. This set contains
features in the following groups:
• problem size: number of clauses, number of variables, clauses-to-variables ratio, ...

• problem structure: different graph representations of the instances lead to various node and edge
degree statistics
• balance based: the fraction of positive literals per clause, fraction of positive occurrences of variables
in clauses, ...
• proximity to Horn formulae: measuring how similar the formula is to a Horn formula (Horn formulae
form a special class of SAT formulae that are easier to solve)
Sampling and measuring. In this phase we sample the problem instance distribution to generate a
training set of instances. We run both algorithms and determine the performance criteria. All feature values
are calculated.
Feature elimination. Some features are uninformative (no distinction in the values), other features are
strongly correlated. We reduce the set of features until we have a set with only informative, non-correlated
features.
Model learning. The models are built using statistical regression techniques, based on the good results
obtained by [8]. Other machine learning techniques are also possible.

4

Results

The results of the experiments are twofold. On the one hand we have the models based on the domain
specific feature set and on the other hand the models based on the SAT features.
We generated a set of 500 training instances, sampling from the defined distribution, and calculated all
feature values for both the NRP features and the SAT features. As it turned out, the NRP feature set did
not contain strongly correlated or uninformative features, so this set did not have to be reduced. The SAT
feature set however did contain some correlated and univalued features. After elimination, 10 out of the 37
features are left:
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• clauses-to-variables ratio
• variable-clause graph. This bipartite graph has on the one side a node for every variable, and on the
other side a node for every clause in the problem. There are edges between clause nodes and variable
nodes when the variable is contained in the clause.
– clause node degree maximum over all clause nodes
– clause node degree minimum over all clause nodes
– clause node degree variation over all clause nodes
• clause graph. This graph representation contains a node for every clause and an edge between two
nodes means that both clauses contain at least one common variable.
– node degree mean over all nodes
• balance
– the fraction of positive literals per clause, variation over all clauses
– the portion of unary clauses in the SAT formulation
– the portion of ternary clauses in the SAT formulation
• proximity to Horn formulae
– the number of occurrences of a variable in a Horn clause, mean over all variables
– the number of occurrences of a variable in a Horn clause, variation over all variables
The feature set was developed for runtime prediction for abstract problems in SAT competitions. We
demonstrate that the same features can be used for other predictions on instance distributions generated
from NRP instances.
We use multivariate linear regression to learn mappings from the feature space onto the desired performance criteria, minimizing the root mean squared error on the learning set. The regression results are shown
in the following subsections.

4.1

CPLEX runtime

The linear regression models for the CPLEX runtime are not very accurate. This is due to very high fluctuations in the runtime. Most instances in the training set were solved very quickly, while a small amount
of instances took several orders of magnitude more time. The linear models did not fit this data very well.
Using the logarithm of the runtime did not result in higher accuracy.
Based on these observations, we can argue that we do not really need a predictor for the exact runtime. Instead it can be more useful to have a classifier that predicts whether an instance can be solved very
quickly (less than one second) or rather slow (more than a few hundred seconds). We did not perform any
experiments with this kind of classifiers (but we plan to do this in the future).

4.2

quality optimal solution

The linear regression models that are built to predict the solution quality of the optimal solutions are very
accurate. The model based on NRP features has a correlation coefficient R2 of 0.94. The model based on
the SAT feature set does even better with an R2 of 0.99.
Figure 1 shows a plot of the real optimal objective function values versus the predicted values of the
training instances, (a) for the model based on NRP features, and (b) for the model based on SAT features.
We can see that both models fit the training set very well. The models slightly underestimate the accumulated penalty for instances where the optimal value is rather high.
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Figure 1: Optimal objective value versus predicted optimal value.

(a) based on the NRP feature set

4.3

(b) based on the SAT feature set

quality approximate solution

The next performance criterion we are interested in is the quality of an approximate solution, obtained by
a metaheuristic. The models that map the feature space onto this criterion are also quite accurate. There is
some loss in accuracy, but this is because the metaheuristic is not always able to get the maximum out of
an instance. For many instances of the given distribution the metaheuristic does reach the optimal solution,
for a much smaller amount of instances this optimal value is only approximated. This can be thought of as
noise in the data. It leads to less accurate models than when exact information is available.
The correlation coefficient R2 of the model based on NRP features is 0.93. The model based on SAT
instances achieves a slightly larger R2 of 0.96. Figure 2 shows a plot of the actual metaheuristic objective
function values versus the predicted values, (a) for the model based on NRP features, and (b) for the model
based on SAT features.
Figure 2: Metaheuristic obtained objective value versus predicted metaheuristic value.

(a) based on the NRP feature set

4.4

(b) based on the SAT feature set

quality gap

Predicting the quality gap based on the feature sets did not work so well. The correlation coefficients R2 are
only 0.40 and 0.45 for the models based on NRP features and SAT features respectively. Figure 3 shows a
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plot of the predicted quality gap versus the real quality gap, (a) for the model based on NRP features, and
(b) for the model based on SAT features.
It might seem strange that the gap is not well predicted while both the real optimal value and the approximation can be predicted accurately. However in many cases the quality gap is 0 (meaning that the
metaheuristic found the optimal solution) and only in 5% of the training instances the metaheuristic value
is more than a value 3 away from the optimal value. Considering that the quality values in the dataset lay
between 6 and 60, we can argue that the metaheuristic approximates the optimal value very well. The quality
gap itself is thus of less importance for this metaheuristic on this set. There is never a big difference between
the optimal value and the approximation.
On the other hand, if we can not find a clear relationship between problem characteristics (features)
and the quality gap for a given metaheuristic, the cause for this gap lies probably not in the instance itself.
Random choices in the search process will probably have caused the metaheuristic not to find the optimum.
The quality gap is then merely a result of random noise in the search process.
Figure 3: Real quality gap versus predicted quality gap.

(a) based on the NRP feature set

5

(b) based on the SAT feature set

Conclusions & further research

Overall we can conclude that the presented method is suitable for real world problems. Other performance
criteria than runtime can be modelled.
For this problem instance distribution specifically, we can indeed learn accurate models that predict
solution quality for both a complete solver (optimal solution) and a local search metaheuristic (approximate
solution). The quality gap (the difference between an approximate solution and the optimal solution) was
not so well modelled. We argue that this is a side effect of the quality of the metaheuristic. Because the
metaheuristic approximates the optimal value very well, the quality gap is merely a consequence of random
noise in the search process. The models that predict CPLEX runtime however were not at all accurate. This
is due to very high fluctuations in the runtimes. Most of the instances in the training set were quickly solved
by the complete solver (less than one second), while just a small number of instances consumed considerably
more time when solved to optimality. We argue that in this case, it is of better use to have a classifier that
predicts whether an instance can be solved quickly or not. In practice, for larger instances, we may assume
that complete solvers will become infeasible. Most metaheuristics have a predefined stopping criterion, so
prediction of runtime is not really necessary. In real world problems we are mainly interested in the quality
of solutions.
The translation to SAT instances has also proven successful. The feature set that was originally developed to be used for runtime prediction of complete SAT solvers is also useful for modelling the performance
of optimisation algorithms in a very different problem domain. We observe that the models learnt on SAT
features even yield a higher accurary. This is partly a consequence of the size and quality of the NRP feature
set. Only very basic properties and some aggregate functions of them are considered. The SAT feature set is
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much more elaborate. But not only the feature set is of importance. The idea of translating nurse rostering
instances into a general representation allows for a more abstract way of thinking about the problem. Representing the instances as SAT instances allows for a better exploration of hidden structures and not so easily
expressed properties. Working with this abstract representation and a feature set that really looks into the
deep structure of the instances almost naturally leads to better models. We want to advocate the usefulness
of such a translation scheme for practical, real world problems. Generally applicable, efficient translation
techniques may prove important in practical usage.
In the future we plan to apply this to real world problems. We expect to enable the prediction of the
solution quality obtained by a metaheuristic. We plan to explore the benchmark nurse rostering instances of
[4] with multiple solution methods, and as a result designing an algorithm portfolio. But the focus will not
only be on nurse rostering. We aim at applying these results to other personnel scheduling and timetabling
problems and eventually all kinds of constraint optimisation problems.
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Abstract
This paper describes the analysis of the game Khet and the implementation of a game engine. Both the
state-space complexity and the game-tree complexity of Khet are given. They turn out to be of the same
order as those of chess. Based on these results, search techniques are selected that can be used to create an
AI player which can play Khet as good as possible. These search techniques are improved to make them
run more efficiently, so they can search more extensively and, thus, play stronger.
From the experiments that are performed, we can conclude that Khet can best be played by the alphabeta search algorithm, enhanced by a transposition table, killer moves, and Qn -limited search, a variation
on quiescence search. These three enhancements yield a significant improvement of the strength of the AI
player. Using these search techniques we are able to create a computer program which can play Khet at a
strong amateur level.

1

Introduction

Since the advent of computers, board games have produced a new challenge: to let computers play the games
that humans have been playing for centuries. The first challenge is to make a computer player for a complex
strategic game that is better than any human in the world. The ultimate challenge is to solve the game, so a
computer player can be created that always plays optimally. The idea of having computers playing games
has been around for over 50 years already. In the early 1950s, Shannon [12] and Turing [13] were the first
researchers to describe how computers can be used to play chess. This would eventually lead to the creation
of the D EEP B LUE chess computer which defeated the world champion, Garry Kasparov, in 1997 [7].
Nowadays, still many new board games are invented. One game that combines the simplicity and abstractness of classic board games with modern techniques is called Khet. Khet was invented in 2004 under
the name Deflexion. It can be described as a combination of chess, checkers and lasergaming. The rules are
simple, but it requires a lot of strategic thinking in order to play it well. Since Khet is still such a new game,
only little information can be found about it. No research in the field of Artificial Intelligence concerning
Khet has been done so far. The goal of this research is to make a computer program that is able to play Khet
as good as possible. This paper describes which search techniques are used, how they are improved, and
how they perform compared to each other.
The remainder of this paper is structured as follows. Section 2 gives an introduction to Khet. Also,
the state-space complexity and the game-tree complexity of Khet are given. Section 3 gives a description
of the search techniques that are used, including the improvements that are implemented. Section 4 gives
a description of the experiments that have been performed and shows the results. Finally, Section 5 lists
the conclusions that can be drawn from the experimental results. It also describes possible future research
subjects, which can be investigated in order to improve the strength of the Khet-playing program.

2

The Game Khet

Khet is a new game, formerly known as Deflexion. The game was invented by Tulane University professor
Michael Larson and two students, Del Segura and Luke Hooper. Deflexion was first released in 2004. In
2006, its name was changed to Khet. Currently, the game is released by Innovention Toys LLC.
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Rules

Khet is a 2-player zero-sum game with perfect information. The two players are called Silver and Red. It is
played on an 8 × 10 board. Silver always starts.
Each player receives 14 pieces at the start of the game: 7 pyramids, 4 obelisks, 2 djeds and 1 pharaoh.
Some of these pieces have mirrors attached to them. Obelisks and pharaohs have no mirrors. It is possible
to stack two obelisks of the same color on top of each other, resulting in a stacked obelisk. The advantage of
stacking is that the two obelisks can be moved in one turn. Pyramids have one mirror and two unprotected
sides. Djeds have two mirrors. Since they have no unprotected sides, they cannot be captured and thus are
always present on the board.
The two players take turns alternately. Each move consists of two parts. First, the player needs to move
one of his pieces. This can be either by moving a piece one square orthogonally or diagonally, or by rotating
it by 90 degrees, either clockwise or counter-clockwise. A piece can only be moved to an adjacent square
if the target square is not occupied by another piece. After moving one of his pieces, the player has to fire
his laser, which is mounted on a fixed location inside the edge of the board. If the laser beam hits a piece on
a mirrored side, it is reflected with an angle of 90 degrees. Eventually, the beam will either hit the side of
the board, or it will hit a piece on an unmirrored side. If a piece is hit on an unmirrored side, it is captured
and removed from the board, otherwise nothing happens. After the laser has been fired and, if necessary, the
captured piece has been removed from the board, the other player is to move.
The game is over whenever one of the pharaohs is captured. The player with the remaining pharaoh is
the winner of the game. The game can also end in a draw. Whenever the same board position occurs for
the third time, the game is drawn. Two board positions are the same when the same type of pieces with the
same colors occupy the same squares with the same orientation, and the same player is to move.
For more information about the game and the rules, see http://www.khet.com.

2.2

Complexity

In order to get some insight into the game, the complexity of the game has to be determined. There are
two types of complexity measures: the state-space complexity and the game-tree complexity. For a full
complexity analysis of Khet, see [11].
The state-space complexity denotes the number of possible states a game can be in. If the number of
possible states is small enough, it is possible to store the best move for a player for each state. However,
for most games, including Khet, the number of states is too large. A Khet board consists of 80 squares: 10
silver ones, 10 red ones and 60 neutral ones. Note that silver pieces may not be placed on red squares, and
vice versa. Using these data, we can compute that the number of possible states with all pieces on the board
is roughly 1048 . This number does not include the states where one or more pieces have been captured.
Calculations show, however, that if there are less pieces on the board, the number of possible states drops
significantly. This means that any further calculations are unnecessary and that the state-space complexity
of Khet can be estimated as 1049 .
The game-tree complexity indicates the number of terminal nodes in a complete game tree. In other
words, it denotes how many different games can be played. The game-tree complexity can be computed as
bd . Here, b denotes the branching factor of the search tree and d the depth of the tree. In other words, b is the
average number of valid moves for a player and d is the average length of a game. Unfortunately, there is no
information available on the characteristics that are used to determine the game-tree complexity. We have to
use the computer program to determine the average braching factor and the average game length. From the
experiments, we can conclude that the average branching factor in Khet is 69 and the average game length
is 68. This leads to a game-tree complexity of 10125 .
To put these numbers into perspective, we need to compare them to those of other games. It turns out
that both complexity measures of Khet are comparable to those of chess, which has a state-space complexity
of 1046 and a game-tree complexity of 10123 [6]. This means that Khet is most likely unsolvable, at least in
the near future. Because of the large state-space complexity, it is infeasible to enumerate all possible states.
The large game-tree complexity makes it impossible to perform a full-depth search in the game tree of Khet.
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Search Techniques

In this section, we give a description of the tree-search techniques that are used to let the computer program
play Khet. There are two search techniques that we investigate: alpha-beta search and Monte-Carlo Tree
Search (MCTS). Alpha-beta search is the most commonly used search technique in games. MCTS is a
technique that is not used as often as alpha-beta search, but it has given good results in a number of games.
The best known example is Go. MCTS has some advantages over alpha-beta search that could make it a
good alternative.

3.1

Alpha-beta search

The alpha-beta search technique [8] is basically an improved version of the minimax search algorithm.
During the traversal of the search tree, the algorithm might stumble upon moves that can impossibly affect
the outcome of the search. The alpha-beta search algorithm takes advantage of this by pruning subtrees that
cannot affect the result.
3.1.1

Evaluation function

At each leaf node of the alpha-beta search tree, the evaluation function is called to give a score to the board
position. The evaluation function is absolutely the most important part of the alpha-beta search algorithm.
Since Khet is still a new game, there is not much information about strategies available. The implemented evaluation function only considers the most basic strategic elements. The most important element is
the number of pieces. Usually, having more pieces than the opponent is better than having less. The player
with more pieces has more control over the board. To implement this in the evaluation function, each piece
is given a certain value. If a piece belongs to the player, the value is added to the total, if the piece belongs
to the opponent, the value is substracted. Table 1 lists the values of all pieces, along with some remarks.
Piece
Obelisk
Stacked obelisk
Pyramid
Djed
Pharaoh

Value
10,000
25,000
75,000
0
0

Remarks
Value is divided by the Manhattan distance to the pharaoh
Value is divided by the Manhattan distance to the pharaoh
5,000 points extra if it sends the laser beam into the playing field
Always present, so the values always cancel out
Always present, so the values always cancel out
Table 1: Values of the Khet pieces.

Finally, a random value is added to the score. This is a 12-bit value, so it lies between 0 and 4,095. This
random value is added to ensure that the computer player can play different moves in identical situations.
Also, by introducing a random factor, mobility is implicitly rewarded. As a consequence, if a move leads
to more good moves for the player and less good moves for the opponent, it has a higher chance of being
played.
3.1.2

Improvements

The alpha-beta search algorithm can be improved in numerous ways. In our program, we implemented
the following improvements: incremental move generation, quiescence search, transposition tables, killer
moves, aspiration search and avoiding self-destruction.
Usually, at each node in the search tree the complete set of valid moves for a player is generated. Whenever pruning occurs, all remaining moves are left uninvestigated, but they still were generated by the move
generator, which is a waste of time. Incremental move generation only generates the moves for one piece at
a time, which means that the moves for the pieces that are uninvestigated whenever pruning occurs are not
generated, which saves time.
The second improvement is quiescence search [1]. Quiescence search can be used to take care of the
horizon effect. At each leaf node, all moves that cause a piece to be captured are further investigated. For
each of these resulting board positions, this process is repeated, until there are no more capture moves left.
For the basic quiescence-search algorithm, there is no limit on how deep the search can go. As long as
capture moves exist, the search tree can grow deeper. Since it is possible in Khet to create long sequences
of capture moves, it can be a good idea to limit the search depth of the quiescence search. With Qn -limited
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search, at each leaf node of the regular alpha-beta search tree, quiescence search can build a subtree with
a maximum depth of n. All nodes at depth n of the quiescence-search tree are leaf nodes. When applying
Qn -limited search, the horizon effect still exists. In order to minimise this effect, we only allow leaf nodes
to occur after a sequence of an even number of capture moves, so both players have the same amount of
capture moves. This means that at depth n − 1 in the quiescence search tree, nodes that follow a sequence of
an even number of capture moves are not expanded, since this can lead to an odd number of capture moves,
in which case one of the players has one capture move more than the opponent. A simple example is given
in Figure 1.

Figure 1: Expanded nodes with Q2 -limited search in an m-ply search. The grey nodes represent states
following capture moves.
During an alpha-beta search, it often happens that on different locations in the search tree, identical
situations occur. This happens if the same state can be reached via multiple sequences of moves. In order to
take care of this, a transposition table [15] is used. An entry in the transposition table contains the hash key,
the value of the corresponding node, a flag indicating whether the stored value is a bound or an exact value,
the best move and the search depth. Transposion tables can also be used for move ordering.
Another way to order moves is by using killer moves. The killer-moves heuristic uses the assumption
that a certain best move is not only the best one in the current situation, but also in similar ones. For each
ply in the search tree, a small number of killer moves is stored. A move is a killer move if it has produced
a cut-off in the search tree or if it turns out to be the best one. Since only a small number of killer moves
is stored, the algorithm needs to make a selection. When a new killer move is found, the ‘oldest’ move in
the list is replaced. At each node the killer moves of the corresponding ply are checked first. It is, however,
possible that a killer move is not a valid move. Therefore, before playing a killer move, it first needs to be
checked whether it is a valid move.
Another improvement we implemented is aspiration search. Instead of starting with search window
(−∞, ∞), the search starts with (V − ∆, V + ∆), where V is the expected value of the search tree and ∆
is a small value. If the value of the game tree indeed lies between V − ∆ and V + ∆, then the value can
be found much faster, since a smaller window may cause more cut-offs. If the value of the search tree lies
outside the window, the search must be repeated using a larger window, i.e., (−∞, V − ∆) if the search fails
low and (V + ∆, ∞) if the search fails high. This means that it is important to choose a value for V such
that it is close to the actual result. When using iterative deepening, the result of the previous iteration can be
used as the value of V for the next one.
The last improvement is avoiding self-destruction. In Khet it is possible for a player to destroy one of his
own pieces. During the alpha-beta search, self-destruction moves occur regularly. Even though in practice
such moves will rarely be performed, they are still fully investigated. By avoiding self-destruction, all moves
where a player captures one of his own pieces are ignored, since it can be assumed that such moves are rarely
part of the perfect-play strategy of the player. As a result, large subtrees can be pruned, so the number of
nodes that have to be investigated is decreased.

3.2

Monte-Carlo Tree Search

Monte-Carlo Tree Search (MCTS) [4] is a technique that can be used to play a large variety of games
[2]. There are several reasons for choosing MCTS to play Khet. The first reason is that MCTS does not
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necessarily need any heuristic knowledge about the game. The only domain knowledge it needs are the rules
and those are well defined. Contrary to alpha-beta search, it does not need any strategic knowledge. Since
we do not have much strategic knowledge about Khet at hand, this can be an advantage for MCTS. The
second reason is that a search tree of Khet has a large branching factor, at the start of the game around 80.
Alpha-beta search can have some problems with trees with such high branching factors, while MCTS has
proven itself with games with a branching factor much higher than Khet’s, for example Go [3] and Amazons
[10].
The basic workings of the Monte-Carlo algorithm are quite simple. Starting with the current board
position, the game is finished by selecting random moves for both players. The simulation of one such game
is called a sample. For selecting a move, a large number of samples is carried out. After the simulations are
done, the algorithm chooses the move which has the highest win rate.
The disadvantage of the bare Monte-Carlo algorithm is that bad, unlikely moves are played about as
often as good, likely ones. Often, a search tree is constructed that is used for storing statistics about the
board positions that are represented by the nodes. These statistics can then be used for improving the search.
There exist multiple Monte-Carlo Tree Search algorithms. The one that we investigate is called Upper
Confidence bounds applied to Trees (UCT) [9], a best-first search algorithm, which allows the algorithm
to play better moves more often than bad ones. This technique was succesfully used in the Go-playingprogram M O G O, which has won multiple large Computer Go tournaments [14]. At each node of the tree,
two values are stored: the number of times the node has been visited, and the number of times that passing
this node resulted in a win. While traversing the search tree, at each node the UCT values of all children are
calculated. The UCT values are calculated using the following formula [5]:
s
ln(pn )
wc
+C ×
vU CT (n, c) =
pc
pc
Here, n is the current node and c is the child. wx represents the number of wins for node x and px the number
of times node x has been visited. C is a constant value, which determines the exploration/exploitation
trade-off. The best value for C should be determined experimentally. After calculating the UCT value of
all children, the child with the highest UCT value is chosen. If at a node some children have not been
investigated yet, which means a UCT value cannot be determined, one of these children is chosen, and
a node representing this child is added to the tree. From this point on, the game is finished completely
randomly, without adding any new nodes to the tree. When the game is finished, backtracking is used to
store the result in the search tree.
Similar to an alpha-beta search tree, in a Monte-Carlo search tree transpositions can occur. A transposition table in a Monte-Carlo search tree works in a similar way as a transposition table in an alpha-beta
search tree. In each entry, the number of visits of the node, the number of eventual wins, the hash key, and
the depth are stored. If a transposition is found, then the statistics that are stored in the table can be used to
calculate the UCT value of the child.
Games of Khet can take a long time to finish. Random games can take more than 1000 moves before they
end. Such samples take a relatively long time to finish. In order to prevent such long samples, a maximum
game length can be used. If after a certain number of moves, called dmax , the game is still not finished, the
simulation is terminated and a heuristic value is returned. There are several ways to determine this heuristic
value. The easiest way is to always declare the game a draw. This is a really fast heuristic, as no calculations
are necessary.

4

Experiments and Results

In this section, we give a description of the experiments and their results. Some experiments are performed
to determine the best parameter settings for some of the improvements. Also, the quality of all improvements
is investigated. For all experiments we let two players with different settings play against each other. Both
players receive 300 seconds per game. There is no maximum time per move. For Khet, there exist several
standard set-ups [11]. In our experiments, all games start with the Original set-up.

4.1

Alpha-beta search

First, we investigate the performance of the improvements for the alpha-beta search algorithm. Before these
experiments can be performed, we need to find the best parameter settings for some of the improvements.
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Parameter settings

For Qn -limited search, we need to perform experiments in order to determine the best value for n. n should
not be too large, otherwise the algorithm will still search too deep. Also, n should not be too small, since
otherwise the improvement may not have any effect. We let an alpha-beta player with Qn -limited search
play against an alpha-beta player without improvements, with various values for n. The results show that
Qn -limited search works best with n = 2, though it also gives good results with n = 3.
For aspiration search, we need to find the best value for ∆. Aspiration search works best if ∆ is chosen
such that the search window is narrow enough to produce extra cut-offs, but wide enough to still find the
right value often enough. For these experiments, we enable Qn -limited search with n = 2 for both players. Because of the horizon effect, the resulting value can change considerably between iterations, making
it almost impossible to provide a reasonable expectation of the value of the next iteration. By enabling
Qn -limited search, these fluctuations are decreased. From the experimental results, we can conclude that
aspiration search works best with ∆ = 500.
4.1.2

Results and discussion

In Table 2, the results for the various improvements for the alpha-beta search algorithm are summarised. For
all sets of experiments, except the first two, Qn -limited search with n = 2 is enabled for both players.
Improvement
Quiescence search
Qn -limited search (n = 2)
Transposition table
Killer moves
Aspiration search (∆ = 500)
Incremental move generation
Avoiding self-destruction

wins
4
20
17
20
14
13
13

As Silver
draws losses
0
21
2
3
1
7
2
3
2
9
0
12
2
10

wins
5
14
14
21
13
14
10

As Red
draws losses
0
20
0
11
0
11
0
4
1
11
0
11
2
13

Total score
(out of 50)
9
35
31 12
42
28 12
27
25

Table 2: Experimental results for the alpha-beta algorithm with single improvements versus bare alpha-beta
search.
It becomes immediately clear that the basic quiescence-search algorithm does not work well with Khet.
There are several reasons for this. The first problem is that determining quiet moves in Khet is not a trivial
task. When generating the list of valid moves, it is impossible to determine which moves will be quiet and
which will not. In order to determine whether a move is quiet, the move needs to be performed, the laser
needs to be fired and then it can be determined whether or not a piece is captured. This causes a large amount
of overhead. Another problem is that in some occasions, almost all of a player’s moves are capture moves.
Situations like these occur regularly and cause the average branching factor during quiescence search to be
relatively high. The third problem is that it is possible in Khet to have a large sequence of capture moves.
Observation has shown that when applying quiescence search to a 2-ply deep search from the Original
set-up, subtrees are built that reach depths of 16 ply or more.
The other results show that Qn -limited search, transposition tables and killer moves turn out to be the
best improvements. The win rates of incremental move generation, aspiration search and avoiding selfdestruction are less than 60%. From these results we can conclude that these improvements do not cause the
alpha-beta player to play much stronger, if any. It turns out, with aspiration search, that the first search fails
too often. Both incremental move generation and avoiding self-destruction cause the player to search barely
any deeper than without these improvements.

4.2

Monte-Carlo Tree Search

In this section we describe the experiments and results for the Monte-Carlo Tree Search algorithm. We
investigate the strength of UCT and whether or not setting a maximum game length causes the MCTS
player to play stronger. A transposition table is used if and only if UCT is enabled. The experiments are
similar to those for the alpha-beta player. We let an MCTS player with one improvement play against an
MCTS player without improvements. The settings are the same: again both players receive 300 seconds per
game and all games start with the Original set-up.
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Parameter settings

First, we need to find the best value for C in the UCT formula. If C is too high, then the algorithm will
explore too much without exploiting the previous results. If C is too small, then the algorithm will start
exploiting the previous results too early, possibly discarding good moves too fast. We let an MCTS player
with UCT play against a bare Monte-Carlo player, with different values for C. From the results, we can
conclude that UCT works best with C = 0.375. However, the best value of C is dependent on the number
of games that can be simulated. With less games, C should be lower in order to exploit the previous results
earlier, while if more games can be simulated, C should be higher as there is more time for exploration.
In order to prevent the Monte-Carlo algorithm from playing endlessly long games, we define a maximum
game length. In order for this improvement to work as good as possible, we need to find the best value for
dmax . If the value of dmax is too low, too few games are completed to give good results. If the value is too
high, then the effect of this improvement decreases, since less games are cut off early. Experiments with
varying values for dmax show that the MCTS player with dmax = 100 yields the best results.
4.2.2

Results and discussion

In Table 3 the results for UCT and maximum game length are summarised.
Improvement
UCT (C = 0.375)
Maximum game length (dmax = 100)

wins
24
17

As Silver
draws losses
0
1
0
8

wins
25
19

As Red
draws losses
0
0
0
6

Total score
(out of 50)
49
36

Table 3: Experimental results for the MCTS algorithm with single improvements versus a bare Monte-Carlo
algorithm.
For MCTS, it turns out that UCT is an indispensable improvement. Also, setting a maximum game
length improves the performance of the MCTS player considerably, even without incorporating any domain
knowledge into the evaluation function. Strategic knowledge can be implemented into the evaluation function, but this will make the evaluation considerably slower. Future research will be necessary in order to
determine how strategic knowledge can be used in the evaluation function and whether it yields an increase
of the performance, or whether the fact that less games are simulated decreases the strength of the player.

4.3

Alpha-beta search versus MCTS

Finally, we let the best alpha-beta player play against the best MCTS player in order to determine which
algorithm works best. We let them play three tournaments, where in each tournament the players receive a
different amount of time per game (60, 300 and 1800 seconds, respectively) and each tournament consists
of a different amount of games (100, 50 and 10 games, respectively). For the alpha-beta player, we use a
combination of a transposition table, killer moves and Qn -limited search with n = 2. The MCTS player
uses UCT with C = 0.375 and a maximum game length dmax = 100.
From the results, it becomes immediately clear that alpha-beta search works much better than MCTS.
The alpha-beta player wins all games. Apparently, even the small amount of extra domain knowledge makes
the alpha-beta player play on a much higher level than the MCTS player.

5

Conclusions and Future Research

In this paper, we investigated two different search techniques, both enhanced by various improvements, for
playing the game Khet: alpha-beta search and Monte-Carlo Tree Search. Alpha-beta search can best be
improved by implementing transposition tables, killer moves and the newly invented Qn -limited search, a
variation on quiescence search. MCTS can be enhanced by using UCT and by setting a maximum game
length for the simulations.
The experimental results show that alpha-beta search works much better than MCTS. Even the small
amount of domain knowledge that is incorporated into the evaluation function of the alpha-beta algorithm
can make a great difference. Based on the analysis of the games, we can conclude that the MCTS player
plays far too opportunistic. It also often captures one of its own pieces. The alpha-beta player can easily
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defend itself against the opportunistic play of the MCTS player, and always tries to defend its own pieces,
while trying to attack the opponent’s pieces.
Unfortunately, we were not able to test our program against experienced Khet players, but after playing
a small number of games against the two players, we can conclude that the alpha-beta player is able to play
Khet at a strong amateur level. The MCTS player, however, can only challenge a beginning player.
The MCTS algorithm can still be improved by implementing some strategic knowledge, but since the
difference with the alpha-beta algorithm is so large, it is questionable whether MCTS will ever match the
performance of alpha-beta search. This is a topic for future research.
The alpha-beta player can still be enhanced by, e.g., improving the evaluation function by incorporating
more strategic knowledge, or by creating an opening book, which will cause the player to play much faster
in the early stage of the game, causing it to have more time left during the mid-game and the endgame.
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Abstract
Visual concept detection is the automated detection of image semantics. Detecting image semantics is
particularly useful in content based retrieval because it allows us to annotate media with semantically
meaningful information. One computationally efficient approach toward subimage annotation is to
focus on regions which are considered salient. The novel contribution in this paper is using the regions
found from the maximization of distinctiveness (MOD) saliency approach for automatic visual concept
detection. We present results based on real images and compare nearest neighbour classification,
support vector machines and a neural network. Also, preliminary results for automated image annotation
in the MIRFLICKR-25000 dataset are presented.

1

Introduction

Bridging the gap between low level features such as color histograms and semantic descriptions such as
"trees" is highly useful for searching image databases and digital libraries. From the panels of CIVR and
MIR conferences, it has been said repeatedly that one of the primary goals of the community is automatic
annotation of images and video. It would be ideal to have a program which receives as input an unknown
image, analyzes the pictorial content of the image and then outputs a set of keywords. In this paper we
present our ongoing work in detecting visual concepts toward automatic image annotation.
The basis of visual concept detection is the need for automatically describing the content of images.
For image retrieval tasks, these generated descriptions of images can be very useful. For example, the
image in Figure 1.1 could be classified as containing buildings and trees.

Figure 1.1. An image which could be labeled with trees, buildings and sky.
With this annotation, it is possible to search for these images using keywords. A high level overview
of our system frame work is shown in Figure 1.2. In our system, a visual concept is learned interactively
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by our program using positive and negative responses from the user. Once the visual concept has been
learned, it is applied to an unknown image and automatically outputs descriptive text.
Interactive Learning
(1) Apply concept to training set
(2) Ask user about ambiguous blocks
(3) If no ambiguity then STOP
(4) Go to (1)
Concept
Input Image

Output Text

Visual Concept Detector

Figure 1.2: High-level overview of the visual concept detection system
For detecting visual concepts in images, we have compared the following methods: nearest neighbour
classification, support vector machines and a neural network. We also use several approaches for
segmenting images into sub-images using wavelet-based salient points and maximization of
distinctiveness (MOD) based interest points, of which the visual concepts are determined.

2

Related work

In the recent years, visual concept detection or automated image annotation has become a very active
field of research. As the amount of visual information available increases, the need for new methods for
searching it, also increases.
A well known paper by Datta [2] discusses many techniques that can be used for automatic image
annotation.
Annotating images with concept words can not only be seen as an computational problem, but also as
a linguistic problem. Words can have multiple meanings and concepts can have multiple words to
describe them. For example, Srikanth et al [12] describe an image annotation method that uses an
ontology for linking annotation words. They measure the retrieval performance when annotation words
are connected to other words in a hierarchy. Retrieval accuracy improves using this knowledge.
Other related work in the research literature for visual concept detection is face detection in complex
images. Representative examples would be the neural network work by Rowley and Kanade [10] or the
information theoretic approach by Lew and Huijsmans [5] in which the authors detect the specific visual
concept of a human face. An excellent survey of the work done in face detection is found in Yang, et al.
[17].

3

Maximization Of Distinctiveness (MOD)

Recently, we have proposed the Maximization Of Distinctiveness paradigm [8] for detecting interest
points in images. These interest points have the property that they are optimized for visual content
matching using feature vectors. The selected points have the highest distinctiveness with respect to certain
features, in a local region around the selected point.
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For computing the MOD interest point, each pixel in an image is first assigned a distinctiveness value
that is based on the dissimilarity of the point to all pixels in a neighbourhood around it. The dissimilarity
for a pixel is estimated as the inverse of the similarity value for the closest matching point in the
neighbourhood, when the features are considered that will be used for matching. The dissimilarity values
are combined to form a distinctiveness map of an image and the local maxima in this distinctiveness map
will yield the MOD interest points.
Let D(x,y) represent the distinctiveness of a pixel at (x,y). The function to be optimized can be
expressed elegantly as
D(P) = argmin(R)[− Similarity(R.P)]

(3.1)

where R represents a region based on a pixel location P. In our experiments R is a rectangular region
around P. The constellation of salient points would then be
C = maxima of D(P)

(3.2)

This means that we select the set of pixels which are local maxima of distinctiveness with regard to the
similarity function used in the matching algorithm.
One of the advantages of this paradigm is that the similarity function can be adapted to the area of
computer vision or pattern recognition. It can be adapted to be rotation invariant, scale invariant, color
invariant, etc. As mentioned earlier, different problem areas have different constraints.
Another advantage of using interest points is the computational speed of the matching step. Only the
image regions indicated by the interest points have to be considered.

4

Detecting visual concepts

We used two steps in detecting visual concepts in images: Visual concept description and visual concept
matching.
First, the visual concepts need to be described. This can be done by selecting positive and negative
examples and to use a classification method which uses these positive and negative examples to create a
general model of the concept. For each of the positive and negative examples, a number of feature vectors
is extracted. We have used an HSV based color feature, color moments and a texture feature created by
Ojala [9], which is invariant under grayscale variations and rotation.
The second step for visual concept detection is to match each image to the visual concepts. Images are
compared to the generalized model and are classified as either matching or non-matching for each visual
concept. The list of matching concepts is then an annotation for the image. For describing the visual
concepts, we have used the interactively selected lists of positive and negative images.
For matching images with visual concepts, we have looked at three different methods: Nearest
neighbor classification, support vector machines and a neural network. These methods are explained in
detail in the next three sections. We expect classification using SVM’s or the neural network to
outperform the nearest neighbor method because of the generalization capabilities of these machine
learning techniques, but we included the nearest neighbor method as a benchmark.
4.1
Classifiers
This section describes the classification techniques that were used for determining the presence of a visual
concept in a part of an image.
4.1.1

Nearest neighbour

With this type of classification, an image is compared to all positive and negative examples of a visual
concept. The label of the closest example (using L2 distance) will be used as the classification.
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Support vector machine

Support vector machines [1][4][15] are widely applied to pattern recognition. They can be used for
classifying feature vectors in very high dimensional spaces. SVMs try to find a plane which defines the
border between the positive and the negative examples. In our case, we have made a separate SVM for
each visual concept we want to detect. The SVMs are trained with the positive and negative examples for
each of the concepts and for each image, we use these SVMs for classifying them.
4.1.3

Neural network

Neural networks are also well-known for their generalization capabilities for large input vectors. We have
used a three-layer feed-forward network, the first layer being the input vector. The hidden layer has 25
hidden nodes and the output of the final node was used to determine a binary classification for a concept.
The specifications for the network were empirically determined, but we have not looked into the effects
of different configurations yet. In the future, we would like to include this in the training phase of the
classifier.

5

Experiments

We have tested our system on a dataset of tourist-like images of the cities of Leiden and Amsterdam and
serveral other images. This section shows the user interface of the program, the results of applying
concepts to a few of these city images and also the results of an application of visual concept detection to
face detection. Also, we show preliminary results for annotating the MIRFLICKR-25000 dataset.
5.1
Interface
Figure 5.1 shows the interface of our visual concept detection program. Users can add concepts and
assign image regions to the positive or negative examples for each concept.

Figure 5.1: The user interface for the visual concept detection program
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5.2
City images
We have trained our visual concept detection system with images from the cities of Amsterdam and
Leiden. We then applied the learned concepts to several other images, also made in Leiden and
Amsterdam.
Our system has learned three visual concepts: buildings, sky and trees. Figures 5.2 to 5.8 show the
results for the three different classifiers on three different images that were selected from the test set.

Figure 5.2: Images used in this section, labeled a) Image 1, b) Image 2 and c) Image 3

Figure 5.3: Annotation results for the concept 'building' on Image 1 for
a) nearest neighbour classification, b) SVM classification and c) neural network classification

Figure 5.4: Annotation results for the concept 'sky' on Image 1 for
a) nearest neighbour classification, b) SVM classification and c) neural network classification

Figure 5.5: Annotation results for the concept 'tree' on Image 2 for
a) nearest neighbour classification, b) SVM classification and c) neural network classification
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Figure 5.6: Annotation results for the concept 'sky' on Image 2 for
a) nearest neighbour classification, b) SVM classification and c) neural network classification

Figure 5.7: Annotation results for the concept 'building' on Image 3 for
a) nearest neighbour classification, b) SVM classification and c) neural network classification

Figure 5.8: Annotation results for the concept 'tree' on Image 3 for
a) nearest neighbour classification, b) SVM classification and c) neural network classification
5.3
Face detection
Figure 5.9 shows the results of applying a 'face' concept to an image. In this case, the training image set
and test set were very small, but we present this result as an example of other uses of the visual concept
detection.

Figure 5.9: output of the visual concept detector for the 'face' concept.
5.4
MIRFLICKR-25000 annotation
At the ACM-MIR conference in 2008, the MIRFLICKR-25000 dataset was presented [3]. It contains
25000 images from the Flickr website and a large number of annotations are available, ranging from
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general to very specific categories. This dataset was used in ImageCLEF 2009 for the visual concept
detection and annotation task.
We have tested our MOD method combined with a neural network to test the annotation accuracy.
Note that these results are preliminary and that we intend to present more results in the future.
For each tested concept, we have randomly selected 25 images for extracting positive training
examples and 25 images for extracting negative training examples. The neural network classifier was
trained using one color and two texture features.
For testing, we have randomly selected 5000 images from the dataset, with 50% of the images tagged
with the concept. Each detected MOD region in the test images was classified and we have used a fixed
threshold of 10 detected regions to determine if the image would be annotated with the concept. Table 5.1
shows the misdetection rates for each concept.
Concept
Misdetection rate
Sky
0.54
Water
0.40
People
0.14
Night
0.01
Plant life
0.16
Animals
0.25
Table 5.1: misdetection rates for preliminary tests on the MIRFLICKR-25000 dataset.

6

Discussion and further research

The results from the different concepts and classifiers show the promising results that can be obtained
when using the MOD interest points as a hint on where to look for concepts within images. Especially the
combination of a more advanced classifier like the support vector machine or a neural network with the
MOD regions turns out to give very interesting results.
As an example, detecting the 'tree' concept, as shown in figure 5.8, with a support vector machine
yields a correct classification of a small image region, that we did not expect to be easily detected.
The other results on the Leiden-Amsterdam database show that the 'building' concept detection results
in some errors. The nature of this concept is visually more complex than a 'sky' concept, so we expected
more difficulties with detecting the concept, which can be clearly seen figure 5.7.
For the MIRFLICKR-25000 results, one result that seems surprising is the high misdetection rate for
the sky concept. One would assume this concept is easy to classify, however the appearance of sky in this
dataset is particularly difficult, as there are many colors and textures that represent sky. Even when an
image was taken at night, it could still have the annotation 'sky', alhough the sky itself would be
completely dark.
As this is ongoing research, we have a few ideas on how to improve our system. One of the next steps
is to select the best features for each concept for the annotation. At this point, we use three different
features, but we expect the system to improve with more features and a specific subset of these features
for each concept. Clearly, concepts that do not need a specific color, will benefit of ignoring the color
features in the annotation task.
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Abstract

The last decade reinforcement learning has been lifted to relational (or, ﬁrst-order) representations of states
and actions. In worlds consisting of objects and relations between them, mostly value-based techniques
have been studied, even though value functions can be ill-deﬁned and moreover, are difﬁcult to learn.
We present a novel evolutionary policy search algorithm called G API. It evolves probabilistic policies
for (probabilistic) planning problems. We show good results on typical BLOCKS WORLD benchmark
problems as well as on a small logistics domain. We show how G API can exploit the probabilistic relational
policy representation to i) learn parameterized policies over abstract goal speciﬁcations, ii) abstract simple
actions into macro-actions, and iii) to tackle complex problems by learning individual subtasks ﬁrst.

1 Introduction
The world consists of objects and relations between them. There are things like apples, books and tables,
but also increasingly more conceptual things like clouds, governments, and happiness. It would be hard
to imagine an adaptive, generally intelligent system that would not see the world in those terms. The last
decade, a large amount of techniques have been developed to solve sequential decision making problems
under uncertainty in such worlds [18]. Many of these techniques focus the computation on utility value
functions that can predict how much reward could be obtained if a particular strategy is followed. An
alternative studied here, is the use of search techniques to ﬁnd good strategies (or, policies) directly from
interaction with the environment. We introduce the G API system that uses evolutionary algorithms (see
[11]) to do the actual search.
Outline: In Section 2 we introduce our problem setting, and in Section 3 we describe our novel G API
system for learning policies. The experiments in Section 4 then show the viability of G API on a number of
benchmark tasks. After that, we show results of transferring policies to more complex tasks, and we present
related experiments in a different domain. Section 5 concludes and outlines directions for further research.

2 Learning to Take Decisions in Relational Worlds
We target the task of learning how to take decisions in large, probabilistic worlds consisting of objects and
relations. A generic formalization for such problems is the Markov decision process (MDP). These, and
relevant solution techniques will be brieﬂy described after which we discuss MDPs in a relational setting.
2.1. Solving Markov Decision Processes An MDP is a tuple M = S, A, T, R, where S is a ﬁnite set
of states, A a ﬁnite set of actions, T a probabilistic transition function over S × A × S, and R a reward
function that maps states to real values. A policy is a function π : S → A and the state-action value function
Qπ for π expresses how much cumulative (discounted) reward can be expected when executing action a in a
state s ∈ S and following the actions suggested by π thereafter. The existence of optimal policies and value
functions is guaranteed for MDPs. For any given MDP the goal is to ﬁnd an optimal policy. An example
of an MDP is a grid maze, where all states (S) correspond to grid positions in the maze, actions (A) are
movements (T ) between grid positions, and the reward function (R) for each step is −1 except for reaching
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the exit of the maze in which case the reward is +100. An optimal policy would take one to the exit in the
least number of steps possible.
Solution techniques for MDPs: The many algorithms that exist to compute optimal policies can be divided
into two groups (e.g. see [15, 18]). The ﬁrst group assumes that the model of the MDP (i.e. T and R) is
known, and that value functions can be computed using (variants of) iterative dynamic programming (DP)
algorithms such as value iteration and policy iteration. The resulting value function can be used by a
greedy policy to select actions accordingly, i.e. ∀s ∈ S : π(s) = arg maxa∈A Q(s, a). The second group
of techniques is called model-free, and these compute solutions based on samples of interaction with the
environment (i.e. the MDP). Such sample-based algorithms are generally denoted reinforcement learning
(RL), of which Q-learning is a popular example. Within the model-free techniques an important distinction
is made between value-based and policy-based algorithms. Whereas the ﬁrst learn value functions and
derive policies from them, the latter search directly for good policies without explicitly representing value
functions. An advantage of policy-based methods is that the policy search space is often much smaller.
Either way, in complex environments (where S and A are large) it becomes necessary to apply generalization
and approximation techniques for representing and learning value functions and policies. Many approaches
exist including function approximators such as neural networks, hierarchical task decompositions [14] and
efﬁcient data structures (see further [18]).
Evolutionary algorithms for reinforcement learning (EARL): Several policy-based approaches employ
evolutionary computing to search in the space of policies (see [12] for an overview). Evolutionary techniques
are population-based search algorithms, mimicking biological evolution, that keep a population of solutions
to a particular search problem, i.e. in this case consisting of policies for a particular MDP. A well-known
evolutionary technique are genetic algorithms (see [11]). Each generation in the computation takes such
a population of which the individuals (i.e. its members) are all evaluated on the MDP. The evaluation is
expressed as a ﬁtness value which is naturally computed in terms of the cumulative reward obtained while
executing the policy in the MDP. Individuals with a relatively high ﬁtness value are then selected to generate
offspring by recombination of individuals. That is, parts of individuals (e.g. action selections for individual
states) are interchanged between individuals to generate two new individuals built up from the parts of
individuals with high ﬁtness. After recombination, some individuals are then randomly mutated slightly
(e.g. changing the policy action for some states randomly). Recombination combines useful building blocks
found in the search space, while mutation introduces variation (e.g. random perturbations in the search
process). Popular representational devices for EARL are neural networks and lists of rules.
2.2. MDPs in the Relational Setting Most existing techniques for solving MDPs are based on atomic
or propositional (i.e. attribute-value) representations. The last decade, however, techniques have been
developed that allow for the solution of MDPs posed in terms of ﬁrst-order logical (FOL) representations.
The FOL setting is more general than a propositional setting and is covered in machine learning [3].
Relational MDPs: In a relational MDP, (RMDP) the state space S is built from a logical alphabet consisting of a set C of constants (denoting objects in the domain) and a set of predicates {Pi /α}. Each predicate
has an arity α denoting the number of arguments of the relation it represents. For arity 1 predicates denote
properties of a particular object, whereas for larger arities a relation between multiple objects can be expressed. In logical terms, the state space consists of all Herbrand interpretations of a given alphabet. The
action space of an RMDP is built from a separate set of action predicates PA ..
An example RMDP that we will later use in our experiments is the BLOCKS WORLD, a typical
benchmark problem for planning. This world contains a ﬁnite number of blocks, and a table. A typical
task here is to compute or learn action sequences (e.g. a plan) that transform an initial into a goal
state. The set of constants in a four-block world is {b1 , b2 , b3 , b4 , table}, a typical set of predicates
is {clear/1, on/2}, and the only action is move/2. The relation on(b1 , b2 ) expresses that block
b1 stands on block b2 , and clear(b3 ) expresses that there is nothing on top of block b3 . A plan
that transforms an initial state s1 ≡ {on(b1 , b2 ), on(b2 , b3 ), on(b3 , b4 ), on(b4 , table), clear(b1 )}
≡
{on(b2 , b1 ), on(b3 , b4 ), clear(b2 ), clear(b3 ), on(b4 , table), on(b2 , table)} is
to state s2
move(b1 , table), move(b2 , table), move(b2 , b1 ).
Relational generalization and solution techniques for RMDPs: RMDP state spaces quickly become
huge for modest amounts of objects. To be able to specify RMDPs, to learn value functions and policies,
and to generalize experience while learning, typically FOL languages are used. These exploit powerful capabilities such as quantiﬁcation and variables to abstract away from speciﬁc objects. For example, typically
T is speciﬁed using (probabilistic) STRIPS operators, and value functions as FOL decision trees.
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In the model-based setting, optimal value functions can – in principle – be deduced from a logical speciﬁcation of the RMDP (e.g. see [9] and [17]). The resulting value functions exploit variables to compactly
represent (in terms of FOL formulas) state sets. For example, ∃X on(b1 , table) ∧ on(X, b1 ), 10 expresses
that all states in which block b1 is on the table with something on it, have a value 10. Note that this abstract
state can be used in worlds with different numbers of blocks. In the model-free setting we can again identify
two types of algorithms. Most relational RL techniques are value-based, including the ﬁrst approach [6]
which learned logical decision trees based on batches of examples generated in a standard Q-learning approach. More recent techniques have explored other logical abstractions, instance-based representations and
kernels, for example. Several policy-based techniques have been explored in the relational setting too. Some
gather samples of state-action pairs and use these for classiﬁcation learning of the policy ([7]), some deﬁne
a gradient on a policy structure and optimize (probabilistic) action selection based on a gradient search [8],
and a third group upgrades evolutionary search techniques to the relational case and includes G API which
we describe here. For a more thorough description of all solution techniques for RMDPs we refer to [18].

3 GAPI: Evolving Probabilistic Relational Policies
We introduce a new algorithm for policy-based, model-free solving of RMDPs, called G API. The main
idea is to lift genetic algorithms to search for relational policy representations for a particular problem. We
have outlined that evolutionary policy search relies on a number of components such as ﬁtness evaluation,
individuals, population, selection, recombination, mutation and so on. In this section we show how this can
be done in the G API system [4].
Individuals and population: The representation that is used in a GA is very important in determining which
results can be obtained. Each individual in G API is a probabilistic relational policy for a given RMDP. That
is, a policy π is a set of policy rules cond(~
X) → act(~
X), expressing that action act can be taken in states
where the cond holds. When the rule is applied, all variables ~
X are bound to objects that are matched in the
current state. There are several possibilities for the condition of a rule. It can be empty (or: true), which
means that the condition is always fulﬁlled. It can be one literal, that is one predicate or the negation of a
predicate, and that predicate comes from the set of predicates used for representing the state, PS , or from
the set of predicates from a separate set of background knowledge deﬁnitions, PBK . The arguments of the
predicates are constants from the problem domain that are also used in the goal, or variables. Only constants
appearing in the goal speciﬁcation may appear in a policy rule, to improve the generality of the rules and
to avoid creating rules that are over-ﬁtted to the test environments. The last possibility for a condition,
is a sequence of literals. The order of the literals is important, since it can sometimes have an inﬂuence
on the way P ROLOG interprets them. The representation of rules is similar to Horn clauses in logic-based
systems systems [5, 3] and many other techniques for RMDPs use similar representational devices [18].
The following example on the left is a policy for putting block b1 on block b2 .
⎧
⎪
⎨above(X, b1 ), clear(X) → put on table(X)
above(X, b2 ), clear(X) → put on table(X)
⎪
⎩
→ put on(b1 , b2 )
clear(b1 ), clear(b2 )

⎧
⎪
→ put on table(X)
⎨on(X, Y), clear(X)
clear(b2 ), clear(b5 ) → put on(b2 , b5 )
⎪
⎩
true
→ put on table(b3 )

(1)

The semantics of a policy π is such that the applicable rules may suggest several actions, and the one
action to be executed is picked probabilistically from this. Hence, the order of the rules is not important for the execution of the policy. A consequence is that some actions have a greater probability
than others to be selected, if they appear more than once in the resulting set of actions. An alternative
would be to see a policy as an (ordered) decision list, where only the ﬁrst that applies suggests an action. Such policies are often used, but we will see that a probabilistic interpretation is quite useful in
our setting. An example of policy execution can be given for the policy on the right in Equation 1. Let
the state be s ≡ {on(b1 , table), on(b2 , b1 ), on(b3 , b2 ), on(b4 , table), on(b5 , b4 ), clear(b3 ), clear(b5 )}
The ﬁrst rule generates {put on table(b3 ), put on table(b5 )}, since b3 and b5 are the only blocks
that are on top of something else and clear. The second rule generates ∅, because b2 and b5 are not
clear. The third rule generates {put on table(b3 )}, since that rule always ﬁres. The total set of actions is thus {put on table(b3 ), put on table(b3 ), put on table(b5 )}. This means that the action
put on table(b3 ) has a probability of 23 of being selected, and put on table(b5 ) a probability of 13 .
Fitness evaluation: The ﬁtness of a policy is deﬁned in terms of the rewards obtained while executing it, the
number of steps taken to reach the goal, plus a small penalty for large policy structures. Each policy is evaluated several times in the given environment, starting in a state in which the goal has not yet been fulﬁlled.
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The reward obtained by the policy, is the reward for accomplishing the goal, if it did so, plus other rewards
that it obtained during execution. These rewards can also be negative, for example
as a punishment for exeN
cuting an illegal action. The total reward obtained by a policy is total rewardπ = i=0 max (0, Rewardi )
where N is the number of test environments on which the policy was executed, and Rewardi the total reward obtained in the ith test. We only take into account rewards that are positive, to encourage policies that
actually work in some situations, and to avoid negative total reward values. Negative ﬁtness value cannot
properly be used in our selection mechanism. One component
goal perf, is a combination
of the reward


total stepsπ
that is obtained, and the number of steps: goal perf (π) = 1.4 − max total steps × total rewardπ , where
max total steps is the sum of the maximum number of steps that can be done in each test environment that
was used. The constant 1.4 avoids that it can happen that if the simulation completed without reaching the
goal, the reward gained during the simulation gets lost.
The complexity of a policy π is deﬁned in terms of the number of rules in a policy, and the number of
# rules
literals in its rules, as: complexity (π) = |π| + 0.2 · i=0 |π(i)| where |π| is the number of rules in π,
π(i) is rule i in π, and |r| is the number of condition literals of rule r. The number of 0.2 is chosen so that
sub-conditions have a smaller weight than rules, but a new rule is preferred over a very complex condition,
e.g. the policy in Equation 1(left) has a complexity 3 + 0.2 × (2 + 2 + 2) = 4.2. Now, the ﬁtness can be
computed as follows:
ﬁtness (π) = goal perf (π) + 0.4 · goal perf (π) · 1 −

complexity (π)
max policy complexity

(2)

When all policies of one generation have been evaluated, we check if they do not all have a ﬁtness value of
zero. If that is the case, we give them all a small equal ﬁtness value. Both constants in the ﬁtness evaluation
have been chosen based on experience on the tests we describe later, but more extensive experiments could
be conducted to ﬁnd possibly better parameter settings for different domains.
Selection: The selection process picks out the best individuals in the population, based on their ﬁtness
values, and has a profound inﬂuence on the variation of the population and on the convergence speed of
the system. We use a ﬁtness proportionate mechanism, meaning that the probability that an individual
gets selected increases with its ﬁtness value. There are many ways to do this, and here we use stochastic
universal sampling [1], which is an improved variant of universal sampling, or the well-known roulette
wheel selection. It works as follows; instead of doing a wheel spin (as in roulette wheel selection) for every
individual that is selected, it uses a single spin. This results in a number r in the interval [0..1] . Suppose
each selected individual has a number i. Then the value used to select that individual from the population is
index valuei = r+i
N where N is the total number of individuals that has to be selected. This results again
in a number in the interval [0..1] . The advantage comes from the fact that all generated index values are
equally spaced. This results in a more uniform distribution of these index values, and therefore enlarges the
variation in the population.
Recombination: One way to search is to combine elements of policies that have high ﬁtness. In this way,
useful building blocks can be interchanged between ﬁt individuals, thereby spreading good partial solutions
throughout the population. The recombination operator used by G API is a one-point crossover operator
on the policy structures of two parent individuals. In both parents, a crossover point is chosen randomly
between rules. The ﬁrst offspring consists of the ﬁrst part of the ﬁrst parent, and the second part of the
second parent. The second offspring consists of the ﬁrst part of the second parent, and the second part of the
ﬁrst parent. For each individual that is selected, we decide whether we will use it as a parent or not, based on
the probability for crossover, pc . From the set of parents, we randomly choose couples. As an example, the
recombination of two parent policies π1 = {p1 , p2 , ·, p3 } and π2 = {q1 , ·, q2 , q3 }, where crossover points
are highlighted with a dot, results in π3 = {p1 , p2 , q2 , q3 } and π4 = {q1 , p3 }.
Mutation Given the symbolic structure of policies, so-called mutation operators that modify the rule and
policy structure, are very important in the search process. G API supports two kind of mutators. The ﬁrst
kind operates on the policy as a whole. Here we employ two mutators for adding and removing rules. The
latter is simple: it removes a randomly selected rule. The former is more involved. A new rule is generated
by ﬁrst taking an action randomly from the available actions. The arguments of the action are ﬁlled with
either terms that are mentioned in the goal (which can be constants or variables), or with new variables. If
no free variables were chosen as arguments, the condition is left empty. Otherwise, a simple condition is
added to the rule, to increase the chance that the rule is useful.
The second kind of mutators operates on the level of a single rule. Therefore, they are applied on each
rule in the policy with a probability pi = N1 , with N the number of rules in the policy. We currently have

Evolving and Transferring Probabilistic Policies for Relational Reinforcement Learning

205

deﬁned seven mutators that operate on rules. These mutators are very similar to the reﬁnement operators
used in logical machine learning systems [3]. The ﬁrst two mutators add or remove a condition (one literal)
in a rule. Then, there are two mutators that replace a term (e.g. a variable) in the rule, either in one
place, or all places in the rule where it occurs. This can, for example, correspond to the instantiation of a
variable with a constant. An additional mutator can be used to unify two terms in the rule. To introduce
negated conditions, we employ another mutator that negates one of the conditions in the rule. A last mutator
switches the positions of two conditions in a rule. As we have noted before, this can matter in the context of
P ROLOG’s way of dealing with negation. To be able to handle all these mutators, a meta-mutator is used as
an interface for the generic GA. It takes a policy as input, applies all mutators on it with a certain probability,
and returns the result. It is possible that multiple mutators are applied on the same policy at once, which can
be beneﬁcial, if a single change does not have an advantage, but the combination of two changes has.
Domain description and goals: G API needs information about the problem. First of all, a language bias
is expected in the form of the set of predicates used to represent the state of the environment, PS , a set of
extra predicates that exist as background knowledge, PBK (plus their deﬁnitions), a set of free variables that
can be used in policy rules, a set of action predicates, PA , and a goal speciﬁcation. Furthermore, a number
that indicates the maximum complexity of candidate solutions should be provided, as well as a set of test
environments for the given problem (i.e. the RMDP) on which candidate policies should be tested. Each
test environment consists of the goal speciﬁcation and (implicitly) a way to generate an initial state.
A goal is a condition on the state of the environment, that has to be fulﬁlled at the end of the execution
of a policy. The predicates in that condition can be predicates from the set for describing the state of the
environment, PS , or predicates from the background knowledge, PBK . The arguments of the predicates can
be constants in the problem domain or variables. If used in a goal, we distinguish two kinds of variables. The
ﬁrst kind are free variables, that can get any value, as long as they fulﬁll the condition stated in the goal. The
second kind are in fact parameters of the goal, which enables G API to learn policies for abstract tasks, and
in that way, make the generated policies more powerful. An abstract goal such as clear(X), on(X, table)
can be used to learn the task of obtaining one un-stacked block, without knowing beforehand which block.
The parameters of the goal are ﬁlled in when executing the policy for a speciﬁc task.
Related work: As described in the previous section, there are several methods for solving RMDPs. The
only two other algorithms that use evolutionary techniques are FOXCS [10] and G REY [13]. FOXCS is
based on learning classiﬁer systems differs from G API in that it learns to predict action values, and uses
rule-based evolution (as opposed to evolving complete policies). G REY is more related to G API, in that it
too uses lifted genetic algorithms, though G REY was implemented in pure P ROLOG and did not support the
kind of options, nor the transfer capabilities, we will describe in the experiments. Related to the transfer of
policies, some efforts have been made on this aspect in other recent systems [16]. More in general, there are
several other techniques for evolutionary search for relational representations, but these techniques focus on
classiﬁcation tasks, not RMDPs (e.g. see [5]). For a more thorough description of other related work, and a
concise description of the differences between relational value functions and policies can be found in [18].

4 Experimental Evaluation
We present a number of experiments with G API on two different domains, the BLOCKS WORLD and the
G OLDFINDER domain. For both sets we ﬁrst brieﬂy describe the setting and the speciﬁc goal of the experiment. All experiments were performed on a laptop with an Intel Core 2 Duo at 2.8 GH Z . with 4G B RAM.
G API is implemented as a JAVA program that calls a P ROLOG engine through a standard ﬁle interface. In
this way, the logical reasoning part is handled by a dedicated program, execution can be partly parallelized,
and one is free to choose a particular engine. The output reported back by P ROLOG engine consists of
performance information about the tested policy. In this work we use the YAP 1 implementation.
Experiment I – benchmark BLOCKS WORLD problems: Here we ﬁrst show that G API can handle simple
RMDP benchmark problems. Then we show how abstract goals can be learned, and how learned policies
can be transferred. All tasks in BLOCKS WORLD contain 10 blocks. We employ a standard BLOCKS WORLD
with two possible actions: put on(X, Y) for stacking blocks and put on table(X) for putting blocks on the
table. Three standard tasks here are stack, in which the goal is to put all blocks into one tower, unstack,
in which the goal is to have all blocks un-stacked on the table, and on(a, b) which asks for stacking two
speciﬁc blocks. Here we only report results for the stack task, but the results for the other two tasks are
1 YAP

homepage: http://www.dcc.fc.up.pt/˜vsc/Yap/ Universidade do Porto
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Figure 1: (left) Evolution of the ﬁtness values in the population for the stack task. The maximum possible
ﬁtness is 3204. (right) The onXY task. The maximum possible ﬁtness is 14364.
similar. We employ simple background predicates such as above(X, Y) and highest stack(X) with their
intuitive meanings. The reward function in all tasks is: one gets +100 upon reaching the goal, −1 for illegal
actions, and 0 otherwise. A learned policy is:
π = clear(X), highest stack(Y), block(X), X\ = Y → put on(X, Y).

For execution, this policy is optimal, but the literal block(X) is unnecessary. The algorithm converged to
this after only 34 generations, taking less than 5 minutes. Figure 1, depicts the ﬁtness value evolution.
Experiment II – abstract goals and options: Here we move to more complex tasks in the BLOCKS WORLD.
The ﬁrst task is onXY, a generalized version of the benchmark on(a, b) task, which shows how G API can
learn parameterized policies. We use 100 test environments and allow for 100 iterations, and get:
⎧
→ put on(X, Y)
⎨clear(X), clear(Y)
π(X, Y) = clear(Z), above(Z, X) → put on table(Z)
⎩
clear(Z), above(Z, Y) → put on table(Z)

X and Y are the parameters of the goal, and of course, of the policy. The policy is optimal and was found
in 15 minutes. Learning results are shown in Figure 2. The maximum ﬁtness values do not increase quasi
monotonically as in the previous. This is caused by the fact that the parameters are in each generation ﬁlled
in with different values, and thus for some values the goals are easier to accomplish than for other values.
Since this policy can reach a useful (sub)goal, namely ensuring that two blocks are stacked on top of each
other, a useful thing to do is to transform it into a new (complex) action. Based on the declarative nature of
policies in G API this can be done in a principled way (see [4]), and it resembles the use of options, skills or
macro-actions typically used in hierarchical RL [14].
The second task is to learn {on(X, Y), on(Y, Z)}. This task is even more complex than the previous task.
First we let G API try to ﬁnd a policy from scratch and we give it 500 iterations. After approximately 2 hours
the result was the following policy:
⎧
→ put on(X, Y)
⎨clear(X), block(A), on(Y, Z)
π(X, Y, Z) = clear(A)
→ put on table(A)
⎩
clear(X), clear(Y), block(A), block(X), clear(Z)

→ put on(Y, Z)

This policy works, but far from optimally, taking more steps than necessary and containing unnecessary
literals. It may also produce illegal actions. In Figure 2(left) we see that the learning process has reached
a plateau. The second attempt uses the result of the on(X, Y) task (we rename this to make sure on(Y, Z)).
We let G API learn for only 100 iterations in which it learns a policy with two rules π(X, Y, Z) = {true →
make sure on(Y, Z), true → make sure on(X, Y)}. This policy is learned in less than 15 minutes. The
best solution was already found after 60 generations. It is not completely optimal, it could be improved by
adding not(on(Y, Z)) to the condition of the ﬁrst rule, and on(Y, Z) to the condition of the second rule. A
comparison of the evolution of the results is shown in Figure 2(right). This experiment shows clearly that
the learning task has become easier with the transferred knowledge.
Experiment III – G OLDFINDER: A second series of experiments was conducted in the G OLDFINDER domain, which consists of a simple grid, in which the agent can walk around. Blocks of gold are distributed
over the locations of the grid. One or more vaults are also present somewhere on the grid.
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Figure 2: (left) The onXYZ task, when learning from scratch. The maximum possible ﬁtness is 13214.
(right) Same task, now using the results from onXY, with maximum ﬁtness 16740.
The agent has a number of possible actions. It can
take a step, in the direction it chooses, left, right, up
or down. Furthermore, it can pick up gold and put it
in its bag, and it can put the gold it has collected in a
vault, both only at speciﬁc locations. The agent can
sense whether there is gold on its current position, or
a vault. Also, it can sense the directions to the nearest
gold piece or vault. The goal is to collect all the gold
in the environment, and put it in a vault. The agent
gets rewarded for picking up gold (+20), for putting
gold in the vault (+20) and for completing the task
(+100). For illegal actions it is punished (−1).
We start with the simplest goal where the agent Figure 3: Evolution of the ﬁtness values in the
has to collect all the gold in the environment, and put G OLDFINDER domain, with unlimited bag size.
it in a vault. The amount of gold that the agent can
carry is unlimited. We let G API run for 200 iterations,
which took about 24 minutes, and get (left):
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(3)

Here dng(X) and dnv(X) stand for directions to nearest gold and vault. The policy is optimal, except for the
(unnecessary) last rule. In Figure 4(left) we see a learning curve; the ﬁrst 30 iterations no policy is found
that obtains a positive reward, but once such a policy is found, the learning progresses until it more or less
converges in generation 125.
One extension is to limit the gold the agent can carry to a certain amount. We set this to three, and ran
the same experiment as above. The result is in Equation 3(right). Obviously, this is not a good policy, since
it does not take into account the amount of gold that is already in the bag, and therefore it takes unnecessary
steps. Instead of letting G API run longer, we now try to transfer one of the earlier policies:
on gold, place left in bag
not(on gold), dng(X)

→ pick gold
→ do move(X)

⎧
dnv(X), place left in bag
⎪
⎪
⎪
⎨
dnv(X)
⎪
on vault
⎪
⎪
⎩
dnv(X), place left in bag

→ collect gold
→ do move(X)
→ put gold in vault
→ collect gold
(4)

We rewrite this result to the action collect gold, and get the policy structure on the right. Only the
literal dnv(X) in the ﬁrst and last rule is unnecessary. The learning process was much easier. The fact
that it contains two rules that are the same alter only the probabilities of the action selection; it will prefer
collecting more gold if there is still room in the bag. Figure 4 shows learning results for this experiment.
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Figure 4: (left) G OLDFINDER, from scratch, with limited bag size. (right) G OLDFINDER with learned skills.

5 Conclusions
We have introduced G API for evolving relational, probabilistic policies for RMDPs. The experimental
results show that it can handle several standard problems, and in addition, that it can evolve abstract, parameterized, policies. Furthermore, we have shown that based on an automated recoding scheme, policies can
be transferred to tasks of higher complexity.
Future work includes many enhancements in terms of the implementation, of the evolutionary techniques
used, and a variety of other problem settings. More speciﬁcally, we have started investigating G API for
simultaneous goals. For example, by adding monsters to the G OLDFINDER domain, we get a simple version
of PACMAN in which the agent constantly has to choose between avoiding monsters and gathering gold (e.g.
as a kind of multi-objective (R)MDP, see also [2]). These policies can be evolved separately, and combined
through the recombination operator. Or, one can start learning the complete task based on a population
consisting of subtask policies. The declarative nature of probabilistic, relational policies enables an elegant
framework for transferring useful building blocks.
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Abstract
Although the preferential model semantics is the standard semantics for non-monotonic reasoning
systems, it is not used for argumentation frameworks. For argumentation frameworks, instead, argumentation semantics are used. This paper studies the relation between the two types of semantics. Several
argumentation semantics are related to additional constraints on the preference relation over states in the
preferential model semantics. Moreover, based on the preferential model semantics a new argumentation
semantics is proposed.

1

Introduction

Argumentation systems are becoming increasingly important for common sense and legal reasoning, negotiating agents, planning, and so on. An important issue is the underlying semantics of an argumentation
system. The semantics of an argumentation system containing defeasible arguments is usually defined with
respect to an argumentation framework. An argumentation framework is an abstraction of an argumentation
system with respect to which an argumentation semantics is defined [5].
Argumentation with defeasible arguments is a special case of non-monotonic reasoning. The preferential model semantics is the standard semantics for non-monotonic reasoning systems [6, 7, 8]. This raises
the question whether a preferential model semantics can be defined for argumentation frameworks? If a
preferential model semantics can be defined, how does it relate to the well-known argumentation semantics?
Finally, does it give us new insights with respect to how argumentation semantics should be defined?
Paper outline In the next section, the definitions of argumentation semantics and of preferential model
semantics are given. Section 3 proposes a preferential model semantics for argumentation frameworks,
and Section 4 presents some examples of the proposed preferential model semantics. Section 5 establishes
relations with well known argumentation semantics, and proposes a new argumentation semantics based on
the preferential model semantics. Section 6 concludes the paper.

2

Preliminaries

2.1

Argumentation semantics

We use Dung’s argumentation framework as a starting point [5].
Definition 1 An argumentation framework is a couple AF = hA, −→i where A is a finite set of arguments
and −→⊆ A × A is an attack relation over the arguments.
For convenience, we extend the attack relation −→ to sets of arguments.
Definition 2 Let A ∈ A be an argument and let S, P ⊆ A be two sets of arguments. We define:
• S −→ A iff for some B ∈ S, B −→ A.
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• A −→ S iff for some B ∈ S, A −→ B.
• S −→ P iff for some B ∈ S and C ∈ P, B −→ C.
We wish to select coherent subsets of arguments E from the set of arguments A of the argumentation
framework AF = hA, −→i. Such a set of arguments E is called an argument extension. The arguments
of an argument extension support propositions that give a coherent description of what might hold in the
world. Clearly, a basic requirement of an argument extension is being conflict-free; i.e., no argument in an
argument extension attacks another argument in the argument extension. Beside being conflict-free, we will
use the notion of an admissible set of arguments and the notion of an argument that is acceptable w.r.t. a set
of arguments.
Definition 3 Let AF = hA, −→i be an argumentation framework and let S ⊆ A be a set of arguments.
• S is conflict-free iff S −→
6 S.
• S is admissible iff S is conflict-free and for every argument A ∈ A: if A −→ S, then S −→ A.
• A ∈ A is acceptable w.r.t. S iff for every argument B ∈ A, if B −→ A, then S −→ B.
Not every conflict-free set of arguments is considered to be an argument extension. Several additional
requirements have been formulated by Dung [5], resulting in different semantic definitions.1
Definition 4 Let AF = hA, −→i be an argumentation framework and let E ⊆ A.
• E is a stable extension iff E is conflict-free and for every argument A ∈ (A − E), E −→ A.
• E is a preferred extension iff E is maximal (w.r.t. ⊆) admissible set of arguments.
• E is a complete extension iff (i) E is an admissible set of arguments, and (ii) every argument A ∈ A
that is acceptable w.r.t. E belongs to E.
• E is a grounded extension iff E is the minimal (w.r.t. ⊆) complete extension.
Note that the requirements of the stable semantics are quite strong. As a result a stable extension need
not exist. It may not be possible to defend a set of arguments an against attacking argument. The odd loops
of attacks shown in Figure 1 are examples of such problematic cases.
A

B

A

B

C

C

a

b
Figure 1: Odd attack loops.

Baroni et al. [2] propose to handle odd loops in the same way as even loops by selecting conflict-free
subsets of the arguments involved in the loops. Their CF2 semantics formalizes this point of view. In the
example of Figure 1.a, it gives us the argument extensions: {A}, {B} and {C}.
Unfortunately, the CF2 semantics does not capture our intuitions with respect to the handling of odd
loops in all circumstances. For instance, an odd loop that also contains a self-attack, as shown in Figure 1.b,
is not handled intuitively correct. According the CF2 semantics, there are two argument extensions, namely
{A} and {B}. However, the self-attack of the argument C ensures that the argument A does not depend on
the argument B. Hence, the argument A should always be acceptable and the argument B never.
Justified arguments The existence of multiple argument extensions indicates uncertainty about which
argument extension should describe the world. Using a skeptical view, we can only be certain of arguments
that belong to every argument extension. These arguments are called the justified arguments. We can believe
the propositions supported by the justified arguments because these arguments are present in every argument
extension.
1 In

the last decade several new argumentation semantics have been proposed; for an overview, see [1, 3].
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Preferential model semantics

Preferential model semantics were introduced by Shoham [9] and were subsequently extended to a general semantic theory by Makinson [7] and Kraus et al. [6]. The definitions given below are based on the
formalization given by Makinson in [8].2
We start with a propositional language L for which we define the preferential model semantics. The
preferential model semantics uses preferential models to define an agent’s beliefs given its knowledge about
the world.
Definition 5 A preferential model P = (S, |=, <) is a triple where:
• S is a set of states,
• |= ⊆ (S × L) is an arbitrary relation between states and propositions, called the entailment relation3 ,
• < ⊆ (S × S) is an arbitrary relation between states, called the preference relation.
Note that a preferential model does not specify what the states and the entailment relation exactly are. In
general, one can view a state as an interpretation or a set of interpretations of propositional or first order
logic. The entailment relation can then be viewed as a specification of the semantics of a proposition with
respect to a state. For the moment, however, we do not consider such a restricted view on what the states
and the entailment relation represent. Note that the preference relation denotes that we prefer a state s to a
state s0 if s < s0 .4
A preferential model P = (S, |=, <) can be used to specify that a state preferentially satisfies a proposition ϕ ∈ L. Preferential entailment focusses on the preferred states among the states satisfying the proposition.
Definition 6 Let P = (S, |=, <) be a preferential model, s ∈ S be a state and let ϕ ∈ L be a proposition.
Then s preferentially satisfies ϕ, denoted by s |=< ϕ, iff s |= ϕ and for no s0 ∈ S: s0 < s and s0 |= ϕ.
We extend the notion of entailment of a proposition to set of propositions: s |= Σ iff for every σ ∈ Σ,
s |= σ. This immediately gives us the preferential entailment of a set of propositions: s |=< Σ.5 We need
s |=< Σ to define the preferential consequences of a set of propositions Σ. Preferential consequences are
those propositions that are entailed (satisfied) by all states that preferentially satisfy the set of propositions
Σ. We will use the preferential entailment operator C< to denote this set of consequences.
Definition 7 Let P = (S, |=, <) be a preferential model, and let Σ ⊆ L be a set of propositions.
The preferential entailment operator is defined as:
C< (Σ) = {ϕ ∈ L | for all s ∈ S, if s |=< Σ, then s |= ϕ}

3

A preferential model semantics for argumentation frameworks

In order to define a preferential semantics for an argumentation framework, we first have to determine how
to interpret arguments. In an argumentation framework, an argument gives a reason for some belief. This
reason can be invalidated if it contains defeasible steps [10]. Therefore, in terms of a preferential model, an
argument expresses that we prefer states that satisfy the belief supported by the argument.
In an argumentation framework, we have abstracted from the internal structure of the argument and the
specific belief supported by the argument. This implies that we cannot specify preference between states,
based on the beliefs supported by the arguments. However, instead of states satisfying beliefs, we may
consider states satisfying arguments. The idea is that a state satisfies the belief supported by an argument
whenever the state satisfies the supporting argument. Hence, we should interpret the entailment relation |=
of a preferential model P = (S, |=, <) as relation between states and arguments: |= ⊆ (S × A). So, the
language L for which a preferential model is defined should consist of the set of arguments A.
2 The preferential model semantics should not be confused with the handling of conflicting arguments using a preference relation
defined over the arguments; see for instance [4]. A preference relation over arguments expresses in some way the strength of an
argument while a preference relation over states expresses that the world should correspond to one of the preferred states.
3 A state s is said to entail or satisfy a proposition ϕ iff s |= ϕ.
4 For historical reasons, namely minimizing exceptions, preference is associated with minimality.
5 s |= Σ iff s |= Σ and for no s0 < s: s0 |= Σ iff s ∈ min kΣk where kΣk = {s ∈ S | s |= Σ}.
<
<

212

Nico Roos

A state need not satisfy all arguments in A. Especially, if an argument attacks another argument, a state
cannot satisfy both arguments. A state cannot describe the world if it would satisfy arguments A and B
while A attacks B (A −→ B).

Requirement 1 Every state s ∈ S must be conflict-free. That is, if A −→ B, then s |= A and s |= B may
not hold at the same time.
The set of arguments that are satisfied T
by a state s ∈ S or a set of states T ⊆ S will be denoted by
A(s) = {A ∈ A | s |= A} and A(T ) = s∈T A(s), respectively.
An attack relation between two arguments does not only express that both arguments cannot be entailed
by one state. The attack relation also expresses a preference. If an argument attacks another argument, we
should prefer a state satisfying the attacking argument to a state satisfying the attacked argument. Extending
this preference generated by an attack relation between two arguments to the whole attack relation, we should
prefer a state to another state if the arguments satisfied by the former state attack all arguments satisfied by
the latter state but not by the former state.
Requirement 2 An attack relation −→ over arguments defines a preference relation over states.
We prefer a state s to a state s0 if and only if every argument satisfied by the state s0 that is no longer
satisfied by s is attacked by an argument in s.
Requirement 2 enables us to define a weak preference relation . over a set of states S.
Definition 8 Let AF = hA, −→i be an argumentation framework. Moreover, let S be a set of states and
let |= ⊂ (S × A) be an entailment relations over states and arguments.
The weak preference relation . ⊂ (S × S) is defined as:
s . s0 iff for every B ∈ A such that s0 |= B and s 6|= B, there is an A ∈ A such that s |= A
and A −→ B.

Note that the weak preference relation . is not strict. Consider for example the well known Nixon
diamond in which we have an argument for Nixon being a pacifist and an argument for Nixon being a nonpacifist. Clearly the two arguments attack each other and without additional information we have no reason
to prefer either of them. Hence, the preferences generated by mutual attacks cannot be strict.
Definition 6 of preferential entailment assumes that the preference relation is strict. If the preference
relation < of a preferential model is not strict, we cannot be sure that s0 is a non-minimum state if s < s0 .
The states s and s0 could also have the same preference, implying s0 < s.
Since the preference relation . generated by the attack relation −→ is not strict, we have to transform it
into a strict relation. We know that s . s0 does not indicate a strict preference if there exists a set of states
{s1 , . . . , sn } such that:
s . s0 . s1 . . . . . sn . s
Therefore, we define s < s0 as: s . s0 and s0 6.+ s, where .+ denotes the transitive closure of ..
Note that the preference relation s . s0 generated by the attack relations also holds if A(s0 ) ⊆ A(s).
Nevertheless, we have to specify explicitly that we prefer states satisfying more (w.r.t. ⊂) arguments. The
reason is that loops in the preference relation . may involve preferences such as A(s0 ) ⊂ A(s). If we have
a loop s < s0 .+ s00 . s where s < s0 because A(s0 ) ⊂ A(s), then s00 is incomparable with both s and s0 ;
i.e., we also have s0 .+ s00 . s0 . Since A(s0 ) ⊂ A(s), we should prefer s to s0 .

Definition 9 Let AF = hA, −→i be an argumentation framework, and let L be a language. Moreover, let
. be the weak preference relation generated by −→.
The preferential model P = (S, |=, <) for the argumentation framework AF is defined as:
1. S is a set of states and for every conflict-free set of arguments S ⊆ A, there is exactly one state
s ∈ S;

2. |= ⊆ (S × A) where for every conflict-free set of arguments S ⊆ A, there is state s ∈ S such that
A(s) = S;
3. s < s0 iff A(s0 ) ⊂ A(s), or s . s0 and s0 6.+ s.

The first item in the above definition states that for every conflict-free set of arguments there is a state.
The second item states that the entailment relation is defined between states and arguments (the language).
Moreover, it specifies that for every consistent set of arguments there is a state satisfying exactly these
arguments. The third item specifies the preference relation using the weak preference relation.
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Examples of preferential models

Before formally analyzing the relation between the above defined preferential model semantics and the
argumentation semantics, we will first look at some examples.
The first example is an argumentation framework with three arguments A, B and C and the attack
relation shown in Figure 2. Figure 3.a shows the transitive reduction6 . of the preference relation . generated
A

B

C

Figure 2: An attack chain.
by the argumentation framework. Figure 3.b shows the preference relation <. In this figure we see that there
is one minimum state, which corresponds with the argument extension of the grounded, the preferred, the
stable and the CF2 semantics.

A

A

C

B

C

B

A, C

A, C

a

b

Figure 3: Preferences generated by an attack chain.
The second example is an argumentation framework with two arguments A and B and the attack relation
shown in Figure 4. Figure 5.a shows the transitive reduction of the preference relation . generated by the
A

B

Figure 4: An even attack loop.
argumentation framework. Figure 5.b shows the preference relation <. In this figure we see that there are
two minimum states, which correspond with the two argument extensions of the preferred, the stable and the
CF2 semantics. The argument extension of the grounded semantics is consistent with both preferred states.
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B

A

B

a

b

Figure 5: Preferences generated by an even attack loop.
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Figure 6: Preferences generated by an odd attack loop.
The third example is an argumentation framework with three arguments A, B and C and the attack
relation shown in Figure 1.a, which forms an odd loop. Figure 6.a shows the transitive reduction of the
6 The

transitive reduction of . is the minimal sub-relation R of . such that . is contained in the transitive closure of R: . ⊆ R+
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preference relation . generated by the argumentation framework. Figure 6.b shows the preference relation
<. In this figure we see that there are three minimum states, which correspond with the three argument
extensions of the CF2 semantics. The argument extension of the grounded and preferred semantics are
consistent with the preferred states.

A

B

A

a

b

Figure 7: Preferences generated by an odd attack loop with self-attack.
The fourth example is also an argumentation framework with three arguments A, B and C and the attack
relation between them forming an odd loop. However, as shown in Figure 1.b, argument C also attacks itself.
Figure 7.a shows the transitive reduction of the preference relation . generated by the argumentation framework. Figure 7.b shows the preference relation <. In this figure we see that, unlike the previous example,
here there is one minimum state. The extension of the grounded and preferred semantics are consistent with
this preferred state. The CF2 semantics specifies two argument extensions for the argumentation framework:
{A} and {B}. Only the first CF2-extension corresponds with the minimum state.

5

The relation between the two types of semantics

The examples presented in the previous section suggest that there is a relation between the proposed preferential model semantics and some of the well known argumentation semantics. In this section we will
investigate this relation. Moreover, we define a new argumentation semantics and show that it is equivalent
to the preferential model semantics. We conclude the section by showing that the closure property cumulativity holds for the preferential model semantics and therefore also for the new argumentation semantics.
Preferred states and conflict-free set of arguments Given a preferential model, we are interested in the
minimum / preferred states. The first thing that we can observe is that such a minimum state satisfies a
maximal conflict-free set of arguments.
Proposition 1 Let P = (S, |=, <) be a preferential model for an argumentation framework AF = hA, −→i.
For every minimum s in S (w.r.t. <): A(s) = {A ∈ A | s |= A} is a maximal conflict-free set of
arguments.
The relation with argumentation semantics The above proposition suggests a relation between argument
extensions and preferred / minimum states of the preferential model. The following theorems make this
relation explicit. The first theorem establishes a relation between the preferential model semantics and the
stable semantics. A stable extension defends itself against all arguments not belonging to the extension.
This implies that an argument A that is not attacked by the stable extension E should belong to E. A cannot
attack E because then the stable extension cannot exist. Therefore, a state s representing the stable extension
E must be a preferred / minimum (w.r.t. <) state. Moreover, arguments attacking the stable extension E
result in weakly preferring a state s0 to s. Since a stable extension defends itself against all arguments that
do not belong to the extension, s should be weakly preferred to s0 .
Theorem 1 Let P = (S, |=, <) be a preferential model for an argumentation framework AF = hA, −→i.
A(s) is a stable extension iff s is a minimum state in S, and for any state s0 ∈ S, if s0 . s, then s . s0 .
The restriction on the weak preference relation that has been used to establish a relation with the stable
semantics can also be used to establish a relation with the preferred semantics. The state s representing a
preferred argument extension should also defend itself against all attacking arguments. However, the state s
need not be a preferred / minimum state. In fact, the state representing a preferred extension is a minimum
state among the states defending themselves against all attacking arguments. To identify the states defending
themselves against all attacking arguments, we should only consider weakly preferred states where the
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preference is completely due to attacking arguments. The following definition formalizes the restriction on
the weak preference relation and defines the states that defend themselves against all attacking arguments.
The latter states are called admissible states.
Definition 10 Let . be a preference relation as defined in Definition 8.
The preference relation that is the result of attacking arguments only is defined as:

∼

= {(s, s0 ) | s . s0 , ∀A ∈ (A(s) − A(s0 )): A −→ A(s0 )}


s ∈ S is an admissible state iff for every state s0 ∈ S such that s0 ∼
s, s . s0 .

A preferred / minimum (w.r.t. <) state among the admissible states correspond to a preferred extension.
Theorem 2 Let P = (S, |=, <) be a preferential model for an argumentation framework AF = hA, −→i.
A(s) is a preferred extension iff s is a minimum (w.r.t. <) admissible state in S.
An argument is acceptable with respect to a set of arguments if the latter defends the former against
all attacking arguments. We can define a somewhat similar notion in terms of preference over states of a
preferential model. We introduce the notion of a state s that is acceptable with respect to another state s0 .
Since states are conflict-free, we will make use of the property that an argument can be added to a conflictfree set of arguments without introducing conflicts if the argument is acceptable w.r.t. this set. We therefore
require that the state s satisfies at least the same set of arguments as the state s0 . We must also ensure that
arguments satisfied by s0 defend the arguments satisfied by s against all attacking arguments. Arguments

s, and the defense by s0 . s00 .
attacking the arguments of s can be described by states s00 such that s00 ∼
Definition 11 A state s is acceptable with respect to a state s0 iff A(s0 ) ⊆ A(s) and for every state s00 ∈ S

s, then s0 . s00 .
if s00 ∼
We can now establish the relation with complete semantics.
Theorem 3 Let P = (S, |=, <) be a preferential model for an argumentation framework AF = hA, −→i.
A(s) is a complete extension iff s is an admissible state in S and s is the only state that is acceptable
with respect to s.
The grounded semantics selects the unique subset minimal complete extension.
Theorem 4 Let P = (S, |=, <) be a preferential model for an argumentation framework AF = hA, −→i.
A(s) is a grounded argument extension iff s is a maximum (w.r.t. <) state among the states in S that are
both admissible and for which s is the only state acceptable with respect to s.
The above four theorems imply that the set of preferred conclusions C< (∅) of the preferential model
correspond with the set of justified arguments.
Corollary 1 Let P = (S, |=, <) be a preferential model for an argumentation framework AF = hA, −→i.
C< (∅) is the set of justified arguments of the stable, preferred, complete and grounded semantics if the
restrictions of Theorems 1, 2, 3 and 4 are applied, respectively.
A new argumentation semantics The preferential model semantics can be used to define a new argumentation semantics. The idea is to use the preference relation on states to give a new definition of acceptable
arguments. We first define a preference relation on sets of arguments.
Definition 12 Let AF = hA, −→i be an argumentation framework and let S, T ⊆ A be two conflict-free
sets of arguments.
The set of arguments T is at least as acceptable as S, denoted by T % S, iff for every argument B ∈ S−T
there is an argument A ∈ T − S such that: A −→ B.
The above defined %-relation is not strict. Therefore to identify a maximally acceptable set of arguments,
similar to the definition of the preference relation < of a preferential model (Definition 9), we have to take
into account loops of preferences.
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Definition 13 Let AF = hA, −→i be an argumentation framework and let T % S be an acceptability
relation.
A conflict-free set of arguments E ⊆ A is a pm-extension iff for every conflict-free set of arguments
T ⊆ A, if T % E, then E %+ T and E 6⊂ T .
Because the pm-extensions are based on the preferential model semantics, it is not difficult to show that
the minimum states correspond with the pm-extensions.

Theorem 5 Let AF = hA, −→i be an argumentation framework and let P = (S, |=, <) be a corresponding
preferential model.
For every pm-extension E ⊆ A, there is a minimum state s ∈ S such that E = A(s), and vice versa.
The closure property Cumulativity is generally considered to be a desirable property of non-monotonic
reasoning systems. For argumentation frameworks it is less important since we normally determine the
justified arguments starting form an empty set of arguments; i.e., C< (∅). It may, however, be useful in
creating a proof theory for the proposed preferential model semantics.
Proposition 2 Let P = (S, |=, <) be a preferential model for an argumentation framework AF = hA, −→i.
Moreover, let the attack relation −→ contain a finite number of elements.
Then the consequence operator C< (·) defined by the preferential model P = (S, |=, <), is cumulative:
if Σ ⊆ Γ ⊆ C< (Σ), then C< (Σ) = C< (Γ)

6

Conclusion

In this paper a preferential model semantics for argumentation frameworks is proposed. The set of arguments
entailed by a preferred / minimum state of the proposed preferential model corresponds to an argument
extension and the set of preferentially entailed arguments corresponds to the set of justified arguments. In
the presence of odd loops, the argument extensions generated by a preferential model are more inline with
our intuitions than the argument extensions of the preferred and the CF2 semantics.
Relations with the grounded, complete, preferred and stable semantics are established by placing restrictions on the preference relation of the preferential model semantics.
Finally, based on the proposed preferential model semantics, a new argumentation semantics is proposed.
This new argumentation semantics leads to the same set of conclusions as the preferential model semantics.
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Abstract
Models used for Model-Based Diagnosis usually assume that the inaccuracy of data is smaller than the
precision with which the data is described. In some domains, however, this assumption is invalid. Observations may not be accurate or the behavior model of the system does not allow for accurate predictions.
Therefore, the accuracy of predictions, which is a function of the accuracy of the observed system inputs
and the behavior model of the system, may differ from the accuracy of the observed system outputs.
This paper investigates the consequences of using inaccurate values. The paper will show that traditional notions of preferred diagnoses such as abductive diagnosis and minimum consistency-based diagnosis are no longer suited if the available data has different accuracies. A new notion of preferred diagnoses,
called maximum conﬁrmation diagnoses, is introduced.

1

Introduction

Models used for Model-Based Diagnosis usually assume that the inaccuracy of data is smaller than the
precision with which the data is described. This assumption, which is usually not stated explicitly, implies
that we can easily compare predictions and observations. In domains where data is inaccurate or where
accuracy is not important, abstract values such as {−, 0, +} or {low, high} mays sometimes be used [17,
18]. Abstraction from speciﬁc values may reduce the diagnostic precision and may therefore be undesirable.
In that case, representations that precisely express the inaccuracy, such as inequalities or intervals of values
[ul, ub] may be used [15]. Several papers deal with consistency-based diagnosis given inaccurate data [3, 8,
9, 10].
The use of inaccurate values raises a number of problems with respect to the notion of preferred diagnoses. Normally, minimal or minimum diagnoses are preferred assuming that components fail independently
and that fault probabilities are low. Abductive diagnoses are preferred assuming that we know all the ways
in which components may fail. Maximum-informative diagnoses [14, 16] are related to abductive diagnoses.
Maximum-informative diagnoses do not require that all ways in which components may fail are known. Instead, it is based on the assumption that the probability that system outputs depending on failing components
produce correct values, is small.1 In all cases, unlikely diagnoses may be preferred if inaccurate values are
used.
To give an illustration of the problem with minimum / minimal diagnoses, consider a minimal diagnosis
Δ that enables us to predict that some output value lays in the interval [3, 5] while a non-minimal diagnosis
Δ enables us to predict that the output value lays in the interval [3, 7]. If we observe that the output value
must lay in the interval [5, 7], then clearly Δ should be preferred. The probability that the diagnosis Δ is
correct is much smaller than the probability that Δ is correct because in the former case, 5 is the only value
on which the prediction and the observation agree, while in the latter case, they agree on the interval [5, 7].
Abductive and maximum-informative diagnosis have other problems. The predicted value of some output given a diagnosis Δ may be less accurate than the observed value of that output. Though the observation
conﬁrms the prediction based on Δ, Δ is neither an abductive nor a maximum-informative diagnosis [12, 2].
Abductive and maximum-informative diagnosis require that the predicted value of an output is at least as
accurate as the observed value.
1 This

assumption does not hold for systems such as digital circuits.
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Cordier [2] proposed to adapt the deﬁnition of an abductive diagnosis to cope with observations that are
more accurate the the predicted output values. This paper, however, proposes a new notion of diagnosis,
called maximal-conﬁrmation diagnosis. A maximum-conﬁrmation diagnoses is based on measuring to what
extent predictions of outputs given a diagnosis are conﬁrmed by the observations. A maximum conﬁrmation
diagnosis therefore reﬁnes the new deﬁnitions of abductive diagnosis proposed by Cordier [2].
Maximal-conﬁrmation diagnoses do not distinguish between a diagnosis Δ that enables us to predict
that an output value lays in the interval [3, 7] and a diagnosis Δ that enables us to predict that an output
value lays in the interval [−∞, +∞] if we have observed that the output value lays in the interval [5, 7]. The
diagnosis Δ is more accurate than the diagnosis Δ . Therefore, we propose a second preference relation,
namely maximal accuracy and conﬁrmation diagnosis (mac-diagnosis).
The remainder of the paper is organized as follows. In the next section, we start with introducing our
diagnostic framework. Section 3 discusses the problems with preferred diagnoses and offers a solution in
the form of maximal-conﬁrmation and mac-diagnoses. In Section 4, a formal underpinning of the proposed
solutions is given. Section 5 describes related work and Section 6 concludes the paper.

2

The diagnostic setting

Model-based diagnosis starts from a description of a system to be diagnosed. The system description speciﬁes the normal behavior of the system and possibly also the abnormal behavior. Classical Model-Based
Diagnosis (MBD) [13, 5, 4] describes a system of connected components. Each component has a number
of inputs and outputs. The values of a component’s outputs are a function of the values of the component’s
inputs and the component’s health mode. A model of the component describes this function. The description may be partial, but it will always contain the components normal behavior; i.e., the behavior description
given the health mode ‘normal’.
This paper we abstract from the exact description of the system and the hypotheses describing the health
modes of components. Instead we assume that the system description Sd is given and that it describes at
least the normal behavior of the system. Moreover, we assume a set of candidate diagnoses D where each
diagnosis Δ ∈ D gives a possible description of the health modes of the components of the system. Finally,
we assume a set of possible observations O of the system. So, the triple P d = D, Sd, O describes our
problem domain.
When making observations O ∈ O about the behavior of the system, the observations made may not
correspond with the normal behavior of the system:
Δnor ∪ Sd ∪ B ∪ O |= ⊥
Here Δnor ∈ D denotes the hypothesis that every component behaves normally, and B denotes the general
background knowledge. If the expected behavior of the system does not correspond with observations
made, we would like to identify the components that behave abnormally, giving us the diagnostic problem:
P = (P d, O).
The two main forms of diagnosis are consistency-based diagnosis and abductive diagnosis. In consistencybased diagnosis, we search for a diagnosis such that the system description and the observations of systems
are consistent [13, 5, 4].
Deﬁnition 1 Let P = (P d, O) be a diagnosis problem. Moreover, let Δ ∈ D be a candidate diagnosis.
Δ is a consistency-based diagnosis of the diagnosis problem P = (P d, O) iff
Δ ∪ Sd ∪ B ∪ O |= ⊥
Abductive diagnosis uses a stronger requirement. Given the observed system inputs and a diagnosis, we
must be able to predict the observed system outputs [11, 1].
Deﬁnition 2 Let P = (P d, O) be a diagnosis problem. Moreover, let Δ ∈ D be a candidate diagnosis.
Finally, let the observations O be partitioned into system inputs Oin and systems outputs Oout .
Δ is an abductive diagnosis of the diagnosis problem P = (P d, O) iff
Δ ∪ Sd ∪ B ∪ Oin |= Oout
Δ ∪ Sd ∪ B ∪ Oin |= ⊥
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It is not difﬁcult to see that an abductive diagnosis is always a consistency-based diagnosis. It follows
from the property cumulativity of predicate logic:
Δ ∪ Sd ∪ B ∪ Oin ⊆ Δ ∪ Sd ∪ B ∪ O ⊆ Cn(Δ ∪ Sd ∪ B ∪ Oin )
implies Cn(Δ ∪ Sd ∪ B ∪ Oin ) = Cn(Δ ∪ Sd ∪ B ∪ O)
Here, Cn(Σ) = {ϕ | Σ |− ϕ} denotes the set of consequences.
The converse does not hold. Abductive diagnosis requires knowledge about the faulty behavior of components (also called: fault models). Without this knowledge we cannot determine an abductive diagnosis.
However, we will still be able to determine a consistency-based diagnosis. If fault models are available, and
if the set of possible values of system in- and outputs do not (partially) overlap, then a consistency-based
diagnosis is an abductive diagnosis. Values do not overlap iff;
for every O, O ∈ O if O ∪ O ∪ B |= ⊥, then O = O .

So, we do not use values of different accuracies.

Proposition 1 A consistency-based diagnosis is an abductive diagnosis if the set of fault models is complete
and if the problem domain P d does not allow for partially overlapping values.
Proof. Let Δ be a consistency-based diagnosis: Δ ∪ Sd ∪ B ∪ O |= ⊥.

Suppose that Δ ∈ D is no abductive diagnosis. Then: Δ ∪ Sd ∪ B ∪ Oin |= Oout . Since knowledge about
the systems behavior is complete, there is a O ∈ O such that: O = Oout and Δ ∪ Sd ∪ B ∪ Oin |= O .
Since O = Oout , the non overlapping values assumption implies that O ∪ Oout ∪ B |= ⊥ and therefore:
Δ ∪ Sd ∪ B ∪ Oin ∪ Oout |= ⊥. Hence, Δ cannot be a consistency-based diagnosis, contradicting our
starting point.


3

Inaccurate predictions and observations

The use of inaccurate values implies that the ‘non-overlapping values’ assumption is invalid. Giving up this
assumption has no inﬂuence on the deﬁnition of consistency-based and abductive diagnosis. However, it
does inﬂuences the preferred diagnoses among the set of consistency-based diagnoses.
in(A1,1)
in(A1,2)
in(A2,2)

+

A1

out(A1) = in(A2,1)

+

out(A2)

A2

Figure 1: A system consisting of two adders.

3.1

Preferences and accuracy

If predictions and observations have different accuracies, does this impact the diagnoses that we should
prefer? To investigate this question, consider a system consisting of two analog adders A1 and A2 , shown
in Figure 1. The normal behavior of the adders is described by:
∀x[adder(x) ∧ m(x, nor ) → ∀l1 , l2 , l3 , u1 , u2 , u3 [v(in(x, 1), [l1 , u1 ])∧
v(in(x, 2), [l2 , u2 ]) ∧ v(out(x), [l3 , u3 ]) ∧ (l1 + l2 = l3 ) ∧ (u1 + u2 = u3 )]]
Here, m(x, h) denotes that h is the health mode of component x, nor is the health mode in which the
component function normally, and v(io, [lb, ub]) denotes that the values of in- or output io lays in the interval
[lb, ub]. Note that a predicate v(io, [lb, ub]) is used instead of a function v(io) = [lb, ub] since we may have
different intervals consistently describing the same in- or output: e.g. v(io, [1, 5]) and and v(io, [4, 6]).
For these adders we also know their faulty behavior, denoted by the health mode: oﬀset. The output of
the adder has a ﬁxed offset of 3 given the health mode oﬀset:
∀x[adder(x) ∧ m(A, oﬀset) → ∀l1 , l2 , l3 , u1 , u2 , u3 [v(in(x, 1), [l1 , u1 ])∧
v(in(x, 2), [l2 , u2 ]) ∧ v(out(x), [l3 , u3 ]) ∧ (3 + l1 + l2 = l3 ) ∧ (3 + u1 + u2 = u3 )]]
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The structural description of the system speciﬁes that the output of adder A1 is connected to input 1 of adder
A2 : out(A1 ) = in(A2 , 1).
Suppose that we make the following observations:
v(in(A1 , 1), [1, 2]), v(in(A1 , 2), [2, 3]), v(in(A2 , 2), [3, 4]), v(out(A2 ), [12, 16])
Clearly the system description together with the observations are inconsistent. There are two minimum
consistency-based diagnoses given the observations: Δ1 = {m(A1 , oﬀset)} and Δ2 = {m(A2 , oﬀset)}.
Both diagnoses are not very likely since 12 is the only value on which the prediction and the observation of
output A2 agree. Every value in the interval (12, 16] is inconsistent with: Δi ∪ Sd ∪ B ∪ Oin with i ∈ {1, 2}.
To maximize the likelihood, we should prefer diagnoses that maximizes the number of possible output values that are consistent with the observations. In other words, we must prefer abductive diagnoses. The
diagnosis Δ3 = {m(A1 , oﬀset)}, m(A2 , oﬀset)} is such an abductive diagnosis. The observed system outputs Oout = {v(out(A2 ), [12, 16])} can be derived form the system description together with the observed
system inputs Oin = {v(in(A1 , 1), [1, 2]), v(in(A1 , 2), [2, 3]), v(in(A2 , 2), [3, 4])} and the diagnosis Δ3 .
Since abductive diagnosis requires knowledge of the system’s faulty behavior, we might conclude that if
this knowledge is available, abductive diagnoses should be preferred. This conclusion is, however, premature.
To illustrate the problem, suppose that we observed for the system output: v(out(A2 ), [7, 8]) instead
of v(out(A2 ), [12, 16]). Note that now all observations are made with the same accuracy. This is quite
common if similar measurement devises are used. The accuracy with which the output value of adder A2
can be predicted in the absence of faults is, however, lower than the accuracy of the observation. That
is, the most accurate prediction is: v(in(A2 , 1), [6, 9]), while v(out(A2 ), [7, 8]) has been observed. This
implies that abductive diagnosis is infeasible even if the adders behave normally as might be the case in this
example. Although the observation cannot be explained by the normal behavior of the adders, it does conﬁrm
the normal behavior. This suggests that we need a new notion of preferred diagnosis, namely conﬁrmation
diagnosis. Abduction can than be viewed as a weak form of conﬁrmation.

3.2 Maximal conﬁrmation diagnosis
The idea that is put forward in this section is to prefer conﬁrmation diagnoses. This preference is motivated
by the fact that (i) some minimum / minimal diagnoses can be very unlikely, and (ii) abductive diagnoses
may not be possible even if complete information about the faulty behavior is available. Concerning the
latter, since abductive diagnosis is only possible if observations are sufﬁciently inaccurate, conﬁrmation of
the predictions made is a better criterium. Of course, we must also be able to deal with partial conﬁrmations.
In order to give a general deﬁnition of conﬁrmation diagnoses, which is not limited to intervals of values,
we assume that an accuracy ordering can be deﬁned over the set of possible observations O.
Deﬁnition 3 Let O be the set of possible observations and let O, O ∈ O be two observations. Moreover,
let B be general background knowledge.
O is at least as accurate as O , denoted by O O iff O ∪ B |= O .
Without lost of generality, we assume that the ordering over O forms a lattice with bottom element ⊥
(false) and top element  (true). Therefore, we also have a meet operator O ∧ O and a join operator O ∨ O .
The accuracy ordering of in- and output values enables us to formalize the conﬁrmation of predictions
O . An observation O
made. We say that an observation O strongly conﬁrms a prediction O iff O


O. We can also deﬁne a notion of partial conﬁrmation. An
weakly conﬁrms a predicted value O iff O
observation O partially conﬁrms a predicted value O iff ⊥  O ∩ O , O ⊆ O and O ⊆ O. Figure 2 gives
an illustration using one output and possible observations described by intervals.
It is clear that there are different degrees in which an observation can conﬁrm a predicted value. The
above introduced order on possible observations O can be used to order diagnoses with respect to the degree
of conﬁrmation. The conﬁrmation degree of a diagnosis is the meet between between the observation made
and the most accurate prediction of the system outputs.
CD(Δ) = Oout ∧ P red(Δ)
where P red(Δ) is the most accurate predicted system output.
P red(Δ) = O iff Δ ∪ Sd ∪ B ∪ Oin |= O and for no O  O: Δ ∪ Sd ∪ B ∪ Oin |= O .
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Obs

observation

Pred(')

strongly confirmed

Pred('c)

partially confirmed

Pred('cc)

weakly confirmed

Թ

Figure 2: Different conﬁrmation degrees.
Note that a partial or a weak conﬁrmation of some predicted value of a system output x leads to a lower
conﬁrmation degree CD(Δ). Also note that Δ is no consistency-based diagnosis if CD(Δ) ≡ ⊥.
The conﬁrmation degree CD(·) can be used to deﬁne the maximal-conﬁrmation diagnoses.
Deﬁnition 4 Let P = (P d, O) be a diagnosis problem.
Δ is a maximal-conﬁrmation diagnosis of the diagnosis problem P = (P d, O) iff for no diagnosis Δ :
CD(Δ)  CD(Δ )

3.3 Maximal accuracy and conﬁrmation diagnosis
Every diagnosis Δ that is strongly conﬁrmed by the observations has the same degree of conﬁrmation. The
degree of conﬁrmation of these diagnoses corresponds to the degree of conﬁrmation of a diagnosis that
exactly predicts the observations made. To give an illustration, reconsider the example of the system with
the two adders. Suppose that we also have the general unknown behavior denoted by the health model ab
(abnormal):
∀x[adder(x) ∧ m(x, ab) → ]
which is equivalent to:

∀x[adder(x) ∧ m(x, ab) → v(out(x), [−∞, +∞])]
Given the observations:
v(in(A1 , 1), [1, 2]), v(in(A1 , 2), [2, 3]), v(in(A2 , 2), [3, 4]), v(out(A2 ), [9, 12])
we have four maximal conﬁrmation diagnoses: Δ1 = {m(A1 , oﬀset)}, Δ2 = {m(A1 , ab)}, Δ3 =
{m(A2 , oﬀset)} and Δ4 = {m(A2 , ab)}. For all diagnoses we have:
CD(Δ1 ) = CD(Δ2 ) = CD(Δ3 ) = CD(Δ4 ) = {v(out(A2 ), [9, 12])}
Obs
Pred('1), Pred('3)
Pred('2), Pred('4)

f

+f
9

12

Figure 3: Strongly conﬁrmed, different accuracies.
Diagnoses Δ1 and Δ3 both explain and are strongly conﬁrmed by the observed output value, while
diagnoses Δ2 and Δ4 are strongly conﬁrmed by the observation but do not explain the observation. Δ2 and
Δ4 ignore the information about the faulty behavior of the adders, They only state that one of the adders
behaves abnormally. Note that an observation such as v(out(A2 ), [12, 15]) also strongly conﬁrms Δ2 and
Δ4 . Diagnoses Δ1 and Δ3 are not strongly conﬁrmed by the latter observation. Since the predictions
of diagnoses Δ1 and Δ3 are more accurate and can therefore more easily be disconﬁrmed, we propose a
second ordering principle, preferring diagnoses that give the most accurate predictions. Together, this results
in preferring maximal accuracy and conﬁrmation (mac-) diagnoses.
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Deﬁnition 5 Let P = (P d, O) be diagnosis problem.
Δ is a maximal accuracy and conﬁrmation diagnosis (mac-diagnosis) of the diagnosis problem P =
(P d, O) iff
• Δ is a maximal conﬁrmation diagnosis,

• for no maximal conﬁrmation diagnosis Δ : P red(Δ )  P red(Δ).

4

Justiﬁcation of preferences

One of the motivations of preferring maximal-conﬁrmation diagnoses is because they are more likely than
other diagnoses. We will now formalize this notion of likelihood.
Normally, we prefer the most probable diagnoses given the observation made. Using some general
assumptions, this leads to preferring minimal or minimum diagnoses. The assumptions are:
• fault probabilities of components are less than 0.5 or are very small, respectively;
• the predicted value of a system output is either equal to an observation or is unknown.

Using inaccurate values, the second assumption is no longer valid. Instead, the probability that the
actual value of a system output corresponds with the observation made, is important. As we have seen
in the example in the introduction of the previous section, of all the values that were possible according
to the prediction, only one value was allowed by the observation. As a result the probability that this
diagnosis is correct will be low whatever its a priori probability. Diagnoses that allow for more overlap
between predictions and observations will have a higher probability. The following derivation shows this in
a formally:
P (Δ | O)

P (Δ)
P (O)

(1)

=

P (O | Δ) ·

=

P (O | P red(Δ)) · P (P red(Δ) | Δ) ·

=
=
=

P (Δ)
P (O)

P (Δ)
P (O)
· P (P red(Δ) | Δ) ·
P (P red(Δ))
P (O)
P (Δ)
P (P red(Δ) | O) · P (P red(Δ) | Δ) ·
P (P red(Δ))
P (CD(Δ) | O) · P (Δ | P red(Δ))
P (P red(Δ) | O) ·

(2)
(3)
(4)
(5)

In the above derivation, the following issues should be noted:
1. The conditional probability P (O | P red(Δ)) in equation 2 is conditionally independent of the diagnosis Δ.
2. The conditional probability P (P red(Δ) | O) in equations 3 and 4 is equal to conﬁrmation probability
P (CD(Δ) | O) in equation 5 since P red(Δ) ∧ Oout ≡ CD(Δ).
3. By preferring maximal-conﬁrmation diagnoses, Deﬁnition 4, we maximize the conﬁrmation probability:
P (CD(Δ) | O) ≥ P (CD(Δ ) | O) iff CD(Δ )

CD(Δ)

4. If observed and predicted values are accurate, P (CD(Δ) | O) will either be 0 or 1, corresponding to
whether Δ is an abductive diagnosis.
5. Since P red(Δ) describes the system outputs given a diagnosis Δ, clearly, P (P red(Δ) | Δ) = 1.
Hence, equation 4 becomes:
P (Δ | O) = P (P red(Δ) | O) ·

P (Δ)
P (P red(Δ))

(6)

6. The explanation probability P (Δ | P red(Δ)) in equation 5 expresses the conditional probability that
Δ is a diagnosis given the system outputs P red(Δ) that can be explained by Δ. The explanation
probability corresponds with probability of the diagnosis of the system if observed and predicted
values are accurate.
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7. The explanation probability P (Δ | P red(Δ)) in equation 5 is inversely propositional with the number
of diagnoses Δ such that P red(Δ) ∪ P red(Δ ) ∪ B |= ⊥. The number of diagnoses Δ that can
(partially) explain P red(Δ) decreases if P red(Δ) becomes more accurate. If P red(Δ) is maximally
inaccurate, any diagnosis is possible and P (Δ | P red(Δ)) will be low. If, however, P red(Δ) is
maximally accurate, Δ might be the only possible diagnosis. Clearly P (Δ | P red(Δ)) = 1 if Δ is
the only diagnosis that can explain P red(Δ).
Discussion We maximize the conﬁrmation probability in equation 5 by focussing on maximum-conﬁrmation
diagnoses. The conﬁrmation probability becomes 1 if the observations are strongly conﬁrmed. If observations are weakly or partially conﬁrmed, then the conﬁrmation probability will less than one.
Weakly conﬁrmed diagnoses are abductive diagnoses where the predictions are more accurate than the
observations. The more accurate the predictions, the lower the conﬁrmation probability. Our preference
for maximal-conﬁrmation diagnoses is a preference for diagnoses resulting in less accurate predictions and
thereby increasing the conﬁrmation probability.
The explanation probability P (Δ | P red(Δ)) in equation 5 does not increase with a decrease in the
accuracy of the predictions given a diagnosis. The opposite holds, diagnoses allowing for more accurate
predictions will be more probable given the predicted values because there are less diagnoses that can (partially) explain the same predicted values. So, while the conﬁrmation probability increases, the explanation
probability decreases.
The conﬁrmation probability is the dominant factor in equation 5. P (Δ | P red(Δ)) may become 1 if
P red(Δ) is very accurate. If P red(Δ) describes a unique value while the observation describes an interval, the conﬁrmation probability P (CD(Δ | Δ) will approximate the value 0. If P red(Δ) is equal to the
observations or less accurate than the observations, then P (CD(Δ | Δ) = 1 while P (Δ | P red(Δ)) becomes smaller but will not approximate 0. Since the conﬁrmation probability varies over a larger range, it is
generally the dominant factor. Therefore, we should prefer diagnoses that strongly conﬁrm the observations.
Diagnoses that are strongly conﬁrmed by the observations maximize the conﬁrmation probability; i.e.,
P (CD(Δ) | O) = 1. Among these diagnoses, the most accurate diagnoses maximize the explanation
probability in equation 5; i.e., P (Δ | P red(Δ)), without changing the conﬁrmation probability. This
justiﬁes our preference for mac-diagnoses.

5

Related work

The use of inaccurate values in diagnosis is related to, but differs from the use of value abstraction [17, 18]
and domain abstraction [6]. Abstraction enables us to focus on the relevant aspects while ignoring other
details. We may abstract from the speciﬁc values of the in- and outputs of a system. Although the abstracted
values do not accurately describe the actual in- and output values, the inaccuracy is irrelevant if the abstract
values sufﬁces to make a diagnosis. If, however, the abstract values are insufﬁcient for making a diagnosis,
the inaccurate values should be used.
Reasoning with intervals or inequations is closely related to the use of inaccurate values. Several authors
have studied reasoning with intervals and inequations in a diagnosis system. See for instance, [3, 9, 8].
Reasoning with intervals and inequations turns out to be a source of computational overhead because inand outputs of components may have multiple values. One cannot simply ignore the intervals or inequations
that are subsumed by other intervals or inequations. Each derived interval or inequation may be supported
by different sets of assumptions about the health modes of components. Considering the consequences of
all derived intervals or inequations together with the underlying assumptions may result in a combinatory
explosion. Fortunately, for diagnosis, it is not always necessary to consider all derived intervals or inequations. Unnecessary computations can be avoided by ignoring derived intervals and inequations as long as
there is no evidence that they cannot be ignored, and by identifying minimal conﬂicts using the derivation
tree for a derived inconsistency [10].
Cordier [2] has addressed consequences of using inaccurate values for abductive diagnosis. The here
proposed notion of maximal conﬁrmation diagnosis generalizes her modiﬁed deﬁnitions of abductive diagnosis by (i) providing a measure of conﬁrmation, and (ii) using this measure to order different diagnoses.
The idea of ordering diagnoses w.r.t. the degree of conﬁrmation was ﬁrst proposed by Roos and Witteveen
[15]. They describe diagnosis of a Simple Temporal Network [7], a formalism for representing a plan together with the temporal constraints on plan execution. Diagnosis of temporal constraint violations raised
a number of issues among which the conﬁrmation of observations. This paper extends previous work in
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several directions. First, a general framework for diagnosis when using inaccurate values is introduced.
Second, inaccuracy need not be described by intervals. Third, maximal-conﬁrmation instead of maximumconﬁrmation diagnoses are introduced. Fourth, mac-diagnoses are introduced. Finally, a formal justiﬁcation
of maximal-conﬁrmation and mac-diagnoses is given.

6

Conclusion

Models used for Model-Based Diagnosis usually assume that the inaccuracy of data is smaller than the
precision with which the data is described. In some domains, however, this assumption is invalid.
The use of inaccurate values raises a number of problems with respect to the notion of preferred diagnoses. Normally, minimal or minimum diagnoses, abductive diagnoses or maximum-informative diagnoses
are preferred among the consistency-based diagnoses. We have seen that in case observations and predictions of the system’s behavior are inaccurate, these preferences are no longer adequate. Instead, the paper
argues for preferring maximal-conﬁrmation diagnoses, and maximal-conﬁrmation and accuracy diagnoses.
To summarize, a general framework for diagnosis when using inaccurate values is introduced. The inaccuracy need not be described by intervals in this framework. Problems with minimum / minimal and
abductive diagnoses are demonstrated and a solution in the form of maximal-conﬁrmation diagnoses and
maximal-conﬁrmation and accuracy diagnoses is presented. A formal justiﬁcation of maximal-conﬁrmation
and mac-diagnoses is given. Moreover, the application of the results to other model-based diagnosis approaches is discussed.

References
[1] L. Console and P. Torasso. Hypothetical reasoning in causal models. International Journal of Intelligence Systems,
5:83–124, 1990.
[2] M.-O. Cordier. When abductive diagnosis fails to explain too precise observations: an extended spectrum of
deﬁnitions based on abstracting observations. In International Workshop on Principles of Diagnosis [DX-1998],
pages 24–31, 1998.
[3] P. Dague, O. Jehl, P. Deveès, P. Luciani, and P. Taillibert. When Osillators stop osillating, pages 235–241. 1992.
[4] J. de Kleer, A.K. Mackworth, and R. Reiter. Characterizing diagnoses and systems. Artiﬁcial Intelligence, 56:197–
222, 1992.
[5] J. de Kleer and B. C. Williams. Diagnosing multiple faults. Artiﬁcial Intelligence, 32:97–130, 1987.
[6] Johan de Kleer. Dynamic domain abstraction through meta-diagnosis. In Abstraction, Reformulation, and Approximation (SARA), LNAI 4612, pages 109–123. Springer, 2007.
[7] R. Dechter, I. Meiri, and J. Pearl. Temporal constraint networks. Artiﬁcial Intelligence, 49:61–95, 1991.
[8] D. J. Goldstone. Controlling inequality reasoning in a TMS-based analog diagnosis system, pages 206–211. 1992.
[9] Walter Hamscher. Acp: Reason maintenance and inference control for constraint propagation over intervals. In
AAAI, pages 506–511, 1991.
[10] Jakob Mauss and Mugur Tatar. Computng minimal conﬂicts for rich constraint lanuages. In Thirteenth International Workshop on Principles of Diagnosis [DX-2002], pages 170–181, 2002.
[11] D. Poole. Representing knowledge for logic-based diagnosis. In International Conference on Fifth Generation
Computer Systems, pages 1282–1290, 1988.
[12] D. Poole. An methodology for using a default and abductive reasoning system. International Journal of Intelligent
Systems, 5:521–548, 1990.
[13] R. Reiter. A theory of diagnosis from ﬁrst principles. Artiﬁcial Intelligence, 32:57–95, 1987.
[14] N. Roos and C. Witteveen. Models and methods for plan diagnosis. In Formal Approaches to Multi-Agent Systems
(FAMAS’06), 2006.
[15] N. Roos and C. Witteveen. Diagnosis of simple temporal networks. In ECAI 2008, pages 593–597, 2008.
[16] N. Roos and C. Witteveen. Models and methods for plan diagnosis. Journal of Autonomous Agents and MultiAgent Systems, 19:30–52, 2009.
[17] P. Struss. What’s in SD?: Towards a theory of modeling for diagnosis, pages 419–449. 1992.
[18] G. Tota and P. Torasso. Automatic abstraction in component-based diagnosis driven by system observability. In
IJCAI-03, pages 394–400, 2003.

Quiescence Search for Stratego
Maarten P.D. Schadd

Mark H.M. Winands

Department of Knowledge Engineering, Maastricht University, The Netherlands
Abstract
This article analyses quiescence search in an imperfect-information game, Stratego. We point out that
there are two key problems. The first problem is the search overhead, and the second problem is the limited
information gain. A possible solution to the first and second problem is an Evaluation-Based Quiescence
Search (EBQS). Experiments show that this solution improves the playing strength of a Stratego program.

1

Introduction

Chess programs perform an exhaustive search on a limited part of the game tree. At a leaf node, a second
search is sometimes performed, the so-called quiescence search (QS) [9, 13, 14, 20]. The purpose of this
search is that only ‘quiet’ positions are evaluated (i.e., with no wild swings in the future). Performing such a
QS will largely reduce the horizon effect. The need for evaluating quiet positions has been identified in the
literature for quite some time [21, 25].
In spite of the fact that quite some research has been done for QS in perfect-information games, the
effect of QS in imperfect-information games remains unknown. The imperfect-information game we have
chosen is Stratego.1 Just like in Chess, gaining material is an important factor. A horizon effect may arise for
positions where an exchange of material is possible due to capturing. Stratego is therefore a good candidate
for applying QS. In this article we will reveal two problems of using QS in Stratego. The first problem is
the search overhead, and the second problem is the limited information gain. We propose Evaluation-Based
Quiescence Search (EBQS) to solve these problems.
This article will first explain the rules of Stratego in Section 2. Next, the standard search technique
for non-deterministic board games, called E XPECTIMAX, is described in Section 3. This technique can be
applied to imperfect-information games as well. Thereafter, Section 4 presents QS. We discuss the problems
and the possible solution EBQS in Section 5. Finally, Section 6 shows the experiments and Section 7 presents
the conclusions.

2

Stratego

Stratego is an imperfect-information zero-sum game. It was developed at least as early as 1942 by Mogendorff. The game was sold by the Dutch publisher Smeets and Schippers between 1946 and 1951 [8]. In this
section, we will first briefly describe the rules of the game (2.1) and thereafter present related work (2.2).
Finally, in Subsection 2.3 the evaluation function is briefly discussed.

2.1

Rules

The following rules are an edited version of the Stratego rules published by the Milton Bradley Company in
1986 [5]. Stratego is played on a 10×10 board. The players, Red and Blue, place each of their 40 pieces in
a 4×10 area, in such a way that the back of the piece faces the opponent. The movable pieces are divided
in ranks (from the lowest to the highest): Spy, Scout, Miner, Sergeant, Lieutenant, Captain, Major, Colonel,
General and Marshal. Each player has also two types of unmovable pieces, the Flag and the Bomb.
1 StrategoTM

is a registered trademark of Hausemann & Hötte N.V., Amsterdam, The Netherlands. All Rights Reserved.

226

Maarten P.D. Schadd and Mark H.M. Winands

Players move alternately, starting with Red. Passing is not allowed. Pieces are moved to orthogonallyadjacent vacant squares. The Scout is an exception to this rule, and may be moved like a Rook in chess. The
Two-Squares Rule and the More-Squares Rule prohibit moves which result in repetition.2 The lakes in the
centre of the board contain no squares; therefore a piece can neither move into nor cross the lakes. Only one
piece may occupy a square.
A piece, other than a Bomb or a Flag, may attempt to capture an orthogonally adjacent opponent’s piece;
a Scout may attempt to capture from any distance. When attempting a capture, the ranks are revealed and
the weaker piece is removed from the board. The stronger piece will be positioned on the square of the
defending piece. If both pieces are of equal rank, both are removed. The following special rules apply to
capturing. The Spy defeats the Marshal if it attacks the Marshal. Each piece, except the Miner, will be
captured when attempting to capture the bomb.
The game ends when the Flag of one of the players is captured. The player whose Flag is captured loses
the game. A player also loses the game if there is no possibility to move. The game is drawn if both players
cannot move.

2.2

Previous Work

Stratego has received limited scientific attention in the past. De Boer [6, 7] describes the development of an
evaluation function using an extensive amount of domain knowledge for a 1-ply search. Treijtel [24] created
a player based on multi-agent negotiations. Stengård [23] investigates different search techniques for this
game. Schadd et al. [18] developed a forward-pruning technique for chance nodes ,which was tested in
Stratego. At this moment, computers play Stratego at an amateur level [17]. An annual Stratego Computer
Tournament3 is held on Metaforge.4

2.3

Evaluation Function

A well-performing evaluation function is an important factor for the playing strength. For our program, we
have chosen a material-based approach, partially based on De Boer [6]. The evaluation function is bound to
[-1,000, 1,000] which corresponds to losing or winning the game. The piece value is shown in Table 1.
Table 1: Piece values
Miner
Sergeant Lieutenant

Spy

Scout

Captain

100(10)

10

100

20

50

100

Major

Colonel

General

Marshal

Bomb

Flag

140

175

300

400

75

1,000

When the opponent’s Marshal is captured, the value of the Spy is reduced to 10. Furthermore, each
position on the board is assigned a value of importance (i.e., increase the distance of the opponent to the
own Flag, while decreasing the own distance to the opponent’s Flag). The value of a position can be up to
50 points. A bonus is given if information of a piece is hidden. This bonus is set to 30% of the value of
the piece. A small random factor is introduced to model the mobility. Furthermore, a variable counts the
number of subsequent moves without capturing. For each two non-capture moves, the evaluation score is
reduced by 1 point. Using this factor, more risk is taken when nothing happens in the game.

3

E XPECTIMAX

E XPECTIMAX [15] is a brute-force, depth-first game-tree search algorithm that generalizes the M INIMAX
concept [27] to non-deterministic games,5 by adding chance nodes to the game tree (in addition to MIN
and MAX nodes). At chance nodes, the heuristic value of the node (or E XPECTIMAX value) is equal to the
2 For

details of these rules we refer to the International Stratego Federation (ISF), www.isfstratego.com.
Page
4 http://www.metaforge.net/
5 An imperfect-information game such as Stratego can be treated as a non-deterministic game.
3 http://www.strategousa.org/wiki/index.php/Main
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weighted sum of the heuristic values of its successors. For a state s, its E XPECTIMAX value is calculated
with the function:
X
E XPECTIMAX(s) =
P (ci ) × V (ci )
i

where ci represents the ith child of s, P (c) is the probability that state c will be reached, and V (c) is the
value of state c.
We explain E XPECTIMAX in the following example. Figure 1 depicts an E XPECTIMAX tree. In the
figure, squares represent chance nodes, regular triangles MAX nodes and inversed triangles MIN nodes.
Node A corresponds to a chance node with two possible events, after which it is the MIN player’s turn.
The value of node A is calculated by weighting the outcomes of both chance events. In this example,
E XPECTIMAX (A) = 0.9 × −250 + 0.1 × 250 = −200.

Figure 1: An example E XPECTIMAX tree
The basic idea of E XPECTIMAX is sound but slow [2]. S TAR 1 and S TAR 2 exploit a bounded heuristic
evaluation function to generalize the αβ pruning technique to chance nodes [2, 12]. αβ pruning imposes
a search window (α,β) at each MIN or MAX node in the game tree. Remaining successor nodes can
be skipped as soon as the current node’s value is proven to fall outside the search window. S TAR 1 and
S TAR 2 apply this idea to chance nodes. These methods exploit a bounded evaluation function to calculate
theoretical lower and upper bounds for a chance node. After a child is searched, the bounds are updated and
it is checked whether the bounds fall outside the window. The difference is that the search cannot return
as soon as one successor falls outside the search window. The theoretical lower or upper bound has to fall
outside the window to stop the search prematurely at a node.

4

Quiescence Search

Chess programs perform an exhaustive search on a limited part of the game tree. At a leaf node, the socalled quiescence search (QS) can be performed [9, 13, 14, 20]. The purpose of this search is that only
‘quiet’ positions are evaluated, where no tactical move exists. Performing a QS will largely reduce the
horizon effect. The need for evaluating quiet positions has been identified early in the literature [21, 25].
Only evaluating at the desired search depth can under- or overestimate positions. For example in Stratego, a
position may look advantageous because the player has a Marshal advantage. However, if the opponent has
the possibly to capture this Marshal with a Spy, it renders the position worthless.
Schrüfer [20] formulated the following pseudo code: Let n be a MAX node. The set of n’s children is
denoted by SUCC(n) = {n1 , n2 , ..., nb }, and let TSUCC(n) ⊂ SUCC(n) denote the set of children reached
by tactical moves (e.g., capture moves).
In an exhaustive search, the M INIMAX value mm(n) of n is defined by the M INIMAX principle as:
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quiescence value of n
mm(n) = max{mm(n’) | n’ ∈ SUCC(n)}


min{mm(n’) | n’ ∈ SUCC(n)}

if n is a leaf of the exhaustive search
if n is a non-leaf MAX node
if n is a non-leaf MIN node

(1)

In the standard QS only a subset of the children of n, namely TSUCC(n), is considered more closely,
and the M INIMAX principle of (1) above then is replaced by the restricted-quiescence principle:
(
max{eval(n), max{qv(n’) | n’ ∈ TSUCC(n} if n is a MAX node
qv(n) =
(2)
min{eval(n), min{qv(n’) | n’ ∈ TSUCC(n} if n is a MIN node
where qv(n) denotes the quiescence value of n, and eval(n) denotes the value returned by the evaluation
function of the program. This means that if the tactical moves are not profitable, each player has the opportunity to stop the QS at each point of time. Therefore, the QS value at depth 1 is an upper bound for the real
QS value.

5

Quiescence Search and Stratego

In this section, we describe the application of QS in Stratego. Section 5.1 discusses problem 1, the search
overhead in the QS. Section 5.2 shows an analysis of problem 2, the effectiveness of QS in Stratego. Section
5.3 describes Evaluation-Based Quiescence Search (EBQS).

5.1

Problem 1: Search Overhead of QS

The first problem we discuss is the possible search overhead of QS for Stratego. The game has the property
of not turning quiet for many moves in certain positions. Imagine a position where Red has a General inside
the opponent’s base area, which almost completely filled with unknown pieces. If at this position a QS is
applied, the search will not return for a long time. The reason for this is the presence of chance nodes, which
are involved each time a capturing takes place. Each time that the red General attacks a blue piece, or is
getting attacked by an unknown blue piece, the majority of events result in the fact that the General is still on
the board. The search will have to continue until either (1) no new piece can be reached, or (2) all unknown
pieces are able to capture the General. At a position with many blue unknown pieces next to each other, a
large amount of time has to be invested. Typically, the more plies are searched, the higher the evaluation will
be. Due to the fact, that the opponent can choose not to re-capture, deep searches will likely not influence
the QS value. Furthermore, a high QS value might not propagate to the leaf node because it is averaged in a
chance node with other outcomes. Thus, a large effort is taken with possibly little result.
As a possible solution, we implemented a depth limit for QS. A choice is to limit the number of chance
nodes allowed in the search. Capturing of known pieces is faster and takes only little overhead. When the
search reaches the limit of chance nodes, the position is evaluated and the score is returned. We also forward
prune the Scout moves, which contribute significantly to the branching factor without making much gain.
Table 2 shows the overhead of the QS limited to one chance node. A search up to 4 ply was executed on 300
begin, middle and endgame positions, created during selfplay.6

Ply

Table 2: Quiescence Search Overhead
Normal
QS Limit 0 QS Limit 1
QS Limit 2

1

8,413

13,302

60,944

434,385

2

231,591

369,279

955,552

4,602,505

3

2,187,222

3,434,674

15,506,365

101,132,268

4

48,610,457

79,610,578

156,966,429

684,607,920

We observe that the majority of nodes are allocated in the QS (e.g., 97.8% with depth limit 2 for a 3-ply
search). If the QS would not have been limited, a substantially larger number of nodes would be investigated.
6 All

test positions for Stratego can be downloaded at http://www.personeel.unimaas.nl/Maarten-Schadd/TestSets.html

Quiescence Search for Stratego

5.2

229

Problem 2: Effectiveness of QS

In classic games, such as chess or checkers, capturing a piece may be quite advantageous (i.e., material is
the dominant factor). Due to this, QS has a large impact in the playing strength. In Stratego, capturing might
lead to the loss of an own piece. On top of this, evaluating a capturing move is twelve times as expensive,
due to the fact of considering each rank that the unknown opponent’s piece could be.
One might think of reducing the search effort by making a generalization. In each chance node only
3 cases might be considered (losing, draw, winning). However, revealing the position of the Marshal can
render losing a piece quite valuable, while revealing lower ranked pieces are not advantageous. This means
that an expensive search may result in a small information gain.
In the next experiment, we tested the regular QS for a chance node limit of 1. Table 3 shows the
difference range of QS value compared to the normal evaluation value. Bin is the range of change of the
QS value. For example, Bin 0 indicates that the QS returned a value change between -10 (excluding) and 0
(including).
Table 3: QS Value Difference for Chance-Node Limit 1
-190
-180 -170 -160 -150 -140 -130

Bin

-200

-120

-110

Amount

269

50

19

34

7

2

4

24

41

42

Bin

-100

-90

-80

-70

-60

-50

-40

-30

-20

-10

Amount

71

49

37

79

75

90

202

489

1,010

1,439

Bin

0

10

20

30

40

50

60

70

80

90

Amount

29,590

19,836

2,510

518

1,278

567

102

255

463

416

Bin

100

110

120

130

140

150

160

170

180

190

Amount

169

113

34

5

1

4

5

3

10

9

We see in Table 3 that in the majority of situations a value close to 0 is returned. This means that the
gain of QS is small. Moreover, in more than half of the cases, the QS value is not even used, because it is
lower than the evaluation of the position under consideration.
Now the question remains, what the information gain is of the QS. For this we counted the number of
times the QS value was used, which is given in Table 3. In only 43.9% of the cases the QS value proved to
be useful. If the QS value is useful, the evaluation value is changed by 13.3 points on average (≈ value of a
Scout).

5.3

Solution: Evaluation-Based Quiescence Search

To overcome the problems described in the previous sections, a new approach for QS has to be used. Instead
of investing major efforts in exploring non-quiet positions in the tree, Evaluation-Based Quiescence Search
(EBQS) can be applied. This method is inspired by static exchange evaluators [16]. This method should be
fast to compute and give an accurate estimation of the real QS value.
For calculating the EBQS value we will evaluate each local encounter between pieces separately. We
distinguish between different levels of detail as follows. Level 0: the result of encounters between two
known pieces is known. Level 1: there is one unknown piece involved. Level 2: two own pieces against 1
unknown piece of the opponent, and Level 3: two own pieces against 2 unknown pieces of the opponent.
Higher levels are possible, but rarely occur during a Stratego game.
In this article we will focus on the Level 0 and 1 approach. The pseudo code of EBQS is given in Algorithm 1. This algorithm calculates the quiescence value for each of the pieces separately, using the qsEval()
function. This function is straightforward to implement in the case that both pieces are known (Level 0).
With one unknown piece (Level 1), qsEval() has to calculate the probability based on the remaining unknown pieces. To increase the speed of the calculations, we note that the qsEval() function can use a hash
table.
In general, this function computes a quiescence value for the complete board, without taking re-capturing
into account. Using this fast function instead of an actual QS allows the search to overcome the horizon effect
without performing an actual QS.
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Algorithm 1 Evaluation-Based Quiescence Search
int EBQS(position)
int qsValue=0;
for all Pieces p in position do
int min = max = 0;
for all Neighbours(p) n do
if IsOpponent(n) then
int v = qsEval(p, n);
if v > max then
max = v;
end if
if v < min then
min = v;
end if
end if
end for
if RedPiece(p) then
qsValue += max;
end if
if BluePiece(p) then
qsValue -= min;
end if
end for
return qsValue

6

Experiments

We implemented an E XPECTIMAX engine for Stratego, enhanced with the S TAR 1 and S TAR 2 pruning algorithms [2, 10]. Furthermore, the History Heuristic [19], Killer Moves [1], Transposition Tables [9, 22] and
StarETC [26] are incorporated. Null-Move [3], ProbCut [4] and ChanceProbCut [18] are used as well.
Before we test EBQS, we first measured the performance of the classic QS, using selfplay experiments.
The time setting was one second per move. The results are given in Table 4, for different chance node limits.
Table 4: Games won by QS versus No QS, 1,000 games played
QS Limit 0 QS Limit 1 QS Limit 2 QS Limit 3 QS Limit 10

QS No limit

No QS

478

501

503

505

515

513

QS

522

499

497

495

485

487

We can make two observations from this table. (1) QS does not improve the playing strength when
chance nodes are included. The regular search was better or equal to each setting, except for limit 0. (2)
Without depth limitation, only a slight decrease in performance is measured. The reason for this is that the
number of positions where the search explodes is rather low. This means that a suboptimal move is played
only in a few positions during the complete game. Considering the large number of moves during a Stratego
game, a player has enough time to correct his mistake. Even without a depth limitation on the number of
allowed chance nodes during QS, only a small decrease in playing strength is measured.
In the next experiment the performance of EBQS was tested. The time setting was one second per move.
The programs used initial setups in the same way as described in Subsection 5.2. The results are given in
Table 5. We observe an improvement, which is significant. A win rate of 52.4 % is achieved for 5,000 games
against a normal search, and 56.3% is achieved against the QS search with limit 0. This means that EBQS
is able to compute tactical information without a large time overhead. The results are quite good, because
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large improvements cannot be expected in the E XPECTIMAX framework [11, 12].
Table 5: Performance of EBQS
No QS
2,382
QS Limit 0 2,184

7

EBQS

2,618

EBQS

2,816

Win rate

52.4%

Win rate

56.3%

Conclusions

In this article we pointed out two problems of quiescence search (QS) that occur in Stratego. The first
problem is the overhead of QS. The second problem is that information gained during the QS search is only
for a limited amount of cases useful.
To overcome both problems, we designed an algorithm to compute an Evaluation-Based Quiescence
Search (EBQS) value. The value estimates the effect of tactical moves in a leaf node. We showed that
EBQS is able to improve the playing strength of our Stratego program, while normal QS is not able to do so.
This research showed that EBQS may be used as a replacement for normal QS. However, this EBQS can
still be improved. At this point of time, re-capturing is not considered (Level 2). Including this, and possibly
even longer capturing sequences, a larger improvement might be obtained. We may conclude that EBQS is
an alternative for QS in Stratego.
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Abstract
Stratego1 is a game of imperfect information, where observations of the opponent’s behaviour are crucial
for determining the best move. This article describes how one can model the opponent in the game of
Stratego, using a Bayesian approach. By observing the moves of the opponent, a probability distribution
can be derived to help determine the identity of unknown pieces of the opponent. Experiments show
that there is a signiﬁcant increase in the percentage of correctly guessed unknown pieces. Moreover, the
average probability assigned to the real identity of an unknown piece, shows an increase as well. These
results eventually translate into an improved win rate.

1

Introduction

Stratego is a turn-based two-player game of imperfect information, played on a 10×10 grid. Each player
starts with 40 pieces, each piece having a certain rank. The goal of the game is to either capture the opponent’s ﬂag or to capture enough pieces such that the opponent cannot make any moves.
The player has to deal with pieces of the opponent, some of which the ranks are unknown. In fact, at the
start of the game, none of the opponent’s pieces are known. In this case, one can use heuristics to determine
an initial probability distribution for every piece, based on setup statistics from a database of games [8].
Predicting the probability on each rank for every unknown piece can greatly help in determining the best
move to make. In order to make an accurate prediction, it is necessary to model the opponent’s playing style,
based on the game’s history. The process of creating such a model is called opponent modelling.
Each time the opponent makes a move, it may provide new information on the rank of an unknown piece.
For instance, if the opponent moves an unknown piece towards a player’s piece of which he knows the rank,
then the player might become suspicious that the opponent’s piece is stronger than his own.
However, it might be the case that the opponent is blufﬁng, pretending the piece is stronger or weaker
than it really is. Keeping track of the opponent’s blufﬁng behaviour in past situations gives valuable information for the future. If an opponent is known to bluff in a certain situation, one can take advantage of this
by making a different move than one normally would.
The focus of this article is on how to model the opponent in Stratego. Certain techniques are translated
from or inspired by Poker, a game in which some research regarding opponent modelling has been done
[3, 6, 16]. The goal is to create an opponent model which improves the performance of a Stratego player.
The structure of this article is the following. Section 2 gives some background on the game Stratego and
its basics. Section 3 then gives a short summary of previous research done on opponent modelling. Section 4
explains the methods used for creating a model of the opponent in Stratego. The experiments and results
using these methods are discussed in Section 5. Finally Section 6 draws the conclusions and suggests areas
for future research to improve the opponent model.

2

Stratego

Stratego is an imperfect-information game. It was developed at least as early as 1942 by Mogendorff. The
game was sold by the Dutch publisher Smeets and Schippers between 1946 and 1951 [9]. The following
rules are an edited version of the Stratego rules published by the Milton Bradley Company in 1986 [5].
1 StrategoTM

is a registered trademark of Hausemann & Hötte N.V., Amsterdam, The Netherlands. All Rights Reserved.
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Stratego is played on a 10×10 board. The players, Red and Blue, place each of their 40 pieces in a 4×10
area, in such a way that the back of the piece faces the opponent. The movable pieces are divided into ranks
(from the lowest to the highest): Spy, Scout, Miner, Sergeant, Lieutenant, Captain, Major, Colonel, General
and Marshal. Each player has also two types of unmovable pieces, the Flag and the Bomb.
Players move alternately, starting with Red. Passing is not allowed. Pieces are moved to orthogonallyadjacent vacant squares. The Scout is an exception to this rule, and may be moved like a rook in chess. The
Two-Squares Rule and the More-Squares Rule prohibit moves which result in repetition.2 The lakes in the
centre of the board contain no squares; therefore a piece can neither move into nor cross the lakes.
A piece, other than a Bomb or a Flag, may attempt to capture an orthogonally adjacent opponent’s piece;
a Scout may attempt to capture from any distance. When attempting a capture, the ranks are revealed and
the weaker piece is removed from the board. The stronger piece will be positioned on the square of the
defending piece. If both pieces are of equal rank, both are removed. The following special rules apply to
capturing. The Spy defeats the Marshal if it attacks the Marshal. Each piece, except the Miner, will be
captured when attempting to capture the bomb.
The player whose Flag is captured loses the game. A player also loses the game if there is no possibility
to move. The game is drawn if both players cannot move.

3

Related Research

Opponent modelling in Stratego is a fairly new topic. Most research regarding opponent modelling has been
focused on Poker, which is a non-deterministic game of imperfect information. Different approaches have
been used to model the opponent. In 1998, Billings et al. [3, 4] introduced a poker playing agent, which
used weights to determine the likeliness of its opponents holding a certain pair of cards. These weights
were modiﬁed according to the observations of the community cards and the opponent’s actions. In 2000,
Davidson et al. [6] proposed an opponent modelling method using artiﬁcial neural networks. The network
used a set of inputs to determine the opponent’s next action given those inputs [6]. Korb et al.[10] proposed
a poker playing agent which uses a Bayesian network to model its opponent. Other Bayesian opponent
modelling methods were proposed by Southey et al. [16] in 2005 and Ponsen et al. [12] in 2008.
Stratego has not received much scientiﬁc attention in the past. De Boer [8] describes the development
of an evaluation function using an extensive amount of domain knowledge in a 1-ply search. Treijtel [18]
created a player based on multi-agent negotiations. Stengård [17] investigates different search techniques for
this game. Schadd et al. developed a forward pruning technique for chance nodes and tested it in Stratego
[14]. At this moment, computers play Stratego at an amateur level [13]. An annual Stratego Computer
Tournament3 is held on Metaforge.4 Finally, we remark that some research has been done in Siguo, a fourplayer variant of Stratego [11, 19].

4

Modelling Opponents in Stratego

This section discusses the methods used to model the opponent in Stratego. First, Section 4.1 describes
how each move may give information about a piece. Section 4.2 shows how the probability distribution is
updated after each opponent’s move. Finally, Section 4.3 discusses how blufﬁng behaviour can be modelled.

4.1

Observing Moves

Each move in the game might give the opponent a clue of which rank a certain piece is. The most obvious
observation one can make is that any piece that has been moved in past turns, cannot be a Flag or Bomb, as
those ranks are immovable. Also, any piece that moves multiple squares in one turn, is deﬁnitely a Scout.
The moves described in the examples mentioned above, give a clear indication which ranks can be
excluded from consideration for a given piece. In most cases however, the player can merely guess which
rank a certain piece could have. It is fair to assume that players make their moves based on the opponent’s
pieces of which they know the rank. For instance, if a player knows that the opponent’s Colonel is occupying
a certain square and his Major is standing nearby that square, the player will move the Major away from that
2 For

details of these rules we refer to the International Stratego Federation (ISF), www.isfstratego.com.
Page
4 http://www.metaforge.net/
3 http://www.strategousa.org/wiki/index.php/Main
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square to avoid being captured. However, if a General is standing nearby the opponent’s Colonel, the player
might choose to move the General closer to that square.
This kind of reasoning, if done from the other player’s perspective, can be used to determine a more
accurate probability distribution for the rank of an unknown piece. If the player knows that his opponent
has knowledge about his Colonel and the player observes that the opponent moves his unknown piece closer
to this Colonel, the player can increase the probability on a General for that unknown piece. The Stratego
playing agent uses such an approach to update the probability distribution of unknown pieces after each
opponent’s move. The method is inspired by De Boer [8].

4.2

Updating Probability Distributions

Each unknown piece has a probability distribution based on the missing pieces of the opponent. This distribution can be initialized without domain knowledge, so that the probability of each rank is the frequency of
occurrence (e.g., the chance of encountering a Miner is 0.2 if two Miners are missing and the opponent has
ten unknown pieces left). It is also possible to use a generic opponent model which initializes probabilities
based on human setups. The probability distributions of a moved unknown opponent’s piece can be updated
if own pieces are allocated in the surrounding area.
First, the direction of the move of the opponent is determined. This information is then used to decide
which known pieces of the player the opponent is moving away from and which pieces he is moving towards.
Only pieces within a radius of two squares from the moved opponent’s piece are taken into account, in order
not to do unnecessary computations. A piece is within the two-square radius if its Manhattan distance to the
opponent’s piece is at most two squares. Pieces that are further away than two squares usually have little or
no inﬂuence on one’s decision making process. This concept is shown in Figure 1(a), where a part of the
board is depicted. The player’s pieces are shown in white, the opponent’s piece is shown in black. A number
indicates the rank of a piece which is known to the other player. The higher the number, the stronger the
piece. A question mark means that the piece is unknown to the other player. The opponent moves his piece
in the direction of the arrow. The shaded area is taken into consideration for determining the rank of the
opponent’s unknown piece. In this case, the ‘9’ and ‘6’ are taken into account, where the opponent’s piece
is moving to and away from, respectively. The other pieces are not considered because the ‘4’ is outside the
two-square radius and the ‘?’ is unknown to the opponent.

(a) The two-square radius surrounding a
moved opponent’s unknown piece, depicted as a black question mark. The
pieces of the player are shown in white.

(b) Computing the
weighted average

Figure 1: Stratego situations
After determining the direction, the updated probability distribution for the opponent’s unknown piece
can be calculated. The basic principle behind this update process is to ‘move’ the old probability distribution towards a new statistical probability distribution by a factor γ. This distribution is based on statistics
retrieved from 70,000 games, played by humans. These statistics were gathered by analyzing the type of
moves players made and which pieces they used in which situations.
The update process consists of two steps. These steps are shown in Equation (1a) and (1b).

[P (r|ra , ma ) · wa ]
(1a)
W̄r = a∈A 
a∈A wa
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maxa∈A wa
P̄r = Pr + (W̄r − Pr ) ·
·γ
wmax

(1b)

The ﬁrst step is to calculate the weighted average statistical probability W̄r for each rank r, shown
in Equation (1a). Here, A is the set of all player’s pieces a within the two-square radius of the moved
opponent’s piece. P (r|ra , ma ) denotes the probability on rank r given the rank ra of the player’s piece a.
The parameter ma represents the type of move, in this case, whether the opponent’s piece moved towards
or away from piece a. These probabilities were calculated beforehand from the statistics. The weight wa
reﬂects how much inﬂuence the player’s piece has on the moved opponent’s piece.
For example, an unknown piece has moved to the situation shown in Figure 1(b). The piece is surrounded
by two own pieces, ‘4’ and ‘6’, located at a distance of 2 and 1 squares, respectively. The weights for those
pieces are set as d1 , where d is the distance to the opponent’s piece. These weights are shown in the corner
of the square. Now suppose that P (M ajor|ra , ma ) with respect to piece ‘4’ is 0.3 and 0.4 with respect to
≈ 0.37. By
piece ‘6’. Then the weighted average statistical probability on a Major will be (0.4·1)+(0.3·0.5)
1+0.5
computing W̄r for all ranks r, one can determine the weighted average statistical probability distribution.
The new probability on rank r is then calculated according to Equation (1b). The factor γ denotes how
much the probability should change from the old probability to the average statistical probability, where
0 < γ ≤ 1. A value of γ = 1 means that the old probability is completely disregarded and the new probability simply becomes the average statistical probability.
Finally, a correction factor needs to be applied which depends on the largest weight assigned to a player’s
piece and the largest possible weight that can be assigned, denoted by wmax . This correction is needed
because the weighted average statistical probability distribution is calculated as if the player’s piece closest
to the opponent’s piece has the largest possible weight. This is incorrect if the closest piece is located at
for instance two squares from the opponent’s piece. In the experiments described in Section 5, the value of
wmax is 1 and therefore the correction factor simply becomes the weight of the closest piece.
It should be noted that each time that the player moves a piece that is known to the opponent, the
opponent can decide not to move his unknown pieces that are nearby that player’s piece. In fact, this will
almost always happen, as players may only move one piece at a time. For those unknown opponent’s pieces
that do not move and are not blocked by other pieces, the probability distribution should be modiﬁed as
well, because by not moving the pieces, the opponent claims that those pieces are stronger than the player’s
piece. For instance, if the player moved his known Captain towards an unknown opponent’s piece and the
opponent decided not to move that piece away, the probability that the unknown piece is a Major should be
increased. This case is treated as a third type of move, next to ‘move away’ and ‘move towards’.
After the probability distribution of the unknown opponent’s piece is altered, the probabilities of all
unknown pieces have to be normalized, according to two constraints [8]. The ﬁrst constraint is that for every
piece, the sum of the probabilities should be equal to 1. The ﬁrst step of the normalization algorithm ensures
that this constraint is met. For every unknown piece on the board, the sum of its probabilities is calculated
and each of its probabilities is divided by this sum, as shown in Equation (2). Here P̄x,y denotes the updated
probability of piece y having rank x and R is the set of all ranks, as calculated by Formula 1a and 1b.
P̄x,y
r∈R P̄r,y

P̂x,y = 

(2)

The second constraint is that for every rank, the sum of probabilities on that rank over all unknown
opponent’s pieces, should be equal to the number of missing pieces of that rank. This is the second step
of the algorithm, shown in Equation (3). Here nx denotes the number of unknown pieces of the opponent
having rank x left on the board and S is the set of the unknown opponent’s pieces left on the board.
P̄x,y
· nx
s∈S P̄x,s

P̂x,y = 

(3)

Each time that the probabilities are normalized to fulﬁl one constraint, the other one is violated because
of the way the probability mass is redistributed. However, by iterating this algorithm these violations become
smaller every time. After several iterations, the probabilities have been normalized properly.

4.3

Blufﬁng

Although the model described in Section 4.1 is enough for the player to make a good move in most cases,
it was created under the assumption that the opponent never bluffs. This is usually not the case, especially
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if the opponent is a professional Stratego player. Detecting these bluffs might be crucial, for instance if the
opponent bluffs that a certain piece is stronger than it really is.
From the statistics, the probability of blufﬁng, P (B), was determined for the average Stratego player.
This is used as the initial probability that the opponent is blufﬁng. During the game, this blufﬁng probability
is updated after each encounter where a new opponent’s piece is revealed, according to Equation (4).
Pi (B) =


n 
1
· Pi−1 (B) + · β
1+β
i

(4)

Here Pi (B) is the blufﬁng probability after the i-th encounter in the game where a new opponent’s piece
was revealed. Pi−1 (B) is the blufﬁng probability before the i-th encounter. The factor β, where 0 < β ≤ 1,
determines by how much the blufﬁng probability should change and n denotes the number of bluffs counted
so far. By keeping track of the claims made by each opponent’s piece during the game, one can determine
whether these claims were bluffs the moment the piece is revealed. For instance, the opponent can claim
that a certain piece is stronger than a Major if he moves that piece towards a player’s known Major. If upon
revealing it turns out that the rank is weaker than a Major, the opponent bluffed in the past.
To include the blufﬁng probability when calculating new probability distributions for the opponent’s
pieces, the model from Section 4.1 has to be altered. This can be done by changing Equation (1a). This
modiﬁcation is shown in Equation (5a) and (5b).

Pr,a · wa

W̄r = a∈A
(5a)
a∈A wa

Pr,a =
P (r|ra , ma , B) · P (B)
(5b)
B

The probabilities P (r|ra , ma , B) and P (r|ra , ma , ¬B) were calculated beforehand from the statistics.
The probabilities only have to be looked up in the corresponding conditional probability table. By combining
Equation (5a) and (1b), one can calculate the new probability distribution for an unknown opponent’s piece,
while bearing in mind that the opponent might be blufﬁng.

5

Experiments and Results

This section describes the experiments done to measure the inﬂuence of opponent modelling. First, Section 5.1 discusses an experiment carried out to determine the inﬂuence of different values of the factor γ
(see Section 4.2) on the correctness of the opponent model. Section 5.2 shows a similar experiment, except
for different values of the factor β (see Section 4.3). Then, Section 5.3 discusses the inﬂuence of different
values of both these factors on the average probability assigned to the real rank of an unknown piece. Finally,
Section 5.4 discusses the win rates achieved by opponent modelling.

5.1

Inﬂuence of γ on Correctness

The ﬁrst experiment was carried out to determine how different values of γ inﬂuence the correctness of the
guesses of the opponent model and how this compares to the case where no opponent modelling is used.
The experiment was done in a self-play setup of 1,000 games. The games were played between two
players, both running the same Stratego engine. This was an E XPECTIMAX engine, enhanced with the
S TAR 1 and S TAR 2 pruning algorithms [2]. Additionally, the History Heuristic [15], Killer Moves [1]
and Transposition Tables [20] were used. Player A used opponent modelling to determine the ranks of
unknown pieces. Player B used a simple method, based on the number of unknown pieces left of a particular
rank. A selection of 10 board setups was made. Both players iterated through all 10 setups such that every
combination of board setups was played. This was done 10 times such that 1,000 games were played.
The correctness of the opponent model was determined by measuring how often the rank of an unknown
piece was guessed correctly. This check was carried out every time that an unknown opponent’s piece
was involved in an encounter, revealing its rank. A strict scoring system was applied. Only if the highest
probability in the probability distribution of the unknown piece was assigned to the real rank, the guess was
counted as correct. In all other cases, it was counted as incorrect. Furthermore, if two ranks had the same
highest probability, where one of the ranks was the real rank, then the guess was counted as incorrect.
The values of γ were varied between values of 0.25 and 1.0, while the factor β was kept at a constant
value of β = 0.01. The higher the value of γ, the more the probability distribution of an unknown piece is
altered after that piece makes a move. The results are shown in Table 1.

238

Jan A. Stankiewicz and Maarten P.D. Schadd

γ
0.25
0.50
0.75
1.0
No OM

Correct
12,467 (40.0%)
12,456 (40.3%)
12,541 (40.3%)
12,126 (39.3%)
5,384 (17.7%)

Incorrect
18,673 (60.0%)
18,418 (59.7%)
18,568 (59.7%)
18,743 (60.7%)
25,108 (82.3%)

Table 1: Number of correct guesses for different values of γ over 1,000 games
As Table 1 shows, by using opponent modelling there is a signiﬁcant increase in the percentage of
correctly guessed ranks. Without the use of opponent modelling, only 17.7% of the time the rank was
guessed correctly. With opponent modelling however, this value was increased to approximately 40%. The
values of γ = 0.50 and γ = 0.75 show the best result of 40.3%. If γ is too low, the probability distributions
will not change fast enough, because new observations during the game will have little inﬂuence on the
probability distributions. On the other hand, if γ is too high, the probability distributions will change too
fast, as only the most recent observations are taken into account.

5.2

Inﬂuence of β on Correctness

The second experiment was similar to the one described in Section 5.1, except that this time the inﬂuence
of different values of β was tested. The values of β were varied between 0.01 and 0.2, while the factor γ
was kept at a constant value of γ = 0.75. The reason why β was varied between such small values, is that
higher values will produce unrealistically high blufﬁng probabilities. If at an early stage in the game it turns
out that so far the opponent bluffed half of the time, it would mean that for high values of β, the blufﬁng
factor would quickly go towards 0.5. However, no player bluffs that often. For example, it could be that
only 4 opponent’s pieces were revealed so far, of which 2 bluffs. Considering that only 10% of the pieces
are revealed at that point, it does not mean that this is the blufﬁng probability for the rest of the game. It is
merely an indication what the real blufﬁng probability could be. Therefore, the blufﬁng probability is only
changed slightly in the direction of 0.5. The results for different values of β are shown in Table 2.
β
0.01
0.05
0.1
0.2
No OM

Correct
12,541 (40.3%)
12,282 (39.9%)
12,517 (40.1%)
12,309 (39.9 %)
5,384 (17.7%)

Incorrect
18,568 (59.7%)
18,469 (60.1%)
18,713 (59.9%)
18,539 (60.1%)
25,108 (82.3%)

Table 2: Number of correct guesses for different values of β over 1,000 games
A value of β = 0.01 gives the best result. Although the differences shown in Table 1 and Table 2 seem
marginal, they translate into larger differences when comparing the win rates, as shown in Section 5.4.

5.3

Inﬂuence of γ and β on Probabilities

The third experiment was carried out to determine the average probability on the real rank of an unknown
piece. This was done by checking what the probability on the real rank of an unknown piece was, before it
was revealed. Additionally, a second, similar calculation was done, but only for the case where the rank was
guessed correctly, thus giving the average probability on the real rank in the case it was guessed correctly.
Like for the previous experiments, the tests were done for different values of γ and β. The results are
shown in Table 3(a) and Table 3(b), for γ and β, respectively.
As the tables show, the probabilities that are assigned to the real rank of the piece are doubled, when
compared to the case where no opponent modelling is used. The higher these values are, the better the
engine will determine the best moves to make.
Remarkably, the highest probabilities are achieved for the value of γ = 1.0, while Table 1 shows that
γ = 1.0 achieved the lowest percentage of correctly guessed ranks when using opponent modelling. This
result has to do with the way how probability distributions are updated. For lower values of γ, the probability distribution is updated smoothly towards the statistical distribution. This means that if an opponent’s
move would cause the distribution to move from the correct rank towards an incorrect rank, thus towards a
distribution where an incorrect rank has the highest probability, this change would be small and the correct
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γ
0.25
0.50
0.75
1.0
No OM

Avg. Prob.
0.315
0.320
0.328
0.330
0.152
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Avg. Prob. If Correct
0.601
0.614
0.637
0.666
0.290

(a) Average probabilities on the real rank for different
values of γ over 1,000 games

β
0.01
0.05
0.1
0.2
No OM

Avg. Prob.
0.328
0.324
0.327
0.323
0.152

Avg. Prob. If Correct
0.637
0.632
0.633
0.630
0.290

(b) Average probabilities on the real rank for different
values of β over 1,000 games

Table 3: Tuning γ and β
rank would still be the most probable rank in the distribution. However, in general the average probability
assigned to the real rank will be slightly lower for the same reason. As the values of γ become larger, the
probability distribution is updated less smoothly. This means that the distribution can be updated quickly
towards an incorrect rank, resulting in a lower percentage of correctly guessed pieces. At the same time,
the average probability assigned to the real rank will in general be higher, because the distribution can move
faster towards the correct rank as well.

5.4

Win Rate of Opponent Modelling

This section shows the win rate of player using opponent modelling, for different values of γ and β. The
programs used six setups designed of Dutch Stratego champion De Boer [7] and four which were created
by us. Each setup played against each setup ten times, resulting in 1,000 games. The probabilities were
initialized using historical data. The results are shown in Table 4(a) and 4(b) for tuning γ and β, respectively.
γ
0.25
0.50
0.75
1.0

OM
521
553
559
545

No OM
476
446
437
455

Draws
3
1
4
0

Win rate
52.1%
55.3%
55.9%
54.5%

(a) The win rates over 1,000 games for different values of γ

β
0.01
0.05
0.1
0.2

OM
559
541
546
527

No OM
437
457
450
471

Draws
4
2
4
2

Win rate
55.9%
54.1%
54.6 %
52.7 %

(b) The win rates over 1,000 games for different values of β

Table 4: Tuning γ and β
The tables show the number of games won by each player. The best performance is achieved under
γ = 0.75 and β = 0.01, with a win rate of 55.9%, which is a signiﬁcant improvement. Even for other values
of γ and β, opponent modelling still wins more than 52% of the games. Moreover, the tables show that the
marginal differences that were shown in Section 5.1 and Section 5.2 for different values of γ and β, have
been translated into signiﬁcant differences in the win rates. Also, for a value of γ = 1.0, the win rate is still
quite high, despite that only 39.3% of the pieces was guessed correctly, as shown in Table 1. This is due to
how the engine decides the best move to make, based on the probability distributions of unknown pieces.
As Table 3(a) showed, the probabilities assigned to the real rank of a piece were the highest for this value of
γ. This means that the engine can still make relatively good decisions.
An improvement of 55.9% does not sound impressive, but it is signiﬁcant for Stratego. In this game
risks are taken when capturing and even a superior player can lose games.

6

Conclusions and Future Research

This article described a method to model the opponent in Stratego. By analyzing the moves of the opponent,
probability distributions can be derived in order to determine the most likely rank of an unknown piece.
Experiments reveal that opponent modelling increases the percentage of correctly guessed ranks signiﬁcantly. If no opponent modelling is done, the percentage of correctly guessed pieces is 17.7%. By modelling
the opponent, this percentage is increased to 40.3% for γ = 0.75 and β = 0.01.
The average probability that is assigned to the real rank of an unknown piece, shows an increase as well.
If no opponent modelling is done, this average probability is 0.152. If one only takes the cases where the
piece was guessed correctly, this probability is 0.290. By using opponent modelling, these two probabilities
are more than doubled, in the best case to 0.330 and 0.666, respectively.
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Finally, the self-play experiments show that opponent modelling results in a win rate of 55.9%, for values
of γ = 0.75 and β = 0.01, which is a signiﬁcant improvement. Even for other values of γ and β, opponent
modelling still wins more than 52% of the games.
Although the opponent modelling method described in this article shows positive results, there is still
plenty of room for improvement. First of all, the values of γ and β may still be tuned to achieve higher win
rates. Secondly, the blufﬁng probability is independent of individual pieces. In other words, the blufﬁng
probability is the same for every unknown piece, regardless of the surroundings of that piece. However,
players may be more likely to bluff in certain situations. It would be interesting to see how situationdependent blufﬁng probabilities would affect the performance of the opponent model. A third point of
improvement is to use statistics of board setups to determine initial probability distributions for each piece.
Finally, a last point of improvement is the recognition of patterns on the board, especially Bomb and Flag
patterns are useful.
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Token merging in language model-based
confusible disambiguation
Herman Stehouwer

Menno van Zaanen

TiCC, Tilburg University, Tilburg
Abstract
In the context of confusible disambiguation (spelling correction that requires context), the synchronous
back-off strategy combined with traditional n-gram language models performs well. However, when
alternatives consist of a different number of tokens, this classification technique cannot be applied directly,
because the computation of the probabilities is skewed. Previous work already showed that probabilities
based on different order n-grams should not be compared directly.
In this article, we propose new probability metrics in which the size of the n is varied according to the
number of tokens of the confusible alternative. This requires access to n-grams of variable length. Results
show that the synchronous back-off method is extremely robust.
We discuss the use of suffix trees as a technique to store variable length n-gram information efficiently.

1 Introduction
When writing texts, people often use spelling checkers to tackle spelling mistakes. Most available spelling
checkers concentrate on non-word errors only. Since these errors consist of character sequences that are not
part of the language, these errors can be (relatively1) easily identified. For example, in English woord is not
part of the language, hence a non-word error. A possible correction would be word .
However, even when a text does not contain any non-word errors, there is no guarantee that the text is
error-free. There are several types of spelling errors where the words themselves are part of the language,
but are used incorrectly in their context. Note that these kinds of errors are much harder to recognize,
as information from the context in which they occur is essential to recognize and correct these errors. In
contrast, non-word errors can be recognized without context.
One class of such errors, called confusibles, consists of words that belong to the language, but are
used incorrectly with respect to their local, sentential context. For example, She owns to cars contains the
confusible to . Note that this word is a valid token and part of the language, but used incorrectly in the context.
Considering the context, a correct and very likely alternative here would be the word two . Confusibles are
grouped together in confusible sets, which are sets of words that are similar and often used incorrectly in
context. Too is the third alternative in this particular confusible set.
A typical way of solving the problem of confusibles is to use a machine learning classifier that uses
information from the context of the confusible and classifies the instance, resolving the ambiguity. In this
article, we tackle this problem using a language model approach. In particular, we combine the language
model approach with a synchronous back-off of higher-order n-grams to lower-order n-grams [12].
The research presented here is part of a larger project, which focusses on identifying and correcting
context-sensitive spelling mistakes in general, including for instance pragmatically incorrect words (which
requires a document-wide context). However, advanced techniques are needed for this problem.
This article is organized as follows. In the next section, we briefly describe different approaches to
confusible disambiguation, concentrating on how language models can be used in the context of confusible
correction. We will also explain the synchronized back-off technique in more detail. In the following section
(section 3), we will treat the problem of multiple token confusibles in more detail and we will elaborate on
our need to merge the focus position of a sequence for alternatives of different length, and propose different
1 Productive

processes such as compounding make this process harder, as simple word lists will not contain all words in the language.
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Training

. . . inflation locked in then I think we can . . .
. . . much stronger than most analysts had expected .
locked, in, I, think ⇒then
much, stronger, most, analysts ⇒than

Testing

. . . much stronger

most analysts had expected .

much, stronger, most, analysts ⇒?
Figure 1: Instances are extracted from sentences during training. Testing classifies new instances, yielding
values for the focus word position.
methods that allow us to do this. In section 4, we will discuss a practical solution to the technical issues by
using suffix trees. Finally, we will end with a conclusion with some ideas on possible future work.

2 Approaches to confusible disambiguation
A typical approach to the problem of confusibles is to train a machine learning classifier to a specific confusible set. Most of the work in this area has concentrated on confusibles due to homophony (to , too , two ) or
similar spelling (desert , dessert ). For instance, when word forms are homophonic, they tend to get confused
often in writing (cf. the situation with to , too , and two , affect and effect , or there , their , and they’re in English) [11, 15]. However, some research has also touched upon inflectional or derivational confusibles such
as I versus me [4]. Typically, the confusible sets are very small (two or three elements) and the machine
learner will only see training examples of the members of the confusible set. This approach is similar to that
of accent restoration [1, 2, 3, 6, 9, 14, 16, 17].
The task of the machine learner is to decide, using features describing information from the context,
which word taken from the confusible set really belongs on the position of the confusible. Using the example
above, the classifier has to decide which word belongs on the position of the X in She owns X cars , where
the possible answers for X are to , too , or two . We call X, the confusible that is under consideration, the
focus word . Figure 1 illustrates the typical approach, when only words in the context are used.

2.1 Language model-based classification
Another way of looking at the problem of confusible disambiguation is to see it as a very specialized case of
word prediction. The problem is then to decide which word at a certain position is more likely (from a list
of alternatives). Using similarities between these cases, we can use techniques from the field of language
modeling to solve the decision problem of finding the correct value in confusible sets.
Language models assign probabilities to sequences of words. Using this information, it is possible to
predict the most likely word given a context. For example, we can use a language model to give us the
probability for a sequence of n words PLM (w1 , . . . , wn ). Based on this, it is possible to predict the most
likely word w following a sequence of n − 1 words, namely arg maxw PLM (w1 , . . . , wn−1 , w). Obviously,
a similar approach can be taken with w in the middle of the sequence. By limiting the possible values for w
to those in the confusible set, we have designed a classifier based on the language model.
The advantage of the language model approach to confusible disambiguation is a generic language model
can handle all potential confusibles without any further training and tuning. With the language model it is
possible to take the words from any confusible set and compute the probabilities of those words in the
context. The element from the confusible set that has the highest probability is then selected. Since the
language model can assign probabilities to all sequences of words, it is possible to define new confusible
sets on the fly and let the language model disambiguate them without any further training. Obviously, this
is not possible for a specialized machine learning classifier approach, where a classifier is fine-tuned to the
features and classes are pre-defined for a specific confusible set2 .
The disadvantage of the generic (language model) classifier approach is that the accuracy is less than
that of the specific (specialized machine learning classifier) approach, but previous works shows that the
2 When using a machine-learning algorithm as a full-word predictor the full dictionary can be predicted by the machine-learner.
However, in general, such an approach is not directly suitable to make decisions between a specific set of alternatives. (See also
section 2.2.)
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. . . much stronger
than
P (much stronger than )
×P (stronger than most )
×P (than most analysts )
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most analysts had expected .
then
P (much stronger then )
×P (stronger then most )
×P (then most analysts )

Figure 2: Computation of probabilities using the language model.

results are encouraging [12]. Since the specific classifiers are tuned to each specific confusible set, the
weights for each of the features may be different for each set. For instance, there may be confusibles for
which the correct word is easily identified by words in a specific position. If a determiner, like the , occurs
in the position directly before the confusible, to or too are very probably not the correct answers. The
specific approach can take this into account by assigning specific weights to part-of-speech and position
combinations, whereas the generic approach cannot do this explicitly for specific cases; the weights follow
automatically from the training corpus and are the same for all words (in all situations).
Summarizing, there is no real difference between the classifier-based or language model-based disambiguation of confusibles. Both approaches classify instances. However, the main difference is the number of
classes that can be classified into. The classifier-based approach limits the number of classes to the number
of elements in the confusible set, whereas the language model-based approach allows for classification into
any word in the language (that the model knows of). This makes the language model approach much more
flexible.

2.2 Synchronized back-off in n-gram language models
The language model approach to confusible disambiguation described above relies heavily on the language
model. In principle, any language model that provides probabilities given sequences can be used as components in a classifier. In previous work [12], we have used a relatively simple n-gram based classifier. An
illustration of this approach can be found in figure 2.
The size of n defines the size of the context around the focus word. The example in figure 2 uses n = 3.
This means that we do not need to compute the probability of the entire sentence, only the probabilities that
will change depending on the value of the focus word will need to be computed. As usual, using larger n will
give us more specific probabilities. However, it also introduces data sparseness problems as the likelihood
that the large n-gram occurs in the training data is smaller.
There are several techniques that can be used to reduce the impact of data sparseness problems. Smoothing of probabilities or back-off methods are typically used. Back-off techniques fall back on lower order
n-grams when no occurrence of the higher order n-grams are found. In other words, if Pn (w0 . . . wn ) = 0
then the language model uses Pn−1 (w0 . . . wn−1 ) × Pn−1 (w1 . . . wn ). This process may continue until
uni-grams are considered.
Applying this simple back-off strategy in the context of confusible disambiguation leads to the problem
of unbalanced probabilities. For instance, it may be the case that when comparing different members of
a confusible set, one of the alternatives has a non-zero tri-gram probability, while for the other alternative
bi-gram probabilities are used (because their tri-gram probability is zero). It turns out that using these unbalanced probabilities yield undesirable results. Intuitively, this can be argued, since the different probabilities
come from different probability spaces.
To resolve the problem of unbalanced probabilities, we have employed a back-off strategy called synchronous back-off. This method always uses probabilities of the same order n-gram model for each alternative in the confusible set. Whereas in the naive case, a position in two similar sequences may be computed
using probabilities of different order language models, the synchronous back-off model only takes a lower
order n-gram into account when all alternatives have zero probability. This is illustrated in figure 3.

3 Multiple tokens as alternatives
The language model approach to confusible disambiguation runs into problems when the alternatives in the
confusible set (in particular when occurring on the focus position) contain a different number of tokens. For
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abc
P3 (a b c ) = 0?
⇓
P2 (a b ) × P2 (b c ) = 0?
⇓
P1 (a ) × P1 (b ) × P1 (c )

axc
and
and

P3 (a x c ) = 0?
⇓
P2 (a x ) × P2 (x c ) = 0?
⇓
P1 (a ) × P1 (x ) × P1 (c )

Figure 3: The probabilities of the two alternatives are computed using synchronous back-off. Only if both
probabilities are zero are lower order probabilities taken into account.
example, consider the case of your (one token) versus you ’re (two tokens). The problem here is that for the
first alternative, there is one token as focus word, whereas the other alternative has a two token focus word.
Having different number of tokens as focus word has an impact on the computation of the probabilities
of the sequences. For instance, when n = 3, the probabilities are computed based on two tokens before and
after the focus word, combined with the focus word. In the case of your , the probabilities are based on five
tokens, but in the case of you ’re as the focus word, which contains two tokens itself, the probabilities are
based on six tokens.
Experiments that compare continuous back-off (where each alternative is allowed to back off until a
non-zero probability is found) against synchronous back-off already showed that comparing probabilities
based on different order n-grams yields unsatisfactory results. Unfortunately, disambiguating a confusible
set containing alternatives with a different number of tokens, this same situation arises. Effectively, different
order n-grams will be compared.

3.1 Merging positions
Previous work resolved the problem of multiple tokens in alternatives by retokenizing the corpus, making
sure that the order of the n-grams is the same for each alternative (essentially taking you’re as one token).
Obviously, this approach equalizes the order of the n-grams of the alternatives, but it is not a practical
solution, as for each situation with different tokens in the alternatives, retokenization is required.
The solution to the problem by merging tokens discards the information that you’re also contains both
tokens you and ’re , which might be important for disambiguation. Finally, this problem also occurs when
these multi-token “words” occur in non-focus word positions. Retokenizing the corpus implies that all
occurrences of such words are modified. This results in a different probability distribution compared to the
original, not retokenized version of the corpus.

3.2 Readjusting probabilities
From the previous section it may be clear that we would like to be able to merge tokens during testing only.
This allows us to deal with different length confusible alternatives as if they all have the same size. However,
we do not want to merge tokens by retokenizing the entire corpus as there may be many situations in which
merging is needed.
Our solution to this problem is to retain the structural information that is present in the model, but to only
adjust the counts that are required to compute the probabilities of the sequences (and hence the probabilities
of the alternatives). This comes down to dynamically readjusting the probabilities when needed without
retokenizing the corpus.
In situations where all alternatives contain one token, the probability of an alternative only depends
on the direct context of the focus word. For instance, if we have the sequence w = w0 . . . wm and
wf is the focus word, the probability of the sequence that is relevant for disambiguation is defined by
Πfi=f −n+1 Pn (wi . . . wi+n−1 ), which combines the probabilities of n-grams containing the focus word wf .
We now extend this computation by considering the case of having a focus word consisting of two
tokens: wf0 and wf1 (where f0 + 1 = f1 ). During the computation of the probabilities, these two tokens
0
are treated as one. Πfi=f
Pn+1 (wi . . . wi+n ). This computation uses the same context as the one token
0 −n+1
alternative, but since an additional token is used, a higher order n-gram is needed. Note that this approach

Token merging in language model-based confusible disambiguation

245

is trivial to extend to alternatives with more than two tokens (which requires a proportional increase in the
order of the n-grams).
So far, the approach is exactly the same, but if results from Pn+1 are compared to those of Pn , then
different order n-grams are compared, which is problematic, as discussed above. Clearly, different means of
computing the probabilities are needed. We will discuss four extensions and compare them against the case
where both Pn and Pn+1 are used in section 5.
occ(s)
, where occ returns the
Typically, the probability of an n-gram is computed by Pno discount (s) = |C|−|s|+1
number of occurrences of n-gram s and |C| is the number of tokens in the corpus. The denominator is
number of n-grams of length n = |s| in the corpus.
Since we are going to model the probability of a merged n-gram, we will use a similar formula, but
discount the total number of n-grams in the corpus. Essentially, this comes down to pretending the corpus
occ(s)
has been retokenized with respect to s. We will use Pcount−occ (s) = |C|−|s|+1−(|s|−1)×occ(s)
to compute the
probability. This effectively increases the probability by pretending to reduce the size of the corpus by the
number of times s occurred. This is like treating s as a single token.
Using simple heuristics, we can increase discounting further, for instance, by reducing the denominator by the number of occurrences of the uni-grams of the multi-token s. Pcount−min(occ(sub-gram)) (s) =
occ(s)
occ(s)
|C|−|s|+1−minn
occ(si ) and Pcount−max(occ(sub-gram)) (s) = |C|−|s|+1−maxn
occ(si ) describe this (where subi=0
i=0
gram is the bag of words in the n-gram). As an extreme, we propose a heuristic that discounts the ratio of
occ(s)
.
all bi-grams versus uni-grams, resulting in P
|uni-gram| (s) =
|uni-gram|
count×

|bi-gram|

(|C|−|s|+1)×

|bi-gram|

We should note at this point that not all different implementations of P result in proper probabilities.
The count numbers are modified and different probability spaces are combined in simple heuristic ways.
However, this is not a major concern, as we are only interested in comparing the figures for different options
in a set of alternatives to make a decision (arg max).

3.3 Impact
The problem of different probabilities in case of multiple token alternatives sketched here may only seem to
be a minor problem with hardly any impact on the task. However, future work in this project concentrates on
incorporating additional information in the language models. Details about incorporating more information
will be discussed in section 6. For now, imagine how, for instance, part-of-speech information of the focus
word can be incorporated. To get the probabilities right, merging tokens is preferred. However, this would
also mean that the focus word will have multiple part-of-speech tags assigned to it. Starting from the partof-speech information, keeping the tokens (and their part-of-speech information) separate is preferred, but
this again introduces problems regarding the probability distributions3.
Having access to a dynamic system that can readjust probabilities when needed is preferred. Essentially,
this allows for easy switching between both views of the data. However, as shown above, variable order of
n-grams (depending on the number of tokens in the focus word position) may be required to implement this.
The next section describes a practical approach to storing and retrieving variable order n-grams based on
suffix trees.

4 Practical issues
Our solution to the computation of multiple token focus word alternatives depends on access to variable
length n-grams. Since our language model approach allows for dynamic creation of confusible sets, we
cannot decide beforehand what the maximum required n is (apart from it being smaller than the size of the
corpus). This calls for the dynamic computation of probabilities, leading to dynamic counting of n-grams
in the corpus.
To keep the process of counting n-grams efficient, we store the corpus in a suffix tree. A suffix tree is a
trie-based data structure (see page 492 of [7]) that stores all suffixes of an input string in such a way that a
suffix of the string can be found in linear time (in the length of the suffix). Note that suffix tree construction
can also be done with a linear time algorithm (in the length of the string) [5, 13], which only needs to be
3 Adding additional information to tokens can be done sequentially in the suffixtree (see section 4), requiring wildcards, which
allows for skipping tokens in the suffixtree, when this information is not required.
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Figure 4: Suffix tree for cacao .
done once. All suffixes occupy a single path from the root of the suffix tree to a leaf. For a simple example
of a suffix tree based on the string cacao see figure 4.
Leaf nodes in suffix trees contain information on the begin position of the suffix leading to that specific
leaf. This allows for finding the start position of the suffix that ends in that leaf. By extending this search,
it is possible to find start positions of any sub-string. First, search the suffix tree using the symbols in the
sub-string. Unless the sub-string is a suffix, this will lead to an internal node. Finding the position stored in
a leaf node that can be reached from the internal node yields the start position of the sub-string.
Due to the way suffix trees are constructed, we can efficiently find the number of occurrences of substrings in the entire string. Starting from the root node, we find the node that belongs to the sub-string.
From this node, we can count the number of leaves that it governs. This number is exactly the number of
occurrences of the sub-string in the entire corpus.
Obviously, we can construct a suffix tree using tokens as elements (and not characters as was illustrated
in figure 4). This allows us to efficiently identify the count of any n-gram of any order.

5 Results
To measure the impact of different means of adjusting the probabilities of the different order n-grams, we
will run some experiments. First, we build a suffix tree given a training corpus, which will be used to
generate n-gram counts. Next, we identify possible confusibles in the test corpus. We apply the language
model classifier to see whether the correct alternatives are selected.
For training purposes, we used the Reuters news corpus RCV1 [8]. The Reuters corpus contains about
810,000 categorized newswire stories as published by Reuters in 1996 and 1997. This corpus contains
around 130 million tokens.4 For testing purposes, we used the Wall Street Journal part of the Penn Treebank
corpus [10]. This well-known corpus contains articles from the Wall Street Journal in 1987 to 1989. We
extract our test-instances from this corpus in the same way as we extract our training data from the Reuters
corpus. Minor tokenization differences between the corpora are corrected for.
Both corpora are in the domain of English language news texts, so we expect them to have similar
properties. However, they are different corpora and hence have slightly different properties. This means
that there are also differences between the training and testing set. We have selected this division to create a
more realistic setting. This should allow for a more real-world use comparison than when both training and
testing instances are extracted from the same corpus. Training and testing on different corpora does mean
we expect lower results than those that could be achieved on the same corpus, however we believe this is a
more natural setting.
In this article, we will only concentrate on two confusible sets, {your , you ’re } and {their , they ’re ,
there }, that contain alternatives that have different number of tokens. This will not result in an impression
on the performance of the language model approach of confusible disambiguation, but it will illustrate the
impact the different ways of normalizing the probabilities of the different orders of n-grams.
Table 1 gives an idea of the order of magnitude of the occurrences of different tokens. The numbers
indicate the number of occurrences of the tokens and token combinations. The figures for of the are provided
as comparison. of the is the most frequent bi-gram in the corpus.
Looking at the counts of the multi-token alternatives (you ’re and they ’re ) in table 1, we see that they
are much lower compared to the single token alternatives. It may be clear that the uni-gram probabilities
(where we take the multi-token alternatives as single tokens) will lead to a clear preference for the single
4 Memory usage of a suffix tree is larger than that of a simple n-gram model, but it is not prohibitively large. The Reuters corpus, a
4GB plain text corpus, can be stored in a 16GB suffix tree, while optimizations making more efficient use of space are possible.
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Total # tokens
# your
# you ’re
# you
# ’re
# of the
# of

132,887,136
5,776
1,935
30,965
20,678
569,814
2,616,495

# their
# there
# they ’re
# they
# the
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167,227
94,247
2,672
159,290
4,792,464

Table 1: Token counts from the Reuters RVC1 corpus.
Discount
method
No discount
count − occ
count − min (occ(sub-gram))
count − max (occ(sub-gram))
|uni-gram|
count × ( |bi-gram| )

{your , you ’re }
discount accuracy
0/132M
93.1
2K/132M
93.1
21K/132M
93.1
31K/132M
93.1
127M/132M

80.0

{their , there , they ’re }
discount accuracy
0/132M
90.4
3K/132M
90.4
21K/132M
90.4
159K/132M
90.4
127M/132M

90.4

Table 2: Results of the five different discounting schemes. Results given in accuracy %.

token alternatives. The definition of P should take this into account and assign more probability mass to the
multi-token alternatives.
The results of the different probability computations are shown in table 2. The discount columns shows
the count that is subtracted from the total count (which is also shown). The first entry shows the situation
where the probability of larger order n-grams are treated as lower order (tri-grams used as bi-grams in this
case). The second entry normalizes the total count by subtracting the number of occurrences of the bi-gram,
effectively using the probability as if the corpus was retokenized, treating the multi-token alternative as a
single token. The next two entries reduce the total count by the number of occurrences of the elements of
the bi-gram. Finally, discounting is taken into extreme, where for probability computation, the total count
is reduced as if all bi-grams were uni-grams. Note that these discounting methods are only used when the
focus word contains multiple tokens.
The results5 clearly show that discounting does not have any effect in classification accuracy. This
means that the probabilities used to disambiguate between the different alternatives are extremely robust.
Even discounting more than half the total count only has a marginal effect (in the {your , you’re } case).
The robustness of the system also indicates that we need to find other ways to improve results. Clearly,
the token counts as used here do not easily allow modifications leading to improved results (the probabilities
are too robust). Future extensions will require additional information not present in the counts per se.

6 Conclusion
In this article we have proposed several methods to allow alternatives in confusible sets to have an unequal
number of tokens. This is essential in confusible sets such as {your , you ’re }. Previous work has solved this
in an ad hoc way by retokenizing the corpus, but the newly proposed methods allow for computation based
on dynamic recounting, removing the explicit retokenization phase.
By varying the amount of discounting, which is the basis for the new probability metrics, shows that the
synchronous back-off method is very robust. Previous research has already shown that synchronous back-off
leads to good results.
On the practical side, we presented a suffix tree implementation of language models, allowing us to
extract the counts needed for the probability computation of n-grams efficiently. Creation of the suffix tree
is linear in corpus size, whereas finding the n-gram information is linear in the search string (the n-gram).
In the future, we would like to be able to deal with annotated tokens (such as part-of-speech), allowing
for gradual back-off based on this additional information. The methods described here are essential for
5 Previous

results were different due to retokenization problems.
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incorporating this information. Whereas concatenating tokens and retokenization is still possible, this is
more problematic for part-of-speech information.
In the future, we would also like to investigate the performance of the methods presented here on different
problems to investigate the general applicability of the method.
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Solving SameGame and its Chessboard Variant
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Abstract
We introduce a new solving method for SameGame puzzles based on Monte-Carlo simulation, that improves the previous best known method. We also cover the chessboard variant, a subclass of the SameGame
puzzle for which we can exactly define which puzzles are solvable and which ones are not. Next to this
we present a quantitative approach to classify the difficulty of a given puzzle, as well as an indication of
whether or not a given puzzle is solvable.

1 Introduction
This paper is about the puzzle (or game) SameGame, also known as Clickomania or Jawbreaker. For computer scientists in the field of Artificial Intelligence [7] and Combinatorial Game Theory [3], games that
have associated NP-complete decision problems [6], like SameGame, remain an interesting field of study.
The search space is way too large and too dynamic for traditional search methods, making the search for an
optimal solution an extremely hard task. Compared to games such as Tetris and even Sokoban, SameGame
has not been studied much, and there are still many open questions. We will attempt to shed some light on
this subject, answer several questions, and present some interesting facts about SameGame. We also give an
outline of possible search methods that could be applied, as well as a new algorithm for solving SameGame
puzzles that improves the algorithm presented in [8].
The paper is organized as follows. In Section 2 we explain SameGame, and describe some properties.
We pay special attention to “chessboard” like variants in Section 3. In Section 4 we describe our algorithm,
and we mention results in Section 5. Section 6 concludes.

2 SameGame
SameGame is a single player game (or puzzle) that has seen a big increase in popularity over the past few
years. It has actually been around since 1985, when it was invented in Japan by Kuniaki Moribe. It was first
released in the western world under the name Chain Shot, but has been redistributed (often with slightly
different rules) under, amongst others, the names Clickomania, HMaki, Samegame, Jawbreaker, Bubblets,
and Bubble Breaker. We will refer to it as SameGame.

2.1 Rules
The game is played on a two-dimensional board (or grid) with N tiles (or fields, squares, stones or blocks).
The tiles of a puzzle each have one out of C different colors. Figure 1 shows two puzzles with N = 225 (the
board is of size 15 × 15) and C = 5 (red, green, blue, purple and yellow). If we talk about a certain tile on
some board with height h and width w, we denote its position by (i, j), with 1 ≤ i ≤ h and 1 ≤ j ≤ w. To
clarify, tile (1, 1) is situated in the top left corner. Initially, the board is usually filled with randomly colored
tiles. Two tiles are directly adjacent if they are horizontal or vertical direct “neighbors”. A tile (i, j) not on
the edge of the board has neighbors (i − 1, j), (i + 1, j), (i, j − 1) and (i, j + 1), while a tile on the edge
has only three of these neighbors, and a corner tile only two. A group is defined as a set of two or more
tiles of the same color, where it is possible to go from any of its tiles to any other by repeatedly visiting
adjacent tiles; or briefly: a group is connected. A tile at the board that does not belong to any group is called
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Figure 1: Two puzzles, no. 1 (left) and no. 9 (right) from the benchmark set at [5]. Solution for puzzle 9:
12,6 - 5,11 - 12,5 - 14,6 - 12,11 - 8,12 - 10,2 - 6,1 - 12,14 - 8,1 - 6,12 - 9,14 - 9,6* - 7,4 - 5,13 - 7,3 - 11,7 13,14* - 14,2 - 14,3 - 14,14 - 12,5 - 10,11 - 9,12 - 8,3 - 15,7* - 13,13 - 15,8* - 6,8 - 15,10 - 14,13 - 13,10 12,2* - 12,9* - 11,1 - 13,4 - 15,1** - 15,3 - 15,1 - 15,7 - 15,5 - 15,2* - 13,1 - 14,2 - 15,2 - 14,1 - 15,1 (the
bottom leftmost tile of a group is chosen, a * denotes a big group, ** denotes the biggest group)
a singleton. A move consists of deleting a group, after which several things can happen, depending on the
type of puzzle:
• Vertical gravity and column shifting: tiles that are above the deleted tiles fall down. As soon as an
entire column is empty, the columns to the right of the empty column(s) shift to the left.
• Vertical and horizontal gravity: tiles that are above the deleted tiles fall down. After that, tiles that are
to the right of empty positions caused by the deletion or the previous falling down of tiles are shifted
to the left (they are drawn towards the left side of the board).
When several groups have been removed, and either one of the two options above has done its work, one
or more empty columns can arise on the rightmost side. Now two things can happen:
• The empty columns remain empty.
• The rightmost column is repeatedly filled with a fresh column of new random tiles, that then again
behaves in either of the two ways described above.
Clearly, the first version of the last two above allows us to do a full-knowledge deterministic examination,
while the second version can theoretically go on infinitely.
The game can have several goals. One obvious goal could be to empty the board, leaving no tiles. We
call a puzzle solvable if the board can be emptied by doing a series of moves. Another goal is to get a score
as high as possible. In most scoring schemes the score depends on the size of the removed groups, where
it usually grows quadratically with the size of the removed group. Often bonus points are also awarded for
emptying the board, and points are subtracted for leaving tiles on the board. Bubble Breaker uses n(n − 1)
as reward, and other versions use (n − 2)2 , where n is for the number of blocks in a group that is removed.
The functions have the common property that removing one large group of size r always gives a higher score
than removing two groups of p and q blocks, where p + q = r and 1 ≤ p, q ≤ r − 1.
The game ends when the board is empty or no more groups can be removed. If new random columns are
added, the game ends when the entire board and especially the entire bottom row is filled with singletons.
From now on, we assume that we talk about the version of SameGame where there is vertical gravity
and column shifting, and no random tiles are added once a column has been emptied. So we are now talking
about a fully deterministic finite problem, with full information. We use the (n − 2)2 scoring function.

2.2 Complexity
In [1] it is proven that the problem of determining whether or not an initially filled board can be emptied
is NP-complete. Obviously, finding the path with the maximum score is just as hard, as remarked by [8].
A problem in SameGame is the large search space and a high and varying branching factor: the amount of
groups in a certain state. The puzzles in Figure 1 start with a branching factor of around 40. An average
solution takes about 45 moves, so one can easily infer that the number of possible states is immensely large.
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Another problem is the complexity of the changes that can occur to the board. Removing a group in one
state can cause the total set of groups to drastically change. Groups can “suddenly” appear, merge, split or
even disappear completely. This makes it hard to predict how good a certain move is, as doing a move can
change the entire layout of the board, perhaps making any scoring at all impossible, or present a move with
an extremely high score in the next state.

2.3 Solvability
It is interesting to see how many puzzles actually are solvable. For smaller board sizes and a small amount
of colors we can calculate this value by simply generating all possible puzzles, and determine brute-force
(for details on solving methods, see Section 4) if they are solvable or not. With two colors (C = 2), up to
N = 25 (boards of size around 5 × 5), this is still doable with the brute-force method. For bigger board
sizes, we can no longer exactly determine this value. However, by sampling P random puzzles, we can still
get a good estimate of the solvability. Table 1 shows an overview of how many puzzles are actually solvable
for the two-color version of SameGame. Values in italics are sampled puzzles with P = 100,000 samples.
Obviously, the conclusion we can draw is that the bigger the board, the bigger the chance the puzzle is
actually solvable. This appears to apply for C = 3 as well, see [10]. Also, for puzzles of size 15 × 15, with
C = 5, there appears to be a quite big chance that the puzzle is actually solvable — see Section 5.
C=2
H=1
H=2
H=3
H=4
H=5
H=6
H=7
H=8
H=9
H=10

W =1
0.0%
50.0%
25.0%
37.5%
37.5%
40.5%
45.3%
49.5%
54.4%
59.0%

W =2
50.0%
37.5%
59.3%
68.7%
76.6%
82.4%
88.0%
92.0%
94.5%
96.5%

W =3
25.0%
59.3%
77.3%
82.1%
88.0%
92.5%
95.5%
97.0%
98.3%
99.0%

W =4
37.5%
66.3%
81.6%
86.8%
92.1%
95.3%
97.5%
98.6%
99.3%
99.5%

W =5
37.5%
71.5%
85.4%
90.6%
94.8%
97.2%
98.5%
99.2%
99.6%
99.8%

W =6
40.5%
76.6%
89.0%
93.3%
96.7%
98.3%
99.2%
99.6%
99.8%
99.9%

W =7
45.3%
81.9%
91.8%
94.8%
97.6%
98.9%
99.5%
99.8%
99.9%
99.9%

W =8
49.5%
86.4%
94.0%
97.3%
98.4%
99.1%
99.7%
99.9%
99.9%
99.9%

W =9
54.4%
89.3%
95.4%
97.5%
98.9%
99.6%
99.8%
99.9%
99.9%
99.9%

W =10
59.0%
91.9%
96.7%
98.4%
99.3%
99.7%
99.9%
99.9%
99.9%
99.9%

Table 1: Percentage of puzzles of size H × W with two colors that is solvable.

2.4 Difficulty
It is hard to grasp the difficulty of a SameGame puzzle. Figure 1 shows two puzzles of which the left puzzle
has an equally distributed amount of each color, where the right one has red dominating, and already some
bigger groups formed. Therefore, the right puzzle seems easier. We could get a more realistic estimate of the
difficulty by generating P = 1,000,000 random samples, and determining how the scores are distributed.
We tested two types of solution methods, random and random with a bias towards forming a large group
of one color. The latter means that during the solution, the groups of the color of which there are the most
tiles left, are not touched until not possible otherwise. The results are shown in Figure 2. Regardless of the
method used, each puzzle shows a similar graph. The peak indicates the average score one would obtain
when playing the puzzle (either random, or with a bias towards one color). For puzzle 9, for both methods,
the peak clearly lies at a higher score than for puzzle 1; we can conclude that puzzle 9 is easier.
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Figure 2: The frequency of scores obtained by doing P = 1,000,000 random simulations. First and second
peak: puzzle 1, random, resp. random with bias simulation; third and fourth peak: puzzle 9, idem.
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3 Chessboard Variant
In this section we will discuss a subset of SameGame puzzles, the chessboard and its variations:
Definition 1 A chessboard variant of a SameGame puzzle, or briefly a chessboard, has two colors (C = 2;
black and white) and each tile has a color different from that of its neighbor, meaning that both horizontally
and vertically, colors interchange.
The chessboard itself is clearly not solvable, as we cannot perform any moves because there are no
groups to be removed. However, if we invert the bottom rightmost tile of the chessboard, the puzzle suddenly
becomes solvable, as shown in Figure 3.

Figure 3: A puzzle of size 5 × 5 with (5, 5) inverted is solvable.
Theorem 1 Any chessboard variant of a SameGame puzzle of size h × w with h, w ≥ 4, and position (h, w)
inverted, is solvable.
Proof. We start by removing the only group that can be removed, at position (h, w). We then keep removing
the group at the bottom rightmost position, which will first repeatedly be (h, w), after which it will be
(h, w − 1), (h, w − 2), etc., until we reach the point where we want to remove (h, 3). Now we first remove
(h − 1, 1), after which we remove (h, 3) and we are done, cf. Figure 3.
2
Even more interesting is the fact that any chessboard of 5 × 5 or bigger (in both dimensions) with exactly
one mistake in the lower half of the board (in case of an odd board height, the part of the board below and
including the middle row), is solvable, see [10]. We will concentrate on the complementary situation, which
happens to be a consequence of a more general theorem presented below:
Theorem 2 Any chessboard variant of a SameGame puzzle of size h × w with h, w ≥ 5, and exactly one
position (i, j) with 1 ≤ i ≤ ⌊h/2⌋ and 1 ≤ j ≤ w inverted, is not solvable.
For one-column SameGame, in [1] it is already proven that if a puzzle has a checkerboard (in this case
identical to a chessboard) longer than half the total number of groups, then the puzzle is unsolvable. We prove
a similar property for two-dimensional chessboards with respect to the board size. We therefore generalize
our previous theorem and formulate the main result of this section, along with a crucial lemma:
Theorem 3 A two-color SameGame puzzle of size h × w with h, w ≥ 5 where the strict lower half (every
position (i, j) with i ≥ ⌈h/2⌉) consists of a chessboard, and the upper half of arbitrary tiles (perhaps even
with tiles omitted on top of some columns), is not solvable.
Lemma 1 If in two-color SameGame we remove a group which includes position (i, j), but which does not
include (i + 1, j), we know that position (i, j) will either remain empty, or will be filled with a tile of the
same color as (i + 1, j).
2
Proof of Theorem 3. We will give a sketch of the proof. We will show that it always holds that in every
column, there are strictly more tiles that were part of the chessboard than tiles that were part of the “upper
half”. This property is referred to as the size property. It certainly holds in the beginning, see Figure 4(a).
After a while, the border looks like that from Figure 4(b). Here a ’-’ denotes absence of a tile (also called
“empty”, the whole column above this tile also being empty), a ’W’ stands for empty or a white tile, and a
’B’ denotes empty or a black tile. A ’?’ will be used when we cannot infer anything yet. In the sequel we
will define three distinguished possible constituents of the border, already visible in Figure 4: the abyss, the
stairway and the plateau.
We now first note that the removal of a group entirely contained in the “upper half” of course does
not violate the size property. Next we examine removal of tiles from the chessboard part. We distinguish
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Figure 4: (a) The original border between the black/white chessboard and the greyscale “arbitrary half” for
a 9 × 9 puzzle. (b) The chessboard after performing several moves (for a somewhat larger board).

Figure 5: Removing tiles from the top row of the chessboard.
between tiles from its top row, and others. Indeed, thanks to Lemma 1, we know that for the latter ones there
is a tile of the same color (or no tile at all) above; for tiles from the top row this does not necessarily hold.
The first tile that is removed from the chessboard is always removed from its top row, as displayed in
Figure 5(a). This does not hurt the size property. After this move we know that the tile in the newly created
“hole” is filled with a white tile or remains empty because of Lemma 1. We know the same applies for the
two neighbors of the removed group. In Figure 5(b) they are indicated by a ’W’: they were either white
or empty in the first place, or they were black and removed in the previous step. In that latter case, again
because of Lemma 1, they are now white or empty.
Now for a next possible step, if the two neighbors were both actually white and removed, the situation is
now that of Figure 5(c). It could also have happened that one or both of the neighbors were empty. The case
where the left neighbor was empty is displayed in Figure 5(d). In every column of the part of the chessboard
that we removed, the size property is maintained. The ’?’ at the top left of Figure 5(d) is not a problem. If
we remove it from the top, it does not hurt our property. We will never remove it from the right side because
there is an abyss (see below) there, and if we remove it from the left side it will perform analogously to the
situation in Figure 5(a) and cause no problems either.
After some time the border of the chessboard looks like the one in Figure 4(b). Notice that because of
Lemma 1, we always exactly know what is on top of a tile at the border — except perhaps for some tiles
from the top row of the chessboard in a plateau. The border consists of three types of situations:
1. A horizontal plateau. We know how this behaves, as we know exactly what is on top of it, again with
the “harmless” special situation in the remainder of the top row of the chessboard.
2. A stairway (stair-depth of at most 1). A stairway is either bounded by a plateau (top left of Figure 6(a),
or by an abyss. Observe that the stairway could have an arbitrary length between A and D, and that it
could also consist of just tile A with an abyss or horizontal line of the chessboard at its end.
Figure 6 shows that after removing the part of the stairway consisting of tiles A, B, C and D, the
positions A, B, C and D are always filled with either a white tile or nothing because of Lemma 1. So
we know that if we remove a stairway, either a stairway remains, or an abyss or plateau appears.
3. An abyss (stair-depth of 2 or more). This type of situation has a ’-’ in Figure 6(c): if this occurs, then
the bottom of the abyss is always empty. To make the abyss deeper, only the tile below the bottom of
the abyss can be removed, which will always have to happen from the side.
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Figure 6: Characteristic positions of the chessboard: “plateau”, “stairway” and “abyss” (’-’ at the bottom).
Notice that at all times the boundary of the chessboard can easily be detected. We have shown that the
size property is always maintained, hence tiles from the bottom row can never be removed. This therefore
proves Theorem 3, and also Theorem 2.
2
We note that we can always only remove the topmost tile of a column of the chessboard part of the
puzzle. Furthermore, we can never create an abyss of depth ≥ 2 and width 1 in the chessboard: an abyss of
depth k has at the bottom also width k.

4 Solving Methods
A Brute Force approach is not an option for SameGame, concerning the huge search space size. Best-first
search methods such as greedy search will do no good in SameGame either. Methods like Branch and
Bound and (ID)A* as described in [7] require an admissible evaluation function. In order for the search to
be complete, they need a good over-estimator (upper bound) for the quality of a certain state.
A possible upper bound for the quality of a SameGame position could be the current score plus the
score gained pretending that all the remaining colors are connected. However, using this bound is not as
efficient as one may think. In a child node of some current node, the upper bound will be much lower than
that of all the nodes at the level of its parent, unless we previously removed a really big group, resulting in
something which will often closely resemble the undesirable Breadth First Search (BFS). The upper bound
can however still be used to prune our search tree. Other than that we can include the 1, 000 bonus points in
our evaluation function, and omit them if there is a color of which there is only one tile left, because these
situations will, similar to the deadlocks in Sokoban from [9], never allow us to empty the board. Deriving a
better strict upper bound seems hard.
Beam search keeps a “beam” of candidates, all at the same level of the search tree. In each iteration the
best B (where B is the “beam size”) children are kept and form the new beam. Any time we reach a leaf,
we check if it is better than the current best solution. The advantage of this method is that the complexity is
at most B ∗ d, where d is the maximum depth reached. Beam Search does not perform a complete search, so
we could also settle for a better estimator than an over-estimator. Though not perfect, we could for example
take our current score so far, perhaps incremented by the score obtained when removing all current groups.
The Banker’s Algorithm assigns a certain budget to each child of the root node with which that node
is “allowed” to explore the part of the tree below it. When the search reaches a depth where its budget has
been spent, a greedy simulation can be performed. A variant of the Banker’s algorithm is used by [2] in his
SameGame algorithm called Depth-Budgeted Search (DBS).
Monte Carlo (MC) tree search algorithms are a form of best-first search algorithms that do not evaluate
the quality of a node based on some evaluation function. Instead, Monte Carlo bases the quality of a node on
a number of random games, say R, that are played for each of the nodes in the list of candidates. The “best”
node is then chosen as successor. The evaluation of which node is the best, depends on the type of problem
and the behavior of the search space. In [8] a Monte Carlo algorithm for SameGame called SP-MCTS is
implemented, which is based on Upper bound Confidence Trees (UCT) [4].
In SameGame we could maximize groups by not touching a certain color, e.g., the dominant one, hoping
to form a big group of the color that we are not touching. This approach has several disadvantages, such as
the fact that a lot of useless moves are performed before the one big group is removed, and that this method
will not consider forming several other larger groups.
We propose using Monte Carlo with Roulette-Wheel Selection (MC-RWS), a method that not only tries
to maximize one group of a certain color, but also tries to create bigger groups of another color. The Monte

Solving SameGame and its Chessboard Variant

255

Carlo part of our algorithm is as follows: to evaluate which child we choose as successor of the current node,
we pick the node with the highest average of R (e.g., R = 1, 000) simulations. The strength lies in the way
in which we perform these random simulations.
Let us assume we have a set of colors {c1 , c2 , . . . , cC } and a function f (c) that returns the amount of
tiles that are left of color c. Let α define how big our focus on larger groups is; large α values favor removal
of groups of non dominating colors. During a simulation in MC-RWS, the chance P (ci ) of selecting a group
of color ci (1 ≤ i ≤ C) to be removed next is equal to:
!
(f (ci ) − θ)α
1
1 − PC
P (ci ) =
α
C −1
k=1 (f (ck ) − θ)

Inspired by the cooling schemes used in Simulated Annealing [7], the results turned
PC out best when using
a linear scheme, where α depends on the amount of tiles left: α = 1 + (β/N ) ∗ k=1 ck (N is the total
amount of initial tiles). Here β defines how big our focus on bigger groups actually is. A value of 4 for β
turned out to work fine for puzzles of size N = 15 × 15 = 225. Threshold θ is used to prevent problems
with large values, and could for example be set to the size of the smallest group divided by 2.
Because forming the largest group is still very important, at first the most prominent color will barely be
played. As the puzzle evolves, the focus on forming groups of other colors becomes larger as well, resulting
in multiple bigger groups, meanwhile still building one large group. An example of a solution with multiple
big(ger) groups is the one of puzzle 9 in Figure 1.

5 Results
We have tested the different methods on the standardized test set available at [5]. The set consists of 20
15 × 15 puzzles with 5 colors. Games 1–10 are randomly distributed, 11–15 have 45 fields per color and
games 16–20 have one dominating color. The maximum computation time used for the algorithms is 2 hours
on a 3,2 GHz Quad-Core machine with 6 GB memory (though memory usage is extremely limited).
Puzzle
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
Total

Random
443
831
641
709
533
903
487
1,347
1,385
459
491
689
613
575
839
2,267
817
1,167
1,471
943
17,610

MC-Biggest
723
1,369
1,497
1,521
1,601
2,393
947
2,291
2,731
1,335
1,219
1,607
1,165
1,209
1,567
3,509
2,837
3,239
2,041
2,855
37,656

MC-Avg
1,771
2,585
2,481
3,247
2,641
3,013
2,271
3,433
4,189
2,585
2,167
2,535
2,283
2,401
2,831
4,533
3,355
4,497
3,323
2,811
58,952

MC-Avg-Bias
2,145
3,545
2,681
3,749
3,687
3,917
2,731
3,847
4,421
3,097
2,667
2,977
2,917
2,597
3,199
4,613
4,643
4,855
4,565
4,469
71,322

DBS
2,061
3,513
3,151
3,653
3,093
4,101
2,507
3,819
4,649
3,199
2,911
2,979
3,209
2,685
3,259
4,765
4,447
5,099
4,865
4,851
72,816

SP-MCTS
2,557
3,749
3,085
3,641
3,653
3,971
2,797
3,715
4,603
3,213
3,047
3,131
3,097
2,859
3,183
4,879
4,609
4,853
4,503
4,853
73,998

MC-RWS
2,633
3,755
3,167
3,795
3,943
4,179
2,971
3,935
4,707
3,239
3,327
3,281
3,379
2,697
3,399
4,935
4,737
5,133
4,903
4,649
76,764

Table 2: Comparing scores on the benchmark set at [5].
The table above shows how the different search methods score on the test set, where the first column
corresponds to the number of the puzzle. The second column is the best score acquired by playing one
million random games. The total score acquired is only 17, 610 in total. The third column, MC-Biggest, is a
Monte Carlo method that evaluates the children of the current node in the search tree by sending R = 1,000
random probes down to the leaf nodes, and then picks the child with the highest score to again perform
the same process, until a leaf node is reached. Instead of taking the child with the best random probe as a
successor, we can also choose to take the node of which the R = 1,000 random probes produce the highest
average score, displayed in column MC-Avg. This improvement gets us roughly another 21, 000 points,
partly thanks to the 1, 000 bonus points awarded for emptying the board on all 20 puzzles.
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The methods discussed so far use no domain-knowledge whatsoever. We know that in SameGame, larger
groups give considerably higher scores. If we incorporate this bias into our MC-Avg algorithm, the total
score again increases by about 12, 000 points (column MC-Avg-Bias) to a score comparable to SP-MCTS,
the algorithm described in [8]. The limitation of the latter two techniques is that the focus is on one group,
and that color is not played unless absolutely impossible otherwise. This does not directly maximize the
score of the groups of the four other colors that are removed along the way. To more or less enforce this,
we have presented MC-RWS in Section 4. This method outperforms SP-MCTS on 18 out of 20 puzzles by
a total of 2, 766 points, obtaining a total score of 76, 764. The actual solutions can be found in [10].
The column titled “DBS” presents the score of the variation of the Banker’s Algorithm implemented by
[2] which was the leading algorithm before SP-MCTS. MC-RWS has outperformed this algorithm on 18 out
of 20 puzzles. An anonymous competitor known as “spurious ai” has achieved a total score of 82, 604 on the
test set by means of an algorithm; however, not much is known about this algorithm other than that it uses
some kind of Beam Search, employs many GBs of memory, and exploits a multi-processor architecture.

6 Conclusions and Future Work
We have outlined some quantitative and qualitative properties of SameGame puzzles. We presented a quantitative approach to classifying the solvability and difficulty of a SameGame puzzle and examined the chessboard and its variants, for which we can exactly determine whether or not they are solvable. We also developed a promising method called Monte Carlo with Roulette Wheel Selection (MC-RWS) that not only tries
to maximize one group of a certain dominant color, but also tries to form large groups of the other colors.
Future work could include attempting to apply MC-RWS to other similar games, as well as finding
additional features characterizing always (un)solvable types of puzzles such as the chessboard. Another
interesting question could be to approximate the amount of solutions that a certain puzzle has. A further
examination of the initial moves might also be of interest. Finally, the question of whether or not for example
two-color SameGame is NP-complete still remains an open question.
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Abstract
An influential model of how reinforcement learning occurs in human brains is the one pioneered by Suri
and Schultz [6]. The model was originally designed and tested for learning tasks in deterministic environments. This paper investigates if and how the model can be extended to also apply to learning in
stochastic environments. It is known that if rewards are probabilistically coupled to actions that humans
tend to display a suboptimal type of behavior, called matching, where the probability of selecting a given
response equals the probability of a reward for that response. Animal experiments suggest that humans
are unique in this respect. That is, non-human animals display an optimal type of behavior, called maximizing, where responses with the maximum probability of a reward are consistently selected. We first
show that the model in its original form becomes inert when confronted with a stochastic environment.
We then consider two natural adjustments to the model and observe that one of them leads to matching
behavior and the other leads to maximizing behavior. The results yield a deeper insight in the workings of
the model and may provide a basis for a better understanding of the learning mechanisms implemented by
human and animal brains.

When we enter the world as infants there are many things we cannot do yet, but as the years pass our behavioral repertoire increases vastly. For example, we learn to sit, to walk, to talk, to read, etc. Understanding
the human ability for learning seems crucial for understanding how we come to display all kinds of adaptive
and intelligent behaviors. Such an understanding can also be put to practical use in the context of artificial
intelligence, as it may afford building machines that can learn all that humans can learn. In this paper we
focus on a specific, yet common, form of learning called reinforcement learning. Reinforcement learning
is a type of learning where the learner is given minimal information about his or her performance on the
task that has to be learned. Feedback is given on preformed actions, but no feedback is given about what
feedback other actions would have yielded. In the task used in this paper the only feedback given is whether
the given action was correct or not.
In 1998, Schultz discovered a systematic relationship between the activity of dopamine neurons and
reinforcement learning [5]. Soon after, Suri and Schultz used these insights to propose a biologically inspired
model of reinforcement learning [6]. These authors were among the first to propose a model of this type, but
see also for example [2]. Even though many advances have been made in this field since, the model of Suri
and Schultz incorporated many of the general principles that are still used to date. Also, the model is less
complicated than many of its successors. These two properties make the model well suited for testing the
essence of this class of models. Suri and Schultz [6] trained their model on a deterministic task with delayed
rewards. Not only was the model capable of learning to perform the task, but Suri and Schultz observed
that the model followed a learning curve similar to that of monkeys and activations of key components in
the model qualitatively matched the pattern of neural activity in the monkey’s basal ganglia. These results
are impressive and show that the neurophysiological mechanisms underlying reinforcement learning in the
brain can be captured in computational models. One important limitation, however, is that the results were
attained specifically using a deterministic task (i.e., a task in which an action is guaranteed to yield the same
feedback every time it is performed). The real world is inherently uncertain. Almost every action we can
perform will sometimes be successful and sometimes not. A stronger test of the model, and its ecological
validity, could thus be achieved if we test its performance on a stochastic task.
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In a stochastic task each action has some probability 0 < p < 1 of being successful. In this situation it
is nearly impossible to select actions that are always successful. In the literature, two qualitatively different
strategies have been reported, where one is known to be specifically associated with human performance and
the other with animal performance [1, 3, 7, 8]. Humans tend to use a suboptimal strategy, called matching,
which consists of selecting a given action with a probability that equals the probability of a reward for that
action. In contrast, non-human animals tend to use an optimal strategy, called maximizing, which consists
of always selecting the action with the maximum probability of a reward. Given this known characteristic
difference between humans and non-human animals in how they perform on a stochastic task, it is of interest
to investigate if the model of Suri and Schultz can model either one of these strategies or possibly both. By
investigating what settings cause the model to exhibit these strategies we may gain a deeper understanding
of the reinforcement learning mechanisms operational in human and animal brains.
The remainder of this paper is organized as follows. We start, in Section 1, with a description of the
model. Section 2 presents details of the task and the strategies used by humans and animals. Next we report
on the results of our simulations. We show how, and explain why, the model in its original form becomes
inert when trained on the stochastic task (Section 3). We consider two classes of adaptations to the model,
both sufficing to overcome the initial inertia. We observe that the first class of adaptations causes the model
to display the matching strategy (Section 4.1), and that the second class of adaptations causes the model to
display the maximizing strategy (Section 4.2). We conclude by discussing the significance and implications
of our findings in Section 5.

1

Model

In this section we will discuss the relevant parts of the model by Suri and Schultz [6]. We first give a general
description of the model and its parts, followed by a more specific step by step description of each of those
parts. Figure 1 gives an overview of the model.
The model consists of two neural network-like components designated as the Critic and the Actor. The
Actor decides which action is performed (the number of actions is limited). If the correct action is chosen
at the correct time the model will be rewarded after some delay. Meanwhile, the Critic makes a prediction
about the expected reward, which is compared to the actual reward, rendering the so-called Effective Reinforcement Signal. The Effective Reinforcement Signal is positive if a reward is given but not predicted,
negative if no reward is given but predicted, and zero if a reward is given as predicted. This signal then is
used to change the behaviour of both Actor and Critic. The chosen action is tuned so that it is less likely
to be chosen next time if the Effective Reinforcement Signal is negative and so that it is more likely chosen
if it is positive. If the Effective Reinforcement Signal is zero, no adaptations are made. The Critic is tuned
similarly.
Input
In the model, time plays an important role. The input is an n × t matrix of 1s and 0s, where n is the number
of stimuli and t is the number of time steps in the trial. A value 1 represents the presence of a stimulus,
and 0 its absence. The reward is represented as a stimulus as well. For example, a trial could consist of
some delay after which a certain stimulus or combination of stimuli is presented for several time steps. If
the correct actions were performed at the correct moments during the trial, the stimulus representing reward
is presented for a number of time steps. Generally there is a delay between the actions being performed and
the reward.
The following descriptions of the other parts all describe their activity in a single time step. These activities are repeated for every time step in the trial.
Actor
In the Actor, nodes representing all possible actions, output nodes, are fully connected to nodes representing
the current input, input nodes. The connections are weighted. The current values of the input nodes are
weighted and summed (linear summation) over the connections and thus lead to a value, or activation, for
the output nodes. Some noise is added to this activation as well. The action represented by the output node
with the highest positive activation is the action chosen and executed by the model. If none of the output
nodes have an activation above zero, no action is performed (unintentionally doing nothing). If two output
nodes are tied for the highest activation, the model is in equilibrium and no action will be performed either.
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Figure 1: Overview of the model. Input is given to the model in the form of activation values on the input nodes.

Activation values can be either 1 or 0, representing the presence or absence of a stimulus respectively. In the Actor,
these activations are weighted and summed to determine the activation of the output nodes. Each one of these nodes is
associated with one of the possible actions, and the action associated with the output node with the highest activation
is the selected action. The selected action is subsequently compared with the correct action and if they match reward
will be given on that trial. Meanwhile, the Critic represents the activations of the input nodes in a temporal fashion.
These representations are weighted and summed to yield local predictions of the reward, which are then combined to
a global prediction of the reward. The Effective Reinforcement Signal is then computed by subtracting this prediction
from the actual received reward. The last step is that the weights of the Actor and Critic are updated with the Effective
Reinforcement Signal.

There can also be an action that represents doing nothing (intentionally doing nothing).
Output
The output consists of the action chosen by the Actor. When given, the output is compared to the correct
output, which can change from trial to trial. If the given output does not match the correct output, the stimulus representing the reward will not be presented during this trial. In other words, the model will only be
rewarded if its output was the correct output at every time step throughout the trial.
Critic
The Critic makes a prediction about which stimuli, including rewards, are expected at current time step. To
do so, temporal representations of the present and recent stimuli are used. The values in these representations are weighted and summed to form a prediction of reward. This prediction is compared to the actual
reward, to calculate the aforementioned Effective Reinforcement Signal. If reward is given but not predicted,
the signal is positive. If reward is predicted but not given, the signal is negative. If reward is given when
predicted or not given when not predicted the signal is zero.
Learning
The Effective Reinforcement Signal is then used to change the behaviour of the Actor and the Critic. If the
signal was positive the chosen action is made more to be likely chosen next time by increasing the associated weights. If the signal was negative the chosen action is made less likely to be chosen next time by
decreasing the associated weights. Any decrease is 6 times stronger than the increase on a positive Effective
Reinforcement Signal to prevent perseverations. At the same time also the weights of the Critic are manipulated to improve the quality of the prediction. If the Effective Reinforcement Signal is zero, the action and
prediction were correct and no changes are made.
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Figure 2: Graphical representation of the task. The task consists of two stimuli, SL and SR , which can be thought of as

two lamps that are either turned on or off, and three possible actions, AL , AR , AN which can be thought of as pushing
the left button, the right button or doing nothing respectively. We distinguish between the model not deciding to do
something (in which case no action is selected) or decided to do nothing (in which case the ’action’ AN is selected).
The option of selecting AN , was included to achieve a better fit with the original model. A third stimulus that is ‘turned
on’ whenever one of the other two stimuli is ’turned on’ was included for the same reason.

2

Task

To stay as true as possible to the original study by Suri and Schultz, our stochastic task is modeled after their
deterministic task, with the only difference being that the mapping between stimuli and correct actions is
stochastic. The task consists of several different trials. Every trial in turn consists of 80 successive moments
in time to which we refer as time steps, during which one of two target stimuli is presented (from time step
40 to 45). We refer to these two stimuli as SL and SR and they can be thought of as two lamps; one on the
left, one on the right. As in the original task, a third stimulus is presented as well if one of these target stimuli
is presented. At each and every one of these time steps the model can perform one of three ‘actions’. Two of
these, AL and AR , are easily recognized as actions and can be viewed as pressing one of two buttons; one
on the left, one on the right. The other possible action AN , doing nothing intentionally, is adopted from the
original task. Another possibility is to do nothing unintentionally by not selecting any action, which occurs
when none of the actions becomes active enough to be chosen and thus can be viewed as the default ‘action’.
Until a target stimulus is presented, the model should perform no action, either intentionally or unintentionally. When the target stimulus is presented the correct action should be chosen, which is either AL or
AR since doing nothing in response to a stimulus is never correct. If the model chose the correct actions at
the right time steps a reward will be given to it at time steps 51 and 52 (which means there is a delay between
action and reward).
The stochastic aspect of the task is reflected by the probabilistic coupling between the stimulus and the
correct action. At the beginning of the trial the stimulus that will be presented during that trial (either SL
or SR ) is chosen at random, as well as what action will be the correct action. For each of the stimuli in p
(0.5 ≤ p ≤ 1) of the trials one of the actions AL and AR is correct, while in 1 − p of the trials the other
action is correct. We will refer to the action that is correct with probability p as the consistent action and to
the action that is correct with probability 1 − p as the inconsistent action.

2.1

Maximizing

The maximizing strategy involves nothing but consequently picking the consistent action. As the name suggests, this strategy maximizes average reward, simply because picking the option with the highest probability
of being rewarded has the highest probability of being rewarded. This strategy is the strategy commonly and
consistently used by non-human animals in tasks like this [3]. Some preliminary observations from our own
lab suggest children maximize as well.

2.2

Matching

The matching strategy entails picking the consistent action with probability p and the inconsistent action
with probability 1 − p. This strategy is commonly used by adult humans. By using the terms p and 1 − p
we do not mean to suggest that picking the consistent or inconsistent action happens at random. On the
contrary, quite elaborate theories of for example hypothesis formulation have been suggested to explain
matching behaviour [7]. This theory is supported by the observations that adults come up with elaborate
schemes of consistent and inconsistent actions and motivations why those schemes are good [1, 8]. Notably,
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Figure 3: Illustration of the differences in performance (measured by probability correct) between matching and max-

imizing. Maximizing is defined as always (with probability 1) selecting the consistent action. This strategy yields the
optimal average performance, i.e., being correct in p of the cases. Matching is defined as selecting the consistent action
in p of the cases. This yields a suboptimal average performance, i.e., being correct in p × p + (1 − p) × (1 − p)
of the cases. There is a linear relationship between the probability of picking the consistent action and the average
reward. A logical consequence of this is that the strategy (e.g., matching or maximizing) can be directly inferred from
the proportion of correct answers if averaged over a sufficiently large number of trials.

since the task is truly stochastic no such scheme actually applies to the task. This is reflected in the average
reward that this strategy yields. On average this strategy will be rewarded in p × p + (1 − p) × (1 − p) of the
cases. Given that p > 1 − p it is easy to see that this means it will be rewarded in less than p of the cases.

2.3

Matching versus maximizing

Matching on average yields a lower probability of being correct than maximizing, which means that on
average non-human animals outperform adult humans. Important for the use of this paper is that this relationship between used strategy and probability correct is linear (see Figure 3). This implies that if average
performance of the model is similar to that of either of the strategies, we can conclude the model uses that
strategy.

3

Performance of the original model

We simulated the performance of the model of Suri and Schultz [6] on the stochastic task. We observed that,
after several trials, the model became inert. The weights between input nodes and output nodes decreased
until none of the output nodes had an activation above zero, as a consequence of which none of the actions
was selected anymore (not even AN ). This in turn led to a drastic decrease in the model’s performance on
the task (see column 4 of Table 1). We next explain, in conceptual terms, how this inadequate performance
of the model can be seen as an artifact of it being optimized for a deterministic task.
In the original model, the decrease in weights after having received no reward was much higher (6
times) than the increase in weights after having received a reward. This parameter setting was used by
Suri and Schultz to prevent perseverations on erroneous actions. This setting optimizes performance in a
deterministic task, because in the context of a deterministic task the absence of a reward is a reliable cue
for not performing that action when presented with the stimulus. In a stochastic task, on the other hand, an
action may well not yield a reward merely due to bad luck. Performing the same action in response to the
same stimulus may on a different trial lead to a reward. Moreover, the possibility of not being rewarded once
in a while holds even for the optimal strategy for the stochastic task; i.e., maximizing will yield a reward
with probability p, not 1. The large decrease of weights on trials where rewards are absent, and the smaller
increase of weights on trials where the rewards are present, causes Actor weights for any given action to
overall decrease faster than they increase. After several trials, this decrease of the weights causes none of
the actions is activated above zero anymore. The model does not respond anymore. In other words, the
model shows general inertia.
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p

1
0.9
0.75
0.6

Maximizing Matching

1.00
0.90
0.75
0.60

1.00
0.82
0.63
0.52

Original
Model

1.00
0.03
0.01
0.00

Overcoming Inertia
Forced
Action

Threshold

1.00
0.85
0.66
0.53

1.00
0.77
0.58
0.44

Preventing
Inertia

1.00
0.89
0.74
0.59

Table 1: Average performance of maximizing and matching strategies, the original model, and our adaptations to the
model for several values of p. Averaged performance of maximizing and matching was calculated. Average performance
of our adaptations on the model was averaged over trial 100-500 from 5 runs. This is because we observed the model to
generally have settled after about 100 trials.
In sum, the model in its original form can simulate neither human nor animal performance on the stochastic task, as it fails to act at all. We next consider two different ways for solving the observed problem of
inertia. The first way is to somehow overcome the detrimental effects of the large decrease in Actor weights
(Section 4.1), and the second is to somehow prevent the weights from dropping as fast as they do in the
original model (Section 4.2).

4
4.1

Two Classes of Adaptations of the model
Overcoming the inertia

There are numerous ways of overcoming the inertia of which we will discuss two representative ones. The
first one is forced action; forcing the model to act even if the activations for the different actions are negative.
The second is preventing the weights from dropping below a certain (positive) threshold by increasing all
weights when one of them drops below the threshold.
Even though the implementational details of these solutions differ, the general idea behind them is the
same. Each one is a way to undo the negative effects of constantly decreasing weights on an action being
chosen.
Forced action
Forced action entails forcing the model to pick one of the actions AL or AR each time an action should
be picked. To do so, the unintentional and intentional doing nothing are disabled. Since the unintentional
inactivity is caused by either negative weights or an equilibrium, this was implemented by having the model
pick the most active action even if activation is negative and by choosing at random in case of an equilibrium.
Putting a threshold on the weights
Putting a positive threshold on the weights is an elegant and biologically plausible solution. The weights do
not drop below the threshold and the model does not become inactive from negative weights.
Yet, there is a catch. Merely introducing a threshold does not work. The weights then decrease to the
threshold, bringing the model in a perfect equilibrium. This equilibrium is so perfect it causes inertia, which
is not exactly a solution to the problem. To prevent this equilibrium, instead of cutting off all weights that
drop below the threshold, we increase all weights if otherwise one of them would drop below the threshold.
This guarantees the weights will not drop below the threshold and evades the equilibrium.
4.1.1

Results

We ran simulations for each of the abovementioned adaptations. The results are the same for both suggested
adaptations: the model does not show inertia anymore. Instead the model shows matching behaviour (see
column 5 and 6 in Table 1). The threshold yields a lower probability correct than matching and forced action
for sometimes AN is selected, which yields no reward.
The alternations between consistent and inconsistent actions that define matching behaviour arise indirectly because only the weights connected to the node representing the chosen action learn. As a consequence of this only those weights are decreased. Eventually this will cause those weights to become so low
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that a different action is chosen. This same process is repeated over and over again, leading to an alternation
of actions. Furthermore, as these alternations are caused by decreases of the weights, which are given with
probability p for the consistent action and probability 1 − p for the inconsistent action, they follow these
probabilities. This causes matching, a mathematical proof of which is given in the appendix.

4.2

Preventing the inertia

In this section we will discuss how the inertia can be prevented. The inertia was caused by the decrease in
weights on the model not being rewarded unexpectedly being stronger than the increase in weights on the
model being rewarded unexpectedly. To prevent the inertia, one simple adaptation seems to be sufficient:
make the decrease in weights caused by not being rewarded less severe.
However, the decrease in weights was stronger than the increase in weights in the original model with a
reason. It was introduced to prevent the model from perseverating. Without this measure the model could
end up picking the wrong action if, by some coincidence, the inconsistent action is rewarded quite often in
a row. Even though this effect wears of after some time, it still is not the best behaviour possible.
In an attempt to prevent the inertia without losing the advantages of having a stronger decrease than
increase in weights, we did not make the strength of decrease and increase equal. Instead we opted for
making the decrease only a little stronger than the increase using a ratio of 1.3, rather than the original
ratio of 6. This ratio of 1.3 was chosen for it was the lowest fraction that successfully prevented most
perseverations.
4.2.1

Results

We ran simulations with the adaptation in place and observed that the model does not become inert anymore. In contrast to the previously discussed adaptations that overcome the inertia, with this adaptation the
alterations between the different actions stop as well. Since, with the change, correct actions are rewarded
almost as much as incorrect actions are punished, instead of a race to be silent the actions now start a race
to be the most active action. And since the consistent action will be rewarded most often, in most cases the
model will end up picking the consistent action all the time. This behaviour is maximizing (see column 7 in
Table 1).
In other words, with these changes the model shows behaviour reminiscent of that of non-human animals.

5

Conclusions

We have investigated if and how an existing biologically motivated model of reinforcement learning can be
extended to apply to a stochastic task. The model, in its original form, was found to show general inertia
when confronted with a stochastic task. This inertia was the result of the weights dropping so low that none
of the actions was activated anymore. We considered two classes of adaptations. One of them involved
overcoming the detrimental effects of the weights decreasing strongly. The other involved preventing the
weights from decreasing as strong as they did. Both of these adaptations succeeded in undoing the inertia.
With the first adaptation, the model displayed matching behaviour, which is the strategy used by humans.
With the second adaptation, the model displayed maximizing behaviour, which is the strategy used by other
animals.
Our adaptations are quite local and involve a minimal of change to the original model of Suri and
Schultz [6]. Yet, they suffice for explaining two qualitatively different strategies (the one used by humans
and the one by animals). Other models explain only one of these strategies, viz., matching, and require more
assumptions [2]. Furthermore, our adaptation to overcome the initial inertia (implemented either as forced
action or a threshold) provides a more parsimonious explanation of matching behavior than other models
that assume such behavior arises from explicit hypothesis formation [7]. This is not to say that humans do
not engage in hypothesis formation in a stochastic task, but this process may be an afterthought rather than
the cause of the matching behaviour.
Furthermore, we have shown that matching and maximizing are quite similar to one another; by changing
from one class of adaptations to another the strategy displayed by the model changes from matching to
maximizing or vice versa. Though somewhat similar findings have been done before [4], our findings are
new in that they are done on a neurally inspired model.
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In closing, we note that our adaptations of the model have led to an acting model of reinforcement
learning that applies both to deterministic and stochastic tasks, whereas the original model applied only to
deterministic tasks. We have shown how the model can be adapted to display either matching or maximizing
behaviour. Neuroscientific studies may determine the possible biological implementations of the adaptations
that we have proposed.
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Appendix: proof of how switching when punished causes matching
In the simplified case the model switches action every time its current action is not rewarded (AN is left out
of the equation) we can view the models behaviour as a Markov Chain.
In this Markov Chain there would be two states, namely choosing the consistent action (C) and choosing
the inconsistent action (I). If choosing the consistent action, the model is not rewarded with probability 1−p
and has an equal probability of changing to choosing the inconsistent action. Probability of reward is p and
thus we have an equal change of going on choosing the consistent action. For choosing the inconsistent
action these probabilities are inversed.
It is now easy to see that the probability of the model picking the consistent action (P (C)) is equal to
the weighted sum of the probabilities of it picking C while in C and it picking C while in I.
P (C) = pP (C) + pP (I)
This can be rewritten as P (C) = p(P (C) + P (I)) and since P (C) + P (I) = 1 (making the reasonable
assumption the model always picks at least one of the actions), that in turn can be rewritten as:
P (C) = p
This means that, given the assumptions of this simplified case, the probability of choosing the consistent
action is equal to p. This is matching.
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Abstract
We prove that a p-swap search algorithm for the K-means clustering problem has an approximation
bound 3 + p2 , assuming a binary data set and Euclidean distance. This is tighter than the general bound
”2
“
3 + p2 . We also present an example resulting in a cost ratio of 3 − . Thus, our bound is almost sharp
for the p-swap algorithm.

1

Introduction

Clustering, grouping similar data in groups, is perhaps the most widely used application in data mining.
In K-means we are asked to find k clusters such that the L2 cost is minimised. A popular variant of Kmeans is K-median where the L1 cost is used instead. Both problems are known to be NP-hard for higher
dimensions [4].
A popular choice for approximating the K-means problem is Lloyd’s algorithm. However, this algorithm
can produce arbitrarily bad approximations [2]. In an alternative approach we translate the problem by
finding a (large) candidate set U such that an almost optimal solution is a subset of U [3]. This subset is
searched in a hill-climbing fashion by making swaps of at most p elements. The search is stopped when a
local minimum is reached. It has been proved that the ratio of any local minimum and the global minimum

2
is 3 + p2 for K-median [1] and 3 + p2 for K-means [2].
The reason for the larger ratio in K-means is that the triangle inequality does not hold for squared
distances. In this paper we will show that we can use the triangle inequality if our data set is binary and we
are using Euclidean distance. This result leads to a tighter ratio 3 + p2 for K-means. We also provide an
almost tight example showing that the ratio cannot be improved.

2

Inequality Lemma

In this section we will introduce the inequality lemma. This crucial lemma is a triangle inequality for squared
distance. We should point out that this lemma does not hold in general (real) case. For example,
2

2

2

4 = |1 − (−1)| > |1 − 0| + |0 − 1| = 2.
However, if the underlying data is binary and we are using Euclidean distance, the following lemma holds
Lemma 1. Let d be Euclidean distance, z a binary vector, and x and y real vectors inside the binary
hyper-cube. Then it holds that
d2 (x, y) ≤ d2 (x, z) + d2 (z, y) .
Proof. We can safely assume that z is a zero vector. If it is not, we can rotate the vectors such that the
conditions still hold and the distances remain unchanged.

1
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We can now write
d2 (x, y) = hx − y, x − yi

= hx, xi + hy, yi − 2 hx, yi
≤ hx, xi + hy, yi
= d2 (x, z) + d2 (z, y) .

The inequality holds because x and y have only positive coordinates. This proves the lemma.
In our proof for the bound, x and y will be candidates for centroids, meaning that the conditions imposed
by the lemma hold.
Note that the lemma holds for Euclidean distance, but for instance does not hold for Manhattan distance.

3

Bound for Clustering

In this section we will state and prove our main theorem, that is, the approximation bound for the the Kmeans clustering problem. Our proof is essentially the same than in [2], except that we are able to apply
Lemma 1.
Let us first introduce some notation. Given a set of centroids S and a data set D, a neighbourhood NS (s)
for s ∈ S is the subset of D having s as the closest centroid among S. The cost of S is defined to be
X X
C(S) =
d2 (s, t).
s∈S t∈NS (s)

Given a set of centroids S, a subset S 0 ∈ S, and a set O0 disjoint with S such that |S 0 | = |O0 |, a swap
(S 0 , O0 ) is a procedure where we replace S 0 from S by O0 . A set is called p-stable if its cost cannot be
decreased by a swap of at most p elements. Given two sets, say S and O, of centroids. We say that s ∈ S
captures o ∈ O if s is the closest point to o among S.

Theorem 1. Assume binary data
 andEuclidean distance. Let S be a p-stable set and O be the optimal set.
The cost C(S) is bounded by 3 + p2 C(O).

To prove the result we need the following technical lemmas. The proofs of these lemmas can be found
in [2].
Lemma 2 ([2]). Given a candidate set U and two subsets S and O having k elements, there is a set of swaps
{(Si , Oi )} and a set of weights {wi } such that
P
1. For each o ∈ O, Oi 3o wi = 1.
P
2. For each s ∈ S, Si 3s wi ≤ 1 + p1 .
3. Si does not capture elements outside Oi .

Lemma 3 ([2]). If v is a centroid for a set V , then for any w
X
X

d2 (t, w) =
d2 (t, v) + d2 (v, w) .
t∈V

t∈V

Proof of Theorem 1. Let us consider a single swap (Si , Oi ). Select s ∈ Si and o ∈ Oi . Let st ∈ S be the
closest centroid for a data point t, also let ot ∈ O be the closest centroid among O. During the swap we
need to reassign the data points. Assign the points inside NO (o) to o. This changes the cost by
X
d2 (t, o) − d2 (t, st ) = Ao .
t∈NO (o)

The points t ∈ NS (s) − NO (Oi ) need to be reassigned. Let ot ∈ O be such that t ∈ NO (o0 ). Let sot ∈ S
be the closest centroid to ot . Note that ot ∈
/ Oi so, according to Lemma 2, sot is not swapped out. Assign t
to sot . The cost change is
X
d2 (t, sot ) − d2 (t, st ) .
t∈NS (s)−NO (Oi )
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We can bound this term by

X

t∈NS (s)
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d2 (t, sot ) − d2 (t, st ) = Bs

because t is the closer to st than to sot .
Since S is p-stable, by weighting with wi and summing up we get
!
X
X
X
0≤
wi
Ao +
Bs
i

o∈Oi

s∈Si



1 X 2
d (t, sot ) − d2 (t, st )
d2 (t, st ) + 1 +
p
t
t
t

X


X
1
1 X 2
2
2
=
d (t, ot ) − 2 +
d (t, st ) + 1 +
d (t, sot )
p
p
t
t
t




1 X 2
1
d (t, sot ) .
C(S) + 1 +
= C(O) − 2 +
p
p
t
≤

X

d2 (t, ot ) −

X

By applying Lemma 3, the last term can be written as
X
X X
X
d2 (t, sot ) =
d2 (t, so ) =
d2 (t, ot ) + d2 (ot , sot ) .
t

t

o∈O t∈NO (o)

Since sot is the closest to ot , we have
X
X
d2 (t, ot ) + d2 (ot , sot ) ≤
d2 (t, ot ) + d2 (ot , st )
t

t

Here we can improve on the proof in [2] by applying Lemma 1
X
X
d2 (t, ot ) + d2 (ot , st ) ≤
2d2 (t, ot ) + d2 (t, st ) = 2C(O) + C(S).
t

t

This gives us



1
1
C(S) + 1 +
(2C(O) + C(S))
0 ≤ C(O) − 2 +
p
p


2
= 3+
C(O) − C(S).
p


4

A tight example

In this section we will provide an almost tight example. That is, given a parameter p and  > 0, we construct
a binary data set D, a candidate set, and a p-stable set S such that the cost of S is at least 3 −  times as large
as the cost of the optimal set.
To ease the notation, we define a clone operator cM (x) taking a vector x = (x1 , . . . , xN ) and resulting
in a vector of length M N such that each element xi is copied M times.
Let d, n, and m be integers to be specified later. Let Ω be the set of binary vectors having length d and
only one element equal to 1. We define the data set D to be
D = {(cn (x), cm (y)) | x, y ∈ Ω} .
Define two sets of centroids
O=
and
S=






cn (x), cmd (d−1 ) | x ∈ Ω


cnd (d−1 ), cm (y) | y ∈ Ω .
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It is clear that the neighbourhoods of the centroids are
NO (o) = {(cn (x), cm (y)) ∈ D | cn (x) = (o1 , . . . , ond )} .
and

and



NS (s) = (cn (x), cm (y)) ∈ D | cm (y) = ond+1 , . . . , o(n+m)d .

Our candidate set is O ∪ S.
The squared distances of a data point t to its closest centroids st and ot are

2 
= mR
Co = d2 (t, ot ) = m (d − 1)d−2 + 1 − d−1
Cs = d2 (t, st ) = nR.

The cost ratio is now

C (S)
Cs
n
=
= .
C (O)
Co
m

Next, we will demonstrate how to choose n and m such that S is a p-stable set and the ratio n/m is at least
3 − . From now on, we assume that n > m.
Consider a p-swap (S 0 , O0 ). For each o ∈ O0 , reassigning the data points NO0 (o) to o changes the cost
by
d (Co − Cs ) = d(n − m)R.
Swapping s ∈ S 0 out leaves at least d − p points without a centroid. Let t be such a point. If t is reassigned
to the closest centroid in S − S 0 , then the cost change is 2m. It t is reassigned to a centroid in O0 , then the
cost change is Co − Cs + 2n. Since R approaches 1 as d grows, we have
Co − Cs + 2n = (n − m)R + 2n → n − m + 2n > 2m.
We can assume d is large enough so that the cost change for t is at least 2m.
For S to be a p-stable set it suffices to have
pd (Co − Cs ) + p (d − p) 2m ≥ 0
and thus

n
dR + 2d − 2p
≤
.
m
dR
Note that R approaches 1 as d grows. Hence we have for sufficiently large d

(1)

dR + 2d − 2p
≥ (3 − /2) .
dR
Find n and m such that

n
≤ (3 − /2) .
m
This satisfies the condition in Eq. 1 and thus making S a p-stable set.
(3 − ) ≤
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Abstract
We propose an interactive technique that allows the user to visually explore the feature space around
relevant images and to focus the search on only those regions in feature space that are relevant. Through
the use of a novel interface, the user can adjust the exploration front around each relevant image, visually
setting the range within which images are also considered to be relevant. By giving feedback, the relevant
nearest neighbors at the frontier can be further explored and any non-relevant ones removed, resulting in a
more optimally refined search space.

1

Introduction

Over the course of years, research on content-based image retrieval has received increasing attention, and
retrieval techniques have evolved from basic methods operating in low-level feature space into advanced
approaches that often incorporate mechanisms from other disciplines, e.g. genetic algorithms [13]. This
diversity in techniques notwithstanding, the general consensus is that the application of relevance
feedback leads to improved search results and therefore has been applied in the majority of research from
the moment the concept was introduced by Rocchio [1] in 1971.
The current trends in image retrieval focus away from operating directly in low-level feature space
and attempt to approach image retrieval from a higher level, for instance by discovering subspaces or
manifolds in feature space where similar images reside (e.g. [2], [3]) or at an even higher level by
focusing on core image concepts and semantics (e.g. [4], [5]). The belief in the power of popular opinion
has sparked interest in long-term learning (e.g. [6], [7]), where the idea is that an image considered to be
relevant by several users for a particular search query is likely to be relevant as well for another user if the
same or a similar query is performed.
Although the relevance feedback algorithms have received significant attention in the research
literature, relatively little effort has been directed at new user interfaces for aiding in the search process.
One of the grand challenges in our field is considered to be the need for experiential exploration systems
that allow the user to gain insight into and support exploration of media collections [18]. For users,
exploration is the predominant mode of interaction, rather than querying, and therefore interfaces that
accommodate for this behavior are needed [17]. In this paper we therefore propose a novel interactive
technique that allows the user to visually explore the feature space around relevant images and to focus
the search on only those regions that are relevant. Each of these regions centers on a relevant example
image and is bounded by its relevant nearest neighbors.
In Section 2 we will look at related work and in Section 3 we will discuss the proposed exploration
technique in detail. Section 4 describes the experiments we performed and we conclude in Section 5.

2

Related Work

When it comes to visualizing the image collection, most research focuses on how to present the search
results [14], whereas work on visualization for assisting the user to search more efficiently is rather
limited. In [15] a similarity-based visualization technique is used to project the image collection onto a
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2D manipulation space, where the user can easily select groups of similar images together and refine the
selection. Hyperbolic visualization of a concept ontology is used in [4], allowing the user to obtain an
overview of the image collection at a concept level and to interactively navigate the concept ontology by
zooming in on different concepts of interest. The notion of visual islands is introduced in [16] to fulfill the
principal goal of guided user browsing. This includes a process called island hopping that is used to
dynamically reorganize the displayed pages according to the user’s selection, so that the user can explore
deeper into a particular dimension that he or she is interested in.

3

Exploring Feature Space

Unlike in semantic spaces, where ideally all images of interest are clustered together in a certain area, in
low-level feature space these images can be spread out over multiple areas. For example in a feature
space built up on color features, it is likely that images of differently colored tulips can be found in
several parts of the space. Such a search can be performed using multiple query points (e.g. [8], [9]), but
exploring the feature space around each query point is often a slow process. Most interfaces only present
a limited number of images to the user, putting a heavy burden on the user as navigating the space around
each query point requires many iterations of feedback.
To reduce user effort and allow efficient refinement of the relevant search space, we propose a novel
technique where the span of the search space surrounding relevant images is visualized and can be
interactively adjusted by the user. In Figure 1 is illustrated how the user establishes the search space by
exploring the nearest neighbors of relevant images. Initially, e.g. from a random selection of images from
the database, the user marks one or more images as relevant and then for each of them proceeds to
explore its nearest neighbors in feature space, increasing the number until on the border non-relevant
images appear. In subsequent steps, the search space can be refined by removing non-relevant images and
exploring relevant nearest neighbors.

a)

b)

c)

d)

Figure 1. Establishing the search space: a) Three relevant images are indicated by the user, shown as larger dots with
a green center. b) The user expands the search space around the relevant images to define suitable regions containing
a high percentage of relevant nearest neighbors. c) The search space is contracted by the user by removing two nonrelevant nearest neighbors that are located on the border. d) Two other nearest neighbors are explored and the search
space is expanded with their relevant nearest neighbors.

3.1

Visualization and Interaction

The user can explore an image from within our interface, as is shown in Figure 2. Initially only the
selected image is displayed, but by adjusting the exploration front more and more of its nearest neighbors
are shown. The user decides where the exploration front lies. In case a positive feedback image is
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explored, the exploration range ideally encompasses a collection of nearest neighbors of which a high
percentage is considered to be relevant. In case a negative feedback image is explored, the exploration
range ideally contains a collection of highly non-relevant images. In both situations, the small number of
non-relevant images present in the collection of relevant images, or vice versa, can be removed by the
user at a later stage. When the number of explored nearest neighbors becomes too large to be displayed in
a comprehensible manner, a random selection is made. Yet, all nearest neighbors that fall within the
exploration range are used in the construction of the relevant search space.
The retrieval system collects the positive feedback and negative feedback images and their explored
nearest neighbors. Then a new iteration is started where the user is presented with the most informative
images, which are those images that have the highest information scores, and with the best images, which
are those images that have the highest relevance scores. The user can continue refining and exploring the
search space until he or she is satisfied.

a)

b)

c)

d)

Figure 2. Exploring feature space: a) Initially only the positive feedback image is shown in the center. b-d) The user
expands the search range several times until one or more non-relevant nearest neighbors appear on the border. The
distance of an image to the center depends on the distance measure used by the retrieval system. A small distance in
feature space places the image near the center, whereas a large distance places the image near the edge.

3.2

Feedback Sets

Let the positive feedback example set ܵ௧ା at iteration t consist of all selected relevant images gathered
thus far
ܵ௧ା ൌ ൛ሺݏଵା ǡ ݎଵା ሻǡ  ڮǡ ൫ݏା ǡ ݎା ൯ൟ ǡ
ݏା ,

(1)

ݎା

is the exploration range as selected by the user. The negative
where, for each example image
feedback example set ܵ௧ି is defined similarly.
Let ܣା
௧ be the set of images at iteration t within the exploration range of a positive feedback example
ା
ା
ܣା
௧ ൌ ሼܦ א ݔȁ݀௪ ሺݏ ǡ ݔሻ ൏ ݎ ሽ ǡ

(2)
where x is an image from the image database and
are from the i-th tuple of
Let
be defined
similarly. We now define the active set ܣ௧ as the set of images at iteration t that are in at least one of the
positive sets and not in the negative sets
ሺݏା ǡ ݎା )

శ

ܣ௧ ൌ ራ

ష

ܣା
௧ ̳ ራ

ୀଵ

ୀଵ

ିܣ௧ Ǥ

ܵ௧ା .

ିܣ
௧

(3)

Constructing the Most Informative Image Set. To determine the most informative images, we first
calculate the information score TI of each of the active images a at iteration t as the minimum distance to
their associated feedback examples
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ܶூ ሺܽሻ ൌ  శ ݀௪ ሺݏǡ ܽሻ Ǥ

(4)

ሺ௦ǡሻאௌ

Note that an active image can be in the exploration range of several feedback images. Next, we pick the
images with the highest information scores, thus maximizing the minimum distances. As a result, images
on the border of our search space will obtain the highest information score.
Constructing the Best Image Set. Besides the most informative images, which allow the user to
continue exploring the feature space, we keep an image set that contains the best images thus far. For
each active image a at iteration t we calculate a relevance score and those with the highest scores are
considered best. A simple way to calculate the relevance score TR of an active image would be to count
how many positive feedback images include this particular image in their exploration range
శ

ܶோ ሺܽሻ ൌ  ͳሼ௫ȁௗೢ ൫௦శ ǡ௫൯ழ శሽ ሺܽሻ ǡ
ୀଵ





(5)

where 1A(x) is an indicator function, indicating the membership of x in set A. An alternative way is to
give each active image a score that is dependent on the distance to its feedback point(s)
శ

ܶோ ሺܽሻ ൌ 
ୀଵ

ͳሼ௫ȁௗೢ ൫௦శ ǡ௫൯ழ శሽ ሺܽሻ




ሺͳ  ߛ݀௪ ሺݏା ǡ ܽሻሻ

ǡ

(6)

where 1A(x) is the indicator function as used before and  a constant that quantifies the rate of relevance
decrease as an active image approaches the border of the exploration range.
Our proposed approach is not only suitable for exploring a single local area in feature space, cf. a
single query point, but by adjusting the exploration range other areas can also be reached. For instance,
given a certain positive feedback image, a method to discover other relevant images located in a different
area in feature space would be the following. First, the exploration range of the positive image is
expanded to such an extent that the border is located within the other relevant area in feature space.
Second, as the border images obtain the highest information score and thus will be presented to the user,
the relevant ones can be explored. Third, the exploration range of the initial positive feedback image can
be changed back to what is was before, only holding its relevant nearest neighbors.

4

Experiments

The test database was composed of 3000 images taken from the Ponce Texture Database [10] as shown in
Figure 3. The 3000 image test set included the 1000 original textures, and 2000 images which were either
randomly rotated or scaled from the original versions by up to 15%, resulting in a set of textures that vary
in 3D perspective, shape and orientation. The images in the Ponce database are categorized into 25
classes, where each class thus contains 40 original textures, 40 rotated ones and 40 scaled ones. The
images are represented by the MPEG-7 Homogeneous Texture Descriptor [11] and by a grayscale
histogram, based on a uniform quantization in 16 bins.

Figure. 3. Example images from the Ponce Texture Database.

For our experiments, we have simulated users that search for images belonging to a certain texture
class. We have performed the experiments on two systems, one using our proposed exploration interface
and technique ('Explore') and one using a standard interface and the query point movement technique as
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proposed by Rocchio ('Rocchio'). As the main strength of our approach is our interface that provides easy
access to additional relevant and non-relevant images, we acknowledge that the systems cannot be fairly
compared. However, as the systems try to achieve the same goal and are given the same data to work
with, we believe that in this sense the systems are comparable. To keep the comparison as fair as possible
in all other regards, we have kept the other properties of both interfaces the same, e.g. the number of
images on which feedback can be given per iteration.
We have set up a set of experiments for each of the 25 texture classes, where the goal is to find all
images belonging to that class within at most 20 iterations. Due to the fact that for each experiment we fill
the initial screen with random images, we are affected by the page zero [12] problem. The page zero
problem refers to the fact that the retrieval performance depends in great part on which images appear
within this initial screen, and specifically how many of these random images belong to the class of
interest. Therefore we perform the experiment for each class 100 times and average the results. If the
initial screen does not contain any relevant image, we generate a new set of random images until at least
one relevant image is shown.
Every iteration the user is presented with 40 images. For the Explore system, these images are
composed of the most informative images as calculated by (4). For the Rocchio system, these images
consist of the resulting images after performing query point movement. As real users generally don’t want
to give much feedback, in our simulation per iteration a maximum of 5 images are marked as relevant and
a maximum of 5 as non-relevant. Besides the images on which feedback is given, a separate result set is
kept that contains the best ranking images. For the Explore system, these images are composed of the top
images as calculated by (6). For the Rocchio system, this set is the same set as the feedback set,
containing the resulting images after query point movement.
Explore
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Figure 4. Average precision results.
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Figure 5. Average recall results.

The results are shown in Figures 4 and 5. For clarity, in our results we define precision as the number
of relevant images found over the total number of images looked at, which is the top 40 best ranking
images, and recall as the number of relevant images found thus far over the total number of existing
relevant images, which is 120 per texture class. For these experiments, the Explore system does not utilize
the aforementioned technique of reaching other areas in feature space, as that would give it an unfair
advantage over the Rocchio system.
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As we can see in Figure 4, the average precision of relevant images within the 40 best ranking images
rapidly increases for the Explore system, reaching 80% after 8 iterations and still improves during
following iterations. The Rocchio system finds almost all the relevant images it is able find after the first
iteration, and hardly improves after that, reaching a maximum of near 50%. In Figure 5 we can see that
the Explore system manages to discover 50% of all relevant images per class, whereas Rocchio finds little
over 25%. On average, the accuracy of the Explore system improves considerably over the Rocchio
system after only two iterations.

5

Conclusions

In this paper, we have proposed a novel interactive technique that allows the user to visually explore the
feature space around relevant images and to focus the search on only those regions in feature space that
are relevant. We performed user experiments on a well-known texture database and the results indicate
that the new approach leads to an improvement of the amount of relevant images collected. In the future
we will focus on adaptive distance measures and feature selection techniques to more optimally explore
the feature space around feedback images.
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HYHQWVDOZD\VRFFXUZKHQWKHSUHYLRXVHYHQWVZHUHHQGHG HJGDLO\HYHQWV 'XULQJWKLVH[SHULPHQWLWLV
VKRZQWKDWLQGLYLGXDO& KLJKQHXURWLFORZLQDVVHUWLYHDQGLPPXQLW\ WHQGVWRJHWLQWRRQVHWPXFKIDVWHU
FRPSDUHG WR RWKHU LQGLYLGXDOV 7KH LQGLYLGXDO % PRGHUDWH QHXURWLF DVVHUWLYH DQG LPPXQLW\  VKRZV D
JUDGXDO LQFUHDVLQJ OHYHO RI SRWHQWLDO RQVHW DQG SRVVLEO\ ZLOO H[SHULHQFH UHODSVH  UHFXUUHQW LI WKDW
LQGLYLGXDOLVKDYLQJFRQVWDQWH[SRVXUHWRZDUGVVWUHVVRUV,QGLYLGXDO$KRZHYHULVOHVVSURQHWRGHYHORSD
SRWHQWLDORQVHWFRQGLWLRQZLWKLQDVKRUWSHULRGRIWLPH)RUWKHVHFRQGH[SHULPHQWWZRW\SHVRIHYHQWV
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1

Introduction

Recently, there has been an increasing interest in learning preferences. In this paper, we consider preference
learning in the context of having obtained preference data from multiple subjects in similar tasks. This setup
is interesting as in many real-world application domains data for a specific single scenario is scarce, but
data is already available from similar scenarios. The data from different subjects can be used to regularize
individual user models by assuming that model parameters are drawn from a common hyperprior. We
extend earlier work on multi-task regression with Gaussian processes to the case of multi-task learning of
subjects’s preferences. We demonstrate the usefulness of our model on an audiological data set. We show
that the process of learning subject’s preferences can be significantly improved by using a hierarchical
non-parametric model based on Gaussian processes.

2

Multi-Task Framework

Let X = {x1 , . . . , xN |xi ∈ Rd } be a set of N distinct inputs. Let Dj be a set of N j observed preference
comparisons over instances in X, corresponding to subject j,
Dj = {(xi1 , . . . , xiK , k) | 1 ≤ i ≤ N j , xi· ∈ X, k ∈ {1, . . . , K}}
where k means that alternative xik is preferred from the K inputs presented to subject j. A standard
assumption is that the subject’s decision in such forced-choice comparisons follows a probabilistic model
i1

iK

P (k; x , . . . , x



, θ ) = exp U (xik , θ j ) /Z(θ j ),
j

j

Z(θ ) ≡

K
X

k=1



exp U (xik , θ j ) .

with Z a normalization constant, θ j a vector of parameters specific to subject j, and U (xik , θ j ) a utility
function capturing the preference of subject j for option k.
We define a Gaussian process over the utility function for subject j, by assuming that the utility values
are drawn from a multivariate Gaussian distribution, i.e.,
{U j (x1 ), . . . , U j (xN )} ∼ N (µU , K) .
The covariance matrix K is specified by a symmetric positive definite kernel function κ, Kij = κ(xi , xj ).
As a consequence of the representer theorem, the utility function U j has a dual representation
U j (x) =

N
X

αij κ(x, xi ) = U (x, αj ).

i=1

1 Published

in the Proceedings of the 17th European Symposium on Artificial Neural Networks (ESANN), pages 123-128, 2009.
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The parameters αj are sampled from a hierarchical prior distribution. To learn this prior we couple
the tasks of all subjects and set P (αj ) = N (αj |µα , Cα ) a Gaussian prior with the same µα and Cα for
every subject j, where µα and Cα are sampled once from a normal-inverse-Wishart distribution (with scale
matrix κ−1 ). The hierarchical prior is obtained by maximizing the penalized loglikelihood of all data. This
optimization is performed by applying the Expectation Maximization algorithm, which reduces in our case
to the iteration, until convergence, of the following two steps.
E-step: For each subject j, estimate the sufficient statistics (mean α̂j and covariance matrix Ĉαj ) of the
posterior distribution over αj , given the current estimates, µα and Cα , of the hierarchical prior.
M-step: Re-estimate the parameters of the hierarchical prior:
M
1 X j
α̂
π + M j=1


M
M
X
X
1 
πµα µTα + κ−1 +
Cα =
Ĉαj +
(α̂j − µα )(α̂j − µα )T  .
τ +M
j=1
j=1

µα =
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We introduced a hierarchical modelling approach for learning related functions of multiple subjects performing similar tasks using Gaussian processes. The hierarchical model with a prior learned from other
subjects significantly outperformed the model with a flat prior.
We are interested in further improvements of the hierarchical model. In particular, combining the hierarchical model with active learning and automatic clustering techniques to automatically group subjects with
similar behaviour.

2 The

paper published also contains results on an audiological data set of 18 hearing-impaired subjects.
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1 Introduction
An important step in the design process for a web site is to determine which information is to be included
and how the information should be organized on the web site’s pages. Usually, web designers are not experts
on the content or domain of a new site and the domain experts are no designers. The goal of SiteGuide is to
assist both groups by creating a ﬁrst description of the content topics with a tentative structure for the site.
In this paper we present ’SiteGuide’, a system that helps both amateur and professional web designers to
create a setup for a new web site by presenting an initial information architecture.
In the early phases of web site design, reviewing web sites from the same domain as the target site are
often used as source of inspiration for the new site. For instance, a person who wants to build a site for a small
soccer club will look at web sites of some other small soccer clubs. However, comparing sites manually is
very time-consuming and error-prone, especially when the sites consist of many pages. SiteGuide takes as
input a set of user-selected web sites of the same type as the target website (typically 3 to 10). The system
creates an initial information architecture for a new site by efﬁciently and systematically comparing a set
of example sites identiﬁed by the user. SiteGuide automatically searches the sites for topics and structures
that the sites have in common. For example, in the soccer club domain, it may ﬁnd that most example
sites contain information about youth teams or that pages about membership always link to pages about
subscription fees. The common topics are brought together in a model of the example sites.
The tool then presents this found common information architecture to the user in both textual and visual
form. SiteGuide can be used as a standalone tool or its output can serve as a starting point for further design
reﬁnement. SiteGuide can also be used in in a critiquing scenario for a ﬁrst draft of a new web site. The
draft is compared with the model, so that missing topics or unusual information structures are revealed.

2 Constructing the web site model
To construct the web site model, SiteGuide identiﬁes common topics that occur on most example sites. For
this, SiteGuide identiﬁes pages of different example sites that handle on the same topic and forms clusters
of these pages. The clustering method must allow that pages appear in more than one cluster (a single page
includes text about different topics). Also, a cluster may not contain a page from each site, because a topic
may not be included in each site. Pages occur in more than one cluster, when they contain content about
more than one topic.
The total quality of a clustering is determined by the similarity between the pages in the clusters. We
use ﬁve page similarity measures: For text similarity uses the tf · idf weighted cosine similarity between
the stemmed words on the pages. Anchor text similarity is deﬁned as the cosine similarity between the
anchor texts of the links that point to the pages. URL similarity and page title similarity are deﬁned as the
inverse of the Levenshtein distance between the pages’ URLS and page titles respectively. cosine similarity
between the anchor texts of the links that point to the pages. The ﬁnal similarity measure is link structure
similarity which assigns higher scores to clusters who’s pages link to and from pages in the same clusters.
1 The full version of this paper is accepted at the 17th International Joint Conference Intelligent Information Systems (IIS 2009).
Krakw, Poland, June 15-18, 2009.
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These similarity measures are weighted with an additional cluster size parameter combined to determine
the cluster similarities. Because we are interested in inter-site similarity rather than intra-site similarity, we
only consider similarities between pages of different web sites to determine the ﬁnal cluster quality. We use
heuristic hill-climbing search to ﬁnd a clustering with a high quality score.
Each cluster of the ﬁnal clustering becomes a topic in the model. Topics are presented to the user in
the form of characterizing features and structural features. Characterizing features are the most descriptive
keywords extracted from the contents, page titles, URLs and link anchor texts of the pages in the clusters.
An example page is also determined for each topic. Structural features show how topics are embedded in
the model. They include the average number of pages in a site on the topic, the average number of in- and
outgoing links and the linked topics.
The model, consisting of the topics described by their features is presented to the user in the SiteGuide
tool. This can either be in the form of a textual list of topics or in the form of a visual graph. SiteGuide
also offers the option to output the model to other (XML) formats so that it can be used in other webauthoring tools. One example of this is the DENIM web site sketching and prototyping tool for which the
SiteGuide-produced model can serve as an initial setup, which can be further reﬁned.
In the critiquing scenario, the user’s draft web site is mapped onto the model constructed from the
example sites. SiteGuide then informs the user which topics in the model do not have corresponding pages
in the draft and vice versa. It also compares the structural features of the topics in the draft site to the model.

3 Experiments and Results
To evaluate whether SiteGuide provides useful assistance to users who are building a web site, we set up
an evaluation study that answers two questions: 1) Do the discovered clusters and topics represent the
subjects that are really addressed at the example sites and are the textual topic descriptions understandable
for humans? and 2) Do people actually build better web sites when using the SiteGuide tool?
To answer the ﬁrst question we test whether the generated model topics correspond to a gold standard.
For this, we used web sites from three domains: windsurf clubs, primary schools and small hotels. For
each domain 5 sites were selected as example sites with sizes ranging from 8 to 61 pages. For each site, we
manually identiﬁed the topics and annotated them with short descriptions.
For each of these domains, SiteGuide generated a web site model based on the example sites and presented the SiteGuide output to 5 evaluators. The evaluators were asked to produce a short description of
what they thought each generated topic was about. Next, an expert coder matched the generated topics’
description to the gold standard topics’ description, with partial matches counting as half a match. The
expert coder assigned a full match to 73% of the generated topics while an additional 21% of the topics
were classiﬁed as a partial match. This shows that for most topics SiteGuide is capable of generating an
understandable description and that the found topics are the important topics that should be found according
to the gold standard. We also found that more than half of the topics that should be detected according to
the gold standard have indeed been found by SiteGuide.
To show that the use of SiteGuide’s output actually improves the early phases of the web design process
we asked 12 participants to sketch web site setups for a primary school. The group was split up in a control
group, who were presented links to example web sites and a test group who were presented with both the
links and the SiteGuide generated information architecture for inspiration.
A double-blind evaluation of the sketches was performed by a web design professional. He ﬁrst ranked
the 12 sketches on overall quality and then assigned a rating on a ﬁve point scale to each sketch for ﬁve
quality criteria (completeness, relevancy, detailedness, content structure and link structure). The results
show a signiﬁcantly higher ranking for the test group sketches and signiﬁcantly higher scores on completeness, content structure and link structure (at α = 0.05). From this we can conclude that the setups made
by participants presented with the SiteGuide output are considered to be better than those made without
SiteGuide.
To analyze the objective acceptance of the SiteGuide setup for the school task, we compared the topics in
the presented SiteGuide setup to the resulting sketches from the test group. For each page in a participant’s
sketch, we checked if a corresponding topic occurred in the SiteGuide setup. This average acceptance score
for the test group is signiﬁcantly higher than that of the control group. This indicates that, as was also
perceived by the participants, the SiteGuide information is actually used in the ﬁnal setup.
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1

Introduction

2

Empirical Memory Design

Estimation-of-distribution algorithms (EDAs) are optimization algorithms at the frontier of genetic- and
evolutionary computation (GEC) research. Characteristic of EDAs is the iteration of selecting promising
solutions, estimating a probability distribution from the selected solutions and subsequently generating new
solutions by drawing samples from the estimated distribution. Probability distributions provide a principled
way of modelling dependencies between problem variables. Contrary to classic GEC methods, this allows
EDAs to successfully and automatically identify and exploit problem structures with respect to dependencies
between problem variables. EDAs are therefore able to solve a much larger class of problems efﬁciently
without requiring prior knowledge. In this paper we consider three ways of efﬁciency enhancement of
EDAs: reducing the required population size, reducing the time to estimate the probability distribution and
a restart-scheme to improve results in vastly multi-modal search spaces.

Selected solutions of subsequent generations typically have a lot in common. Re–estimating from scratch in
each generation, as is usually done in EDAs, is therefore likely not the most efﬁcient approach. A memory
can be used to store and update information of previous generations. This reduces the population size
required to estimate the distribution properly.
Let θ be a subset of all distribution parameters. For learning, we use the typical memory–decay formula
θ(t) = (1 − η)θ(t − 1) + η θ̂(t). Taking into account the decreasing contribution level of the distribution
parameters estimated in generation t throughout the subsequent generations and the overall selection size
from which the parameters must be derived, we obtain a function class with three parameters α0 , α1 and α2
and two variables |S| (the generational selection size) and l (the number of problem variables) that is likely
to allow for a good ﬁt of η to the data, namely η = 1 − exp (α0 |S|α1/lα2 ).
We applied empirical memory design for a Gaussian EDA, i.e. an EDA in which the normal distribution is used. The main parameter for which we built a memory is the covariance matrix. For a typical
benchmark set of problems we determined for dimensionalities l ∈ {5, 10, 20, 40} and population sizes
n ∈ {10, 20, 40, 80, 160} the best value for η as the combination that leads to the minimum average number
of evaluations to reach the value–to–reach (VTR), averaged over 10 independent runs. With this data, non–
linear regression was performed to determine the αi parameters. An illustration of the regressed function for
η Σ and the underlying data for the covariance matrix is presented in Figure 1. Also shown is the ratio of the
number of evaluations required if a memory is used compared to when no memory is used. An improvement
is clearly obtained through the empirical memory design. Moreover, the required population size decreased
dramatically from 17 + 3l1.5 to 10l0.5 . For more extensive results, see the full version of this paper.
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Figure 1: Left: regression results for the memory function for the covariance matrix. Right: ratio of
evaluations for use of a memory versus no memory for all benchmark problems.
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Figure 2: Time– and evaluations–ratios with traditional greedy algorithm versus new greedy algorithm.

3

Faster Selection of Bayesian Factorizations

4

Parameter–free Gaussian EDAs

5

Conclusions

To reduce the number of parameters to be estimated, Bayesian factorizations are commonly used in EDAs
to model only a selection of all possible dependencies between problem variables. We will not discuss the
details of Bayesian factorizations here, but Bayesian factorization selection in EDAs is often done with a
greedy algorithm whose computational complexity is O(l3 ) for the normal distribution. In this paper we
propose a faster greedy algorithm that obtains results of a similar quality. To this end, the covariances are
sorted and all dependencies are considered in the order of the magnitude of their covariance. This results in
a running time of O(l2 log(l)) while the number of required evaluations to solve the benchmark problems
remains almost the same as shown for experimental results in Figure 2.

Most parameter–free GEAs employ an exponential population–sizing scheme. If the population size increases, EDAs with the Gaussian distribution become more robust on slopes superimposed with many small
deviations that make up local optima. A large enough population blurs out the local optima. Enlarging
the population size may not always increase the probability of success however. If there are multiple local
optima, but no underlying structure, using a larger population doesn’t help as efﬁciently because the irregularities are too large to be smoothed out. We therefore propose a different scheme in which alternatingly the
population size is increased and the number of parallel populations is increased. The parallel populations are
initialized spatially separated and then used in independent parallel executions of the EDA. For all results,
we refer the reader to the paper. For Michalewicz’ function using the default population-increasing restart
strategy the optimum was not found in 376 out of 1000 runs in 5 dimensions and 250 out of 1000 runs in 10
dimensions when 5 · 106 and 10 · 106 evaluations were allowed. With the alternating scheme that allows for
parallel executions of the EDA, the optimum was found in all 1000 runs.

We have discussed various ways to improve the efﬁciency of EDAs. A memory can be used to reduce population size requirements. The approach taken here is empirical in nature, but also quite general and may
therefore well be used in other EDAs. Greedy Bayesian factorization selection was sped up for Gaussian
EDAs and a new scheme for real–valued parameter–free optimization was proposed. Overall, the results
are encouraging. In future work we intend to validate the efﬁciency and effectiveness of EDAs for practical optimization problems; typically dynamic and/or multi–objective problems. For these cases, a small
population size and a small generational running time are vital.
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1

Introduction

Over the past years, there has been an increasing interest in the application of intelligent virtual agents in
various domains. In order to endow such virtual agents with more realistic affective behavior, it is
important to provide them not only the capability to generate and regulate emotions, but also the ability to
reason about the emotion regulation processes of other agents. To this end, the full version of this paper
introduces a computational model for a Theory of Emotion Regulation (ToER). The model integrates
three main components, namely a BDI-model for rational reasoning, a model for emotion regulation that
was inspired by Gross’s psychological theory [3], and a model for Theory of Mind (or ToM, see, e.g., [1]).
The combination of these components enables an agent to reason about the emotional states of other
agents, adapt beliefs about these states, and influence them if desired.

2

Conceptual Model

The foundation of the presented model for ToER is a standard BDI-model, which describes how an agent
determines actions to be performed on the basis of beliefs, desires, and intentions. Next, this model is
extended by introducing a component for emotions, thereby creating a so-called EBDI-model. Within this
component, the emotional response level (ERL) that an agent experiences for a particular emotion is
modeled by a real number in the interval [0, 2]. This ERL may be influenced by the observation of certain
events in the environment (i.e., emotion elicitation). Each event has a number of attributes (represented by
a number between 0 and 1) that determine to what extent they influence a certain emotion. In addition, for
each agent a baseline ERL is assumed. This is a specific ERL that an agent (either consciously or
unconsciously) tries to achieve, for a certain emotion. This process of striving to achieve a certain
emotion (i.e., emotion regulation) is modeled by introducing a parameter β for regulation speed.
An overview of the complete EBDI-model is shown in Figure 1, where circles denote state properties
and arrows denote dynamic relationships between them. The idea is that this model integrates the
emotional component with the rational (BDI) component as follows. An agent usually reasons rationally,
according to the BDI-model (lower part). Meanwhile, at any time point, it has a certain ERL, which is
influenced by observations of events, and by its own emotion regulation processes, based on its baseline
ERL (upper part). As long as the ERL stays within certain boundaries min and max, it only has a marginal
impact on the agent’s actions. It does influence its reasoning process (by influencing the desires the agent
has, see the downward arrow), but the agent keeps on reasoning rationally. However, whenever the ERL
becomes lower than min or higher than max, the reasoning process is bypassed, and the agent acts
emotionally.
*

The full version of this paper appeared in: Jain, L., Gini, M., Faltings, B.B., Terano, T., Zhang, C., Cercone, N., and
Cao, L. (eds.), Proceedings of the Eighth IEEE/WIC/ACM International Conference on Intelligent Agent Technology,
IAT'08. IEEE Computer Society Press, 2008, pp. 461-468.
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Figure 1. Generic structure of the EBDI-model

To make this EBDI-model the subject of another agent’s theory of mind (thereby creating the
complete ToER-model), the idea of recursive modeling is used. This means that the beliefs that agents
have about each other are represented in a nested manner. For example, belief(agentA, ERL(agentB, 0.5))
states that agent A believes that agent B has an ERL of 0.5. By also allowing agents to have beliefs about
dynamic relationships, they become able to reason about the dynamics of each other’s emotional states.
For example, if A believes that B has a medium emotional state, and A observes that B experiences a very
emotional event, then A will believe that B’s emotional state will increase. In addition, the agents also
have the ability to update their ToER based on new observations, thereby learning aspects of each other’s
personality.

3

Validation and Conclusion

The presented model has been implemented and tested using the modeling language LEADSTO [2]. A
number of simulations under various parameter settings have been performed on the basis of this model,
which pointed out that it produced the expected behavior. Next, a virtual environment application has
been developed in which several virtual agents with the model for ToER were incorporated. A test
scenario has been set up in which 2 agents were involved: a traveler that has to travel through an
imaginary world inhabited by dangerous creates towards a safe destination, and a guide that helps the
traveler to navigate through the world by showing him the way. To evaluate the experience that the
application produces in human users, 20 participants were asked to judge the behavior of the IVAs, by
answering questions like “do you feel attached to the guide?” and “do you think the capability to estimate
emotions makes the guide more realistic?”. The initial results of this evaluation were very promising: the
participants confirmed that the guide’s capability to estimate and manipulate the affective behavior of the
traveler was very believable, and indicated that it enhanced the perception of human-likeness.
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Within Criminology one of the main research interests is the emergence of so-called criminal hot spots.
These hot spots are places where many crimes occur. After a while the criminal activities shift to another
location, for example, because the police has changed its policy and increased the numbers of officers at
the hot spot. Another reason may be that the passers by move away, when a certain location gets a bad
reputation. Such a shift between locations is called the displacement of crime. The reputation of specific
locations in a city is an important factor in the spatio-temporal distribution and dynamics of crime. For
example, it may be expected that the amount of assaults that take place at a certain location affect the
reputation of this location. Similarly, the reputation of a location affects the attractiveness of that location
for certain types of individuals. For instance, a location that is known for its high crime rates will attract
police officers, whereas most citizens will be more likely to avoid it. As a result, the amount of criminal
activity at such a location will decrease, which will affect its reputation again.
The classical approaches to simulation of processes in which groups of larger numbers of agents and
their interaction are involved are population-based: a number of groups is distinguished (populations) and
each of these populations is represented by a numerical variable indicating their number or density
(within a given area or location) at a certain time point. The simulation model takes the form of a system
of difference or differential equations expressing temporal relationships for the dynamics of these
variables. Well-known classical examples of such population-based models are systems of difference or
differential equations for predator-prey dynamics (e.g., [8], [11], [12], [9], [4]) and the dynamics of
epidemics (e.g., [7], [4] [1], [6]). Such models can be studied by simulation and by using analysis
techniques from mathematics and dynamical systems theory.
From the more recently developed agent system area it is often taken as a presupposition that
simulations based on individual agents are a more natural or faithful way of modelling, and thus will
provide better results (e.g., [5], [10], [2]). Although for larger numbers of agents such agent-based
modelling approaches are more expensive computationally than population-based modelling approaches,
such a presupposition may provide a justification of preferring their use over population-based modelling
approaches, in spite of the computational disadvantages. However, for larger numbers of agents (in the
limit), agent-based simulations may equally well approximate population-based simulations. In such cases
agent-based simulations just can be replaced by population-based simulations.
In the full version of this paper, for the application area of crime displacement these considerations are
explored in more detail. Comparative simulation experiments have been conducted based on different
simulation models, both agent-based (for different numbers of agents), and population-based. Using
mathematical analysis, and confirmed by the simulation results, the population-based model was shown to
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end up in an equilibrium for one variant of the model. The parameter settings for these simulations have
been determined in cooperation with criminologists. The simulation results for the agent-based model
using the same parameter settings show an identical trend to the population-based model except for some
minor deviations that can be attributed to the fact that the agent-based model is discrete, as confirmed by
the formal evaluation. This provides support for the idea that population-based models approximate
agent-based models for larger populations. The computation time of the population-based model was
shown to be much lower than the computation time of the agent-based model.
The results reported in this paper are not completely in accordance with the results reported in [3]. In
the results using an agent-based model reported in that paper, cyclic patterns were observed whereby
there is a continuous movement. As already stated before, this paper shows that the population of agents
at the various locations stabilises over time. The difference can be attributed to the fact that in [3] all
agents decide where to move to based upon the attractiveness of locations, whereas in the case of the
models presented in this paper only a subset of the agents move. The results can however be reproduced
using the model presented in this paper as well by using = 1 (i.e. the speed factor) and t = 1.
Determining what settings are most realistic in real life is future work.
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For a human functioning in demanding circumstances, the quality of performance may be a critical
factor. Examples of such situations are military officers during a mission or air traffic controllers. In cases
like these any performed action which is badly chosen, or simply suboptimal can lead to dramatic
consequences. To avoid this, it often is of importance to maintain a high performance quality.
However, as is known from literature such as [2], [3] working under high pressure in demanding
circumstances often entails negative effects on the human’s functional state, which in turn easily may affect
performance quality. In literature, cognitive workload is a common term on humans working in demanding
circumstances; it is seen as one of many stressors with a negative impact on human performance, like
decision making [4], attention [5] and working memory [6]. Examples of other stressors are time pressure,
noise and fatigue [4]. In the agent model for the Functional State (FS) of a human, cognitive workload is
incorporated as a combination between the task and personal abilities.
A main question taken as a point of departure in this paper is to explore what is required to provide
adequate support of a human functioning in demanding circumstances. Given its impact on performance as
sketched, having an estimation of the human’s functional state (and its implications) at any point in time is
a crucial requirement. This requirement is the focus of this paper. To fulfil the requirement, an agent model
is proposed that can be used to estimate a human’s functional state over time.
The agent model, which was designed in dynamical system style, is based on the cognitive energetic
framework [3], which states that effort regulation is based on human recourses and determines human
performance in dynamic conditions. Furthermore, the model is based on literature concerning exercise and
sports [7]. The idea is that a person’s generated power can continue on a critical power level without
becoming more exhausted. The model takes task demand and situational aspects such as noise levels as
input and determines internal factors such as the experienced pressure, exhaustion and motivation, and how
they (may) affect task performance. In addition, a human’s personality profile is taken as input for the
model. The personality profile consists of concepts such as optimal experienced pressure (a person’s ideal
amount of experienced pressure), low- and high pressure sensitivity (the effect of underload and overload
on a person’s motivation) and exhaustion sensitivity.
The idea is that such a model can be used in a software environment supporting the human. For example,
when it is estimated that the human’s functional state may negatively affect task performance, measures can
be taken such as alerting the person, or reallocation of a task. Moreover, the model can be used to regulate
the task load and/or noise level to keep experienced pressure and exhaustion between certain limits thus
avoiding negative effects on performance.
Using Matlab, a large number of simulation experiments under different parameter settings have been
performed. These experiments pointed out that the model is able to produce behaviour of different types of
personalities, although an extensive empirical validation is left for future work. Moreover, by a
mathematical analysis the equilibria of the model have been determined, and a number of expected
properties of the model have been verified. For example, these checks pointed out that all variables stayed
within their boundaries, and the calculated equilibria are confirmed. In addition, one of the checks
1
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confirmed the specific hypothesis that persons with a high Optimal Experienced Pressure generate more
effort and eventually become more exhausted.
The current approach to model functional state combines various aspects of stress, exhaustion and
situation awareness. Although a number of other approaches in the literature address these factors
separately [7], [9], [10], we are not aware of other attempts to model such a combination in as much detail
as this work.
In future work more attention will be paid to the model’s external validation. The mathematical and
automated analyses described above have been successfully performed to guarantee internal validity, but
this does not guarantee that the model is directly applicable to real humans, and in particular which
personality parameter values fit to which person. Therefore, as a next step, validation of the model in
laboratory experiments is planned. The idea is to offer a human certain demanding tasks, measure its
performance and several physiological data, feed these data into the model, and compare the output of the
model with self-reports of the participants (similar to [11]). This will not only provide validation of the
model, but also realistic parameter settings for different types of individuals.
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In the domain of naval warfare, it is crucial for the crew of the vessels involved to be aware of the
situation in the field. Examples of important questions that should be addressed continuously are “in which
direction are we heading?”, “are we currently under attack?”, “are there any friendly vessels around?”, and
so on. To assess such issues, one of the crew members is usually assigned the Tactical Picture Compilation
Task (TPCT): the task to identify and classify all entities in the environment. This is done by monitoring
a radar screen for radar contacts, and reasoning with the available information in order to determine the
type and intent of the contacts on the screen. However, due to the complex and dynamic nature of the
environment, this person has to deal with a large number of tasks in parallel. Often the radar contacts are
simply too numerous and dynamic to be adequately monitored by a single human, which compromises the
performance of the task.
For these reasons, it may be useful to offer the human some support from an intelligent ambient system,
consisting of software agents that assist him in the execution of the Tactical Picture Compilation Task. For
example, in case the human is directing its attention on the left part of a radar screen, but ignores an important
contact that just entered the radar screen from the right, such an agent may alert him about the arrival of that
new contact. To be able to provide this kind of intelligent support, the system somehow needs to maintain
a model of the cognitive state of the human: in this case the humans focus of attention. It should have the
capability to attribute mental, and in particular attentional states to the human, and to reason about these. In
psychology and philosophy this characteristic is often referred to as Theory of Mind (or ToM). According
to [2], agents, both human and software, can exploit a Theory of Mind for two purposes: to anticipate the
behaviour of other agents (e.g., preparing for the consequences of certain actions that the other will probably
perform), and to manipulate it (e.g., trying to influence the actions that the other will perform). In case of an
intelligent system to support naval crew members, both purposes are relevant, but require a different type of
support. This study is related to the latter type, the type that tries to manipulate the focus of attention.
A number of approaches in the literature address the development of software agents with a Theory of
Mind. Usually, such agents maintain, in one way or the other, a model of the epistemic (e.g., beliefs) and/or
motivational states (e.g., desires, intentions) of other agents. However, for the situation sketched above, such
agents ideally also have insight in another agents attentional states. After all, if a supportive agent is to find
out whether the human is ignoring some contact, it needs to have some knowledge about which contacts the
person is paying attention to. This idea is in line with the theories of cognitive scientists like Gärdenfors,
who claims that humans have a Theory of Mind that is not only about beliefs, desires, and intentions, but
also about other mental states like attentional, emotional, and awareness states.
The current paper is the result of a project that aims to develop intelligent agents to support naval crew
members in the Tactical Picture Compilation Task, based on the ideas described above. To this end, four
models have been developed. First, a dynamical model of human attention is needed, which estimates
where the persons attention is, based on information about features of objects on the screen and the persons
gaze. Second, a reasoning model is needed to reason through the first model in order to generate beliefs
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on attentional states at any point in time. Third, a model is needed that compares the output of the second
model with some normative attention distribution, and determines whether there is a discrepancy. Finally,
a model is needed that uses the output of the third model to determine how to alert the human that he is
ignoring something important. An initial version of the first two models has already been developed and
were adopted from this earlier work ([4], [5] and [1], respectively). The current paper has its focus on the
development of the other two models.
Concerning future work, an important challenge would be to perform a more elaborated validation of the
supportive system. This can be done is several steps. First, to obtain more data, the experiment introduced
in this paper will be performed with a larger number of participants. The resulting data can then be used
to check (possibly using automated analysis tools) whether the supporting agent is successful in various
situations. As part of this validation, also different strategies and parameter settings will be tested. For
example, does adapting the shape of an object provide better results than adapting its luminance, or adapting
multiple features? Similarly, in addition to manipulation of bottom-up attention, is it useful to manipulate
top-down attention as well? Furthermore, in a later stage of the project, it is planned to evaluate whether the
software agent indeed improves the task performance of the user.
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Motivation

Within Criminology, the analysis of the emergence of criminal behaviour is one of the main challenges
[4]. An important mechanism behind this emergence is social learning [3]. To analyse this mechanism,
this paper presents an agent-based approach to simulate social learning, which specifically addresses the
mutual influence of peers, parents and school, with respect to delinquent behaviour.
To formalise and analyse the emergence of criminal behaviour through social learning, an artificial
society has been modelled to represent a small school class. The models for the agents have been formally
specified by executable temporal/causal logical relationships, using the modelling language TTL [2] and
its executable sublanguage LEADSTO [1]. This language allows the modeller to integrate both
qualitative, logical aspects as quantitative, numerical aspects. Moreover, since the language has a formal
logical semantics, simulation models created in TTL and LEADSTO can be formally analysed by means
of logical analysis techniques.

2

Social Learning

According to the literature, two types of delinquents can be distinguished: life-course-persistent
offenders, who stay criminal throughout their entire life and adolescence-limited offenders, who only
show antisocial behaviour during adolescence. The latter, which is the topic of this paper, is caused by the
gap between biological maturity and social maturity. It is learned from antisocial models that are easily
mimicked, and it is sustained according to the reinforcement principles of learning theory.
An influential theory on the emergence of adolescence-limited criminal behaviour is the differential
association theory, which was first proposed by [5] and later expanded by [3]. In short, this (informal)
theory states that behaviour is learned through interaction with others. We learn most from the people we
are in close contact with, like parents and peers. According to [5], the extent to which delinquent
behaviour is imitated is influenced by the frequency, duration, and intensity of the contact. Frequent, long
and important or prestigious contacts have a larger influence. In addition, the priority of learning
influences the social learning process: the earlier behaviour is learned, the more influential it is.

3

Simulation Model

To study the influence of social learning on delinquent behaviour, we modelled a school class with 10
pupils. There are three groups that influence the process of social learning, namely parents, school and
peers. Therefore, each pupil is represented as an agent; the parents of the pupils and the school are
modelled as groups. Each pupil is related to one parent group. The agents have a number of
characteristics in our model (determined based on discussions with experts). We restricted our study to
the characteristics that are collected in an empirical study [6] that we will use in the future to validate our
*
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model. The social relations between pupils in a school class are modelled via attachment relations. All
agents are attached to each other with a specific level of attachment, representing the intensity of the
contact as defined by [5]. The attachment relation is also used to model the attachment of pupils to their
parents and to their school. We assume that a high attachment results in a higher influence of the attached
agent or group on the behaviour of the pupil. Finally, we model a level of delinquency for all agents and
groups, also for parents and schools. During the simulation, the levels of delinquency of the pupils change
because of the influence of others. This process is depicted in Fig. 1, where the circles denote state
properties and the arrows denote dynamic properties (relationships) between them.

4

Simulation Results
and Analysis
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Secondly, some interesting patterns
Fig. 1. Concepts and relations in the model.
have already been found. For
example, the simulation results suggest that the influence of the school on delinquency is relatively high,
that the impact of attachment is relatively low, and that every individual learning process approaches a
final delinquency near the average of the delinquencies of parents, school, and peers. To analyse the
resulting simulation traces in more detail, the TTL Checker tool [2] has been used. A number of TTL
properties have been checked against the generated simulation traces. Although no real conclusions can
be drawn as yet, these checks pointed out that the traces satisfy basic properties that were inspired by
criminological theories, such as 1) that the development of a pupil could be predicted by taking into
account the delinquency of the parents and the school only, and 2) that a bad pupil in a class with many
good pupils tends to move towards the good ones.
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Introduction

Poker playing computer bots can be divided into two categories. There are the game-theoretic bots, that
play according to a strategy that gives rise to a Nash equilibrium. These bots are impossible to beat, but
are also not able to exploit non-optimalities in their opponents. The other type of bot is the exploiting bot
that employs game tree search and opponent modeling techniques to discover and exploit weaknesses of
opponents. In this paper, we focus on the second type of bot.
Research in computer Poker has been mainly dealing with the limit variant of Texas Holdem. In limit
Poker, bet sizes are ﬁxed as well as the total number of times a player can raise the size of the pot. In fact,
all exploiting bots developed so far, deal with the heads-up limit version of the game. We investigate the
use of Monte-Carlo Tree Search (MCTS) in multiplayer no-limit Texas Hold’em Poker. To extend to use of
MCTS to incomplete information games, we propose new backpropagation and selection strategies that take
into account the consequences of having non-deterministic nodes in the search tree.

2

The Poker Game Tree

A game tree is used to reason about future states of the game. The expected reward in each state is computed
through a set of backpropagation rules. Because cards are dealt randomly, the basic M INI M AX game tree
has to be extended with chance nodes to deal with the nondeterminism in the game.
It is impossible to make claims about the optimal action for an opponent without knowing what cards he
is holding. Therefore, we need an opponent model to predict the behaviour of the opponents. The hidden
information in Poker thus results in a so called M IXI M AX game trees [1] where opponent decision nodes
have to be modeled as chance nodes. The model that we use is a set of M5P regression trees [5] that predict
the probability of each possible action in a given game state and the rank of each player’s hand at showdown.
We learn the model using the Weka toolkit [6] from features of the game state, such as the number of raises,
individual player statistics and the pot odds.

3

Monte-Carlo Tree Search

The game tree for 2 player no-limit holdem Poker consists of an estimated 1071 nodes [3]. Traversing the
entire tree is impossible and an incomplete search procedure is required. We employ Monte-Carlo Tree
Search [2] which is a best-ﬁrst search strategy that revolutionized research in computer-Go.
MCTS incrementally builds a subtree of the entire game tree in memory. For each node, standard
MCTS stores the expected value of the reward of that node together with a counter that stores the number
of sampled games that gave rise to the estimate. The algorithms starts with only the root of the tree and
repeats the following 4 steps until it runs out of computation time: (1) Selection: Starting from the root, the
algorithm selects in each stored node the branch it wants to explore further until it reaches a stored leaf. This
is not necessarily a leaf of the full game tree. (2) Expansion: One (or more) leafs are added to the tree as
child(ren) of the leaf reached in the previous step. (3) Simulation A sample game starting from the added
∗A
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leaf is played until conclusion. (4) Backpropagation The estimates of the expected values and the counters
on the explored path are updated with the new information. Finally, an action-selection strategy chooses a
good action to be executed based on the stored values in each of the root’s children.

4

Expected Reward Distributions

Because Poker is a nondeterministic incomplete information game, we are faced with the problem that
the propagated rewards will never converge to a single value, but instead are drawn from a probability
distribution. Existing strategies were not designed with this type of game in mind and, as a consequence,
fail to exploit this fact. In the worst case, they continuously sample from uninformative branches of the
game tree. We propose a modiﬁcation of the standard MCTS selection and backpropagation strategies that
explicitly model and exploit the uncertainty of sampled expected values. This improves the performance of
MCTS in nondeterministic games or games with hidden information.
First, we can estimate the expected value and variance of the rewards obtained in the simulation step.
From these values, we build the expected reward distribution. This distribution models the uncertainty of the
expected reward of an action. In contrast to the reward distribution, the expected reward distribution does
converge to a single value when more samples are taken.
Second, better sample selection strategies can be used that fully exploit the information in the expected
reward distributions. We propose the UCT+ strategy that is based on the existing UCT strategy [4]. It
samples more in regions of the game tree that both have an uncertain estimate of the expected reward and an
expected reward that is high enough to be worth considering, thereby striking a balance between exploration
and exploitation.

5

Results

The new strategies are evaluated as a part of a complete Poker bot that is, to the best of our knowledge, the
ﬁrst exploiting no-limit Texas Hold’em bot that can play at a reasonable level in games of more than two
players. The experiments show that the MCTS-based approach enables strong exploitative behaviour against
weaker rule-based opponents. Preliminary experiments show that the bot can hold its own when playing
against experienced humans. In a number of experimental evaluations, we studied some of the conditions
that allow the proposed selection and backpropagation strategies to result in a measurable advantage over
existing strategies. We discovered that an increase in available computation time translates in additional
proﬁt for the new approach. We expect a similar trend as the complexity of the opponent model surpasses
the complexity of the backpropagation algorithm.
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Abstract
In the last decades logics for describing coalitional power in Multi Agent Systems have flourished.
Alur’s Alternating-Time Temporal Logic (ATL) [1], Pauly’s Coalition Logic (CL) [5], Belnap’s STIT
Logic [2], are only a few influential examples of them. Roughly speaking they are all multimodal logics
equipped with an operator [C]φ to express the fact that a certain coalition of agents C can cooperate to
achieve φ, where φ can be a property of a reachable outcome - like in Coalition Logic - or a temporal
formula holding at certain paths - like in ATL and STIT. This work has shed light on the logical properties
of interaction, giving a formal semantics to notions like “coordination” and “strategy” and allowing to
reason on how agents can work together to achieve a desirable property. Nevertheless, as it happens in
many real and artificial cases, things can go wrong and a desirable property may not be reached. One issue
is then to find out which agent or group is responsible for such failure, in order to identify or punish it, or
even remove it from the system.
In CL, ATL and STIT, the environment is explicitly represented as the coalition made by the empty
set of agents and, being a coalition, it can also be responsible. This is reflected in many applications, in
which the environment has some interference in the course of events that will take place. In some of these
situations it is impossible to understand just observing the final outcome whether the environment or the
agents made or ruled out a certain choice. For this reason an issue is to identify those situations in which
it is possible to safely formulate a regulation system such that a violation occurs if and only if some agent
made it occur.
To address this issue we provide a language to reason about Closed Interactions, i.e. all those situations
in which the outcomes of an interaction can be determined by the agents themselves and in which the
environment cannot interfere with what they are able to determine. Our viewpoint is that if we want to
design Multi Agent Systems were responsibility can be assured, we need to focus on those interactions in
which the power of the empty coalition is limited.

Example: A social decision Let us take a version of the bankruptcy game, in which an Estate has to
be divided among n claimants, with the property that the sum of all the money that the claimants ask may
be bigger than the actual value of the Estate [4].
To simplify the issue, let us suppose that each situation gets associated a real number that corresponds
to the least amount of money actually claimed and that we only consider the set Agt of all claimants. For
instance Agt may claim A = [5, ∞), to mean that at least value 5 is claimed. It is clear that if Agt forces
an interval that comprises only values higher than the Estate, then it forces bankruptcy. This can be seen
as an issue of social choice theory [3], where a set of agents are called to determine a global policy.
Suppose now an external mechanism could interfere in the choice of Agt, by imposing its claim to
cause bankruptcy. An example of such mechanism is a taxation mechanism on the claims or a currency
devaluation. We can imagine in this fashion to have a system with two states, one in which Agt claims at
least an amount of money causing bankruptcy (B), and one in which they claim an amount of money that
does not force it: (B, ¬B). Agt’s abilities can be so pictured:
1 The article has been published in ”Synthese (Knowledge Rationality and Action)”, Publisher Springer Netherlands, ISSN 00397857 (Print) 1573-0964 (Online). Received: 30 November 2008 Accepted: 06 April 2009 Published online: 22 April 2009
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B

¬B

In the same fashion we can model the options of the external mechanism. Either it can leave free decision to Agt (no taxation, no devaluation) or it can determine that the choice of Agt does cause bankruptcy
(high taxation, devaluation).
Suppose now we were confronted with a legislator who wants to regulate this interaction, forbidding
Agt to go bankrupt. In our case the external mechanism - that we henceforth call environment - has
interference in the game, and it can decide to transform the game Agt is playing. What should then the
legislator do? It is quite clear that imposing the agents to choose something should depend on the moves
that are available to the players. But in a game in which the environment plays an interference role, taking
this statement serious would boil down to mentioning the environment in the deontic language, saying
for instance “The environment should allow the agents to choose” or “The environment should make
it convenient for the coalition of all agents to form”. No legislator though would be in the position of
determining what moves the environment would play.
Formally, the issue boils down to the study of all those formulas φ for which it makes sense that [∅]φ,
while not constraining the choices of the remaining agents. In our work we observe that two different
interpretations can be given of this restriction, both stemming from Pauly Representation Theorem, that
links a certain class of Coalition Logic models to strategic games of Game Theory. The one will constrain
[∅](ψ ∨ ¬ψ) to be the only type of acceptable formulas, the other will, at the other extreme, only admit
formulas of the type ¬[∅](ψ ∨¬ψ). We give a formal semantics to such intuitive properties and we provide
in both cases a complete axiomatization of their logic. As a side result of this investigation we show that
the notion of α-effectivity underlying Pauly Representation Theorem can be further clarified. We give an
alternative characterization of strategic games, where the power of the empty coalition is limited.
As an application, we show how the language can help to construct a policy to regulate a Multi Agent
System, and can help designers of Multi Agent Systems to understand the draw-backs of having a necessarily open system, i.e. ”a system that interacts with its environment and whose behaviour depends on the
state of the system as well as the behaviour of the environment” [1].
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Truth, Lies and BS;
distinguishing classes of dishonesty
Martin Caminada
University of Luxembourg
In this paper we distinguish three classes of dishonesty: lies, bullshit and deception. We show how these
classes can be modelled in classical epistemic logic (S5) as well as in formal argumentation.
A lie, in its most simple form, can be defined as the utterence of a statement which the speaker knows
not to be true. That is, an agent X is lying on proposition p iff the following holds: utters A (p) ∧ KA (¬p)
Another form of dishonesty is to make statements about things one has no proper knowledge of. This
is often done out of the desire to appear knowledgeable, even if one in fact is not. The situation here is
different from the liar, who tells things he knows to be incorrect. In the remainder of this paper, statements
made without the speaker having sufficient knowledge about their validity will be referred to as “bullshit”,
sometimes abbreviated to “BS”. We use this somewhat provocative term not only for its conciseness, but also
to be in line with existing literature [5, 6] and to allow the reader to easily relate the phenomena described
in this paper to his every day life experiences. As described in [5], the difference between lies and BS is that
with lies, there exists a negative relation to the truth, whereas with BS, there is from the perspective of the
speaker no relationship at all between his statements and the truth.
Frankfurt [5] claims that the problem of BS is to some extent caused by the fact that in modern democratic society everyone is supposed to have an opinion about the current social and political issues, even if
one does not have the time and means to be properly informed on all relevant aspects. In our view, however,
there also exists a more mundane reason. The point is that more and more people started to make a living in
professions that aim at generating, processing and providing information. Examples of this are journalists,
business consultants, lawyers, financial analysts and even scientists. In these professions, it is vital to appear
knowledgeable, even in situations where this is actually not the case. The phenomenal extent to which this
happens, as well as its impact on society has been described in [7, 3].
In its simplest form, BS can be characterized as follows: utters A (p) ∧ ¬KA (p) ∧ ¬KA (¬p)
As with lies, there is also an intensional aspect related to BS. Although one intends the hearer to believe that
p, it is often more important that the hearer will believe that A is knowledgeable about p. While a liar has
a very distinct purpose of wanting the hearer to believe p (because such a belief would have consequences
that would suit the liar’s goal), a bullshitter might be equally well off by telling the hearer that ¬p, as long
as he appears knowledgeable in doing so.
The third form of dishonesty to be discussed is that of deception. Although deception can be described in
a very broad way, for current purposes we are interested in a more focussed concept of deception, as applied
in [1]. The basic idea of deception is to provide the hearer with correct information, which the hearer is most
likely to use to make an incorrect inference. As an example, suppose one wants to persuade a friend to come
over for the weekend. One could try to persuade him by claiming the newspaper predicts good weather
this weekend, even though one knows that the local newspaper weather forecast is notoriously unreliable,
and that the much more reliable TV-news predicts rain all weekend. In this case, one did not tell anything
untrue, or lacking sufficient backing. The newspaper really does predict good weather. But by telling this to
one’s friend, he will make an inference that one knows to be incorrect, namely that this weekend the weather
will probably be good. Thus, deception is a particular form of dishonesty that one can apply even without
speaking anything else than the truth.
One of the interesting things about deception is that it depends on nonmonotonic reasoning. Deception
basically functions by providing some pieces of information and witholding other pieces of information in
order to lead the victim to wrong conclusions. If we would tell that Tweety is a bird, without telling that
Tweety is a penguin, the hearer would most probably derive that Tweety can fly, which we know to be
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wrong. With classical (monotonic) logic, this would not be possible. Withholding information in a classical
formalism will result in inferences that are missing, whereas in a nonmonotonic formalism it results in
inferences that are wrong. With deception, one makes use of the nonmonotonic inference capabilities of the
other person in order to implant wrong beliefs, without having to resort to lying ourselves.
In standard epistemic logic (S5), the possession of knowledge is basically a binary phenomenon. One
either has knowledge about p or one does not. It is also possible to characterize the concept of knowledge
using formal (abstract) argumentation. One of the principles of abstract argumentation is the existence of
a graph (Ar , att) where the set of arguments Ar provides the nodes, and the attack-relation att provides
the arrows. Given such an argumentation framework [4], one can distinguish different ways (like complete, grounded, preferred, stable or semi-stable semantics) of identifying the set(s) of arguments which can
collectively be accepted. Moreover, many of these principles (also called argumentation semantics) have associated proof procedures in the form of discussion games, in which two players (proponent and opponent)
exchange arguments, each of which attacks the previous argument. Thus, whether an argument is justified
depends on whether it can be defended in the associated discussion game.
As described in [2], argumentation gives rise to a more subtle concept of knowledge. An agent X is said
to be more knowledgeable w.r.t. a proposition p than an agent Y if it has at its disposal a strict superset of
arguments relevant to p. More particularly, we can distinguish two different situations. If X and Y disagree
about the status of p, then let them do the formal discussion game. The party that wins the discussion is
said to be more knowledgable w.r.t. p. If, at the other hand, X and Y agree on the status of p then let them
discuss with other agents who disagree with X and Y . If X can maintain its position in a strict superset of
situations where Y can maintain its position, then X is said to be more knowledgable about p than Y .
The thus described notion of knowledge is not too far from everyday practice. Imagine an expert on
climate change being interviewed on television. If this “expert” is not able to reply to the interviewer’s objections against his theory of climate change it would be hard to claim he has real knowledge on this topic.
Having knowledge implies the ability to defend one’s position. Moreover, in the example of climate change,
it is problematic to define knowledge simply as “justified true belief”, since this assumes access to the objective truth, which in this case will only reveal itself in the medium to long term future. Similar observations
can also be made in fields like investment strategies, macro economic planning and development aid. One
cannot determine whether someone’s position is “true”; one can only determine whether it is well-informed.
Using the thus described concept of knowledge, we can the re-examine the classes of dishonesty distinguished earlier. A lie can be characterized as making a statement that is not in line with the arguments that
one has at one’s disposal (that is, either declaring an argument or associated proposition as justified while
it follows out of one’s argumentation framework that it is not, or vice versa). BS can be characterized as
making statements about which one has no proper knowledge, that is, based on a very small set of relevant
arguments one has at one’s disposal, compared to the set of arguments one could have at one’s disposal.
Deception can be characterized as “feeding” the other party with a carefully selected subset of arguments,
in order to change the status of the other party’s argument (justified or not justified) to something one does
not maintain oneself. The existence of the aforementioned classes of dishonesty has significant implications
w.r.t. agent strategies and mechanism design, as is explained in [2].

References
[1] J.E. Adler. Lying, deceiving, or falsely implicating. The Journal of Philosophy, 94(9):435–452, 1997.
[2] M.W.A. Caminada. Truth, lies and bullshit; distinguishing classes of dishonesty. In Social Simulation
Workshop at the International Joint Conference on Artificial Intelligence (SSIJCAI), 2009.
[3] Nick Davies. Flat Earth News; an award-winning reporter exposes falsehood, distortion and propaganda in the global media. Vintage Books, London, 2008.
[4] P. M. Dung. On the acceptability of arguments and its fundamental role in nonmonotonic reasoning,
logic programming and n-person games. Artificial Intelligence, 77:321–357, 1995.
[5] Harry G. Frankfurt. On Bullshit. Princeton University Press, 2005.
[6] Harry G. Frankfurt. On Truth. Alfred A. Knopf, 2006.
[7] Nassim Nicholas Taleb. The Black Swan: The Impact of the Highly Improbable. Random House, 2007.

A new constraint for mining sets in sequences1
Boris Cule a

Bart Goethals a
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Université de Lyon, CNRS, INSA-Lyon, LIRIS, UMR5205, F-69621, France

Discovering interesting episodes is a popular area in temporal or sequential data mining, examples of which
are mining text or protein sequences. In such data, the order in which the events appear is being analysed
and the user’s goal is to identify the regularities that may appear in the dataset, consisting of one or more sequences. The usual approach to episode discovery is to look for episodes consisting of events that frequently
appear close to each other. Most of the current state-of-the-art methods first use a window of fixed length to
find sufficiently cohesive episodes and then retrieve those that occur in more windows (or sequences) than a
given minimum threshold. The frequency of an itemset X, f r(X), is thus defined as the number of windows
X appears in divided by the total number of possible windows. The use of a window of fixed length is a
major limitation of such approaches as no episodes longer than this window can ever be discovered.
A different method that increases the window length proportionally to the size of the candidate set has
been proposed in order to remove this limitation. Still, in this proposal, the window length remains fixed for
a particular candidate when counting its frequency in the sequence. Hence, when the episode occurs in the
sequence, but in a time frame larger than the window size, then such occurrences will be disregarded. The
high frequency of a set of events appearing close together gives no guarantee that a subset of that set will
not sometimes appear far away from the rest of the set.
Take, for example, the following sequence:
Time
Stamps
Sequence

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20

c g h e f a b a b c i d j c k d l c md

Using a window of fixed length will either not discover itemset cd at all, or will consider it more interesting than itemset ab, even though a and b always occur right next to each other. For example, if the chosen
window size is 3, we will get the following frequencies:
f r(cd) =

5
4
, f r(ab) =
22
22

where 22 is the number of all possible windows of size 3. Furthermore, the occurrence of a c right at the
beginning of the sequence, far away from any d, is simply ignored and has no effect on the value of itemset
cd, whereas it clearly should reduce it.
In this paper we propose a new constraint to select interesting sets of events. We focus on parallel
episodes which are unordered sets of events, and can thus be considered as itemsets. We therefore consider
an event in a sequence to be a couple consisting of an item and a time stamp (i, t) where i ∈ I, the set of all
possible items, and t ∈ N. We assume that two items in a sequence can never occur at the same time. We
denote a sequence of such events by S.
We define the interestingness of an itemset based on a combination of how often the items in the set
appear in the sequence and how close to each other they appear on average. Hence, this approach does not
use a fixed window length but instead also takes the occurrences of the items far from the rest of the set into
account. It is precisely such occurrences that might sufficiently lower the cohesion of an itemset to render it
uninteresting.
1 This

is an extended abstract of a paper published in the Proceedings of the 2009 SIAM DM conference; Sparks, Nevada, USA

304

Boris Cule, Bart Goethals and Celine Robardet

When looking at one sequence, we first define the coverage of an itemset X as the probability of
(X)|
, where N (X) = {t | (i, t) ∈
encountering an item from that itemset in the sequence: P (X) = |N|S|
S and i ∈ X}, i.e. the set of all time stamps at which an item in X occurs. We then look for a minimal
window containing the whole itemset X around each occurrence of one of its items: W (X, t) = min{t2 −

t1 + 1 | t1 ≤ t ≤ t2 and ∀i ∈ X, ∃(i, t0 ) ∈ S, t1 ≤ t0 ≤ t2 }.
We define the cohesion of an itemset as the ratio between the Pitemset’s length and the average length
(X) W (X, t)
of all such minimal windows: C(X) = W|X|
, where W (X) = t∈N|N
. Finally, we define the
(X)|
(X)
interestingness of an itemset as the product of its coverage and its cohesion: I(X) = C(X)P (X).
Itemsets are considered interesting if their interestingness is higher than a threshold chosen by the user.
As both the coverage and the cohesion are values between 0 and 1, the same is true for the interestingness,
which makes it possible to apply the same interestingness threshold to any kind of dataset. Given these
definitions, we can claim the following: if we encounter an item from an interesting itemset, we can be
reasonably certain that the rest of the itemset can be found nearby.
Looking back at the example above, we can again compare the values of itemsets ab and cd. The relevant
results are summed up in the following table:
X
ab
cd

|N (X)|
4
7

P (X)
0.2
0.35

W (X)
2
4.29

C(X)
1
0.47

I(X)
0.2
0.16

We can see that the fact that ab is fully cohesive (i.e. C(ab) = 1), while cd’s cohesion is far lower,
results in cd having a lower interestingness despite its higher coverage. Our method thus gives the desired
results.
The introduced interestingness measure has useful properties that allow us to develop an efficient algorithm to search for interesting itemsets, depending on a user-defined threshold. Our algorithm generates
candidates using a divide-and-conquer method, traversing the search tree, and uses a pruning technique
based on an upper bound of the interestingness in order to reduce, as soon as possible, the number of candidate itemsets. This upper bound is constructed in such a way that, when evaluating a node in the search
tree, it holds for all candidates within the subtree rooted at that node, so when the upper bound is smaller
than the interestingness threshold, we can safely prune the whole subtree.
We present a similar definition for datasets consisting of many sequences. Here, the coverage of an
itemset is defined as the probability of finding the whole itemset in a single sequence within the set of
sequences. We now look for a minimal window containing the whole itemset within each sequence that
contains it. Cohesion of an itemset is then defined as the ratio between the itemset’s length and the average
length of all such minimal windows. Finally, the interestingness of an itemset is defined as the product of its
coverage and its cohesion. Once again, these definitions allow us to claim the following: if we encounter a
sequence containing all items from an interesting itemset, we can be reasonably certain that these items can
be found near each other. Here, too, we present an efficient algorithm for mining such interesting itemsets,
based on a similar pruning technique.
After applying our methods to various datasets consisting of both a single sequence and of multiple
sequences, we could see that they give intuitive results. We used synthetic datasets to show that we get
expected results and no spurious output, and to test the efficiency of our algorithms. We used real-life
datasets (music, DNA and text sequences) to show that our method produced output of interest to various
types of users. For example, when we ran our algorithm for multiple sequences on the dataset consisting of
the abstracts of papers accepted at the 2008 ECML PKDD conference (preprocessed to remove stop words),
these were the most interesting pairs of (stems of) words we found:
X
{real, world}
{dimension, reduct}
{semi, supervis}
{state, art}
{experiment, result}
{learn, task}
{dimension, low}

|N (X)|
9
6
6
6
6
7
5

P (X)
0.16
0.11
0.11
0.11
0.11
0.13
0.09

W (X)
2
2
2
2
2
2.57
2

C(X)
1
1
1
1
1
0.78
1

I(X)
0.16
0.11
0.11
0.11
0.11
0.1
0.09
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This is an extended abstract. The full version of this paper was presented at SDM 2009 [1].

1

Introduction

Concept drift is an important problem in the context of machine learning and data mining. It can be described
as a change in the fundamental concepts underlying the data, or, in its most basic form, as a signiﬁcant
change in the distribution of the data. From a learning theoretic point of view, one can say that concept drift
is a violation of the i.i.d. assumption, which states that each example in a dataset is drawn independently
from an identical distribution. When concept drift occurs, the second part of this assumption no longer
holds. This has important consequences because most of the learning theoretic performance guarantees
used in machine learning are based on this assumption. This means that the performance of most learning
algorithms becomes unreliable when concept drift occurs. Detecting when this happens is therefore of vital
importance for many applications working in dynamic environments (e.g. data streams [4, 5]).
This concept drift detection problem is often addressed by statistical methods. More formally, the problem can be framed as follows: Given a sequence of training examples, are the last n1 examples sampled
from a different distribution than the n2 preceding ones? Statistical decision theory has come up with a
broad range of established methods that can be used for this purpose [2, 3]. These methods typically compute a statistic that catches the similarity between the two example sets. The value of the statistic is then
compared to the expected value under the null hypothesis that both sets are sampled from the same distribution. The resulting p-value can be seen as a measure of to what extent concept drift has happened.
It must be noted, though, that it is impossible to come up with a universally best test statistic. This is
because for every test statistic one can construct a pair of distributions, which differ from each other to some
degree, but lead to the same distribution of the test statistic. The question on whether or not a particular
test works well in a particular setting depends on the match of the applied test statistic with the underlying
distribution. In the following we propose and evaluate three new methods, which adjust the test statistic
depending on the actual data. This ensures that the test statistic captures the most important properties of
the underlying distributions and adjusts itself well in a broad range of settings.

2

Adaptive approach

Let us frame the problem of concept drift detection and analysis more formally. We are given a continuous
stream of examples x1 , x2 , . . .. Each example is an m-dimensional vector in some pre-deﬁned vector space
X = Rm . At every time point p we split the examples in a set X of n recent examples and a set X containing
the n examples that appeared prior to those in X. We would now like to know whether or not the examples in
X were generated by the same distribution as the ones in X. The traditional statistical approach would be to
apply a statistic directly to the two samples, but this approach does not take into account speciﬁc properties
of the data at hand and it requires a (computationally expensive) multi-variate statistic. In our approach we
ﬁrst apply a well-chosen transformation function to the two samples. This function serves two purposes:
(1) reduce the dimensionality of the data to allow us to use (fast) univariate statistics, and (2) maximize
the difference between the two samples if they are from different distributions. However, in choosing this
function, we must take care of some limitations on the information we can use. For example, most statistics
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for the two-sample problem only work under the assumption that the two samples are independent. Using a
transformation function based on the samples themselves would clearly violate this assumption. In this paper
we use two approaches to overcome this limitation. In the ﬁrst approach we use an independent training set
to determine a good transformation, allowing us to apply a standard univariate statistic on the transformed
samples. In the second approach we use results from statistical learning theory to develop a test statistic that
does allow us to use the two samples directly by restricting the class of transformation functions.
Based on these two approaches we develop three methods. The ﬁrst one uses a binary CNF rule learner as
a density estimator for the original concept. This algorithm learns a set or rules represented in Conjunctive
Normal Form, which can be done incrementally based on examples from a single class (or, in this case,
concept). By using an incremental algorithm we can apply it directly to the data stream and maximize the
size of our training set.
The second method is based on results from statistical learning theory applied to linear support vector
machines. In this approach we reformulate the problem of ﬁnding a transformation function that maximizes
the difference between two samples as a problem of maximizing the margin of a one-norm support vector
machine. Concretely, we assign class labels to the two samples and try to ﬁnd a linear separation that maximizes the margin between the two samples. The intuition behind this is that it will be hard to distinguish the
two samples if they come from the same distribution. By using statistical learning theory we can formalize
this idea and formulate a bound on this margin, which can be used as a statistic for the two-sample problem.
A similar approach is followed in the third method, where we use the error of a regular (two-norm) SVM
as basis of the transformation function. Again, we deﬁne bounds on the zero-one and sigmoid loss error,
and use them as statistical tests for concept drift detection.

3

Results and Conclusions

To evaluate our methods we applied them to 27 datasets from the UCI repository in which we introduced
concept drift by reordering the examples according to class label. We compared our methods with the
standard statistical Wald-Wolfowitz test. These experiments show that, even for the relatively small sample
size of (2x50) data points, these methods are able to detect concept drifts and are not too sensitive to noise
in most cases. All of them are faster than the Wald-Wolfowitz test and remain applicable if the concept drift
is more gradual in nature.
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Abstract

1

Introduction

Screening mammography is a breast examination which uses X-ray imaging to aid in the early detection and
diagnosis of breast abnormalities in asymptomatic women. Early detection of breast cancer from mammograms is of crucial importance to improve the prognosis of patients with breast cancer. However, it presents
a number of challenges, specially in the areas of data mining and machine learning. In such context, the
main aim is the development of computer-aided detection (CAD) systems to assist radiologists in the reading
and interpretation of exams.
Mammograms are typically formed by different projections, or views, of each of the patient’s breasts,
being mediolateral oblique (MLO) and craniocaudal (CC) the most common ones. As a consequence, an
appropriate interpretation of mammograms require that information across the views are correlated. Besides,
it is not unusual (in such domain) to come across unbalanced datasets, containing a very small percentage
of true cancers. Moreover, the common assumption of learning algorithms that data is independent and
identically distributed might not be applicable. In fact, in a dataset consisting of information from detected
regions in a certain breast, it is most commonly the case that such regions would be related to one another.
For instance, a suspicious region in MLO view may have a corresponding region in CC view.
The aim of the present work is, ﬁrstly, to show that object-oriented database theory offers a natural start
for the design of pattern recognition techniques in the breast cancer domain and, secondly, to explore the
use of relational probabilistic methods for the detection of breast cancer in the screening mammography
domain.

2

Probabilistic Relational Trees

In relational domains the data instances are no longer recorded in homogeneous structures as commonly
used in machine learning. Rather, the data is organised in terms of objects that have different attributes,
and are linked to one another. The estimation of probability distributions for relational probabilistic models
does not automatically assume that instances are independent and identically distributed, the almost standard
assumption of maximum likelihood estimators.
Probabilistic relational models deﬁne a generic dependency structure at the level of item types (in contrast to deﬁning the dependency structure over attributes of speciﬁc objects). Typing items, and parameters
across items of the same type, enables generalisation from a single instance by decomposing the data graph
into multiple examples of each item type and building a joint model of dependencies between, and among,
attributes of each type [1].
1 The full version of this paper is published at the Proceedings of the 22nd IEEE International Symposium on Computer-Based
Medical Systems, 2009.
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Relational probability trees (RPTs) [2] build a model which shows a selective and intuitive representation of domain knowledge. Its learning algorithm takes a set of subgraphs as input, where each subgraph
contains a target object to be classiﬁed and a set of (other) objects which form this target object’s relational
neighbourhood. It then constructs a probability estimation tree to predict the target label given i) the attributes described for the target object; ii) the attributes of objects, as well as links, in the target object’s
neighbourhood; and, iii) aggregated attributes and links in such neighbourhood. The algorithm searches
over the space of binary relational features in order to obtain a split of the data, taking into account feature
scores and correlation among features.
For instance, consider the segment of an RPT shown in Figure 1. In this case, we are building a model
for the classiﬁcation of MLO regions. The ﬁrst node shown checks the value of attribute score (of suspiciousness) of associated CC regions: if this value is greater than 1.62 in at least four CC regions, then we
proceed to the subtree on the right; otherwise, to the one on the left. At the subtree on the right, the attribute
spicul (spiculation) of the MLO region is tested: if greater or equal than 1.05, with probability 0.57 the given
region is classiﬁed as a non-cancerous region; otherwise, the region is cancerous with probability 0.84. The
reasoning is similar to at the subtree on the left, however here another attribute, distance to skin, is tested.
In short, on classifying MLO regions the attributes of related CC regions are also considered.

Figure 1: A fragment of a relational probability tree for MLO regions.

3

Breast Cancer Modelling

Different models were build using different sets of features and different depth for the relational probability
trees. Despite the different settings, accuracy of models were usually high. This is due to the fact that
the distribution of the data used (in terms of non-cancerous and cancerous regions) is highly unbalanced.
However, ROC and AUC analysis, allow us to state that learned models were compatible to previously
developed models of the domain based on the same data. This encourage us to continue exploring relational
models for analysing mammograms.
We are, for instance, able to show that RPT models can be used in order to improve the predictions
made by a previously developed CAD system, begin valuable not only for its prediction power but for its
intelligibility. We consider the use of relational probabilistic models for the breast cancer domain as a natural
and comprehensible way of representing the various domain entities, as well as the uncertain relations among
those. Besides, the richness of the domain itself empower the conceptual modelling of data, and learning of
relational models given the considerable amount of data available.
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LWVUHOHYDQFH7KHFHQWUH RI WKHPLOO ZKHUHDOOWKHEODGHV PHHWDWWKHD[LVUHSUHVHQWVWKHPRVWUHOHYDQW
LQVWDQFH FRUUHVSRQGLQJ WR D SDUWLFXODU LQFLGHQW ZKLFK DFWXDOO\ GHQRWHV WKH FRUH RI WKH SUREOHP E\ WKH
PRVW GHWDLOHG GHVFULSWLRQ DYDLODEOH 0RYLQJ XS WKH EODGHV WR WKH RXWVLGH WKH SRVLWLRQ RQ WKH EODGHV
FRUUHVSRQGVWRNQRZOHGJHWKDWLVGHFUHDVLQJO\UHOHYDQWWRWKHVSHFLILFLQVWDQFHDQGFDQEHFRQVLGHUHGWR
EH PRUH JHQHUDO 7KH IDQWDLO RI WKH ZLQGPLOO WKDW ZKLFK NHHSV LW GLUHFWHG WR WKH ZLQG  UHSUHVHQWV WKH
GHILQHG SHUIRUPDQFH FULWHULD VHW IRU HVWLPDWLQJ DQG HYDOXDWLQJ WKH SHUIRUPDQFH RI SRWHQWLDO
FRPPXQLFDWLRQ 7KH PLOOLQJ LWVHOI VWDQGV IRU WKH SHUIRUPDQFH RI WKHVH SRWHQWLDO FRPPXQLFDWLRQ
FRQQHFWLRQVWKHIDVWHUVWKHPLOOLQJWKHEHWWHUWKHSHUIRUPDQFH7KHDGDSWDELOLW\ZLWKUHVSHFWWRGLIIHUHQW
WLPHVFDOHVDQGJHQHUDOLW\RILQIRUPDWLRQLVUHSUHVHQWHGLQWKHEODGHVRIWKHZLQGPLOO
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6JKU RCRGT RTGUGPVU CP QPVQNQI[ CPF C HKNVGTKPI CNIQTKVJO WUGF KP CP CIGPVDCUGF U[UVGO VQ UWRRQTV
EQOOWPKECVKQP KP ECUG QH KPEKFGPVU KP OQDKNG JWOCP UWTXGKNNCPEG /*5  FQOCKPU +P VJQUG FQOCKPU
RCVTQNUCTGRNCPPGFKPCFXCPEGDWVOC[DGFKUTWRVGFD[WPHQTGUGGPGXGPVUTGSWKTKPIKOOGFKCVGCVVGPVKQP
/CPCIKPIVJQUGKPEKFGPVUKUEQORNKECVGFD[CPWODGTQHHCEVQTU6JGMPQYNGFIGKPHQTOCVKQPQTUWRRQTV
TGSWKTGF HQT FGCNKPI YKVJ KPEKFGPVU KU FKUVTKDWVGF CETQUU VJG QTICPK\CVKQPU KPXQNXGF 6JG CXCKNCDKNKV[ QH
TGUQWTEGU EJCPIGU QXGT VKOG CPF UQ FQGU VJG EQPVGZV +P CFFKVKQP FWG VQ QTICPK\CVKQPCN CPF NGICN
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PGGFVQKPKVKCVGEQOOWPKECVKQPQPVJGDCUKUQHKPEQORNGVGCPFWPEGTVCKPKPHQTOCVKQP
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ZKHUH Y GDODUPBW\SHRWD  o ¸ LV D SHUIRUPDQFH IXQFWLRQ LQGLFDWLQJ WKH XWLOLW\ RI VHWWLQJ XS
FRPPXQLFDWLRQ ZLWK D JLYHQ WKH LQFLGHQW GHVFULSWLRQ :KLOH FRPPRQO\ PRVW ILOWHULQJ DOJRULWKPV DUH
EDVHGRQVLPLODULW\EDVHGZHLJKWLQJRIUDWLQJVSURYLGHGE\WKHXVHUVZHLGHQWLI\VRPHDGGLWLRQDOIDFWRUV
WKDWGHWHUPLQHWKHXWLOLW\RIWKHVXSSRUW

x ,QFLGHQWVLPLODULW\GL,1&,'(17î,1&,'(17o>@EDVHGRQH[SHUWMXGJPHQWV
x 1RUPDOL]HGIHHGEDFNIXQFWLRQM'î,1&,'(17î$î' o >@EDVHG RQD3HDUVRQFRUUHODWLRQ
EHWZHHQVLPLODUGLVSDWFKHUIHHGEDFNZHLJKWHGE\LQFLGHQWVLPLODULW\GL
x ([SHULHQFHH$î,1&,'(17B7<3(î2î¸î2Æ>@EDVHGRQWKHDJJUHJDWLRQRI  .HQGDOO
UDQNLQJFRUUHODWLRQEHWZHHQKDQGOLQJIUHTXHQF\RIJXDUGVDWVLPLODUREMHFW  WKHLQFLGHQWVLPLODULW\
DQG  DQH[SRQHQWLDOGHFD\IXQFWLRQRQWKHGLIIHUHQFHLQWLPHEHWZHHQWZRLQFLGHQWVDVZHLJKW
x /RFDOUHURXWLQJFRVWJ$î2Æ>@EDVHGQRUPDOL]HGWUDYHOWLPHVRYHUSDVWLQFLGHQWV
#PCNQIQWU VQ TGEQOOGPFCVKQP U[UVGO VGEJPKSWGU YJKEJ CTG WUWCNN[ CRRNKGF VQ TGEQOOGPF HQT
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UVQTGF QP C 53. FCVCDCUG UGTXGT UQOG UQTV QH RTGRTQEGUUKPI KU TGSWKTGF +P QTFGT VQ XGTKH[ RTQRGTVKGU
WUKPI66.WRQPVJGKPHQTOCVKQPUVQTGFYKVJKPVJGEQORCP[FCVCDCUGURTGRTQEGUUKPIKURTQRQUGF
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Abstract
Discovering itemsets and conjunctive rules under constraints are popular topics in the data mining and
machine learning communities, for which many algorithms have been proposed. Despite the abundance of
research in this area, however, constraint programming (CP) techniques developed in the artificial intelligence community to deal with constraint satisfaction problems have never been applied to rule discovery.
In [4], we show that CP can not only be applied in an intuitive, extendible way to rule discovery, but also
that CP techniques significantly outperform existing approaches in data mining.

1

Introduction

A popular topic of research is learning rule-based classifiers. A rule-based classifier consists of a set of rules
of the kind
if income=high and debt=low then accept loan=yes.
An essential step in building such classifiers is to discover rules that predict the target attribute well. A
common approach in machine learning is to learn one such rule by applying a heuristic in a greedy algorithm. In the data mining community, on the other hand, it has been studied how to find such rules under
constraints in an optimal way. The traditional example is the search for all association rules. Usually, however, many association rules can be found and their direct application for classification is cumbersome. To
focus the discovery of rules more towards classification, the use of correlation constraints has been studied,
leading to algorithms for correlated or discriminative itemset mining [3, 1]. Assumed given is a function f
which scores every itemset based on how well it discriminates examples in different classes from each other.
Examples of correlation functions are χ2 and information gain. The problem is to find the k itemsets that
score best with respect to f . For k = 1, this means finding the optimal rule under function f , instead of a
reasonably good one as is common in machine learning. This problem is known to be NP-complete, and
hence, a general, efficient algorithm cannot be expected to exist.
An area in artificial intelligence which has studied hard constraint satisfaction problem solving extensively, is that of constraint programming [5]. The main principles in constraint programming are:
• problems are specified declaratively by providing constraints on variables with domains;
• solvers find solutions by constraint propagation and search.

Constraint propagation is the process of reducing domains of some variables based on constraints and domains of other variables; for instance, if X, Y ∈ {0, 1} and X < Y , then we can derive that X = 0.
Due to their generality, CP systems have been applied succesfully in many applications –scheduling in
particular. It has, however, never been applied to rule learning problems; its application in machine learning
is rare. Our main contribution is that we show how to apply CP systems in rule learning problems in such a
way that the CP system outperforms the state-of-the-art in data mining.
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Dataset
anneal
australian-credit
breast-wisconsin
diabetes
heart-cleveland
hypothyroid
ionosphere
kr-vs-kp

CP
0.22
0.30
0.28
2.45
0.19
0.71
1.44
0.92

[1]
22.46
3.40
96.75
−
9.49
−
−
125.60

[3]
24.09
0.30
0.28
128.04
2.15
10.91
>
46.20

Dataset
letter
mushroom
primary-tumor
segment
soybean
splice-1
vehicle
yeast

CP
52.66
14.11
0.03
1.45
0.05
30.41
0.85
5.67

[1]
−
0.09
0.26
−
0.05
1.86
−
−

[3]
>
13.48
0.13
>
0.07
31.11
>
781.63

Table 1: Runtimes, in seconds, of 3 top-1 correlated itemset miners, on an Intel Core 2 Duo E6600 and 4GB
of RAM; >: experiments timed out after 900s. −: experiments failing due to memory overflow.

2

Itemset Mining as Constraint Programming

Given a set of items (or binary attributes) I, a set of transactions (or examples) T , a transaction database
can be considered a subset D ⊆ T × I. Itemset miners search for tuples (I, T ) consisting of an itemset
I ⊆ I and a transaction set T ⊆ T . An itemset I covers a transaction set T iff T = ϕ(I), where ϕ(I) =
{t ∈ T | ∀i ∈ I : (t, i) ∈ D}. A tuple (I, T ) is a frequent itemset if it satisfies two constraints: T = ϕ(I)
and |T | ≥ θ, where θ is a user defined threshold. Hence, an itemset can be seen as a conjunctive rule that
covers many examples. In [2] we showed that we can formulate these constraints in a constraint program by
introducing a boolean variable Ii for each i ∈ I and a boolean variable Tt for each t ∈ T :


∀t ∈ T : Tt = 1 ↔
Ii (1 − Dti ) = 0
and
∀i ∈ I : Ii = 1 →
Tt Dti ≥ θ.
i∈I

t∈T

Here Dti = 1 if (t, i) ∈ D and Dti = 0 if (t, i) ∈ D. It is straightforward to formulate these constraints in a
CP system, such as Gecode [5]. Using the propagators readily available in Gecode, we search for all itemsets
satisfying these constraints. The resulting search is similar to that of known itemset mining systems.
To apply CP on correlated itemset mining, where examples belong to two classes T + and T − , we need
to modify this program. We assume given a function f (p, n) that scores every itemset based on how many
positive and negative examples it covers and a threshold θ on correlation. The problem of correlated itemset
mining is to find all tuples (I, T ) for which T = ϕ(I) and f (|T ∩ T + |, |T ∩ T − |) ≥ θ. In [4] we show that
for functions such as information gain and χ2 , we can formulate this as:



∀t ∈ T : Tt = 1 ↔
Ii (1−Dti ) = 0
and
∀i ∈ I : Ii = 1 → f (
Tt Dti ,
Tt Dti ) ≥ θ.
i∈I

t∈T +

t∈T −

For the second constraint we need to add a propagator to the CP system based on an evaluation of the function
f in ROC space. We can also adopt this formulation for top-1 itemset mining. Table 1 illustrates how this
approach, when implemented in Gecode, compares to existing algorithms in the data mining community.
These experiments show convincingly that the CP approach often outperforms existing algorithms. We
showed that itemset mining can be formulated in an extendible way in CP systems. These promising results
convince us that the relationships between machine learning, data mining and CP deserve further studies.
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1

Introduction

Research in Knowledge Engineering in the ’90s has developed a theory of generic types of tasks, which can
be implemented by a generic set of problem solving methods, decomposable into primitive inference steps.
This work has lead to well-founded methodologies for building knowledge-based systems out of reusable
components such as CommonKADS. The important insight was to describe the tasks that Knowledge Based
Systems perform at a sufﬁciently abstract level, the “Knowledge Level”, introduced by Newell in his 1980
AAAI presidential address.
The above raises the question if similar lessons can be applied to Semantic Web engineering. Can
we identify reusable patterns and components that can help designers and implementers of Semantic Web
applications? Work on the Semantic Web has put great emphasis on the reusability of knowledge, in the form
of ontologies. This paper is a ﬁrst attempt at ﬁnding reusable reasoning patterns for SemWeb applications.
In this work we do the following steps: (1) Identify typical task types (and give semi-formal deﬁnitions to
characterise them in the full paper); (2) Validate the task types by showing that a large number Semantic Web
applications can be classiﬁed into a limited number of such task types; (3) Deﬁne primitive inference steps
(through semi-formal deﬁnitions in the full paper); (4) Validate the primitive inference steps by showing that
the identiﬁed task types can be decomposed into the given inference steps.
If the above steps would succeed, this would be of great value to Semantic Web application builders,
leading to the possibility of libraries of reusable design patterns and component implementations. It would
also constitute an advance in our understanding of the landscape of Semantic Web applications, which has
until now mostly grown bottom up, driven by available technical and commercial opportunities, with little
or no theory-formation on different types of applications and their relationships.

2

Task Types

We will characterise seven different task types. In the full paper we give a more formal description of each
task type: the signature and a deﬁnition of the functionality.
Search: A Semantic Web search engine takes a query in the form of a concept description maps this
against an ontology and returns members of the instance-set matching the query-concept.
Browse: Browsing is very similar to searching but has as crucial difference that its output can either
be a set of instances (as in search), or a set of concepts, that can be used for repeating the same action (i.e.
further browsing).
Data integration: The goal of data-integration is to take multiple instance sets, each organised in their
own ontology, and to construct a single, merged instance set, organised in a single, merged ontology.
Personalisation and recommending: Personalisation consists of taking a (typically very large) data
set plus a personal proﬁle, and returning a (typically much smaller) data set based on this user proﬁle. The
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proﬁle which characterises the interests of the user can be in the form of a set of concepts, or a set of instances
(e.g. typical recommender services at on-line shops use previously bought items, which are instances, while
news-casting sites typically use general categories of interest, which are concepts).
Web-service selection: Rather than only searching for static material such as text and images, the aim
of semantic web services is to allow searching for active components, using semantic descriptions of webservices.
Web-service composition: The goal of web-service selection is to compose a given number of candidate
services into a single composite service with a speciﬁc functionality. The input of web-service composition
is the same as for the selection of a single web-service above, but the output can now be an arbitrary control
ﬂow over a set of web-services.
Semantic Enrichment This task type is concerned with annotating objects, such as images or documents, with meta-data. Such added meta-data can be used by task types like search or browse to increase
the quality of their answers.

3

Validating the task types

In order to measure the completeness and reusability of our list of task types, we have analysed all entries
(37) to the Semantic Web Challenge events1 of the years 2005-2007 to see if they could be properly described
with our task types. The analysis of the webchallenges leads us to the following main observations: • All
but one of the applications could be classiﬁed in terms of our task-types.
• Often, a single application belongs to multiple task types.
• Not a single submission can be described as web-service selection.
• Together search and browse are by far the most commonly occurring task-types.
Taken altogether, we interpret these ﬁndings as support for the reasonable completeness and reusability
of the task-types that we deﬁned.

4

Primitive Inferences

We deﬁne a small number of primitive inference steps for Semantic Web applications. A semi-formal
deﬁnition of these primitive inferences, including their signature can be found in the full paper. We use the
following primitive inferences:
Realisation determines which concepts a given instance is a member.
Subsumption determines whether one concept is a subset of another.
Mapping ﬁnds a correspondence relation between two concepts. We follow the common approach, where
the correspondence relation can be either equivalence, subsumption or disjointness.
Retrieval is the inverse of realisation: determining which instances belong the given concept.
Classiﬁcation determines where a given class should be placed in a subsumption hierarchy.
We have chosen the above ﬁve as primitive inference steps because they seem to constitute a conceptually
coherent (although not formally minimal) set. The full paper shows how each of the task-types can be
decomposed into the primitive inferences described. For example search is a combination of classiﬁcation
(to locate the query-concept in the ontology in order to ﬁnd its direct sub- or super-concepts) followed by
retrieval (to determine the instances of those concepts, which form the answers to the query).

5

Concluding remarks

The main contribution of this paper has been to provide a ﬁrst attempt at providing a typology of semantic
web applications. We deﬁned a small number of prototypical task-types, and somewhat surprisingly, almost
all entries to three years of Semantic Web Challenge competitions can be classiﬁed into these task-types. We
also showed how each of these prototypical task-types can be decomposed into a small number of primitive
inference steps. Analogously to established practice in Knowledge Engineering, these results provide a ﬁrst
step towards a methodology for building semantic web applications out of reusable components. We regard
this work indeed as ﬁrst steps towards this goal. We would expect the typology of task-types to grow beyond
the current set of seven to cover a larger corpus of semantic web applications.
1 http://challenge.semanticweb.org/
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Introduction Many preference models are quantitative. These kinds of models are based on utilities; a
utility function determines for each outcome a numerical value of desirability. However, it is difﬁcult to elicit
such models from users. Humans generally express their preferences in a more qualitative way. Therefore,
qualitative preference models would provide a better correspondence with human cognitive representations.
One of the binary preferences in [3] expresses that any state where ϕ is true is strictly better than any
state where ψ is true. If applied to object names, it can express that object i is preferred over object j.
The preference expressed in this way is a very strong kind of preference. It requires that all of i’s relevant
properties are considered more important than j’s properties. The motivation to introduce multi-attribute
preference logic is to enable the speciﬁcation of principles that allow to derive preferences over objects
from their properties in a weaker sense. In most qualitative preference orderings it is possible that i has at
least one property that is considered more important than a property that j has but j is still preferred over
i. Moreover, the logic should provide the means to derive a preference of one object over another from a
speciﬁcation of the properties of these objects and an importance ranking associated with these properties.
[1, 2] have deﬁned various orderings (called #, ⊺ and κ ordering) to obtain object preferences from
a property ranking, which indicates the relative importance or priority of each property. These orderings
are explained below. The advantage of deﬁning preference orderings in a logic instead of providing settheoretical deﬁnitions is that it formalizes the reasoning about object preferences. From a practical point
of view, the logic allows to provide rigorous formal proofs for object preferences derived from property
rankings. From a theoretical point of view, it provides the tools to reason about preference orderings and
allows, for example, to prove that whenever an object is preferred over another by the ⊺ ordering it also is
preferred by the # ordering.
Preference orderings For the # ordering, ﬁrst consider the most important property. If some object has
that property and another does not, then the ﬁrst is preferred over the second. If two objects both have the
property or if neither of them has it, the next property is considered.
For the ⊺ ordering, consider the highest ranked or most important property that is satisﬁed. If that
property of one object is ranked higher than that of another object, then the ﬁrst object is preferred over the
second. If those properties are equally ranked, then both objects are equally preferred.
For the κ ordering, consider the most important property that is not satisﬁed. If that property of one
object is less important than the property of another object, then the ﬁrst object is preferred over the second.
If those properties are equally important, then both objects are equally preferred.
Multi-attribute preference logic We propose a modal logic that extends binary preference logic as presented in [3] with names for objects and a modal operator to characterize properties or attributes. This
language extension allows us to talk about properties, objects and associated preferences explicitly.
The basic concepts in the semantics for MPL are objects and properties those objects may have. This
is visualized in Figure 1. Properties are naturally represented by sets of worlds in modal semantics, which
we call clusters. As we want to use properties to classify the ranking of objects, properties are ordered in
correspondence with their relative importance; such an order is called a property ranking.
Objects are identiﬁed with particular sets of worlds. The idea is that we can derive the properties of an
object from the worlds which deﬁne the object. To ensure that objects are coherent, that is, have a uniquely
∗ This

is an abstract of [4]. More information about the ideas in this abstract and references to relevant literature can be found there.
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deﬁned set of properties, the worlds that deﬁne the object need to be copies of each other. A world is a
copy of another world if it assigns the same truth values to propositional atoms. The general idea is that the
worlds that constitute an object act as representatives for that object in a certain property cluster. So for each
object, there is a world for each property in the property ranking that the object has.
The language of MPL consists of a propositional part (with standard syntax and semantics) and
C (affordable) C (closeToWork)
C (large) C (¬(affordable ∨
several modal operators. Object names (e.g. i, j)
closeToWork ∨ large))
are nullary modal operators that are only true in
a
w1
w2
w3
worlds belonging to one and the same object. ◻≤ ,
<
=
≤
<
=
◻ and ◻ (with duals ◇ , ◇ and ◇ ) are stanb
w4
w5
dard modal operators with associated accessibility
c
relations derived from a given total preorder on
w6
w7
worlds. U (with dual E) is the global modal operd
w8
ator. ◻≠ (with dual ◇≠ ) inspects all worlds that are
≻
≻
≻
not equally ranked as the current world, and moree
w9
w10
over, that do not have copies that are equally ranked
f
as the current world.
w11
A cluster, which is a set of worlds that are
g
w12
ranked equally, is said to characterize a property ϕ
(denoted C(ϕ)) if ϕ is true in all objects that are
h
w13
represented in that cluster, and all objects that satisfy ϕ are represented in that cluster; C(ϕ) is deﬁned as ◻= ϕ ∧ ◻≠ ¬ϕ. The operator C allows us to
Figure 1: Visualization of an MPL model
express a property ranking in MPL. In the model
in Figure 1, the clusters characterize three desired
pref⊺ (i, j) ∶∶= E(i ∧ ¬ ◇= j ∧ ◻< (¬i ∧ ¬j))
properties of houses, and a fourth property of not
prefκ (i, j) ∶∶= E(i ∧ ¬ ◇= j ∧ ◻< (◇= i ∧ ◇= j))
having any of the three desired properties.
All preference orderings above can be deﬁned
pref# (i, j) ∶∶= E(i ∧ ¬ ◇= j ∧ ◻< (◇= i ↔ ◇= j))
in multi-attribute preference logic in such a way
that they are equivalent to those of [1]. The deﬁFigure 2: Preference ordering deﬁnitions
nitions are displayed in Figure 2. For example, the
deﬁnition of the # ordering states that an object i
is preferred over j if there is a world that belongs to object i, there is no world belonging to object j in the
same cluster, and for all more important clusters, either both i and j are represented in that cluster or neither
is. Without going into detail, it can be seen that when an object is preferred to another according to the κ
ordering, it is also preferred according to the # ordering.
A ranked knowledge base, which is Brewka’s version of a property ranking, can be translated into multiattibute preference logic in such a way that every multi-attribute preference model that is a model of the
translation yields the same preference ordering as the original ranked knowledge base.
Future work Issues to explore further include dependencies between attributes, incomplete information
and preferences, and preference change. We will also focus on argument-based reasoning. This is a natural
way to reason, and it might be better equipped to deal with inconsistent, incomplete or changing beliefs and
preferences. Moreover, it provides a computational approach to derive preferences. Eventually, our aim is to
integrate an expressive preference language into a larger negotiation framework. This framework will also
contain associated strategies for negotiation and will be the core of a negotiation support system.
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Abstract
Some auction mechanisms can be shown to be efficient and strategy-proof. However, they generally
require that the preferences of at least one side of the auction are publicly known. However, sometimes it is
very costly, impossible, or undesirable to publicly announce such preferences. It thus is interesting to find
methods that do not impose this constraint but still approximate the outcome of the auction. In this paper
we show that a multi-round multi-party negotiation protocol may be used to this end if the negotiating
agents are capable of learning opponent preferences. The latter condition can be met by current state of
the art negotiation technology. We show that this protocol approximates the theoretical outcome predicted
by a so-called Qualitative Vickrey auction mechanism (even) on a complex multi-issue domain.

1

Introduction

There are many different types of auctions, for which it is possible to show that they have nice theoretical
properties. However, some of the mechanisms proposed also require constraints to be in place which are
not easy to meet in practice. This is particularly true for auctions which may result in complex, multiissue outcomes. It thus becomes interesting to look for alternative methods that may be used that guarantee
outcomes that approximate the auction mechanism. In this paper, we study a particular auction mechanism
called a Qualitative Vickrey Auction (QVA) [1]. This is a generalization of the well-known Vickrey auction
to a general complex multi-issue setting where payments are not essential.
The QVA studied here is particularly useful in a context where a single buyer tries to obtain a complex
deal with one out of many sellers that are interested in making such a deal. An example is a buyer that is
interested in buying a supercomputer. A range of potential suppliers is available that may provide a supercomputer. Apart from price, which may be fixed by a budget and therefore less interesting, supercomputers
have many features (processing speed, memory, etc.) that need to be settled. Such a deal thus is complex as
many issues have to be agreed upon. The QVA mechanism obtains a Pareto-efficient outcome that involves
the seller that can make the best deal still acceptable to him. The mechanism requires that the buyer publicly announces her preferences. This is, however, hard to realize in practice for various reasons: the buyer
may not know the complete domain of possible outcomes, it may be hard to specify all preferences over a
complex set of outcomes, or the buyer may not want to publicly reveal all her preferences in complete detail.
In this paper, we show that the theoretical outcome predicted by the QVA mechanism can be approximated by a specific negotiation protocol. The only assumption that we need to make to obtain this result is
that the negotiating agents are able to learn the preferences of their opponents during a single negotiation
session. Techniques to do so are available [2], making our proposal one that can be implemented given the
current state of the art in negotiation. The idea introduced here is that a protocol that consists of multiple
negotiation rounds in which sellers are provided an opportunity to outbid the winner of the previous round
may be used to approximate the QVA.
1 Originally appeared in: K. V. Hindriks, D. Tykhonov and M. de Weerdt, ”Approximating the Qualitative Vickrey Auction by a
Negotiation Protocol”, In: Proc. of The Eleventh Int. Workshop on Agent Mediated Electronic Commerce (AMEC 2009), May 2009
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2 Negotiation Protocols

Using bilateral negotiation based on a simple alternating offers protocol between the buyer and each of the
sellers does not by itself take the fact into account that multiple sellers are contending for a deal with the
seller. To incorporate this fact, we introduce a protocol that consists of multiple rounds of bilateral negotiations between the buyer and the sellers. After each round, the buyer communicates the winning agreement of
that round to the sellers that did not win. All of the sellers then are provided with the opportunity to improve
the agreement they reached with the buyer in the last round in a next round of negotiation sessions. A seller
will do so if he can make an offer that has a utility value above his reservation value, and that he thinks has
a higher utility to the buyer than the winning agreement of the last round. Negotiation is therefore assumed
to resume for the seller in a next round, starting with the agreement reached in the last round. This process
continues until no seller is prepared to negotiate in a next round to improve their last offer. The winning
agreement of the last round then is the final agreement of the negotiation process.
It is advantageous for a seller to learn the buyer’s preferences in this process, because this can be used to
reach an agreement that satisfies the buyer as best as possible while at the same time maximizing the utility
for the seller itself. Such an opponent model can be used to assess if an offer can be made that has the same
utility value as the winning agreement from the point of view of the seller but that has a higher utility for
the buyer. Only if such an offer cannot be made, an additional concession has to be made. The size of the
negotiation space is decreased in every next round due to the fact that the buyer will only accept offers that
improve the winning agreement reached in previous round. This process forces the final agreement closer to
that of the reservation value of the sellers, in line with the dominant strategy sellers have in the QVA.
The same protocol can also be applied without informing sellers about intermediate agreements. In this
case, the buyer only indicates to a seller that it did not win in the last round. The winning agreement of
the previous round thus can no longer be used as a reference point that needs to be improved upon from
the buyer’s point of view, and a seller instead continues negotiation in the next round with the agreement
it reached itself in the previous round. As a result, the sellers have less information on how to outbid the
winning seller of the previous round. Still, the buyer does have this information as it knows the winning
agreement of the previous round and, therefore, would only accept offers of a seller that improve the winning
agreement of the previous round. The agreement reached without revealing the winning agreement in each
round converges to that of the theoretical outcome of the QVA, assuming the negotiating parties are able to
learn the preferences of their opponent. As the sellers have less information in this second setup, they will
have more difficulty in proposing offers that improve the winning agreement of previous rounds and more
rounds may be needed to explore options to find such offers. When the negotiation protocol terminates and a
final agreement is reached, this agreement is made public in order to allow sellers to verify that the buyer has
not manipulated the process. This is sufficient for sellers that have a reasonable opponent model to assess
whether the process has been fair, as they can check whether they believe they could have improved this
final agreement to obtain a deal.

3 Conclusion

In this paper we proposed and experimentally validated two setups based on multi-round negotiations that
are capable of approximating the Qualitative Vickrey Auction (QVA), obtaining a (near) Pareto-efficient
outcome where the best seller wins (in the eyes of the buyer). In both setups the buyer as well as the sellers
can use any reasonable negotiation strategy. The protocol proposed introduces multiple negotiation rounds
in which sellers that lost in the previous round are given an opportunity to improve their offers and possibly
outbid the winner. We showed experimentally that both setups converge to the results of the QVA.
The results of the second experiment indicate that even if no information is made public until the end of
the negotiation the protocol converges to the results of the QVA. The number of rounds needed to find the
winning contract is, however, significantly higher than in the first setup. This can be explained by the fact
that sellers have no information about the winning agreement of the previous negotiation round and would
have to make several offers before they can outbid the winner.
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Abstract

Land use regulations are an important but often underrated legal domain. Especially in densely populated
regions such as the Netherlands, spatial plans have a profound impact on both (local) governments and
citizens alike. Given the prominence of maps in spatial plans, in order to improve access to these regulations
a combination of existing technology for disclosing legal texts with that currently available in geographical
information systems seems inevitable.
This paper presents an approach for specifying spatial norms using Semantic Web technology that enables an intuitive way of visualising their effects: map based legal case assessment. Users can see what is
allowed and what not in specific areas on the map, they can represent a (simple) case by selecting or drawing
an area on the map. Given a designation for that area, they can have the system assess whether this is allowed
or not. The same solution also enables the comparison of two or more sets of spatial norms that govern the
same region, e.g. coming from a municipality and the province it is part of. We demonstrate a practical use
of the case assessment method specified in [3] using OWL 2 DL, and present a prototype system that provides a partial implementation of the approach. The system relies on two web services: a SPARQL endpoint,
allowing the querying of our Sesame RDF repository, and a WFS service (Web Feature Service), that allows
us to retrieve geospatial information from a GeoServer installation. GeoServer is specifically designed to
store and reason on polygons, and supports the determination of certain spatial relations between features,
allowing us to represent relations such as e.g. la:overlaps, and la:next to as queries on the WFS service. The
result of these queries can be added as relations to the RDF repository. Reasoning services are provided
through the SwiftOWLIM inference layer on the Sesame repository.1 Results are shown on top of a map
using the Google Maps API.
Arguably, the use of a restricted language as OWL DL may pose some problems for the representation
of regulations. Firstly, certain aspects of legal reasoning may be hard or impossible to represent using a
language that depends on monotonic reasoning. But our earlier work has shown that a significant portion of
exceptions between norms, such as lex specialis, can be dealt with without resorting to defeasible representations. A second problem is the complexity of the world that is governed by law. To retain decidability, OWL
2 DL is restricted to models that have the ‘tree property’: situations that describe complex configurations of
multiple objects can be only approximately defined in DL [1]. However, the domain itself is otherwise at a
relatively high level of abstraction that excludes the complex structures found in domains such as biology
and engineering, and complex spatial reasoning can be delegated to a geoserver.
The normative content of spatial plans is represented by specifying OWL descriptions of those situations,
e.g. regions, that are allowed or disallowed by a spatial plan. Suppose we have two types of land use:
ex:Industry and ex:Nature, both of which are subclasses of the general class of la:Land Use:
ex:Industry
ex:Nature
1 SwiftOWLIM

v

v

provides a limited subset of OWL DL inferences.

la:Land Use
la:Land Use
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Correspondingly we define two regions, ex:IndustryRegion and ex:NatureRegion, both of which are subclasses

of la:Region:

ex:IndustryRegion
ex:NatureRegion

≡

≡

(la:land use some ex:Industry) u la:Region
(la:land use some ex:Nature) u la:Region

We map the corresponding land use categorisations from the Dutch national standard IMRO by assigning
them as individuals belonging to the respective classes. This representation has a number of benefits, the
most important being that our representation of land use is independent of the categorisation scheme adopted.
For instance, we can map gemet:industry to ex:Industry in the same way, allowing us to specify norms on both
IMRO and GEMET (European thesaurus for environmental information) encoded maps.
norm:NoOverlapIN is a norm that states that an overlap between a nature and an industry region is not allowed. In
simplification of the approach presented in [3], this norm is represented as a subclass of ex:IndustryRegion with the
restriction that the region overlaps with a region of type ex:NatureRegion. This norm is simultaneously defined as a
subclass of norm:ConflictRegion:
norm:NoOverlapIN

≡
v

ex:IndustryRegion u la:overlaps some ex:NatureRegion
norm:ConflictRegion

Should a user specify a region with intended land use ‘industry’ and the geoserver infer this overlaps
with a region with land use ‘nature’ from a spatial plan, the OWL DL reasoner will infer that the user’s
region is an ex:IndustryRegion and a norm:NoOverlapIN. Finally, the system will gather all individuals of the class

norm:ConflictRegion using a simple SPARQL query:

SELECT ?region
WHERE { ?region rdf:type norm:ConflictRegion .}

Because norm:NoOverlapIN is a subclass of norm:ConflictRegion, the user’s region will be bound to the ?region
variable. The system will bring this fact to the attention of the user by highlighting his region on the map.
A drawback of the current representation is that since conflicts are represented at the class level, they cannot be
queried at the instance level. For instance, this means that we currently cannot query the system for all regions that
have a land use which excludes that of a hypothetical new region: the exclusion relations do not hold between the
la:Land Use individuals directly, but are only inferred on the fly, for concrete situations. One option is to add the
hypothetical region to the knowledge base, add la:overlaps relations to all existing regions, and retrieve the detected
conflicts. This is not very efficient, to say the least. A second option is to explicitly assert actual la:excludes overlap
relations between the categories of land use in e.g. IMRO and GEMET. The main drawback of this approach is that it
reintroduces a dependence on these schemas. Ideally, one would therefore like the exclusions between types of land use
specified at the class level, to propagate to all instances of these classes. One way to achieve this is by introducing a
complex combination of OWL 2 DL role chains, self restrictions and the universal property [2]. A similar approach has
been described in [1] in the context of processes and actions, and we are currently investigating its use for the problems
described here.
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Introduction

Anybody with experience in international trade knows that bargaining practices differ across the
world. Models to describe bargaining, are not valid across the world unless culture is taken into account.
‘Culture’ is a notion with many meanings, some of which are contested in some disciplines. However, the
leading paradigm today is widely accepted and used in both practice and academia. According to it,
culture refers to the unwritten rules of society. An agent-based model of bargaining in which the agents
are cultured offers several promises. It can help understand the dynamics of international negotiations in
trade. It could also serve as a training tool for aspiring international traders.
This paper describes an agent-based model for bargaining in the context of trade. The agents follow
common sense strategies such as maximizing gain, seeking good quality, and minimizing risk. But they
also have models of how to behave in an appropriate manner, such as: is it allowable to refuse a
negotiation proposal; may an agent quit if it no longer likes the negotiation; must a serious concession be
shown in each bid; is cheating allowed if the partner is not paying attention? These models are based on
Hofstede’s five dimensions of culture (see [2] for an explanation of these dimensions).
For the agents’ negotiation strategy we chose the ABMP architecture of Jonker and Treur [3]. It is
based on comparing the utility of bids. The present paper applies the utility function proposed by
Tykhonov et al. [4]. It covers the relevant aspects mentioned above (business value, quality and risk):
U(b,a,p) = wP,apP(b,a,p) + wQ,apQ(b,a) + wR,apR(b,a,p)

(1)

U(b,a,p) stands for the utility that agent a expects from bid b made by agent p. P(b,a,p) reflects a’s belief
about the economic value of the transaction. It is calculated as the profit expected from the transaction in
case of cooperation, minus the estimated risk of the transaction. Q(b,a) reflects the subjective valuation of
the quality attribute of the proposed transaction, in addition to the market value, e.g. a trader may prefer
trading biologically grown food, even if more profit may be made with traditionally grown. R(b,a,p)
reflects a’s subjective, risk-averse valuation (in addition to the “rational” risk evaluation included in P).
The ABMP strategy has a number of parameters, with which the behavior of the agent can be tuned.
With respect to the influence of culture, the relevant ABMP parameters are:
- concession factor (how far is the agent is willing to go in making concessions?),
- negotiation speed (the extent of concessions the agent typically makes per negotiation round),
- acceptable utility gap size (at what utility difference does the agent accept a partner’s bid?), and
- impatience factor (the inclination to break-off if the partner’s bids are too far away from the expected).
[1] explains how Hofstede’s culture dimensions influence the weight factors in the utility function and
the relevant ABMP parameters (increase or decrease according to scores on Hofstede’s dimensions whish
are given as agent parameters). Furthermore, [1] proposes formal models for the implementation of
culturally differentiated ABMP negotiation in agents.
1

Extended abstract of a paper originally presented at ACAN 2009, Budapest, 12 May 2009 [1].
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Simulation Results

Negotiations are performed in a multi-agent simulation. Eight agents are assigned the role of supplier,
eight agents the role of customer. Agents may select a partner and negotiate purchasing of a commodity
that has either high or basic quality. However, quality is not visible, so the buyer of a high quality product
has to accept risk, i.e. trust the seller. In the current simulation, agents have no information about
partner’s trustworthiness. If they agree on high quality, they implicitly accept the risk of deceit.
Transactions may fail if concession factors cannot bridge the acceptable utility gap, or if impatient agents
find progress too slow. Macro level observables of the simulation are number of successful transactions,
failed negotiations, average duration of negotiations, average quality of transactions, etcetera.
The correct implementation of Hofstede’s model is verified in simulations with agents from imaginary
cultures that differ on only one of the dimensions. Tables 1 and 2 present example results of more
realistic, complex cultures. A high number of successful transactions (table 1) indicates a rapid flow of
trade. Failure of negotiations (table 2) is one of the possible causes that slow trade down. The examples
illustrate that the culture parameters have their effect in the multi-agent simulations. They differentiate
aggregate performance in mono-cultural settings as well as intercultural interactions in a believable way.
Table 1. Number of successful transactions per
run in 16 simulation runs of equal length, each
run with different cultural settings
supplier
culture

customer culture
USA

China

Russia

India

61
65
49
58

45
90
56
61

37
37
59
39

69
53
63
69

USA
China
Russia
India

3

Table 2. Percentage of negotiations that failed
per run in 16 simulation runs of equal length,
each run with different cultural settings
supplier
culture
USA
China
Russia
India

customer culture
USA

China

Russia

India

49
45
61
41

57
17
47
41

69
70
51
66

43
41
41
32

Conclusion

Culturally differentiated negotiating agents are useful in a context where human factors play a role. Social
simulation is an example of such a context. Other application areas may be training and education, and
decision support systems for human negotiations. Cultural differentiation of behavior is less relevant in
situations where the purpose of negotiating agents is to outperform people by rational decision making.
This paper contributes to the understanding of culture’s influence on decision making in business by
exploring the feasibility of Hofstede’s five-dimensional model to simulate believable agents in business.
Preliminary results of the simulation of complex, reality-based cultures give evidence that culture in
agents can be simulated plausibly by applying Hofstede’s model. However, more validation is required
(on the basis of culture and negotiation literature and experiments) and remains for future research.
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Abstract
The application of Semantic Web technologies in an Electronic Commerce environment implies a need
for good support tools. Fast query engines are required for efﬁcient real-time querying of large amounts
of data, usually represented using RDF. We focus on optimizing a special class of SPARQL queries: RDF
chain queries. We devise a genetic algorithm, RCQ-GA, that determines the order in which joins need
to be performed for an efﬁcient evaluation of RDF chain queries. The approach is benchmarked against
a two-phase optimization algorithm, previously proposed in literature. The more complex a query is, the
more RCQ-GA outperforms the benchmark in solution quality, execution time needed, and consistency of
solution quality. When the algorithms are constrained by a time limit, the overall performance of RCQ-GA
compared to the benchmark improves even further.

1

Introduction

Semantic Web technologies are promising enablers for large-scale knowledge-based systems in an Electronic Commerce environment as they facilitate machine-interpretability of data through effective data representation. Fast query engines are needed in order to efﬁciently query large amounts of data in real-time
environments, usually represented using the Resource Description Framework (RDF). RDF sources can be
queried using SPARQL. The execution time of a query depends on the order in which parts of the query
paths are executed. In the context of the Semantic Web, two-phase optimization (2PO) has been proposed
to optimize RDF query paths [5]. However, other algorithms have not yet been used for RDF query path determination, while genetic algorithms (GAs) have proven to be more effective than SA in cases with similar
characteristics [3]. Furthermore, GAs have proven to generate good results in traditional query execution
environments [4]. The main goal we pursue consists of investigating whether an approach based on GAs
outperforms 2PO in RDF query path determination. As a ﬁrst step, we focus on the performance of such
algorithms when optimizing a special class of SPARQL queries, RDF chain queries, on a single source.

2

A Genetic RDF Query Path Determination Algorithm

An RDF model is a collection of RDF facts declared as a collection of triples, each of which consists of a
subject, a predicate, and an object. These triples can be visualized using an RDF graph, which is a node
and directed-arc diagram, in which each triple is represented as a node-arc-node link. The RDF queries we
consider are a speciﬁc subset of SPARQL queries, i.e., chain queries, where the WHERE statement only
contains a set of chained RDF node-arc-node patterns. The order in which these node-arc-node patterns are
joined affects the time needed for executing the query. The challenge is to determine the right join order,
hereby optimizing the overall response time (i.e., minimizing the solution costs).
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We propose to optimize RDF Chain Queries using a Genetic Algorithm: RCQ-GA. A GA is an optimization algorithm simulating biological evolution according to the principle of survival of the ﬁttest. A set
of chromosomes, representing solutions, is exposed to evolution, consisting of selection (choosing individual chromosomes to be part of the next generation), crossovers (creating offspring by combining selected
chromosomes), and mutations (randomly altering selected chromosomes). Evolution is simulated until the
maximum number of iterations is reached or several generations have not yielded any improvement. A chromosome’s ﬁtness can depend on its costs or its rank. In order for a GA to be applicable in RDF query path
determination, the challenge is to ﬁnd a balance between execution time and solution quality. We adopt the
settings best performing in [4], but in an attempt to enforce quicker convergence of the model, we adapt
their algorithm, BushyGenetic (BG), by allowing less generations without improvement and by reducing the
population size. We also replace ranking-based selection with ﬁtness-based selection.
We test our algorithm on a single source, generated using QMap [2], by assessing the performance of
2PO as proposed in [5], the BG algorithm [4], and RCQ-GA. We also assess the impact of a time constraint
on 2PO and RCQ-GA; we employ a time limit of 1 second, as this allows the algorithms to perform at
least a couple of iterations and we assume this to be an acceptable maximum waiting time in a real-time
environment. Each algorithm is tested on chain queries varying in length from 2 to 20 predicates. Each
experiment is iterated 100 times. Overall, the BG algorithm needs the most execution time. For relatively
small chain queries containing up to about 10 predicates, 2PO turns out to be the fastest performing optimization algorithm. For bigger chain queries, RCQ-GA is the fastest performing algorithm. Furthermore,
BG and RCQ-GA tend to ﬁnd better solutions of more consistent quality than 2PO does with respect to the
average costs associated with optimized chain query paths, especially for larger queries. When a time limit
is set, a GA tends to generate solutions of even better quality compared to 2PO. The consistency in solution
quality of RCQ-GA, as opposed to 2PO, is not clearly affected by a time limit.

3

Conclusions

In optimizing query paths for chain queries in a single-source RDF query execution environment, the performance of a GA compared to 2PO is positively correlated with solution space complexity and environmental
restrictiveness (a time limit). In this paper it is shown that in the context of RDF chain queries optimization a
GA outperforms 2PO in solution quality, execution time needed, and consistency of solution quality. As future work, we would like to optimize the parameters of our algorithm, for instance using meta-algorithms [1]
and experiment with our approach in a distributed setting. Also, we plan to experiment with other algorithms,
such as ant colony optimization or particle swarm optimization.
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Abstract
Re-using and combining multiple ontologies on the Web is bound to lead to inconsistencies between the
combined vocabularies. Even many of the ontologies that are in use today turn out to be inconsistent once
some of their implicit knowledge is made explicit. However, robust and efficient methods to deal with
inconsistencies are lacking from current Semantic Web reasoning systems, which are typically based on
classical logic. In earlier papers, we have proposed the use of syntactic relevance functions as a method for
reasoning with inconsistent ontologies. In this paper, we extend that work to the use of semantic distances.
We show how Google distances can be used to develop semantic relevance functions to reason with inconsistent ontologies. In essence we are using the implicit knowledge hidden in the Web for explicit reasoning
purposes. We have implemented this approach as part of the PION reasoning system. We report on experiments with several realistic ontologies. The test results show that a mixed syntactic/semantic approach
can significantly improve reasoning performance over the purely syntactic approach. Furthermore, our
methods allow to trade-off computational cost for inferential completeness. Our experiment shows that
we only have to give up a little quality to obtain a high performance gain.

1

Introduciton

A key ingredient of the Semantic Web vision is avoiding to impose a single ontology. Hence, merging
ontologies is a key step. Earlier experiments have shown that merging multiple ontologies can quickly lead
to inconsistencies. Other studies have shown how migration and evolution also lead to inconsistencies. This
suggests the importance and omnipresence of inconsistencies in ontologies in a truly web-based world.
The classical entailment in logics is explosive: any formula is a logical consequence of a contradiction.
Therefore, conclusions drawn from an inconsistent knowledge base by classical inference may be completely
meaningless. The general task of a system of reasoning with inconsistent ontologies is: given an inconsistent
ontology, return meaningful answers to queries. In [3] we developed a general framework for reasoning with
inconsistent ontologies, in which an answer is “meaningful” if it is supported by a selected consistent subontology of the inconsistent ontology, while its negation is not supported. In that work, we used relevance
based selection functions to obtain meaningful answers. The main idea of the framework is: (1) a relevance
function is used to select some consistent sub-theory from an inconsistent ontology; (2) then we apply
standard reasoning on the selected sub-theory to try and find meaningful answers; (3) if a satisfying answer
cannot be found, the relevance degree of the selection function is made less restrictive, thereby extending
the consistent sub-theory for further reasoning. In this way the system searches for increasingly large subtheories of an inconsistent ontology until the selected sub-theory is large enough to provide an answer, but
not yet so large so as to become itself inconsistent.

2

From syntactic to semantic relevance

In [2], several syntactic relevance based selection functions were developed. However, these approaches
suffer several limitations and disadvantages. As we will show with a simple example later in this paper,
1 The

full version of this paper appears in the Proceedings of the International Semantic Web Conference 2008 (ISWC08).
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such syntactic relevance functions are very sensitive to the accidental syntactic form of an ontology, which
can easily lead to undesired conclusions on one syntactic form. A simple semantics preserving syntactic
reformulation would have lead to the appropriate conclusion, but such careful design is unrealistic to require
from knowledge engineers.
In this paper, we investigate the approach of semantic relevance selection functions as an improvement
over the syntactic relevance based approach. We will examine the use of co-occurrence in web-pages,
provided by a search engine like Google, as a measure of semantic relevance, assuming that when two
concepts appear more frequently in the same web page, they are semantically more relevant. We will show
that under this intuitive assumption, information provided by a search engine can be used for semantic
relevance based selection functions for reasoning with inconsistent ontologies.
The main contributions of this paper are (1) to define some general formal properties of semantic relevance selection functions, (2) to propose the Google Distance as a particular semantic relevance function,
(3) to provide an implementation of semantic relevance functions for reasoning with inconsistent ontologies
in the PION system, (4) to run experiments with PION to investigate the quality of the obtained results, and
(5) to highlight the cost/performance trade-off that can be obtained using our approach.

3

Google distance as semantic relevance

In [1], the Google Distance is introduced to measure the co-occurrence of two keywords on the Web. Normalised Google Distance (NGD) is introduced to measure the semantic distance between two concepts.
We therefore propose a semantic distance which is measured by the ratio of the summed distance of the
difference between two formulas to the maximal distance between two formulas:
SD(φ, ψ) =

sum{N GD(Ci , Cj )|Ci ∈ C(φ)\C(ψ), Cj ∈ C(ψ)\C(φ)}
(|C(φ)| ∗ |C(ψ)|)

The intuition behind this definition is to sum the semantic distances between all terms that are not shared
between the two formulae, but these must be normalised (divided by the maximum distance possible) to
bring the value back to the [0,1] interval.

4

Conclusions

Our research in this paper is the first attempt to introduce the Google Distance for reasoning with inconsistent ontologies. In essence we are using the implicit knowledge hidden in the Web for explicit reasoning
purposes.
In our experiment we applied our PION implementation to realistic test data. The experiment used a
high-quality ontology that became inconsistent after adding disjointness statements that had the full support
of a group of experts. The test showed that the run-time of informed semantic backtracking is much better
than that of blind syntactic backtracking, while the quality remains comparable. Furthermore the semantic
approach can be parametrised so as to stepwise further improve the run-time with only a very small drop in
quality.
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1

Introduction

2

Policies

Today, many hospitals face great demands to reduce costs and improve quality of service, e.g. by reducing
patient waiting times. In several European countries this is due to the introduction of a free market health care
system, like in the Netherlands. To decrease costs, the occupancy rates of resources need to be increased.
Increasing resource utilization, however, may lead to bottlenecks that cause the blocking of patient ﬂows
and thus increase patient waiting times. Therefore, the efﬁcient allocation of resources is an important issue.
For the optimization of resource management three outcome measures are of interest to the hospital:
patient throughput, i.e. the number of patients discharged from the hospital after treatment, resource costs
and back-up capacity usage. In order to accommodate patients at the appropriate care level, a hospital unit
may open an extra bed or transfer a patient temporarily to another unit until a bed becomes available. A
well-designed hospital resource allocation features high patient throughput at low resource costs and backup capacity usage. A trade-off is needed between these conﬂicting objectives.
To optimize hospital resource management, we apply strategy (or policy) optimization. Policies are
parameterized functions that return an allocation decision. In cooperation with domain experts from the
Catharina Hospital Eindhoven (CHE), the Netherlands, we designed policies that enable dynamic resource
allocations. The policies can be easily understood by health care professionals which is important for implementation and understanding in practice.
Due to the stochastic patient processes and the actual patient ﬂow being the result of resource availability,
an analytical evaluation of a resource allocation is not feasible. Furthermore, changing the structure of the
patient pathways or the underlying probability distributions is non-trivial in an analytical model. Therefore,
we use a simulation tool to evaluate a resource allocation. This simulation tool has been validated recently
and shown to provide an accurate representation of the real world [1]. The decision space comprises allocations for each unit in a hospital. Due to the need of a complex simulation tool for evaluation, the huge
decision space and multiple conﬂicting objectives, evolutionary algorithms (EAs) were chosen as solution
technique, as they are known to be very powerful for multi-objective (MO) optimization.

In our simulation model, we consider the number of allocated resources as free decision variables (i.e.
control variables that impact the performance of the system). The policies that we design therefore return
allocations. More detailed mathematical formulations are given in the full version of this paper.
Static resource allocation policy. The static allocation policy allocates a ﬁxed number of resources to
the different hospital units.
State-dependent allocation policy. A static allocation can do well in a relatively stable environment.
This condition, however, does not hold in hospitals due to the stochastic patient treatment processes. Therefore, we consider dynamic policies that return an allocation for the units in the network, given the current
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state of the units. This allows the resources (i.e. decision variables) to switch and track changes in the
environment (i.e. the optimization problem) dynamically.
Our state-dependent allocation policy is determined by ﬁve parameters: a base resource allocation, two
adjustments, and two utilization thresholds. The current resource allocation is decreased by the ﬁrst adjustment value if the resource utilization rate is below the lower utilization threshold. Similarly, an increase by
the second adjustment value occurs if the resource utilization rate is above the upper utilization threshold.
The state-dependent strategy assumes a large supply and stock of beds, enabling the concurrent in- and
decrease in resource capacity at the different units. In reality, however, bed availability is restricted by
the available staff, in particular the number of personnel needed per bed at a speciﬁc unit. Staff schedules
need to be ﬁxed at least several weeks in advance. The use of stand-by personnel is not common in the
hospital domain. Therefore, a direct implementation of the policy is often not practically feasible. For a
more practically relevant setting, we additionally used a realistic exchange mechanism that is based on ﬁxed
personnel resources. The resources are exchanged among the hospital units to meet the current local need.

3

Optimization results
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For F2-values of above 300 and F1values higher than 120, the static and dynamic policies show similar performance. This can be explained by
the small extent and frequency of allocation adjustments of the dynamic policies obtained for these F1 and F2
values. Since additional demand for care can be met by using back-up capacity, less allocation adjustments
are necessary in these cases. The bed exchange policies show slightly lower performance compared to the
state-dependent policies. The difference is due to the interaction between the hospital units due to which
required allocation adjustments cannot always be fully undertaken.

4 Future work

In future work, we will develop allocation strategies that use more advanced anticipation models of the timedependency effects. Furthermore, we will consider alternative orderings of care levels in the bed exchange
mechanism. Also, we will further explore the settings of the EA in relation to the above extensions.
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In classification, models for predicting the class of future examples are learned on the basis of training data.
The quality of these models depends critically on the quality of this training data. Often, however, training
data is biased in an unacceptable way towards certain groups or classes of objects. Consider, e.g., the
following situation: throughout the years, in a certain organization systematically Black people have been
denied from jobs. As such, the historical employment information of this company concerning recruitment
decisions is biased towards giving jobs to white people while denying jobs from black people. In order
to reduce this type of racial discrimination, states enacted new laws requiring equal job opportunities, and
all organization are enforced to employ minimum quota for Black employees. Suppose now that this same
company wants to partially automate its recruitment strategy by learning a classifier that predicts the most
likely candidates for a job. As the historical recruitment data of the company is biased, a model trained on
this data may show unlawfully prejudiced behavior in future predictions. This partial attitude of the learned
model leads to discriminatory outcomes for future unlabeled data objects. Clearly, even though the data
contains a lot useful information, not taking into account this discrimination will lead to an unacceptable
classifier. In this paper we tackle exactly this problem: How can we train an unbiased classifier when the
training data is biased? Some other real-world situations where this problem is relevant include:
• Even though there is clear historical evidence showing higher accident rates for male drivers, insurance companies are not allowed to discriminate based on gender in many countries. In this case the
historical data is biased towards assigning a higher risk class to male drivers.
• Often, salaries of women are lower than those of men. Nevertheless, when training a classifier in order
to decide in which salary scale to employ a new-hire, it is undesirable to have this inequality in the
learned model.
In above mentioned cases, the training data is biased. Classification models trained on such data will not
fulfill the future requirements. Future data objects must follow a different class label distribution than that of
the training data. So, sometimes impartial classification results are required for future data objects in spite
of having discriminatory training data.
Most of the classification models, however, deal with all the attributes equally when classifying data
objects and take no care about the sensitivity of attributes. Simply removing these discriminatory attributes
(e.g., Ethnicity) from the training data is not enough to solve this problem because often other attributes
will still allow for the identification of the discriminated community. For example, the ethnicity of a person
might be strongly linked with the postal code of his residential area, leading to a classifier with indirect
racial discriminatory behavior based on postal code. This effect and its exploitation is often referred to as
redlining, stemming from the practice of denying or increasing services such as, e.g., mortgages or health
care to residents in certain often racially determined areas. The term redlining was coined in the late 1960s
by community activists in Chicago2 . Different experiments conducted by the authors of [4] and ourselves
support this claim: even after removing the discriminatory attributes from the dataset discrimination persists.
In this paper, we introduce a classification model which is learnt on biased training data but works
impartially for future data and refer to this model as Classification with No Discrimination (CND). CND
assumes that historical data knowing to contain discrimination is available. Our approach consists of first
1 Extended abstract of the paper: F. Kamiran and T. Calders. Classifying without discriminating. In IEEE International Conference
on Computer, Control & Communication (IEEE-IC4). IEEE press, 2009.
2 Source: http://en.wikipedia.org/wiki/Redlining, September 30th, 2008
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“massaging” the data to remove the discrimination with the least possible changes. For massaging the data,
CND learns a (biased) ranker for predicting the class attribute without taking into account the discriminatory
attribute. This ranker will then be used to rank the data objects according to their probability of being in the
desired class, e.g., job = yes. Any ranking algorithm may be used, but for the experiments in [2], we used
a Naive Bayesian classifier for calculating the class probability of each data tuple. To this end, the class
labels of the most likely victims (training instances of the discriminated community with a negative label but
a high positive class probability) and profiters (training instances of the favored community with a positive
label but a low positive class probability) will be changed. In our job application example, the list of Victims
will consist of all Black applicants with good probability of getting the job but negative label. Similarly
the list of profiters will contain those white people with positive label but low probability. The modified
data is then used for learning a classifier with no discrimination for future decisions. The fact that the final
model is then learned on the cleaned, non-discriminatory data reduces the prejudicial behavior for future
classification. Obviously, changing the training data might result in lower accuracy scores. Nevertheless, as
we try to keep the changes as minimal and least intrusive as possible, the trade-off between accuracy and
non-discrimination will be minimal.
The CND method was implemented and tested on a the German Credit Dataset available in the UCI
ML-repository [3] for our experiments. The dataset has 1000 instances which classify the bank account
holders into credit class Good or Bad. In our experiments, we compare the following two approaches:
1. Our proposed approach; i.e., we will use CND for massaging the training data to make it discrimination free. The ranking function will be based on a Naive Bayesian model learned on the raw data.
Then we learn a Naive Bayesian classifier CND on the discrimination-free data.
2. For reasons of comparison, we also learn a Naive Bayesian classifier directly on the original data
without massaging. We refer to this second approach as “Classification without the Massaging”. We
further explore the problem of discrimination in [1].
We find that CND classifies the future data with minimum discrimination. Though the discriminatory behavior of the classification models is affected by the change of discrimination level in the data, CND always
shows more impartiality as compared to the Classification without Massaging.
So, we conclude that the notion of discrimination is non trivial and poses ethical and legal issues as
well as obstacles in practical applications. CND provides us with a simple yet powerful starting point for
the solution of the discrimination problem. CND classifies the future data (both discriminatory and non
discriminatory) with minimum discrimination and high accuracy. It also addresses the problem of redlining.
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1

Introduction

Decision making has since long been an area of interest to scholars from all kinds of disciplines: psychology,
sociology, economics and more recently, computer science. A lot of research focuses on ﬁnding, isolating
and formalizing the factors that are involved in decision making processes of both humans and software
agents. The Colored Trails (CT) framework [2] is designed to aid researchers in this purpose. CT is a
testbed developed (i) to study interaction between multiple actors (humans or software agents) in a dynamic
environment and (ii) to study and model both human and agent decision making. In the current implementation of CT, agents lack the explanatory power to help understand the reasoning processes involved
in decision making. In order to gain more insights into the actual reasoning processes that lie behind a
decision of a software agent, the agents must be endowed with a richer model of reasoning. Agents can be
constructed to reason with abstract concepts such as beliefs, goals, plans and events. These types of agents
are often referred to as Belief, Desire and Intention (BDI) agents. 2APL (pronounced double-a-p-l) is a
practical agent programming language designed to implement BDI agents [1]. The 2APL platform, used to
evaluate 2APL agents in agent-agent scenarios, is however not very suitable for human-agent interaction.
This paper presents middleware called CTAPL that combines the strengths of both the 2APL platform and
the CT framework by letting BDI agents that are written in 2APL interact with humans and other software
agents in CT. CTAPL enables researchers to study interaction between software agents and humans in a
broad range of domains and to take advantage of the explanatory power the BDI approach offers.

2

CTAPL

CTAPL is a platform designed for the implementation of various interaction scenarios between BDI agents,
algorithmic agents, humans and heterogeneous groups. CTAPL extends the existing CT framework by
making it possible to incorporate BDI based software agents written in the practical programming language
2APL into any CT scenario. This is beneﬁcial for researchers in the ﬁeld of decision making because BDI
models allow clear functional decompositions with clear and retractable reasoning patterns. Additionally,
BDI agents use ‘mental attitudes’ such as beliefs and intentions, resembling the kind of reasoning that
humans use in our everyday lives. Taken together, BDI agents provide more helpful feedback and more
explanatory power than agents lacking a BDI structure. Furthermore, the BDI approach has proved valuable
for the design of agents that operate in dynamic environments. It offers a higher level of abstraction by
explicitly allowing beliefs to have a direct impact upon the agents behavior. This ensures that the agents can
respond ﬂexibly to changing circumstances despite incomplete information about the state of the world and
the agents in it.
Figure 1 shows the conceptual design of CTAPL. The top layer represents the 2APL platform. It consists
of a server and one or more BDI agents (A1 . . . Ai ). The bottom layer represents the CT framework, with
software agents and human actors. GA1 . . . GAi are hooks in CT that allow the BDI agents to communicate
with the CT environment. Each agent An thus corresponds with hook GAn . The 2APL platform is extended
∗ For

the full paper, please refer to [3].
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by an external environment that instantiates (i) the hooks for each 2APL agent and (ii) a Java Thread that
continually listens whether agents have received any new messages from the server.

Figure 1:

3

The conceptual design of CTAPL

Conclusions and Future Work

Typically in BDI models, concepts such as ‘utility’ and ‘uncertainty’ are not included. Future work will
focus on deploying BDI agents in CT scenarios in which agents have to deal with such concepts. Future
research with CTAPL will include (i) building BDI agents that model human decision making processes
in team formation with self-interested agents and (ii) improving the planning mechanism of agents in a
collaborative setting with uncertainty.
The authors have proposed a technical solution for dealing with the explanatory gap that exists when
algorithmic CT agents are used to investigate decision making. We have argued that BDI based agents can
assist in ﬁlling the gap because they use clear and retractable reasoning patterns. This paper has described
new middleware called CTAPL that is designed to combine the strengths of a BDI based agent approach
with the CT testbed for decision making. CTAPL makes three major contributions. First, CTAPL lets BDI
researchers explore existing research domains developed in CT for agent-agent interaction. Secondly, it
gives BDI researchers the opportunity to have BDI agents interact with human players and to use observations from these interactions to improve the agent models. Lastly, it makes it possible for CT researchers
to write agents that can qualitatively reason in terms of beliefs, goals and plans by using the 2APL agent
programming language.
Acknowledgements. We thank Ya’akov (Kobi) Gal and Maarten Engelen for helpful comments and assistance with
the initial setup of CTAPL. This research is funded by the Netherlands Organization for Scientic Research (NWO),
through Veni-grant 639.021.509.
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We study task allocation in multi-agent systems. Task allocation has become a major research topic over
the past years [3]. Here, we are particularly interested in allocation of tasks among firms on industrial,
interfirm markets. These are traditionally studied using transaction cost economics (TCE). However, as has
been widely acknowledged, TCE does not include dynamics of learning, trust and adaptation in its analytical
framework, see, e.g. [2].
In our paper, therefore, we extend TCE with notions of trust and loyalty, dynamics and learning, in what
we call Agent-based Computational Transaction Cost Economics, the application of the Complex Adaptive
Systems (CAS) [1] paradigm to transaction cost economics. In order to be able to do so, we formulate
our new theory at the level of individual agents, where these concepts live. In particular, we design an
agent-based model, and our theory’s refutable hypotheses are derived not by deduction as usual, but by
implementing and running our model on a computer.

The Model
TCE takes the ‘transaction’ as its basic unit of analysis, and analyzes which structural forms should be used
for organizing such transactions. If activities are thought of as nodes, and transactions as directed edges
between nodes (showing how the outputs of certain activities are inputs to others), then TCE is essentially
concerned with the partitioning of nodes into subgroups (firms): edges between nodes within the same firm
are organized using hierarchical firm governance (the ‘make’ alternative), while edges between nodes in
different firms are organized across firm boundaries using market governance (the ‘buy’ alternative).
We model interactions between buyers and suppliers on an industrial market, i.e. a market for a component buyers use to produce a final good which they sell on a final goods (consumer) market.2 The buyers
may buy the component from a supplier (‘buy’) or produce it for themselves (‘make’). In our agent-based
model, we let these make-or-buy decisions result from individual agents’ decision making, embedded in a
(Gale-Shapley-type) matching algorithm that operates on buyer- and supplier agents. Agents’ preferences
for transacting with each other are calculated as scores agents assign to each other:
1−αi
i
scoreij = potential profitα
+ τi ,
ij · trustij

where scoreij is the score agent i assigns to agent j, potential profitij is the profit agent i can potentially
make in a transaction with agent j, trustij is agent i’s trust in agent j (which we take as agent i’s subjective
assessment of the probability that potential profit will actually materialize), and τi is agent i’s loyalty.
The preferences based on these scores form the input for the matching algorithm which is executed in
each timestep of the simulation. The buyer also calculates his own score for himself, and considers any
supplier unacceptable who scores lower than this. This then may lead to the buyer being matched to himself
(and making) rather than to a supplier. To incorporate dynamics and learning, finally, we let the agents
update their trust in partners as well as their values for αi and τi (loyalty) using a simple reinforcement
learning algorithm.
1 Our

paper was published in: J. Sichman, K. Decker, C. Sierra and C. Castelfranchi (eds.), Proceedings AAMAS 2009, p. 465–472.
and the terms ‘seller’ and ‘consumer’ for the agents
on the final goods market. A buyer on the industrial market is a seller on the final goods market.
2 We use the terms ‘buyer’ and ‘supplier’ for the agents on the industrial market,
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Experiments
We performed experiments with 10 suppliers and 30 buyers in the market, and varied final goods market
conditions through the level of product differentiation d. The more differentiated the buyers’ products on
the final goods market are, the more specific to a certain buyer a supplier’s production will be, the less
opportunities for economies of scale are present, and the more buyers will therefore choose to make rather
than buy. Figure 1 shows that our simulations reproduce this phenomenon, which validates our model.

Figure 1: Fraction of production made (not bought) by the buyers.
Of course, the added value of our theory lies in its ability to make statements about the level of individual
agents, unlike existing economic theory. In particular, we are able to state hypotheses about, e.g. network
formation processes. Figure 2 shows some of these results. Figure 2(a) shows that with low d, most buyers

(a) d = 0.4.

(b) d = 0.7.

Figure 2: The buyers’ indegree (2(a)) and the suppliers outdegree (2(b)).
buy from highly efficient suppliers (having 4 buyers each). With high d, Figure 2(a) shows that many
suppliers survive who supply to relatively small numbers of buyers. The buyers aren’t able to coordinate in
groups of 4 at 1 supplier per group.
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Abstract
A hypermedia application offers its users much freedom to navigate through a large hyperspace. Adaptive
Hypermedia (AH) offers personalized content, presentation and navigation support. Many Adaptive
Hypermedia Systems (AHS) are tightly integrated with one specific application and/or use a limited
number of techniques and methods. This makes it difficult to capture all of them in one generic model. In
this paper we examine adaptation questions stated in the very beginning of the adaptive hypermedia era
and elaborate on their recent interpretations. We will reconsider design issues for application independent
generic adaptive hypermedia systems, review open questions of system extensibility introduced in
adjacent research fields and try to come up with an up-to-date taxonomy of adaptation techniques and an
extensive set of requirements for a new adaptive system reference model or architecture, to be developed
in the future.1

Introduction
The research field of adaptive hypermedia and adaptive web-based information systems (AHS for short)
has been growing rapidly during the past fifteen years and this has resulted in new terms, models,
methodologies and a plethora of new systems1. Adaptive systems are becoming more popular as tools for
user-driven access to information. Adaptation of an information system or service to a user has been
proven to be a powerful and useful concept [1]. It is particularly helpful for the reduction of the
information overload which is frequently experienced on the Internet or a large scale information system.
Since this explosion in the AHS area, only a few general overviews of the field have been made to
capture all up-to-date techniques, methods, approaches and applications. The latest was Brusilovsky’s
paper [1] that presented an updated survey of adaptive hypermedia methods and techniques. In parallel a
first reference model for adaptive hypermedia applications, called AHAM [2] was defined.
In this work we provide a comprehensive overview of AH methods and techniques since their
introduction 12 years ago and at the same time also come up with a set of requirements and a modular
structure that can be used to update the first generic AH model AHAM that was introduces 10 years ago.

AH Methods and Techniques
AH techniques and methods refer to methods of providing adaptation and their generalization
correspondingly. Both techniques and methods can be applied to content, presentation and navigation
adaptation. In [3] adaptation to presentation was not considered separately. In this paper we distinguish
adaptive presentation far beyond Brusilovsky’s content and navigation techniques. Namely, we
differentiate the three forms of adaptation: content adaptation, adaptive navigation and adaptive
presentation support.
1

An interested reader can find the full version of this work in
E. Knutov, P. De Bra and M. Pechenizkiy. AH 12 Years Later: a Comprehensive Survey of Adaptive Hypermedia
Methods and Techniques, New Review of Hypermedia and Multimedia 15(1), Taylor & Francis, UK, 2009.
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Summarizing new trends for a vision of future generic AHS
Giving a review of existing and new approaches to building an AH system, and revisiting Adaptive
Methods and Techniques we summarize our vision on the future that will result in an updated AHS
reference architecture, highlighting key points, which will incorporate new trends in AH research to
provide greater adaptivity and flexibility of the system.
Ontologies. In many AHS authors create not only the information space but also the concept space for
applications. In order to start combining the adaptation from different applications, taking advantage of
what one AHS has learnt about the user in another AHS, the meaning of the concepts must be agreed
upon. Therefore, instead of arbitrary conceptual structures adaptive applications are becoming based on
ontologies. Combining the user models and the adaptation from different applications based on the same
ontology is a feasible problem, but when different ontologies are used, the problem of ontology mapping
must be tackled first, making the reasoning on the Semantic Web within the boundaries of AH field more
challenging.
Open corpus adaptation. Most AHS deal with a known set of information items, whether it is a single
course, a “bookshelf” or a whole encyclopedia. In such applications a concept space can be mapped onto
the document space by the author. Even though open corpus is not a completely new research field,
adaptive applications increasingly consider open corpus adaptation, where resources come from search
results in large and dynamic learning object repositories or from a Web search engine. In order to perform
adaptation to an unknown document space, the mapping between concepts and documents can only be
done at run-time, bringing the fields of hypermedia, databases and information retrieval together.
Group adaptation. With few exceptions AHS perform adaptation to individual users. However this
process can be significantly extended by taking into account actions undertaken by other users and the
adaptation has been performed for other users, perhaps with a similar profile or belonging to the same
(manually or automatically created) group. Determining the best partitioning of users into groups (that
can be also done through collaborative tools adapted to each group features) and finally fitting this within
adaptation model is another challenge and subject of ongoing research.
Data mining. The behaviour of user groups may provide information that can be used to improve the
navigation structure of an application. Data mining is a valuable tool in this respect. For example,
clustering users into groups based on their navigational patterns can be used to automatically suggest
hyperlinks or products to a user or customer, based on the common interests of the members of the group.
Higher order adaptation. We are beginning to see applications that not only monitor the user’s
behaviour in order to perform adaptation, but also to decide to adapt the adaptation behaviour. Monitoring
the user and the adaptation process will allow systems to deduce (in)directly how to refine existing rules
or construct new ones.
Context awareness. On the one hand shifting from Application Model to Context Awareness will help
to decouple and make AH systems and applications less integrated with and dependent upon the
environment in which they are used. On the other hand considering a context model will allow the system
to be sensitive and adapt in many other ways, rather than following a certain number of fixed adaptation
rules. In this respect adaptation to context may also be referred to as a higher order of adaptation,
providing monitored results to devise new rules in a particular context.
Multimedia adaptation. We mention the possibility of mapping existing content adaptation
techniques on multimedia content, which results in a certain level of technique abstraction irrespectively
to a content type. Future systems should provision this content type independence at every application
level: authoring, adaptive engine or presentation generation.
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Abstract
We propose a novel approach to intelligent tutoring gaming simulations designed for both educational and
inquiry purposes in complex multi-actor systems such as infrastructures or markets. Rather than letting
students perform guided role-play, the idea is to guide students as they construct, learn about and exchange
delegate agents to test operations strategies in various simulated scenarios. While various technologies for
end-user agent modeling and intelligent tutoring for ill-defined domains already exist, they are yet to be
combined into a single intelligent simulation platform. We propose users construct the behaviors for their
delegate agents at their own level of expertise. That is, simply selecting and adjusting some predefined
agent behavior, shaping the desired behavior as it evolves in user-defined train scenarios, enacting example
behavior for the agents to imitate, or building the behavior model in detail with simplified programming
languages. The envisioned platform is a low-threshold interface for knowledge exchange and discovery
where learning takes place between students, from agent to student and vice versa.

Why Students Should Model Agents
We are interested in combining intelligent tutoring and agent modeling in ill-defined domains such as operations management in infrastructures and marketplaces. We will extend an educational supply chain management game with various agent modeling techniques and intelligent tutoring to test whether students learn
more operations management strategies from creating and comparing different sets of delegate agents, rather
than by performing all operations personally. We believe that such intelligent programming microworlds
hold great potential in complex, informal domains for educational, scientific and societal applications.
Educational settings. Users can design and exchange agents that are able to make many more decisions
than the players could themselves. Since the game simply executes the user-defined agent models and does
not need to wait for user input on each decision, the game environment complexity can increase much further
as players gain experience using a technique called dynamic difficulty adjustment applied in games. Also,
since the behavior is already formalized in a model, the game environment can evaluate the behavior much
more effectively to determine whether learning goals are being achieved and provide suitable challenges or
hints as is done in intelligent tutoring systems.
Scientific Settings. User-defined agent models provide much richer game data to study than a traditional
action history does, since the reasoning behind the actions is also available. One could track changes in the
models, so it may become easier observe whether and when learning occurs. With this formal structure, it
becomes possible to use statistical methods to generalize behavioral patterns from the user-defined models
stored from many sessions and apply these as human representative agents in other simulations.
Societal Settings. An easy-to-use behavior modeling language might open up the realm of multi-agent
simulation besides computer scientists and students to a large audience of lay users. Non-programmer
employees of corporations and governments could still compare and experiment with new strategies in their
particular domain, since the modeling language allows them to understand how the agents behave. Similarly,
individual consumers would be able to define exactly how they would like their negotiator agent to represent
them in for instance electronic markets or legal courts.
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(a) Player adjusts selected behavior

(b) Player rewards behavior to evolve

(c) Player enacts behavior to imitate

(d) Player builds behavior

Figure 1: Serious game concept with four agent behavior modeling approaches.
We conceive our agent modeling game shown in Figure 1 to extend around a simulator which takes as
input some test scenario and several agent models, one for each actor-agent in the scenario, to generate an
interaction trace as output to visualize and provide remedial tutoring. A teacher designs the test scenario,
while students adjust/shape/enact/build models for their actor-agents to succeed in this scenario.
The simplest way for a student to define a delegate agent is to adjust an agent model selected from
an existing set (see Figure 1a). In the shaping mode (see Figure 1b), the objective is to train your agent by
providing increasingly complex tasks that it must learn to solve autonomously using some genetic algorithm.
Here the intelligent agents evolve to optimize a user-defined reward function, before being combined into a
team containing various specialties that will compete with another team in some test scenario. With imitation
(see Figure 1c) students must enact the desired behavior which the intelligent agents will try to duplicate
and generalize into new situations, whereas finally building (see Figure 1d) is the most comprehensive thus
suitable for more experienced students. Separately, these four methods have already been tried and tested
with games and together might form a gradual learning path towards specifying and understanding various
team behaviors. For a more detailed description of our proposal please refer to the full paper [1].
Acknowledgements This research is funded in part by the Delft University of Technology and in part by
the Next Generation Infrastructure Foundation.
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Introduction

Scheduling airport ground handling (AGH) services is an instance of a multi-project scheduling problem
(MPSP) [1]. In such MPSP, each aircraft turnaround process is a separate project and the ground service
providers that perform the activities of the aircraft turnarounds are the resource managers.
Aircraft and ground service providers at an airport are independent self-interested parties. We propose
a heterogeneous multiagent system (MAS) in which aircraft and ground service providers are modelled
as autonomous agents: project agents and resource agents, respectively. The projects agents make their
scheduling decisions independently of each other, they negotiate with resource agents over the time slots
and associated prices for performing the neccessary activities.
In order to handle the project release uncertainty, we present an online scheduling scheme that reduces
the risk of rescheduling by starting the scheduling process of a project when it is released. Online scheduling
may lead to sub-optimal schedules compared to an offline approach. To compensate for the inefficiencies,
we investigate a cooperative online scheduling scheme.
In a dynamic environment such as AGH, the execution of the project schedules may be invalidated by
various disruptions that extend the durations of activities. As a result, project agents may incur high costs if
they have to reschedule some of their activities. In this context, the insertion of slack time between activities
is a well known solution. The delay cost incurred by the insertion of slack time should balance the expected
rescheduling costs. Since in a dynamic MAS it is hard to analytically calculate optimal slack time between
activities, we propose that agents acquire these slack time using a co-evolutionary learning method.

2

Multiagent scheduling

We employ a MAS scheduling framework with a market-based mechanism in order to enable the autonomous parties to consider their individual interests while making scheduling decisions. In this marketbased mechanism resource agents sell their time slots to project agents. Each time slot reservation corresponds to the schedule of an activity. To negotiation about the schedule, the resource agent first provides a
list of slot offers to the project agent. The price of each slot is calculated based on the value system of the
resource agent. This list of slot offers is then re-evaluated by the project agent which will select the best slot
based on its own preference.

2.1

Cooperative scheduling

We denote the above mechanism a non-cooperative scheduling scheme in which project agents communicate only the information necessary to make a slot reservation, no additional information is revealed. In
1 The full version of this paper appeared in: Proc. of 8th Int. Conf. on Autonomous Agents and Multiagent Systems (AAMAS
2009), Decker, Sichman, Sierra and Castelfranchi (eds.), May, 10-15, 2009, Budapest, Hungary, pp. 537-544.
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Figure 1: MAS Scheduling vs. Heuristics

Figure 2: Aircraft Learning Curves

a cooperative scheduling scheme, agents are willing to share part of their personal information, under the
condition that they don’t suffer any loss from information sharing.
To illustrate the cooperative agent scheduling scheme, we introduce the concept of a secure time window
(STW) for each scheduled activity. An STW starts from the latest scheduled finish time of this activity’s
predecessors, and ends by the earliest scheduled starting time of its successors. Any slot shifting within
this STW will not cause further delay of the project that the activity belongs to. By knowing the STWs
of activities, resource agents are given more flexibilities to shift the slots for a lower cost. Subsequently,
cheaper slot options are provided to other project agents.

2.2

Learning slack time to handle incidents

Determining optimal slack time is a strategic game with no prior information about the project agents’
payoff matrix. Analytically determining the optimal slack time is an impossible task in such a complex
setting. Instead, agents can gain some experience about their own rewards by playing the game. We have
chosen to use genetic algorithms (GAs) and employ a GA learner within each project agent. Therefore,
project agents are co-evolving their individual strategies. An individual Ii of project agent i is encoded
to represent an unique slack time configuration. To determine the fitness value f (Ii ) of each individual
Ii , we need to run simulations with incidents disrupting the execution of certain activities. While making
scheduling decisions, each project agent will take the slack time configuration into account. The fitness of
an individual is then obtained when the project completes.

3

Experimental results

The performance of our MAS scheduling approaches are evaluated in both deterministic and dynamic environment. In deterministic environment, we compare the generated MAS schedules (both non-cooperative
and cooperative) with those of some well known priority-based centralized heuristic approaches (i.e., FCFS,
MAXTWK, SASP, see [2]). For project agents, we consider the objective of minimizing the project delays;
and resource agents try to level the resource utilization. From the results shown in Figure 1, non-cooperative
approach provides a schedule that is of comparable quality as the centralized heuristic methods. Moreover,
cooperative approach improves the overall schedule and outperforms all other heuristics.
Next we simulate a dynamic airport situation where 6 aircraft schedules their AGH services with minor incidents. Figure 2 shows the learning curves of all aircraft with two sets of GA parameters. These
learning curves show that such online co-evolutionary learning methods is capable of readily absorbing the
uncertainties in the execution of the project activities and converge rapidly to a stable situation.
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Abstract
In the full version of this paper [1] we present a reinforcement learning algorithm with the aim to increase
the autonomous lifetime of a Wireless Sensor Network (WSN) and decrease latency in a decentralized
manner. WSNs are collections of sensor nodes that gather environmental data, where the main challenges are the limited power supply of nodes and the need for decentralized control. To overcome these
challenges, we make each sensor node adopt an algorithm to optimize the efﬁciency of a small group of
surrounding nodes, so that in the end the performance of the whole system is improved. We compare
our approach to conventional ad-hoc networks of different sizes and show that nodes in WSNs are able
to develop an energy saving behaviour on their own and signiﬁcantly reduce network latency, when using
our reinforcement learning algorithm.

1

Introduction

To handle the problems and limitations of contemporary Wireless Sensor Networks (WSNs), we use a reinforcement learning algorithm to optimize the energy efﬁciency of a WSN and reduce its latency in a
decentralized manner. We achieve that by making nodes (hereby regarded as agents) develop energy-saving
schemes by themselves without a central mediator. The idea behind this approach is that agents learn to
reduce the negative effect of their actions on other agents in the system, based on a certain reward function.
We show that when agents learn to optimize their behaviour, they can increase the energy efﬁciency of the
system and signiﬁcantly decrease its latency with minimal communication overhead.
Since communication is the most energy expensive action [2], it is clear that in order to save more energy,
a node should sleep more. However, when sleeping, the node is not able to send or receive any messages,
therefore it increases the latency of the network, i.e., the time it takes for messages to reach the sink. On
the other hand, a node does not need to listen to the channel when no messages are being sent, since it loses
energy in vain. As a result, nodes should learn on their own the number of time slots they should spend
sleeping within a time window.

2

Learning Algorithm

Each agent in the WSN uses a reinforcement learning (RL) algorithm to learn an optimal schedule (i.e.
sleep duration in a frame) that will maximize the energy efﬁciency and minimize the latency of the system
in a decentralized manner. The actions of each agent are restricted to selecting a sleep duration for a given
time window (called a frame). Agents choose their actions according to a probability distribution and use
that action for a certain number of frames, in order to evaluate the effect of that action on the system. This
evaluation is done with respect to neighbouring agents, under the belief that if each agent “cares about
others” that will improve the performance of the whole system. To achieve that, we set the reward signal of
each agent to be equal to the mean efﬁciency of its neighbours. Thus, by optimizing their own behaviour,
agents will increase the performance of their surrounding nodes. After evaluating the effect of its action,
each agent updates its action probabilities using the update rules of a classical learning automaton. This
algorithm allows the learning process to be executed on-line – the algorithm adapts to the topology of the
network and the trafﬁc pattern, which typically cannot be known in advance in order to train nodes off-line.
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Results

We evaluated our algorithm on two random topology networks of the same density, but of different sizes.
We compared the performance of each setting to a network of the same size where agents do not optimize
their behaviour, but rather all sleep the same pre-deﬁned amount of time. In other words we compared the
optimal “non-learning” system to the optimal one with learning.
In both networks we measured a moderate increase in energy efﬁciency and a signiﬁcant decrease in
latency. In the small network (10 nodes, 3 hops) we achieved a 10% increase in energy efﬁciency, while the
maximum latency for a packet was reduced by 70%. The effect of adapting to the trafﬁc pattern was even
more pronounced in the large network (50 nodes, 7 hops), where agents were able to decrease the average
latency by over 70%, resulting in three times more packets delivered to the sink, compared to using ﬁxed
schedules.
It can be concluded from our results, that agents learn to avoid “harming” other agents by adapting to
the trafﬁc pattern and therefore learning the optimal sleep duration in their neighbourhood. In other words,
agents learn to sleep when their neighbours communicate (so as to avoid overhearing); stay awake enough
to forward messages quickly (and thus decrease latency); and yet sleep enough (to ensure longer network
lifetime).

4

Conclusion

In this paper we used a reinforcement learning algorithm to improve the performance of Wireless Sensor
Networks (WSN) in a decentralized manner, in order to prolong the autonomous lifetime of the network and
reduce its latency. We were able to show that when agents in a WSN use an algorithm for optimization,
they can learn to reduce the negative effect of their actions on other agents in the system, without a central
mediator. Our results indicate that both in a small and large network, agents can learn to optimize their
behaviour in order to increase the energy efﬁciency of the system and signiﬁcantly decrease its latency
with minimal communication overhead. Our results outperformed a conventional ad-hoc network, where all
agents equally listen and sleep for a pre-deﬁned amount of time. Thus, based on our experiments we can
conclude that it is more beneﬁcial for the sensor network when nodes learn what actions to take, rather than
follow a pre-deﬁned schedule. In our algorithm each node seeks to improve not only its own efﬁciency, but
also the efﬁciency of its neighbourhood, which ensures that the agents’ goal is aligned with the system goal
of higher energy efﬁciency and lower latency.
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1

Introduction

Large medical ontologies such as SNOMED-CT 1 contain hundreds of thousands of clinical concepts usually
organized in a hierarchy and interconnected by domain speciﬁc relations, together representing the explicit
semantic knowledge describing a medical ﬁeld. Such knowledge can be of great help when developing
intelligent clinical decision support systems that focus on reasoning about patient data within a certain
disease domain. Identifying a disease-centric subdomain of such a large medical ontology is not a trivial
task. The relevant concepts are seldom to be found under one sub-branch of the ontology, instead they
are usually scattered in various branches representing different facets of the domain coverage, e.g. clinical
ﬁndings, procedures, anatomic regions, etc.
In the full paper we describe a study on the identiﬁcation of SNOMED concepts related to breast cancer.
We compare the results of two different methods: (i) the seed query method from [1] was used for extraction
of concepts that are unique to breast cancer, and (ii)the so-called guideline-based method, consisting of
a manual mapping between SNOMED concepts and the important terms from the Dutch national breast
cancer guidelines for identifying relevant concepts with respect to breast cancer. Our experiments show
that the two methods produce a considerable overlap, but they also yield a large degree of complementarity,
and that they identify a subdomain which is considerably smaller than that of the whole medical ontology
(between 0.1%-1%).

2

Two types of disease-centric subdomains

We distinguish two kinds of disease-centric subdomains, namely relevant subdomains and key subdomains,
which consist of relevant terms and key terms respectively.
Relevant Terms A term T is a relevant term for a disease D if it is contained in a source which inﬂuences
decisions on the diagnosis or treatment of D. An example of a term that is relevant to breast-cancer is
“pregnancy”: datasources about breast-cancer (such as guidelines, patient-records, etc.) often contain the
term “pregnancy” because certain treatments (e.g. chemotherapies) are ruled out for pregnant women.
Key terms: A term T is a key term for a disease D if the occurence of T in a datasource S means that S
is surely about D. An example is the term “malignant neoplasm of breast”.
1 http://www.ihtsdo.org/snomed-ct/
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Any key term is of course a relevant term, but not vice versa.
Hypothesis: Our hypothesis is that the seed query method, when seeded properly, will identify only key
concepts, while the manual guideline-based method will identify relevant concepts. From the above deﬁnitions, this hypothesis also implies that the seed-query results should be contained in the guideline-based
results.

3

Methods for identifying disease-centric subdomains

Seed query method to ﬁnd key terms The seed-query method, originally published in [1], is a combination of a lexical and a structural approach. It takes a list of terms (the so-called “seed queries”), which serve
as prior knowledge, to ﬁnd an initial set of breast cancer concepts through lexical mapping to the concepts
in the ontology. This set is then expanded through the hierarchical structure of the ontology, and through
the semantic network of UMLS. Given a set of seed queries, the process is completely automatic, ensuring
repeatibility of the extraction. It also allows for gradual improvement by adjusting the initial set of seed
queries.
Manual mapping of guidelines to ﬁnd relevant terms We used the ofﬁcial guidelines for the treatment
of breast cancer as a source of information to identify the relevant breastcancer-centric subdomain. From
formalised models of the guideline we extracted the names of all treatment plans, as well as all parameters
describing patient data and their possible values in case of enumerated types. The parameters either specify
plan preconditions and intentions or data that can be requested from external sources during guidelines
execution.
Both methods differs from other approaches for the identiﬁcation of relevant subvocabularies that are
available in the literature: they are not based on any *a priori* modularization of the ontology, but instead
select sets of concepts that are speciﬁc for a particular use of a vocabulary.

4

Findings

We have investigated the two methods and our ﬁndings indicate that:
the breastcancer-centric subdomain is indeed only a fraction (< 1%) of all terms in SNOMED
the seed-query method has a high precision, returning only key concepts
the seed-query method has a low recall for returning relevant terms
the guideline-method has a higher recall for relevant terms while still having a high precision for
relevant (but possibly non-key) terms.
• contrary to our prediction, not all key-terms are found by the guideline-method. Close inspection
yieled a number of reasons why this is the case in our experiment:

•
•
•
•

– the guideline covers only procedures for treatment, hence misses diagnostic concepts
– we extracted our concepts only from the recommendations in the guideline, hence missing those
concepts that only appear in the background information
– the guideline does not mention procedures that vary between hospitals
– the guideline is not yet updated with recent insights about molecular and genetic markers for
breastcancer, while these concepts did appear in our seed-queries
Our experiments show that the two methods produce a considerable overlap, but they also yield a large
degree of complementarity, with interesting differences between the sets of terms that they return. The
size of the identiﬁed subdomain is considerably smaller than that of the whole medical ontology (between
0.1%-1%), making the reasoning as well as the maintenance task of such a subdomain much more feasible.
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1

Introduction

One of the high ambitions of the agents programming community is development of a theoretically founded
programming framework enabling creation of cognitive agents, i.e., agents with mental states. A programming language is an engineering tool in the first place and thus it has to provide a toolbox for development
of practical systems. On the other hand, it is desirable to establish a tight relationship of the language with a
formal framework for reasoning about programs written in it. BDI-inspired agent programming languages
(such as AgentSpeak(L)/Jason, 3APL, GOAL, etc.) provide a particular set of agent-oriented features and
bind them to a rule-based computational model of reactive planning. The language designer’s choices thus
impose constraints on the resulting design of agent applications. The state-of-the-art languages enforce a
fixed internal architecture of the agent, as well as a fixed implementation of language constructs for agent’s
beliefs and/or goals, and their mutual relationships.
In this paper, we put forward an alternative approach. On the level of a generic language for programming reactive systems, we propose development of a library of code patterns (macros, templates) whose
semantics refers to various agent-oriented concepts, such as an achievement goal or a maintenance goal.
The generic language of choice is the framework of Behavioural State Machines (BSM) [2] allowing for an
application-specific architecture of an agent system employing heterogeneous KR technologies. The hierarchical structure of subprograms allows to define and instantiate macros which implement agent-oriented
concepts, such as a specific type of a goal. For proving that the execution of instances of such macros indeed
satisfies properties of agent-specific concepts, we introduce Dynamic CTL* (DCTL*), a novel extension of
the full branching time temporal logic CTL* with features of dynamic logic. Finally, to bridge the gap between the flexible but logic-agnostic programming framework and DCTL*, we propose program annotations
in the form of temporal formulae.
The contribution of this work is twofold: 1) we demonstrate an alternative approach to design of an
agent-oriented programming language equipped with a library of high-level agent-oriented constructs, which
an agent developer can further extend according to the specific application needs; and 2) to enable reasoning
about agent programs, we introduce a logic for their verification and proving their properties.

2

Temporal Annotations for BSM

The BSM framework allows us to encode agent programs in terms of compound mental state transformers
(mst’s). Our idea is to use temporal-dynamic logic for reasoning about execution traces in such models.
To bridge the gap between the mental states of a BSM and interpreted states of behavioural models, we
introduce Annotated Behavioural State Machines: BSM enriched with LTL annotations of primitive queries
and updates occurring in the corresponding agent program. The basic methodological assumption behind our
1 The full version of the paper appeared in: Peter Novak and Wojciech Jamroga, Code Patterns for Agent Oriented Programming,
Proceedings of AAMAS’09, pp. 105–112, 2009.
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proposal is as follows: a module supplies a set of primitive queries and updates, i.e., a repository of basic
tests and procedures for agent programming. Annotations provide an interpretation of these from logicagnostic programming languages into a single language for reasoning about properties of agent programs.
The interpretation of compound programs can be derived from the basic annotations by using a predefined
scheme.

2.1

The Logics: LTL and DCTL*

2.2

Annotated BSM’s

LTL enables reasoning about properties of execution traces by means of temporal operators g (in the next
moment) and U (until). Additional operators ♦ (sometime in the future) and  (always in the future) can
be defined as ♦ϕ ≡ > U ϕ and ϕ ≡ ¬♦¬ϕ. We use a version of LTL that includes the “chop” operator
C because of the nature of sequential composition of mental state transformers. Since each annotation is
assigned to a particular mst, there is no point in referring to the mst when we write the annotations. However,
a richer logic is needed for reasoning about programs and their relationships: namely one which allows to
address a particular program explicitly. To this end, we propose an extension of the branching-time logic
CTL* with explicit quantification over program executions. In the extension, [τ ] stands for “for all executions
of τ ”; “there is an execution of τ ” can be defined as hτ iϕ ≡ ¬[τ ]¬ϕ. As the agenda of the logic resembles
that of “dynamic LTL” from [1], we call our logic “Dynamic CTL*”, DCTL* in short.

An annotated BSM is a BSM enhanced by an annotation function A assigning an LTL annotation to each
primitive query and update occurring in it. Annotations of primitive queries and mst’s are provided by agent
developer(s), according to their insight and expertise. Given a complex mst τ , its annotation is determined
by combining the annotations of its subprograms with respect to the outermost operator in τ .
Annotations are not intended to be just arbitrary logical formulae; they should capture the relevant
aspects of the queries and programs that they are assigned to.

3

Code Patterns

The relationship between the programming framework of BSM and DCTL* allows us to finally consider
several code patterns useful in agent-oriented programming. The logic can be then used to prove that the
code patterns indeed implement the concept they are supposed to capture. As an example, consider the
following code pattern:
define TRIGGER(ϕG , τ )
when  G ϕG then τ
end

that triggers capability τ whenever goal formula ϕG can be derived from the agent’s goal base. It can
be shown that when the agent has a goal ϕG , then iterated execution of TRIGGER eventually leads to a
temporal pattern that displays the characteristics of τ . Formally:
[τ ]A(τ ) ⇒ (A( G ϕG ) → [TRIGGER(ϕG , τ )∗ ]♦A(τ )).
For our analysis of more sophisticated code patterns implementing various types of goals, we refer to the
full version of the paper.
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1 Argumentation Mining
The aim of argumentation mining is to detect the argumentation in a text document. This implies the detection of all the arguments involved in the argumentation process, their individual or local structure, i.e.
rhetorical or argumentative relationships between their propositions, and the interactions between them, i.e.
the global argumentation structure.
There are questions that need to be answered when dealing with argumentation mining. What is the
“correct” abstract structure of argumentation? Should we represent argumentation as a tree-structure or
is it better to use a graph-structure? What are the constraints that characterize this structure? What are
the elementary units of argumentation? And of an individual argument? What are the relations that hold
between two arguments and/or argumentation units? Are they grounded into the events and the world that
the text describes, or into general principles of rhetoric and linguistics? Can the units of argumentation
and/or arguments be determined automatically? Can argumentation structures be determined automatically?
Our paper answers most of these questions. After the analysis of different studies we agree with the
majority that the elementary units of argumentation are arguments, which are formed by premises and one
conclusion. We deﬁne the structures between arguments following [1], which allows to see argumentation as
a tree-structure, instead of a more complex graph-structure. Concerning the relations between the premises
and the conclusion we agree with the work on argumentation schemes by [2].
Furthermore, to prove the validity of our statements we propose methods to automatically detect argumentation, recognize its structure and classify its components. These methods, which are reported in our
paper, are shortly described below.

1.1 Argumentation Detection
The detection of all the arguments presented in free text is similar to the binary classiﬁcation of all the propositions of the text as argumentative or non-argumentative. If each proposition of the text can be classiﬁed as
being part of the argumentation or not, then all units classiﬁed as argumentative constitute together all the
arguments of the text. However, this approach presents a limitation, as the delimiters of each argument are
not deﬁned. Using different classiﬁcation methods, such as naı̈ve Bayes, and common linguistic features,
such as rhetorical markers, punctuation marks or verbs, we obtain nearly 73% accuracy when detecting arguments in a general corpus. When using a domain speciﬁc corpus, i.e. a legal corpus, the accuracy increases
to 80%. The argument segments can be then found using different methods. First, if we assume that an argument can not expand between sections or sub-sections, the structure of the document can determine some
argument limits. However, this method works only in documents with a clear structure. A second method
is to use semantic metrics that measure the semantic similarity between the different argument propositions.
However, this method must deal with ambiguity, coreference and pronoun resolution.
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1.2 Argumentation Proposition Classiﬁcation
The classiﬁcation of propositions by their argumentative role can be divided in two steps. In a ﬁrt step, where
propositions are classiﬁed as being argumentative or not, which can be performed with a logistic regression
classiﬁer using general linguistic features. In a second step, where a support vector machine classiﬁes each
argumentative proposition found into a premise or conclusion. Here, the use of more soﬁsticated features,
e.g. type of main verb, local context, article reference or argumentative rhetorical patterns is required. Our
best results for the classiﬁcation into premise and conclusion achieve a 68.12% and 74.07% F1 -measure
respectively.

1.3 Argumentation Structuring
To determine argumentation structures we study the possibility of argumentative parsing. There exist different parsing approaches: rule-based (hand-crafted, transformation-based learning) or statistical (Hidden
Markov Model, multinomial logistic regression, memory-based, decision tree, neural network, linear models), but for the time being we focus on parsing the texts by means of manually derived rules that are grouped
into a context-free grammar (CFG). Using information extracted from ten legal documents we deﬁne a
context-free grammar (Figure 1). We focus on common expressions encountered in the legal documents,
such as “For these reasons”, “in the light of all the material” or “see mutatis mutandis”, and rhetorical
markers, such as “However” or “Furthermore”. These common expressions allow drawing up rules such
as: ∀x [isPremise(xi ) ∧ startsHowever(xi+1 ) → isPremise(xi+1 )]. We implement the grammar using java
and JSCC1 , obtaining around 60% accuracy in argumentation structure detection, while maintaining around
70% F1 -measure for recognizing premises and conclusions. These results suggest that argumentative parsing is a valid and feasible method to solve the problems of argumentation mining, i.e. detection, classiﬁcation
and structuring of argumentation. Therefore, it is worth studying if other parsing approaches, e.g. based on
hand-crafted patterns or machine learning techniques, could improve our results.

Figure 1: Context-free grammar used for argumentation structure detection and proposition classiﬁcation

References
[1] F. H. Van Eemeren and Grootendorst. A Systematic Theory of Argumentation. The pragma-dialectic
approach. Cambridge University Press, 2004.
[2] D. N. Walton. The new dialectic, Conversational contexts of argument. University of Toronto Press,
1998.
1 http://jscc.jmksf.com/

A Distributed Agent-based Approach to Stabilization of
Global Resource Utilization1
Evangelos Pournaras Martijn Warnier Frances Brazier
Section of Systems Engineering
Faculty of Technology, Policy and Management
Delft University of Technology
The Netherlands
{E.Pournaras,M.E.Warnier,F.M.T.Brazier}@tudelft.nl
September 23, 2009
Complex, intelligent, distributed systems in dynamic environments need to adapt continually. Central
management of such systems is not often an option: distributed management is required. The full paper version addresses distributed management of resource utilization. Resources are managed by software agents.
Software agents are capable of reasoning with and about (1) their own knowledge at any given time, (2)
knowledge they receive from other agents and (3) knowledge they acquire from interaction with their environment, with respect to their goals. They act accordingly, adapting to change as required. Note that
adaptivity has been recognized as a means to handle arising complexity of knowledge and interactions [10].
Virtual organizations of agents deﬁne communication structures between agents, e.g., hierarchical organizations [3], between and within which agents can choose to cooperate and coordinate their actions, or
compete. Dynamic organized hierarchies can be used to support adaptive, aggregate, nonlinear behavior,
as a means to reduce complexity. Coordination in unstructured environments entails distributed search and
distributed scheduling [9, 4].
The paper that this abstract discusses, proposes a fully decentralized agent-based approach to global
stabilization of resource utilization, based on local coordination. The core question addressed is:
To which extent can global stabilization in resource utilization be acquired by local coordination of
resource utilization using software agents to manage resources?
The approach is threefold and can be outlined as follows:
1. Agents are members of a hierarchical virtual organization, structuring agent interactions and aggregation of agent resource requirements.
2. A simple agent knowledge model is assumed on the basis of which resource requests are generated.
3. Agents can make local adaptive decisions on the basis of information they receive from the agents to
which they are linked.
The problem and the proposed solution are illustrated in the context of the electricity domain. In this
context, global stabilization is acquired in the energy consumption of an electricity network. In particular,
this work focuses on minimizing the oscillations of thermostatic controlled appliances. These devices, (e.g.
refrigerators, air conditioners, water heaters) consume 25% of the total energy supply in the USA [6], thus
management of these devices can have a signiﬁcant effect on the stabilization of global resource consumption. Software agents can autonomously negotiate their resource requirements and conﬁguration [2].
Based on the above application domain, a network of interconnected software agents representing thermostatic devices has been designed, developed and implemented/simulated. Agents interact and use local
knowledge on the basis of which they make local adaptive decisions towards stabilizing the global consumption. Two different algorithm variations have been examined: (i) one that aims to achieve minimum
oscillations in each and every aggregation round and, (ii) one that reverses oscillations with respect to a
1 The full version [8] of this paper appeared in the Proceedings of International Conference of Complex Intelligent and Software
Intensive Systems (CISIS’09).
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previous aggregation round (to acquire the opposite deviation values), resulting in global stabilization over
a series of aggregation rounds. Experiments reveal that the consecutive adaptive aggregations and decisionmakings in every level over the virtual organization enables the system to keep the deviations of the global
plan signiﬁcantly lower (36.54%-78.71%) compared to a system with greedy agents. It also converges a new
aggregate plan to a reversed version of a previous global plan effectively (correlation coefﬁcient approaches
-1).
Summarizing, the full paper version describes a method of global stabilization of resource utilization,
by local coordination. More speciﬁcally, agents provide alternative options, aggregate information, choose
utilizations and communicate over a hierarchy. The main contribution of the proposed approach is the
following:
Hierarchical local coordination achieves emerging convergence of the global stabilization through local
knowledge, local decisions and local interactions by individual software agents.
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Abstract
Simulations of crisis scenarios have the potential to increase insight in the organisational structures needed
as crises escalate. Multi-agent system (MAS) models allow for cost-effective simulations of changing
organisational structures, enabling analysis of the implications for enactment during crisis escalation with
respect to roles and communication structures. This paper presents an organisation-based model for crisis
management that supports simulation of the dynamics of crisis management.

1

Introduction

Crisis management is a challenge, especially when crises escalate. The numbers of organisations involved
increases, communication lines change, roles change. Simulations provide a means to study the consequences of escalation of crises with respect to structures involved. As a crisis escalates, organisational
structures are systematically updated to reﬂect the changes in the nature of the crisis and the number of parties involved. In the real world, simulations are enacted using active personnel. However, such simulations
are expensive, both in terms of the cost of execution and the cost of the time required for the emergency
service personnel involved. Computer models of escalation of crisis, provides a more cost effective means
to study the potential of different organisational structures in very many different scenarios.
The research presented in this paper is part of the ALIVE project. ALIVE aims to apply organisational
theory to the design and implementation of software systems. The main focus of the project is to create
complex systems based on the composition of (existing) services, through the addition of levels of abstraction. The advantage of added levels of abstraction to the design process of systems is two-fold: 1) it is often
more intuitive to think in organisational structures and interactions while designing complex interactions
for services, and the addition of the layers of abstraction allows for a gradual (ﬂuent) transition from the
system as foreseen to the actual implementation; 2) when changes happen in the environment (for example,
speciﬁc services become unavailable) the added levels of abstraction act as an explicit representation of the
conceptual steps made at design, thus giving additional information on why certain interactions are as they
are, that enables the system to dynamically cope with the changes.

2

Crisis Management Organisations

The domain of crisis management, in particular the study of crisis response scenarios, is an active area of
research in the ﬁeld of Multi-Agent Systems [4]. In this domain agents, roles and groups can be clearly identiﬁed, the interaction patterns between (groups of) agents can be coordinated, and the interaction between
∗ The full version [4] of this paper appeared in the Proceedings of the 8th International Conference on Autonomous Agents and
Multiagent Systems (AAMAS 2009 Industrial Track).
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(groups of) agents with their changing environment can be modelled. Most current systems provide coordination and planning capabilities for teams of agents, often assuming the emergence of group behaviour.
Formalised organisation processes deﬁned by governments and aid agencies deﬁne a strict frame for action.
Organisations have been deﬁned as instruments of purpose [2], that is, organisations have objectives to be
realised. Objectives of an organisation are achieved through coordinated actions of agents efﬁciently, requiring distribution and coordination of activities such that ‘the right agent is doing the right thing’ [1]. Formal
processes and requirements are the basis for the modelling of a MAS that regulates the activities of the
different agents. This approach can be seen to be a form of adjustable autonomy. A formal organisational
model determines the range of autonomy of the participating agents, that in fact is adjustable [5].
The results of the ALIVE process can be used to implement agents representing personnel involved in
crisis management as well as the underlying crisis management scenario. The instructions are interpreted by
the personnel agents, and are executed. Landmark patterns determine sequence of actions that actor agents
will order other agents to perform. For example, if a landmark pattern determines that all people must be
evacuated before the ﬁre can be extinguished, the ﬁre service agent will wait for this condition to exist before
putting out the ﬁre. These patterns are utilised to simulate different strategies to achieve a set of goals.
This methodology supports rapid development of new scenarios while maximising the reuse of existing
agents. Scenarios depend on a set of predeﬁned agent types and a set of landmarks. The coordinator
interprets these landmarks. Work is ongoing towards developing a complete set of agents that will allow the
representation of more complex scenarios. This also involves the creation of a set of additional agent types
to represent all of the actors involved in such scenarios.

3

Conclusions

This paper describes how organisational models can be used to simulate crisis management organisations.
The organisational models allow the scenarios to be deﬁned in a structured way. These scenario structures
are then taken and implemented in the AgentScape system [3]. Organisation modelling provides the ability
to determine where the relationships between stakeholders exist and how these relationships inﬂuence the
results of a crisis. The organisation model presented in this paper enables the explicit representation of both
structural and strategic concerns and their adaptation to changes in the environment.
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After having ﬁrst been used as a mean to publish content, the Web is now widely used as a social tool
for sharing information. It is an easy task to subscribe to a social network, join on of the Web-based
communities according to some personal interests and start to share content with all the people who did
the same. Easy once you solved two basic problems : select the network to join (go to hi5, facebook,
myspace, ... ? join all of them ?) and ﬁnd/pick up the right communities (i.e. ﬁnd a precise label to match
non-precise centers of interest). An error of appreciation would result in getting too much of useless/nonrelevant information. But would it be possible to design an effort-less way of sharing information on the
web ? Ideally, such a solution would not require the deﬁnition of a proﬁle nor a selection of communities
to join. Publishing information should also not being the result of an active decision but being performed
in an automatic way.
This short paper is a summary of a book chapter[7] in which the problem and a possible solution based
on a nature-inspired communication scheme are both described.

1

Network communication schemes

The generic setup for a communication scenario consists in a the deﬁnition of a channel between a sender
and a receiver. The transmission of the message takes place over this channel, from the sender to the receiver.
However, all scenarios are not equivalent and can be discriminated according to different characteristics such
as the number of receivers or the periodicity of exchanges. An important characteristic is the initiator of the
transmission: a server may decide to send (“Push”) the message or a receiver may ask (“Pull”) for it. The
difference as an essential role for the receiver and the dynamics of communications.
Pushing messages appears to provide many advantages for both servers and receivers[4]. Messages can
be received even without being explicitly requested. Receivers do not need to reveal their identity to the
servers and, in turn, the servers are free from keeping track of a large list of clients. Moreover, communication channels does not need to be explicitly established and can be replaced by a common communication
bus used to post and get messages[1]. The success of microbloging sites such as twitter shows the interest
for people in pushing atomic pieces of information over such a communication bus.

2

Nature-inspired pushing of information

Nature inspired computing paradigms provide the robustness and ﬂexibility typically needed in the context
of complex systems such as communication between peers. Several communication schemes based on the
pushing of a message to one or several receivers have been designed. In particular:
• In epidemic systems a sender is an individual affected by a disease (the message to send). Once a
receiver receives the message, it become in turn a potential sender able to infect other individuals.
This mechanism, ﬁrst used to maintain updates in distributed databases[2] is now commonly know as
a “Gossip” protocol. An important design part of Gossip algorithms is the transfer of state from the
sender to the receiver.
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• The stygmergic communication model used by ants[3] illustrate a message pushing-scheme based
on alteration of the environment. By laying down pheromones (messages to send) on the soil, an ant
leaves a message readable by every other ant passing by.
• Finally, the rivalry between antigens and antibodies as seen in immune systems shows a way to track
speciﬁc receivers. Antibodies in charge of chasing and destroying antigens can be mapped to sender
chasing potential receivers. Messages are embodied into antibodies which walk through the network
and undergo proliferation when the environment is favorable for it, aging prevent them from saturating
the system[5].
In[8, 6], we investigated the use of nature-inspired dissemination of information for the design of new
communication schemes for web communities. An algorithm combining epidemic systems and artiﬁcial
ants as been proposed as a proof of concept.

3

Achieving network-level stigmergy

Twitter is a both a model of gossiping (by re-tweeting some tweets) and a stygmergic communication place
(twitter website). Editing a web 2.0 website such as Wikipedia is a stygmergic process involving every
website reader and contributor. But those stigmergic process currently limited to some speciﬁc places (e.g.
Wikipedia, Twitter, ...) and are, thus, application dependent. Moreover, sharing messages over those systems
is an active process that a sender/receiver must undergo.
Being able to achieve a similar stygmergic process on a lower level would provide a new application
independent communication scheme and provide a selective dissemination layer separated from the application layer. In[8, 6] the metaphors used to design communication algorithms is that of a group of people
talking in an open space. In this context, the underlying communication channel allows for any individual
to hear what others are saying - providing they are not to far away. All the persons are also free to move
around the space. Typically, those moves would be targeted towards three objectives : get closer an acquittance, reach the source of an interesting discussion or just walk randomly, hoping to stumble upon some
interesting conversations. As people are moving and talking, interest based clusters are emerging from the
initial, unstructured, crowd.
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We study different aspects of the multiagent resource allocation problem when the objective is to ﬁnd an
allocation that maximizes Nash social welfare, the product of the utilities of the individual agents. The
Nash solution is an important welfare criterion that combines efﬁciency and fairness considerations. We
show that the problem of ﬁnding an optimal outcome is NP-hard for a number of different languages for
representing agent preferences; we establish new results regarding convergence to Nash-optimal outcomes
in a distributed negotiation framework; and we design and test algorithms similar to those applied in
combinatorial auctions for computing such an outcome directly.

This is an extended abstract of work presented in The Eleventh International Workshop on Agent Mediated
Electronic Commerce [5].

1

Introduction

This work deals with multiagent resource allocation (MARA) with the aim of optimizing Nash social welfare. Multiagent resource allocation is an active ﬁeld of research involving concepts and methods from
various ﬁelds such as artiﬁcial intelligence, economics, and social choice theory. It has many applications,
particularly with the rising use of software agents and e-commerce. The problem in MARA is that of dividing a limited amount of resources among a number of agents in a way that satisﬁes certain criteria.
We suppose that there is a ﬁnite number of agents and a ﬁnite number of indivisible and unsharable
goods or resources. It is supposed that agents have preferences for various assignments of the resources to
them, i.e. allocations, expressed by utility functions. Furthermore agents’ utilities for each allocation depend
only on the resources that they possess, and not on other agents’ possessions.
The criteria to be satisﬁed usually involves efﬁciency. The most common efﬁciency criterion is utilitarian social welfare, the aim of which is to maximize the sum of the agents’ utilities in the ﬁnal allocation.
This is equivalent to optimizing the auctioneer’s revenue in the centralized version of the MARA problem,
which is a combinatorial auction. Another approach can be to also consider fairness when assesing the
collective welfare of the agents. There has been some work with this approach (e.g. [2]), but efﬁciency is
usually considered as the sole collective welfare property to be satisﬁed.
Nash social welfare, on the other hand, considers maximizing the product of utilities of agents as desirable for the collective welfare of the agent society. Nash collective welfare is an important social welfare
criterion studied extensively in the literature [3]. It’s signiﬁcance is that it takes both efﬁciency and fairness
considerations into account, thus optimizing Nash social welfare can be a desirable criterion when fairness
is an issue as well as efﬁciency or individual rationality of agents. It can also be characterized by some
reasonable and desirable axioms which make it more appealing as a collective welfare function.
With this approach we address the MARA problem in two contexts: one in which agents can agree on
an allocation by negotiating a series of deals, and another one where a central authority computes a Nash
optimal allocation. We prove a number of theoretical results in the ﬁrst and propose and experiment with a
heuristic algorithm for solving the second. Details of proofs of all results can be found in [5] and [4].
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Distributed Negotiation

In the ﬁrst approach we consider a framework that has been studied previously [2, 6]. In this framework
agents start with an initial allocation and proceed by negotiating deals between themselves. A deal is simply
a pair of allocations, which means that agents go from the ﬁrst allocation to the second. It has been shown
that when such deals are individually rational, the resulting allocation after no more such deals are possible
is optimal in terms of utilitarian social welfare [6]. Similar results for some other social welfare criteria are
investigated in [2]. We consider the problem with the aim of optimizing Nash social welfare, which has not
been studied before.
We deﬁne a Nash deal as a deal in which the product of the utilities of the agents involved in it (those
whose bundle of assigned resources changes) increases. We show that when restricting agents to using
Nash deals, which improve the local Nash welfare between them, the ﬁnal allocation reached (when no
such deal is further possible) will have maximal Nash social welfare globally. The Nash social welfare
also increases in every step. However, the downside is that it may be necessary to use arbitrarily complex
deals in such a negotiation sequence. Also, the deals could be complex enough to involve all agents in an
inseparable fashion even when the utility functions of agents are restricted to the rather restrictive set of
modular functions. This is not desirable because it may be hard for the agents to compute such deals in the
negotiation process.
Furthermore, we show that while it is always possible to reach a Nash optimal allocation with at most
one deal, if the agents are not able to compute a short path, there are cases in which the sequence of Nash
deals may pass through every possible allocation, which is exponential in the number of resources.

3

Combinatorial Auctions

In the second approach we consider the centralized MARA problem which is equivalent to a combinatorial
auction [1]. Here a central authority is responsible for computing the optimal allocation. Normally, the
auctioneer in a combinatorial auction tries to maximize his revenue (supposing that the agents are willing to
pay amounts proportional to their utilities for each bundle of goods) which is again equivalent to computing
an allocation with maximal utilitarian social welfare. The problem of computing such an allocation is
known as the winner determination problem (WDP). We consider a variation in which the auctioneer tries
to optimize Nash social welfare or solve the Nash WDP.
It is ﬁrst shown that the Nash WDP is NP-complete when agents express their utilities in two different
representation languages, namely the so-called XOR bidding language and a language based on weighted
propositional formulas. Then an admissible heuristic (A∗ ) algorithm is designed for solving the Nash WDP
when the aforementioned logic-based language is used. The algorithm has been implemented and some
experiments have been run with it. It reduces the search space considerably in these experiments, but the
resulting search tree still grows exponentially with a factor smaller than the complete tree. Hence the algorithm can be considered as a ﬁrst step that shows that such approaches are possible for solving the Nash
WDP, but more work would be needed to ﬁnd efﬁcient algorithms.
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1

Extended Abstract

This is an extended abstract of [11]. Service-oriented computing is emerging as a new paradigm based on
autonomous, platform-independent computational entities, called services, that can be described, published,
and dynamically discovered and assembled. An important part of a service is its public interface, which
describes the service and should be independent of the technique used for implementing it. A service’s
interface can describe various aspects of the service, such as the service’s location and communication
protocols that can be used for interacting with the service.
In [11], we conﬁne ourselves to the investigation of those parts of a service’s interface that describe the
functionality offered to a service requester. Not all service speciﬁcation approaches support this. Services
that are endowed with such functional descriptions are often called semantic web services [6]. Semantic web
services facilitate more effective (semi-)automatic service discovery and assembly, since the services’ functional descriptions can be taken into account. In particular, such descriptions can be used for matchmaking,
i.e., for ﬁnding a matching service provider for a particular service request.
Various techniques have been proposed for specifying semantic web services (see, e.g., [6, 7, 5, 4, 3, 9]).
What most approaches have in common is that they suggest the use of logical knowledge representation
languages for describing both service providers and service requests. Also, most approaches ([3] is an
exception), including the approach we take in this paper, view semantic web services as operations, i.e.,
they can be invoked with some input, perform some computation and possibly return some output.
Where approaches for specifying semantic web services differ, is mostly the kind of knowledge representation language proposed, and the level of formality. In particular, in [4, 9], a formal service speciﬁcation
approach using ﬁrst-order logic is presented, and in [6, 7] the use of so-called semantic web markup languages for service speciﬁcation is proposed, but no formal speciﬁcation language or semantics is deﬁned.
In [11], we are interested in a formal approach to service speciﬁcation, based on semantic web markup
languages.
Semantic web markup languages are languages for describing the meaning of information on the web.
The most widely used semantic web markup language is the Web Ontology Language (OWL) [8]. OWL is a
family of knowledge representation languages that can be used for specifying and conceptualizing domains,
describing the classes and relations between concepts in these domains. Such descriptions are generally
called ontologies.
The formal underpinnings of the OWL language family are formed by description logics [1]. Description logics are formal ontology speciﬁcation languages and form decidable fragments of ﬁrst-order logic.
Research on description logics has yielded sound and complete reasoners of increasing efﬁciency for various description logic variants (see [1] for more background). The fact that description logics come with such
reasoners is an important advantage of using description logic for specifying services, since these reasoners
can then be used for matchmaking.
1 This

work has been sponsored by the project SENSORIA, IST-2005-016004, and by the GLOWA-Danube project, 01LW0602A2.
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In [11], we propose a formal framework for specifying the functionality of services. Services are viewed
as operations and we specify them using a particular description logic that corresponds to an expressive
fragment of OWL, called OWL DL. As it turns out, we need to deﬁne several extensions of this description
logic for its effective use in service speciﬁcation. The formal tool that we use for deﬁning the description
logic, its extensions, and also the service speciﬁcation framework itself, is institutions [2, 10]. The notion
of an institution abstractly deﬁnes a logical system, viewed from a model-theoretic perspective. Institutions
allow to deﬁne the description logics and the speciﬁcation framework in a uniform and well-structured way.
In addition to deﬁning a service speciﬁcation framework, we also provide a model-theoretic deﬁnition
of when a service request is matched by a service provider speciﬁcation, and show that matching can be
characterized by a semantic entailment relation which is formulated over our basic description logic. Proofs
of matching can thus be reduced to standard reasoning in description logic, for which one can use description
logic reasoners.
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Sponsored search, the payment by advertisers for clicks on text-only ads displayed alongside search
engine results, has become an important part of the Web. It represents the main source of revenue for large
search engines, such as Google; and Microsoft’s Live.com, and sponsored search is receiving a rapidly
increasing share of advertising budgets worldwide. At the same time, sponsored search also present exciting
research opportunities, for ﬁelds as diverse as economics, artiﬁcial intelligence and multi-agent systems.
Here, based on large-scale Microsoft sponsored search data, we provide a detailed empirical analysis
of such data. We carry out this empirical analysis as most existing work on the dynamics of electronic
markets (e.g. in agent-based computational economics (ACE)) has been based on simulations, as there are
few sources of large-scale, empirical data from real-world automated markets. In this context, empirical data
made available from sponsored search provides an excellent opportunity to test the assumptions made in such
models in a real market. To do this, we deploy several techniques derived from computational economics,
and especially complex systems theory. Complex systems analysis has been shown to be an excellent tool
for analyzing large social, technological and economic systems, including web systems [4, 3, 1].
The study provided in this paper is based on a large dataset of sponsored search queries, obtained from
the website Live.com through a Microsoft Beyond Search grant. The search data provided consists of two
distinct data sets: a set of sponsored search dataset (URLs returned are allocated to advertisers, through an
auction mechanism) and an organic search dataset (standard, unbiased web search). The sponsored search
data consists of 101,171,081 distinct impressions (i.e. single displays of advertiser links, corresponding to
one web query), which in total received 7,822,292 clicks. This sponsored dataset was collected for a roughly
3-month period in the autumn of 2007. The organic search data set consists of 12,251,068 queries, and was
collected in a different 3-month interval in 2006 (therefore the two data sets are chronologically disjoint).
It is important to stress that in the results reported in this paper are based mostly on the sponsored search
data set. Furthermore, the sponsored search data we had available only provides partial information, in order to protect the privacy of Microsoft Live.com customers and business partners. For example, we have no
information about ﬁnancial issues, such the prices of different keywords, how much different advertisers bid
for these keywords, the budgets they allocate etc. Furthermore, while the database provides an anonymized
identiﬁer for each user performing a query, we cannot trace individual users for any length of time. Nevertheless, one can extract a great deal of useful information from the data. For example, the identities of the
bidders; for which keyword combinations their ads were shown (i.e. the impressions); for which of these
combinations they received a click; the position their sponsored link was in when clicked etc...
In our analysis, we ﬁrst study how the display rank of a URL link inﬂuences its click frequency, for
both sponsored search and organic search. Second, we study the market structure that emerges from these
queries, especially the market share distribution of different advertisers. We show that the sponsored search
market is highly concentrated, with less than 5% of all advertisers receiving over 2/3 of the clicks in the
market. Furthermore, we show that both the number of ad impressions and the number of clicks follow
power law distributions of approximately the same coefﬁcient. However, we ﬁnd this result does not hold
when studying the same distribution of clicks per rank position, which shows considerable variance, most
1 This work been presented in the 2009 AAMAS Workshop on Agents and Data Mining Interaction (ADMI’09), and will appear
in LNCS/LNAI post-proceedings. A pre-print is available at http://homepages.cwi.nl/ sbohte/publication/admi09.pdf. This work was
performed based on a Microft Research “Beyond Search” award. The authors wish to thank Microsoft Research for their support.
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Figure 1: Visualization of a search term correlation graph, for a set of search terms related to the tourism
industry. Each search term is assigned one colored dot. The size of the dots gives its relative weight (in total
number of clicks received), while the distances between the dots are obtained through a spring-embedder
type algorithm and are proportional to the co-occurrence of the two search terms in a query. Each dot is
marked with its success rate (percentage of the total number of impressions associated with that query word
that received a click).
likely due to the way advertisers divide their budget on different keywords. Finally, we turn our attention to
how such sponsored search data could be used to provide decision support tools for bidding for combinations
of keywords. We provide a method to visualize keywords of interest in graphical form, as well as a method
to partition these graphs to obtain desirable subsets of search terms based on modularity [4].
There exists previous work that has applied similar co-occurence-based techniques to organic search
logs or tagging systems [2, 3]. However, our focus in this paper is different: we do not aim to to merely
deduce what is the semantic distance between keywords in the general sense, but what kind of combinations
of keywords are ﬁnancially interesting for a sponsored search advertiser to bid on. This is the reason why the
size of the nodes and distances computed in Fig. 1 are built using only queries which lead to an actual click
on a sponsored ad. Basically, this is equivalent to ﬁltering only the “opinion” (expressed through queries)
of the subset of users that are likely to buy something online, rather than all search engine users. To our
knowledge, this is the ﬁrst paper to use sponsored search click data in this way.
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Most computer programs for board games successfully employ αβ search. For some games, however,
αβ search displays a weakness in the endgame that can currently neither be overcome by endgame databases
nor by other αβ extensions. To remedy the deficit, mate searches may be applied. One such alternative to αβ
search is Proof-Number Search (PNS). PNS enjoys popularity as a powerful method for solving endgame
positions and complete games. Since its introduction by Allis et al. [2] in 1994, PNS has developed into a
whole family of search algorithms (e.g., PN2 [1], PDS [6], and df-pn [7]) with applications to many games,
such as Shogi [9], the one-eye problem in Go [5], Checkers [8], and Lines of Action [11].
A variety of parallel αβ algorithms have been proposed in the past [3], but so far not much research
has been conducted on parallelizing PNS. With multi-core processors becoming established as standard
equipment, parallelizing PNS has become an important topic. Pioneering research has been conducted by
Kishimoto [4], who parallelized the depth-first PNS variant PDS. His algorithm is called ParaPDS and is
designed for distributed memory systems. In this abstract we address the problem of parallelizing PNS and
PN2 for shared memory systems.
We solved this problem by introducing a new parallel Proof-Number Search algorithm for shared memory systems, called Randomized Parallel Proof-Number Search (RP–PNS). It adheres to the principle of
randomized parallelization [10]. The method relies on a heuristic which may seem counterintuitive at first.
Instead of selecting the child with the best heuristic evaluation, a probability distribution of the children
determines which node is selected. This is called the randomization of the move selection. The specific
probability distribution is based on the selection heuristic. The parallelization is now achieved by threads
that select moves close to the principal variation based on the probability distribution. The same principle
can be applied to the two-level variant of PNS, also known as PN2 . The resulting algorithm is then called
RP–PN2 .
We evaluated RP–PNS and RP–PN2 on a test set consisting of 143 complex Lines-of-Action endgame
positions. Two series of experiments were conducted. The first series tested the efficiency of RP–PNS; the
second tested the efficiency of RP–PN2 .
In the first series of experiments we tested the performance of RP–PNS for solving the positions. The
results regarding time, nodes evaluated, and nodes in memory for 1, 2, 4, and 8 threads are given in the upper
part of Table 1. We observe that the scaling factor for 2, 4, and 8 threads is 1.6, 2.5, and 3.5, respectively.
Based on the results we computed that the search overhead expressed by the number of nodes evaluated is
only ca. 33% for 8 threads. It means that the synchronization overhead is responsible for the largest part of
the total overhead. Finally, we see that RP–PNS8 uses 50% more memory than PNS.
In the second series of experiments we tested the performance of RP–PN2 . The results regarding time,
nodes evaluated, and nodes in memory for 1, 2, 4, and 8 threads are given in the lower part of Table 1.
We observe that the scaling factor for 2, 4, and 8 threads is 1.9, 3.4, and 4.7, respectively. Compared
to RP–PNS the relative scaling factor of RP–PN2 is better for all configurations. The search overhead of
RP–PN28 is 27% which is comparable to the search overhead of RP–PNS8 . At the same time the total
overhead of RP–PN28 is smaller. This means that the synchronization overhead is smaller for RP–PN28 than
for RP–PNS8 . The reason is that more time is spent in the second-level trees. Therefore, the probability
that two threads simultaneously try to lock the same node of the first-level tree is reduced. Finally, we
1 The full version of this paper will be published in: Advances in Computer Games (ACG 2009), Lecture Notes in Computer Science,
Springer, Heidelberg, Germany.
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Table 1: Experimental results for RP–PNS and RP–PN2 .
Total Time (sec.)
Total scaling factor
Total nodes evaluated (million)
Total nodes in memory (million)

PNS RP–PNS2 RP–PNS4 RP–PNS8
1,679 1,072
682
478
1
1.6
2.5
3.5
612
673
745
815
367
423
494
550

PN2 RP–PN22
Total Time (sec.)
6,735 3,275
Total scaling factor PN2
1
1.9
Total scaling factor compared to PNS 0.25
0.52
Total nodes evaluated (million)
2,271 2,426
Total nodes in memory (million)
68
68

RP–PN24
1,966
3.4
0.85
2,534
70

RP–PN28
1,419
4.7
1.18
2,883
73

remark that in absolute terms, RP–PN28 is slightly faster than PNS. Despite the fact that RP–PN2 has a better
scaling factor than RP–PNS, RP–PNS is still faster than RP–PN2 when the same number of threads is used.
However, RP–PN2 consumes less memory than RP–PNS.
Based on these results we may conclude that RP–PNS and RP–PN2 are viable for parallelizing PNS and
PN2 , respectively.
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Abstract
Throughout their life, humans often engage in public goods games in situations ranging from family related
issues to global warming. In all cases, the tragedy of the commons threatens the possibility of reaching the
optimal solution associated with global cooperation. Up to now, individuals have been treated as equivalent
in all respects, in sharp contrast with real life situations, where diversity abounds. Here we discuss the
results reported in [Santos et al., Nature (2008) 454:213-6], where we show how social diversity provides
an escape from this paradox. We investigate the impact of social diversity in the evolution of cooperation
in complex networks of interaction. We show that the diversity in the number and size of the collective
endeavors each individual participates and with the individual contribution to each investment promotes
cooperation. The enhancement of cooperation is particularly strong when both wealth and social ties
follow a power-law distribution, providing clues on the self-organization of social communities.

1

Summary

One of the major puzzles faced by theoretical biologists and economists is to understand why individuals
voluntarily contribute to public goods — beneﬁts that everyone receives whether or not they contribute to
them. From collective hunting to tax paying and green policies, the mechanisms that lead to the emergence
of cooperative behavior remain a central challenge for several areas of science. The missing link between
paying and beneﬁting from a public good creates an obvious dilemma between individual and collective
goals, leading self-regarding individuals to refuse to contribute (to defect). A similar situation comes into
play whenever the same resource is commonly explored by many, in which the so-called tragedy of the
commons [2] — one of the most evocative metaphors of social sciences — is the ultimate outcome of
selﬁsh, non-cooperative behavior. Similarly, numerous engineering applications, in which decentralized
control, social learning or population based artiﬁcial intelligence are used to achieve, for instance, selforganized task allocation, efﬁcient online adaptive systems or collective robotics applications, require a
proper understanding and control of the complex nature of self-organized cooperative behavior.
The problem of contributions to common goals, in all its different ﬂavors, dates back to the classical
writings of Rousseau, Hobbes and Hume, discussing the emergence of the social contract, a central political
and philosophical concept. Similarly, Darwin tried to understand how costly contributions could lead to any
kind of evolutionary advantage, given its apparent paradox, also present in most Human collective endeavors.
If fact, even if cooperation abounds in Nature and Humans tend cooperate in many public goods dilemmas,
current theoretical studies based in (evolutionary) game theory invariably predict, and economic experiments
corroborate, that the temptation to forego the public good mostly wins over collective cooperative action.
However, up to now, individuals have been treated as equivalent in most respects, in sharp contrast with
real life situations, where diversity is ubiquitous. Similarly, in many multi-agent systems, not all agents are
equally likely to interact with each other and some interact more than others. Agents often interact along the
links of complex networks, with applications such as network routing and sensor networks. The inﬂuence
of such structures in the self-organization of cooperative systems remains unclear. In this short contribution
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to BNAIC’09, we report and discuss the results published in [4], where we show how diversity provides an
escape from the tragedy of the commons, and relate the conclusions with recent results recently obtained
concerning the study of other forms of social diversity.
We introduce diversity via realistic social networks [1], graphs in which individuals occupy the vertices
while the links deﬁne the group sizes and social structure of the population. This opens the possibility that
some individuals interact and are regarded as social models more often than others. Social diversity becomes
associated with the number and size of the public good dilemmas in which each individual participates, but
also with the contribution that each individual, as a cooperator, is able to offer. Behavior becomes dependent
on one’s social context and ranking, as in real life.The dilemma of cooperation is modeled as a public good
game. Here, each participant is asked to contribute a certain amount to a common pool. The sum of all
contributions is multiplied by a factor (given as input) representing how proﬁtable the collective investment
is. Afterwards, all members of the group equally share the collective proﬁt. Unlike cooperators, who will
pay the cost of contributing to the public good, free riders (defectors) will reap the beneﬁts of the public good
without incurring any costs. As usual in most studies of population dynamics that use (as we do) evolutionary
game theory [3] as their theoretical tool, the proﬁts accumulated from all public goods games in which each
individual participates are associated with ﬁtness values, representing their social (or biological) success.
Therefore, behaviors of individuals with higher proﬁts will be imitated more and spread in the population.
The network, on the other hand, can be rationalized in terms of the average number of connections that each
individual has, and diversity introduced by means of scale-free networks [1].
Contrary to homogeneous populations scenarios in which cooperation cannot survive, we show that the
heterogeneity associated with the variety of social positions created the social network, is able to increase
the overall number of contributions to collective investments, providing new clues concerning the mechanisms that supply Humans with one of the key social features responsible for our evolutionary success:
cooperation. Social diversity can turn cooperation into a dominant behavior, even in the absence of complex
community enforcement mechanisms, reputations or punishment. From a moral perspective, this increase
in cooperative behavior is shown to be particularly relevant when all contributions are perceived as a cooperative act, i.e., whenever the act of giving is more important than the amount given. Given the prevailing
variety of economical backgrounds within modern societies, it is encouraging that such feature may work
as an inducer of cooperative behavior. It is also shown how the interplay between cooperation and social
diversity has important implications in what concerns wealth distribution in a population, whenever one
interprets our results in a more economically oriented viewpoint.
Interestingly, our bottom line message of having social diversity as a strong promoter of cooperative
behavior has been recently supported by several studies looking at other forms of social diversity. For
instance, in [6] the authors show how diversity in learning rates (some individuals tend to learn the best
strategies faster than others) can support cooperative behavior. Similarly, in [5] we have shown that diversity
in the way one deals with our social contacts — or in the way individuals remain loyal to somebody else —,
also promotes cooperation. This is gratifying, as we also hoped from the start to foster more studies on the
advantages (or disadvantages) of having diverse and colorful, cooperative societies. A clear-cut answer may
be hard to achieve, but we are convinced that useful hints can be grasped by means of mathematical models
combined with agent-based simulations.
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Abstract
Cooperation is essential in every society, but puzzling from an evolutionary perspective. Here, we discuss
the work published in [11], where we address the role of behavioral differences — ubiquitous among
Humans — in the evolution of cooperation. We study a model in which individuals interact along the
edges of a complex network, engaging in social dilemmas of cooperation. The structure of the network
changes in time, as new interactions arise whereas old ones disappear. Interactions may last long or
brief, depending on the behavior of the individuals involved. When dissatisﬁed about a partner, some will
try to break contact as soon as possible, whereas others will remain in touch. We adopt the framework
of evolutionary game theory (EGT) and show how diversity in response to unwanted social interactions
boosts cooperation. Moreover, diversity remains once cooperation sets in, providing the means to establish
cooperation as a robust evolutionary strategy.

1

Summary

Cooperation has recently been proposed as the third major force of evolution, next to mutation and selection
[6]. Understanding its viability under natural selection does, however, remain an intriguing quest [2], with a
wide range of implications in areas like artiﬁcial intelligence research. The problem has been conveniently
formulated using EGT [3], implying the famous prisoner’s dilemma. We consider a population of individuals
who may act either as cooperators or as defectors. Cooperators pay a cost (c) in order to provide a beneﬁt
(b > c) to their partners. Defectors refuse to pay any costs, but still rip the beneﬁts provided by others. When
two individuals meet, three scenarios are possible: both cooperate, both defect, or one cooperates whereas
the other defects. Whenever anyone in the population is equally likely to be your partner, the mathematics
of cooperation (EGT) shows that cheaters (defectors) win the evolutionary race, as the cooperator trait goes
extinct in the population [3]. Hence, evolution leads to a scenario of defection, where no-one pays any
costs but no-one receives any beneﬁts either, unlike in a society of cooperators where everyone is better
off. During the last decades, several mechanisms have been uncovered which provide an escape hatch to
cooperators [5]. It has for instance been recognized that the adaptive nature of social networks plays a crucial
role in increasing the viability of cooperators [7, 8, 12, 11]. Indeed, the fact that in modern human societies
people do not only change their behavior, but also their social contacts, constitutes an efﬁcient mechanism to
support cooperative behavior. In this context, we investigate the relevance of behavioral diversity in partner
ﬁdelity to the conundrum of cooperation [11].
We study a model in which individuals interact along the edges of a social network, every interaction
being represented as a prisoner’s dilemma. Each individual can either cooperate or defect upon interaction.
The structure of the network changes in time, as individuals regularly engage in new social interactions
while abandoning old ones. Some interactions may last long, whereas others are short-lived, which depends
on the behavior of the individuals involved. Those interactions that satisfy both parties will most likely last
longer than those that do not. Furthermore, individuals also differ in the way they treat unwanted interactions
(behavioral diversity in partner ﬁdelity). Some will try to break contact as soon as possible, whereas others
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remain in touch even though they are dissatisﬁed with the situation. In [11], we show how cooperation
blooms — and society as a whole beneﬁts — the larger the behavioral diversity in responding to adverse
social ties.
This supports the idea that diversity, on a grand scale, is instrumental in shaping us as the most sophisticated cooperative entities on this planet (see also [10]). Indeed, cooperation evolves in the advent of
behavioral diversity, even when individuals behave according to their own myopic preferences and without
any need for norms, punishment or any other community enforcing mechanism. In more technical terms,
differences in behavior combined with adaptive social dynamics make individuals perceive differently the
same social dilemma [7, 11]. On static [13, 9] or co-evolving [7, 8, 12, 11] networks, all individuals behave
as if they engage in a transformed game — yet everyone perceives the same game. Individual diversity, on
the other hand, enables those who engage in the same game to perceive that game differently; in doing so
society as a whole beneﬁts. Moreover, it is rewarding that behavioral diversity remains once cooperation
sets in, providing a robust means to prevent invasion by defectors.
The developed framework is general and can be applied to other problems of interest such as the spreading of infectious diseases or computer viruses [1, 4]. Here, individual diversity can be associated with
variability in response to drug treatments, vaccines, immune responses, etc. The co-evolution of network
topology and individual’s epidemiological state may, just like in [11], introduce feedback mechanisms that
drastically affect the overall dynamics of the system, calling for a coevolutionary process as the one discussed here.
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Abstract
Mobile Tourist Guides evolve towards automated personalised tour planning devices [4]. The contribution
of this paper is to put forward a combined artificial intelligence and metaheuristic approach to solve Tourist
Trip Design Problems (TTDP). The approach enables fast decision support for tourists on small footprint
mobile devices. The Orienteering Problem, which originates in the Operational Research literature [3], is
used as a starting point for modelling the TTDP. The problem involves a set of possible locations having a
score and the objective is to maximise the total score of the visited locations, while keeping the total time
(or distance) below the available time budget. The score of a location represents the interest of a tourist in
that location. Scores are calculated using the Vector Space Model [1], which is a well-known technique
from the field of Information Retrieval. The TTDP is solved using a Guided Local Search meta-heuristic
[5].
In order to compare the performance of this approach with an algorithm that appeared in the literature
[2], both are applied to a real data set from the city of Ghent. A collection of tourist points of interest
with descriptions was indexed and subsequently queried with popular interests, which resulted in a test
set of TTDPs. The approach presented in this paper turns out to be faster and produces solutions of better
quality.

This paper is published in Applied Artificial Intelligence 22 (10): 964–985, 2008.
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1 Introduction
The full paper [3] of this extended abstract presents an architecture for dynamic reconguration of complex
services, in which the enactment is automated, and the matching of services is not limited to a pre-determined
set of matchers and repositories. The proposed architecture consists of three, previously developed, components: the CoWS template-based reconguration service [4], the Knoogle MatchMaker service [1], and the
Triana workow enactment engine [2]. This architecture has the following innovative aspects: 1) automated
adaptation of complex services, which is more exible than existing approaches based on replacing failing
instances of services within a workow, 2) use of heterogeneous components that may be both local and
distributed, and 3) dynamic selection of matchers and repositories.
Web services provide uniform access to software capability with well-defined interface descriptions, and
provide some limited options for semantic annotation. Many times, however, a single web service does not
provide the precise functionality required for a specific application, therefore web services often need to
be combined to form a complex service. If one web service fails, the continuity of the complex service
is threatened. Instance-based replacement approaches offer one possible solution, but are limited to the
availability of exact (function and interface equivalent) replacement services.
Current research allows automated handling of failing services, but is often limited to instance replacement, for example by using late binding. The number of services available is large, but dispersed over
different repositories, as different communities build and collect services. Even the design and deployment
approaches may vary, for example, between Service Oriented Architecture/Grid and Peer-to-Peer based deployments.
The approach presented in this paper focuses on automated template-based reconfiguration of annotated web services, using (i) a discovery infrastructure with dynamic matcher service selection, repository
selection and service policy specification, and (ii) a workflow enactment engine capable of handling heterogeneous components. This combination provides a fully automated reconfiguration service that can be
used without human intervention. The resulting architecture enables: (i) automated service reconfiguration
based on constraints that have been previously defined by a user; (ii) an open matching architecture that
allows multiple matching mechanisms to be used, on a set of user-defined repositories—this is particularly
useful to enable application-specific matchers to co-exist alongside generic matchers based on term syntax;
(iii) generality through integration with a workflow enactment engine, so that the approach can be combined
as a component within an existing workflow.
The architecture for this approach is depicted in Figure 1, combining (i) the CoWS template-based web
service reconfiguration, (ii) the Knoogle matchmaker, and (iii) the Triana enactment engine. CoWS is an
automated template-based approach to reconfiguration of complex web services, in which the scope of the
1 moved

from Intelligent Interactive Distributed Systems, VU University Amsterdam, The Netherlands

374

Sander van Splunter, Frances Brazier, Julian Padget and Omer Rana

Figure 1: Architecture for dynamic service composition and enactment.

adaptation is adjustable. In addition CoWS enables reasoning on the effect of the replacement of a service
in relation to the properties of the complex service.
Knoogle offers a brokerage framework that can be used to deploy partially or fully-configured brokers
that query multiple service repositories, employ multiple matching services and apply pre-defined or bespoke
selection policies.
Triana is a problem-solving environment designed for both the creation and execution of workflow
graphs. Execution of these graphs can be done both locally and via a distributed enactment process (using
Triana servers). Enabling enactment of reconfigured services in Triana allows integration of heterogeneous
components and both local and distributed management of the execution of the services.

2 Conclusions
Integrating three systems in the manner described makes the approach more complex to use, as it is generally
required for a user to specify: (i) service description; (ii) selection policy; (iii) choice of suitable matchers;
(iv) list of repositories to search. However, some of these can be pre-configured—such as (ii), (iii) and (iv).
Currently, approaches to automated service composition (as outlined in the full paper) are limited, either
due to their lack of adaptability to specific application domains, or their overall complexity of use. By
allowing different levels of system configuration, and enabling some of these to be pre-specified (not by an
end user, but an application/system administrator), we believe it is possible to balance complexity of use
with generality of the overall approach.
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1

Introduction

Generally accessible web services have been around now for a while, providing a variety of services to
clients. Different technologies are being used to facilitate the communication and coordination between the
peers involved. However, without exception these technologies require the publisher to define very specific
interaction patterns between the peers involved. The result is a huge amount of clients and services which
might be compatible from the perspective of the functional business requirements (they do the same), but
which are not due to message or call ordering constraints at the communication level. In the light of creating
an open web of (compatible) services, this is an undesirable situation.
We position a service as an embodiment of a task (e.g. sending an email). All communication between
a client and the service is about reaching agreement on the details of this task (e.g. recipient, subject, ...).
Current web service implement custom operations (through the interface) to reach this state of agreement.
Complexity varies from just passing a single data structure, to a full fledged negotiation scheme. Although
there are many advantages in doing so, custom operations do impose strong restrictions on the interaction.
Often these restrictions do not stem from the business requirements, and should therefore be avoided (e.g.
the interface forces you to send Name before Age while it could as well have been the other way around).
We try to resolve this situation by introducing the Free Speech protocol: a generic web service interaction
protocol which prevents restrictions on the interaction level that do not stem from business requirements. We
do this by introducing an explicit representation of the task description as a key component in the protocol.
During the interaction this task description is (gradually) filled with the appropriate information, by both
peers in an effort the reach the required agreement. The protocol to make this work does not impose any
particular ordering on this process, thereby maximising flexibility.

2

Service coordination by description molding

The task description has the form of a template. Free Speech defines a generic format to describe such a
template. A description template contains slots for all the relevant details of a task. Refer to the rounded
boxes in figure 1 for an example of a template. On top of this format, Free Speech defines a fixed set of
operations that can be applied to parts of a template. This way the interaction between the peers entails a
series of update operations, thereby molding the content of the template until the description is satisfactory
for all peers involved.
To illustrate this idea consider two people negotiating the sale of a car by filling in an order template
on paper. Also here the template contains slots for all the possible options. During the process the content
of the template is changed by both the seller and the buyer until they agree on the specs of the car (and the
price that comes with that). Simple verbal remarks are used in the process to guide the negotiation process
(just like some of the operations in Free Speech).
While traditional services with different interfaces would be incompatible on the both the vocabulary
and the interaction level, the sketched interaction model would reduce the problem to just an issue regarding
the domain vocabulary (i.e. the domain specific concepts and relations used in the template).
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Figure 1: Final content of a communication session.
For the car sale a different domain vocabulary would mean to have a different template to fill in all
the options. However, the process to fill it remains the same for both the buyer and seller. The real world
equivalent of a different interface on the other hand, would be that the buyer is not only forced to go through
a different set of questions and statements, but also in a very specific order.
The purpose of introducing Free Speech is to achieve interoperability between services as a side product
of their implementation. Since Free Speech itself does not enforce any ordering, any constraint that might
surface during the interaction stems immediately from the implementation which should be governed by
the business requirements. Any conflicting constraint is a sign of incompatibility at the business level:
something no protocol can (or should) solve.

3

Use case: A mail client and server

To explore the basic ideas behind FreeSpeech we implemented a prototype library, the Free Speech Engine,
on top of which 2 mail clients and 2 mail servers were built. Both clients and both servers have different
business requirements. The most notable business requirement for one of the mail clients is the need for
explicit acceptance of the destination address by the server before any of the other mail fields are passed on.
One server implementation only accepts mail for a specific domain.
Current operations supported by Free Speech are Set value, which allows a peer to fill a slot in the template with a specific value, and Request Validation, Approve and Reject which allow the peers to exchange
information regarding the validity of pieces of data in the template.
Figure 1 shows the final content of the template after a communication session. Initially, the client
applied Set value to the ‘ToAddress.EmailAddress’ slot, followed by a Validation request on that same slot.
Once the service had responded with Approve, the client applied Set value to the rest of the slots. The
semantics attached to this template dictate that once both peers agree on the content, the server will forward
the message to the appropriate destination. As can be seen from this example, not only Set value makes a
change to the template, both all operations do so: the template contains all the required state.

4

Conclusion

With Free Speech, a new communication and interaction protocol for web services was introduced. It is
designed to overcome incompatibilities that do not stem from business requirements as is often the case
with many contemporary protocols as they are defined in for example WSDL.
An initial prototype of a library has been presented – the Free Speech Engine – on top of which a small set
of clients and servers was build. While the WSDL implementation required either changes to the interface,
or a very good estimation beforehand of the intended future use to fit in all the business requirements of the
peers, the Free Speech protocol allowed seamless interaction between all peers, regardless of their ignorance
of each others business requirements and without the protocol enforcing specific ordering requirements.
An issue that does not surface in the current use case, is the point of convergence. If the interaction is left
unspecified, there is no guarantee that there will be convergence towards agreement. This will require our
attention. At least should the library be able to spot repetitions, and possibly support termination decision
making for the peers. Work also needs to be done to mature the set of operations in such a way that also
services with a rich set of business requirements are able to take full advantage of the system. The initial
effort looks promising and has offered useful insights and will work be continued.
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Introduction

Descriptive analysis of music corpora is important to musicologists who are interested in identifying the
properties that characterize speciﬁc genres of music. In recent years, the machine learning community has
worked on providing predictive tools for genre classiﬁcation. With music pieces represented as feature vectors, several existing machine learning algorithms can be applied to distinguish between pre-deﬁned classes
but most don’t offer any interpretable explanation for the classiﬁcation. Therefore, instead of concentrating
on classiﬁcation, we want to explore the use of descriptive analysis, in particular the technique of Subgroup
Discovery, in the context of music.
Subgroup Discovery (SD), ﬁrst introduced by Klosgen [4] and Wrobel [10], is a rule learning technique
located at the intersection of predictive and descriptive induction. The task of SD is deﬁned as: given a
population of individuals and a speciﬁc property or annotated class of those individuals we are interested in,
ﬁnd population subgroups that are statistically most interesting with respect to this property of interest.
The goal of SD is not to construct a good classiﬁcation model consisting of a set of rules, but to construct
individual rules that identify interesting subsets of related samples. This way each rule can be regarded
separately as providing some knowledge about the data.
In this paper we apply a SD algorithm to a corpus of folk tunes, called the Europa-6 collection [2]. Four
well-known global feature sets were joined to represent every piece as a feature vector. The concrete goal
is to come up with interpretable rules that describe subgroups in Europa-6, which might correspond with
musical subgenres.

2

Methods

In this paper we use the CN2-SD algorithm which is detailed in [5]. This algorithm builds rules of the form
“if Cond then Class” by growing a conjunction of attribute-value pairs one at a time. The quality heuristic
used for rule selection is the Weighted Relative Accuracy (WRAcc) deﬁned as:
WRAcc(if Cond then Class) = p(Cond)(p(Class|Cond) − p(Class))

(1)

This heuristic provides a tradeoff between generality p(Cond) and relative accuracy p(Class|Cond) −
p(Class).
The Europa-6 collection contains folk tunes from 6 different European regions: England, France, Ireland, Scotland, South-East Europe and Scandinavia. This data consists of purely monophonic melodies in
a clean quantized MIDI format, containing time and key signatures, but without any tempo or performance
indications such as grace notes, trills, staccato and dynamics. To represent our data, we have chosen to join
the relevant features of four global feature sets: Alicante[8], Fantastic[7], Jesser[3] and McKay[6], for a
total of 150 features.
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Results

To perform our experiments we used the component-based data mining software toolkit Orange [1], which
includes a widget for CN2-SD. On initial experiments, we found that rules involving numeric attributes
dominated the results and were very hard to interpret, therefore we discretized all non-nominal features to
either H (High) or L (Low) if the value was higher/lower than the median of this feature in the entire corpus.
This discretization has two consequences: the rules are easily interpretable by musicologists and we avoid
overﬁtting the training data. Furthermore, for clarity we only discuss rules of length 2. Longer rules did
obtain slightly higher scores based on WRAcc, but rendered the interpretation more difﬁcult.
Based on the WRAcc quality rankings from Orange, we select the best rule for each class and list these
6 rules in the following table:
Class
C
Scandinavia
Ireland
Scotland
S.E. Europe
France
England

Cond
A
B
J meter = 3/4
M MelodicTritones = L
J dotted = L
M CompoundMeter = 1
J meter = 4/4
F int.cont.grad.std = H
J meter = 7/8
M AvgVarIOI = H
J dminthird = L
M Range = L
F mode = major
M NoteDensity = L

p(A)

p(A|C)

p(B)

p(B|C)

p(A, B)

p(A, B|C)

p(C|A, B)

0.15

0.63

0.94

0.96

0.14

0.62

0.78

0.70

0.86

0.32

0.71

0.23

0.62

0.65

0.38

0.77

0.44

0.76

0.17

0.62

0.52

0.01

0.21

0.39

0.61

0.01

0.21

0.96

0.52

0.83

0.43

0.93

0.26

0.77

0.34

0.77

0.88

0.50

0.63

0.36

0.54

0.43

Because of lack of space, we will only discuss one rule in detail, complete results and more detailed
explanations can be found in [9].
Scandinavia: This rule deﬁnes a subgroup of pieces, all in 3/4 meter and containing a relatively low number
of melodic tritones. It is likely that the restriction of this rule to 3/4 meter reﬂects the fact that the
Scandinavian portion of the corpus is dominated by polska or hambo melodies. The tritone component
does not add much to the rule (the low tritone probability is 0.94 in the corpus, and 0.96 in the
Scandinavia class).
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1 Introduction
In the coming years, the practical application of Computer-Aided Detection (CAD) systems in the Dutch
breast cancer screening program is likely to expand considerably. This trend is greatly aided by the recent
introduction of digitisation of breast imaging in the entire program. Screening radiologist deal with a challenging task due to the tremendous workload with more than 800,000 mammographic exams per year in
The Netherlands, the low breast cancer incidence rates, and the low subtlety of the lesions, which makes
them hard to distinguish from normal breast tissue. Therefore by providing a “second opinion” in image
analysis, CAD can help increasing accurate early diagnosis of breast cancer. The research presented here
demonstrates a CAD system that integrates the knowledge and the working principles of radiologists in the
computer programs can improve the analysis of breast images in the screening programs.
One important principle in radiologists’ practice is reading and comparing two different views of the
same breast: mediolateral oblique (MLO) view, taken under 45◦ angle, and craniocaudal (CC) view, taken
top-down; see Fig. 1. The general rule is that a lesion is to be observed in both views. Most computerized
systems, however, are based on a single-view principle where each view and the regions within a view are
analyzed independently. Hence, the multi-view dependencies in the breast are ignored and the breast cancer
detection can be obscured. To tackle these problems, we propose a Bayesian network framework for exploiting multi-view dependencies for the analysis of screening mammograms. The main idea of our methodology
lies in combining the information available as detected regions from a single-view CAD system in MLO and
CC to obtain a single likelihood measure for a patient being cancerous. In comparison to previous methods, we can outline a number of advantages of our probabilistic framework: (i) Handling noise and missing
information - specifying and learning the network parameters in a probabilistic manner allows uncertain
information to be incorporated based on the values of all the non-missing variables; (ii) Incorporating domain knowledge - unlike black-box approaches such as neural networks, our framework captures explicitly
view dependencies through the Bayesian network structure and the deﬁnition of the conditional probability
tables and (iii) Using context information over the whole breast - breast classiﬁcation is done on the basis of
simultaneous consideration of the regions automatically detected in each breast view and their links to the
other view of the same breast.

2 Bayesian Network Multi-View Detection
The objective of the multi-view detection is to determine whether or not a breast (and thus the patient) is
suspicious for cancer, by establishing correspondences between the 2D image region features of the breast.
Fig. 1 depicts the multi-view detection scheme, where a cancerous lesion, represented by the circle, is
1 The full version of this paper appeared in Physics in Medicine and Biology, Vol. 54, pp. 1131-1147, 2009.
This research is funded by the Netherlands Organisation for Scientiﬁc Research under BRICKS/FOCUS grant number 642.066.605.
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projected in both views of the same breast; hence, the whole breast is cancerous. In both views a single-view
CAD system detects potential cancerous regions described by a number of real-valued extracted features. In
Fig. 1 regions A1 and B1 are true positive (TP) regions whereas A2 and B2 are false positive (FP) regions.
Since we deal with projections of the same breast we introduce links (Lij ) between the detected regions in
both views, Ai and Bj . Every link has a class with values of true if Ai OR Bj are TP and f alse otherwise.
MLO

A1
A2

CC

A1

A2

B1

B2

L11

L12

L21

L22

B1

L11
L12
L21
L22

Ai / Bj = (x1, x2, …, xn)

B2

Figure 1: Multi-view analysis problem

CA1

CB1

CB2

a) RegNet

CA2

CA1

CA2

CB1

CB2

IA1

IA2

IB1

IB2

MLO

CC

b) ViewNet

Figure 2: Bayesian network multi-view analysis

Our modelling scheme is based on two Bayesian networks with a hand-constructed (ﬁxed) structure
to explicitly represent the multi-view dependencies in the detection problem. In the context of Bayesian
networks, the region dependence can be modelled by the so-called v-structure where directed arcs are drawn
from the region nodes to the link node: Ai −→ Lij ←− Bj . Furthermore, by deﬁnition the link variable is
discrete and the regions are represented by a vector of real-valued features (x1 , x2 , . . . , xn ) extracted from
a single-view CAD system. Therefore we apply logistic regression to compute P (Lij = ij |Ai , Bj ). It
is straightforward to construct a causal structure where all the links are modelled in parallel as shown in
the ﬁrst top layer in the network depicted in Fig. 2(a). Thus, using the context modelling capabilities of
Bayesian networks we consider at once all the information available about the breast.
NA
B
Next we estimate the probabilities P (CAi = true|{Lij = ij }N
j=1 ) and P (CBj = true|{Lij = ij }i=1 )
where CAi (CBj ) is the class of region Ai (Bj ), NA (NB ) is the total number of regions in MLO (CC)
NB (NA )
denotes the set of all links containing Ai (Bj ). Given our link class deﬁnition,
and {Lij = ij }j(i=1)
we can easily model these conditional dependencies through a causal model using the logical OR ([1]).
Next we construct a second Bayesian network (Fig. 2(b)) that combines the computed region probabilities
from RegNet to obtain the probability of a view being cancerous using again a causal-independence model
with the logical OR. Finally, we combine the view probabilities obtained from ViewNet into a single
probabilistic measure for the breast by using two approaches: (i) averaging both view probabilities and (ii)
a logistic regression model with the estimated view probabilities as input variables. The probability that a
patient has cancer is the maximum out of the probabilities for the left and right breasts.

3 Experiments
We applied the proposed Bayesian network multi-view system to a dataset of 1063 screening exams from
which 385 were cancerous and compared its performance to the single-view CAD system in [2]. The results
showed that the incorporation of expert knowledge in a probabilistic manner led to a signiﬁcantly higher
breast cancer detection rate compared to the single-view CAD system. This improvement was achieved at a
view, breast and patient level. In this study we also demonstrated the potential of the multi-view CAD system
for prescreening purposes, where the most suspicious cases are selected as a set of difﬁcult cases. In this
way, the selected cases would get more attention from radiologists by providing additional reading and help
increase the cancer detection rate. Finally, we note that the straightforward nature of the proposed Bayesian
network framework allows its relatively easy application to any type of multi-view detection problems.
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1 Introduction
With the rapid development of multi-agent systems, automated negotiation has been widely used to solve
coordination problems in complex systems. In this work, we propose a solution when multiple players allocate multiple resources amongst themselves through negotiation, which takes place round by round. In
contrast to most previous work on two-player multi-issue negotiation or multi-player single-issue negotiation, we study multi-player multi-issue negotiation. Further, it is multilateral that all players involve a single
negotiation, which is different from the multiple bilateral negotiation between more than two players.
Compared to the alternating-offer bargaining [2], in which one player proposes allocations for all players,
we design a negotiation protocol that each player bids desired allocation only for himself sequentially in each
round, which applies to many real negotiation scenarios directly. Moreover, the protocol lets all issues be
bundled and negotiated concurrently. This way is optimal for multi-issue negotiation [1] as it increases the
opportunities of making trade-offs between issues.
We set the negotiation under a complete information environment, in which all information is common
knowledge, and develop equilibrium strategies of the players, which form a subgame perfect equilibrium
(SPE). Given a negotiation deadline and a discount factor, an agreement is reached immediately at the end
of the ﬁrst round. When any player has multiple bids that have the same maximum utility, if he always
chooses the one that is best for his opponents, the outcome is Pareto-optimal. Although we just analyze the
negotiation with complete information in this paper, the proposed negotiation model is a fundamental result
of automated negotiation studied. This paper is an important step towards incomplete information cases and
provides a benchmark for multi-player multi-issue negotiation.

2 The Negotiation Model
Suppose n ≥ 2 rational players negotiate to allocate a ﬁnite set of m ≥ 2 divisible resources amongst
themselves. Each player requires to get a combination of all types of resources and only a unanimous
agreement can be accepted. We use the term issue to indicate the amount of a resource, which range is
normalized to a continuous range [0, 1]. We let n players bid desired combinations of the m issues for
themselves sequentially in consecutive rounds r ∈ N till a deadline γ, given the pre-speciﬁed bidding
orders. A given player is represented by a different bidder in each of the rounds, provided that those bidders
all share the same preference and information of the original player.
When it is bidder i’s turn to bid in round r ≤ γ, given the bids of previous bidders in round r, bidder i
can either accept those bids and make his own bid xi ∈ (0, 1)m , or reject those bids. If all bidders choose to
bid in a round and the sum of every issue of all bids does not exceed 1, the bid proﬁle a = (x1 , . . . , xn ) is
1 The full version of this paper appeared in:

Proceedings of the second International Workshop on Agent-based Complex Automated
Negotiations (ACAN’09), Budapest, Hungary, May 2009.
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an allocation agreement and the negotiation stops; every bidder gets a utility ui (a, r) = δ r−1 · vi (xi ) where
δ is a discount factor and vi (xi ) is a general monotonically increasing function of any element in xi . Either
some bidder choosing rejection or no agreement reached in the current round, the negotiation passes on to
the next round. If the negotiation stops after the deadline without any agreement, every player gets zero
utility. Quitting is not allowed in the negotiation.

3 The Negotiation Strategies
We investigate the equilibrium strategies to specify the optimal action of every bidder i in any round r, when
it is his turn to bid, given the previous bids hi = (x1 , . . . , xi−1 ) in round r. The equilibrium strategy is
to try out all possible actions to ﬁnd the optimal one, which introduces the maximum utility to the player,
with consideration of his opponents’ responses. All bidders’ optimal actions in a round are best responses
to each other; the action proﬁle forms a Nash equilibrium. We let −i denote the set of all bidders other than
i in a round and let A denote the set of actions. Given any action ai ∈ A, bidder i reasons his opponents’
responses a−i ﬁrst, and then calculates the utility that he would get based on a = (ai , a−i ). If a cannot form
an agreement in round r, we deﬁne the utility of a for bidder i in round r to be equal to the utility that the
player would get in round r + 1. If any player chooses the rejection, the utility that every player would get in
round r also equals to the utility that the player would get in round r + 1. Thus, to calculate the utility of any
bid xi , bidder i needs to reason the best response of each of the remaining bidders j > i in round r, which is
bidder j’s optimal action. The reasoning also requires the information of the utilities that all players would
get in round r + 1. Eventually, bidder i in round r does two-dimensional reasoning from the current round
to the last round and from the ﬁrst bidder to the last bidder in each round, which is a recursive procedure
with a base case that all players will get zero utilities after round γ, if no agreement has been reached.
We let H denote the set of all possible proﬁles of bids in the negotiation. We deﬁne the optimal action
function si : H × N → A, where a∗i = si (hi , r) is bidder i’s optimal action in round r, given previous bids
hi . We use a letter and the letter with a tilde to denote a bidder of the current round r and a bidder of the
next round r + 1 respectively, which represent the same original player. Formally, given the previous bids
hi , the optimal action function is deﬁned by:
si (hi , r) ∈ argmax wi (ai , hi , r)
ai ∈A

where

wi (ai , hi , r) =
where

⎧
⎨

0
ui (x, r)
⎩
wı̃ (a∗ı̃ , hı̃ , r + 1)

if r > γ
if r ≤ γ, a = x is an agreement
otherwise

a = (hi , ai , a∗i+1 , . . . , a∗n ), a∗i+1 = si+1 (hi+1 , r), hi+1 = (hi , ai ),


∀j ∈ {i + 2, . . . , n} a∗j = sj (hj , r), hj = (hj−1 , a∗j−1 ) ,


∀j̃ ∈ N a∗j̃ = sj̃ (hj̃ , r + 1), hj̃ = (hj̃−1 , a∗j̃−1 ) .

Proposition 1. The equilibrium strategy of bidder i in round r ≤ γ is Sir : when it is his turn to bid, he
uses the above optimal function to calculate the optimal bid/response, given the previous bids in round r.
The equilibrium strategies of all players induce a subgame perfect equilibrium of the game. If an agreement
exists in this game, it will be reached immediately at the end of the ﬁrst round.
Proposition 2. The equilibrium outcome is a Pareto-optimal solution of the game if every player chooses
his optimal action with the completely benevolent selection. That means, when bidder i has multiple bids
that have the same maximum utility, he always chooses the one that is best for his opponents.
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A multi-agent planning problem refers to a set of activities that has to be performed by several autonomous agents. In general, due to the possible dependencies between agents’ activities or interactions
during execution of those activities, allowing agents to plan individually may lead to a very inefﬁcient or
even infeasible solution of the multi-agent planning problem. This is exactly where planning coordination
method comes into play.
Due to the self-interested nature of the autonomous agents, in this paper, we concentrate on the coordination by design approach, which does not need to assume that agents are willing or able to communicate to
achieve a coordinated result. We aim at the development of coordination techniques that (i) let each agent
construct its plan completely independent from the others thereby (ii) guaranteeing that the joint combination of their plans always is coordinated.
The contribution of this paper is twofold. Firstly, we will point out that in general there exist at least
two ways to achieve coordination by design: one called concurrent decomposition and the other sequential
decomposition. We will brieﬂy discuss the applicability of these two methods, and then illustrate them with
two speciﬁc coordination problems: coordinating tasks and coordinating resources usage. Secondly, instead
of focusing only on the feasibility of the resulting plans, we will investigate the additional costs incurred by
the coordination by design method, that means, we propose to take into account the price of autonomy: the
ratio of the costs of a solution obtained by coordinating selﬁsh agents versus the costs of an optimal solution.
We also show the price of autonomy of the two coordination methods respectively.

Coordination by design: a general framework
In a (task-based) multi-agent planning problem, a set of tasks is given to a set of agents. These agents have
to complete such tasks by making a joint plan to complete them. Usually there is also a (common) set of
resources needed to complete such tasks. Both tasks and resources are subject to some sets of constraints.
To model such a multi-agent task-based planning problem, we consider a tuple Θ = (A, T , R, C, φ, ψ),
where A = {A1 , . . . , An } denotes a set of agents, T = {t1 , . . . , tm } is a set of tasks, R = {r1 , . . . , rp }
is a set of resources and C is a non-empty set of constraints on tasks and resources. Usually, the set of
constraints C is partitioned into C = CT ∪ CR where CT is the set of constraints on the tasks and CR is
the set of constraints on the resources. The functions φ : A → 2T and ψ : T → 2R are the task-assignment
function and the task-resource function, respectively. A solution to a multi-agent planning problem Θ is a
speciﬁcation of a task-resource plan (or plan, for short). Such a plan is a tuple P = (A, T , R, C P , φ, ψ),
where C P is a non-empty set of plan constraints reﬁning C, that is, if all constraints in C P are satisﬁed,
then C is satisﬁed too. Coordination by design requires that from the speciﬁcation of a multi-agent planning
problem Θ, we are able to derive a set {Θi }ni=1 of single agent planning problems that can be solved
independently. Using the framework, we say that a multi-agent problem Θ induces a single agent planning
problem Θi = (Ti , R, Ci , ψ) for agent Ai , where Ti = φ(Ai ) is the set of tasks assigned to Ai , and Ci ⊆ C
is the set of constraints restricted to tasks occurring only in Ti . Like the solution for the overall planning
problem, the solution of the single agent planning problem Θi is a single agent plan Pi = (Ti , R, CiP , ψ)
where CiP is a set of plan constraints that reﬁne Ci .
1 The full version of this paper appears in the Journal of Autonomous Agents and Multi Agent Systems and is available at
http://dx.doi.org/10.1007/s10458-009-9086-9
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A problem Θ is decomposable if the set oflocal plans (individual solutions) {P1 , . . . , Pn }, can be comn
bined into a global plan P = Pi = (T , R, i=1 CiP , φ, ψ), which is a solution to the original problem.
In general, however, a multi-agent planning problem Θ will not be decomposable and we will need a coordination mechanism to ensure that the local plans can be combined into a feasible global plan. Such a
coordination (by design) mechanism M is an algorithm that, given as input a multi-agent planning problem Θ, an agent Ai , and a set P−i of plans of other agents, not including the plan of agent Ai , returns a
M
M
single agent planning problem ΘM
i such that: (1)Θi = (Ti , R, Ci , ψ) is an individual planning problem
for agent Ai , where Ti = φ(Ai ) and (2) Ai is allowed to come up with any solution PiM for ΘM
i , but is
ensured that the combination of all such solutions is always a solution to the original problem Θ. We call a
mechanism M feasible if circular dependencies do not occur. Clearly, if a mechanism M is feasible, then
there exists at least one ordering of agents that allow them to plan independently from the others.
Concurrent decomposition.
In concurrent decomposition the coordination mechanism M is able to
specify—given the original problem Θ and an agent Ai —the set of local problems Θi directly without
knowing the plans of the other agents. It is immediate that this mechanism is feasible for every enumeration
of agents. Hence, each of the agents is able to make its plan independently from and concurrently with the
others. Concurrent decomposition can be applied if (i) the task allocation φ induces a partitioning of the
tasks, i.e., no task is assigned to more than one agent, and (ii) there is no resource dependency between tasks
assigned to different agents.
We apply the idea of concurrent decomposition to coordinate tasks . Here we determine a set of interval
constraints that decompose a given autonomous scheduling problem. Here instead of local plans, each agent
develops a local schedule. Based on the depth and height of a task in the given task graph we develop a
set of interval constraints which specify the earliest and the latest times any task can be scheduled at. We
develop algorithms that compute these intervals for both agents with unbounded capacity and for agents
with bounded capacity. The algorithm for the unbounded capacity results in optimal make span whereas the
algorithm for bounded capacity case gives a makespan which is in its worst case twice that of the optimal.
Sequential decomposition. On the other hand, in sequential decomposition, there is an enumeration
A1 , A2 , . . . , An  of the agents such that for all i, M (Ai , Θ, P−i ) = M (Ai , Θ, {A1 , . . . , Ai−1 }) = ΘM
i .
That is, all plans of the agents Aj preceding Ai in the enumeration are needed to guarantee that agent Ai
can plan independently. The idea is that for every i, the results of all the plans Pj of the agent Aj (j < i)
are translated, by the coordination mechanism M , into a suitable set of constraints, in such a way that plans
of agents Ai , Ai+1 , Ai+2 , . . . , An never can invalidate the plans Pj of agent Aj (j < i). Sequential decomposition can be applied if there is an overlap in the tasks assigned to different agents or there are some
dependencies on the resources that have to be used by two agents in the system.
We apply it to coordinate the usage of shared resources. In this case, each agent plan for resource usage
is a speciﬁcation of which reseource is being used and in which time interval. Based on the concept of freetime window reachability, we have designed an algorithm that returns the shortest-time, conﬂict-free route
in the infrastructure and runs in O(|F |log(|F |) + |F ||R|) time, where F is the set of free time windows and
R is the set of resources.

Price of autonomy
In both sequential and concurrent decomposition, additional constraints are imposed upon the agents to
ensure feasibility of the resulting plans. Besides feasibility, however, coordination methods should also be
evaluated based on the efﬁciency of the resulting joint plan produced by the agents. This price of autonomy
ρM of using coordination method M w.r.t. make span efﬁciency is the worst-case ratio of make soan length
of the joint plan obtained by letting selﬁsh agents make their own plan as efﬁcient as possible, versus the
length of make span of the most efﬁcient plan that could be obtained as the solution of the multi-agent
problem. It can be proved that the price of autonomy of the concurrent decomposition approach for bounded
capacity agents is 2 and that of sequential decomposition approach is |A|.
Future work It would be indeed a challenge to look at instances where both task and resource constraints
exist. A naive mixture of both these approaches could potentially lead to a price of autonomy which is
unacceptable. Another issue we have to address is that of fairness.In concurrent decomposition, it would be
desirable to apply coordination constraints so that all agents have similar amounts of autonomy.
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There have been tremendous advances in the last decade in the theory and implementation of massive
multi-agent systems. However, one major obstacle to the wider deployment of multi-agent systems (MASs)
is their capability of tolerating failures. MASs that are deployed across a network can quickly “go down”
due to external factors such as power failures, network outages, malicious attacks, and other system issues.
Protection against such unexpected failures that disable a node is critical if agents are to be used as the
backbone for real world applications.
We concern the way replication can form the basis of one tool (amongst many that are needed) to
prevent a MAS from succumbing to failure. By replicating agents, we hope to improve the fault tolerance of
a multi-agent system. Fault tolerance and replication techniques have been extensively studied in distributed
computing systems, but much less so in the multi-agent systems domain. The faults considered in this paper
are those that cause disconnection (or crash) of the nodes in the network where the MAS application resides.
The fault model that we consider is one where the failure of each node in the network is represented by
a probability. Given such a fault model, agents that locate on the nodes have different probabilities to be
unavailable, and therefore the multi-agent system as a whole has some probability of being out of function.
The idea of using replication as a fault tolerance method in our work is thus that, when facing failures,
at least one copy of each agent will continue to reside on a connected, working host computer (node), so
that the MAS as a whole can function as a uniﬁed application. Furthermore, in this paper, we focus on the
problem of measuring the probability that a multi-agent system will tolerate the node failure. We call this
probability the survivability of a MAS system.
Model. We ﬁrst provide a probabilistic fault tolerance model to study the survivability of a given deployment under the assumption of independence of node failures. Consider a multi-agent system M consisting
of a ﬁnite set of agents providing one or more services. We assume that M is deployed over a fully connected overlay network N = (V, V × V ), where V is the set of nodes in the network. Each node n ∈ V
has some ﬁxed amount of resources, denoted space(n), that it makes available to hosting agents in a given
multi-agent system. Let space(a) denote the resource requirements of an agent a.
A deployment μ is a mapping from V to 2M such that μ(n) is the set of agents in M that are deployed
at node n in the network. The deployment μ must satisfy the resource constraint. We say that μ is a valid
deployment if for each a ∈ M there is a node n ∈ V such that a ∈ μ(n).
In a network V , any node of V can “go down” or somehow get “disconnected” from the network. We
assume each node has some probability of being unavailable (or out of function), due to its disconnection
(or crash) from the network. We deﬁne the probability of being unavailable of a node by a disconnect
probability function. In this paper, we assume the node failures are independent of one another.
A future failure event F may cause the disconnection of a set of nodes VF . Such a failure event will give
rise to the partial network V  , where V  = V \ VF . Clearly, given the possibility of node disconnections,
1 The

full version of this paper published as [1].
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a partial network V  can possibly materialize in the future for any V  ⊆ V (in case of a failure event F in
which the nodes VF = V \ V  get disconnected). Consider a failure event F , and consider the deployment
μ restricted to the future network V  for V  = V \ VF . The deployment μ may no longer be valid w.r.t. V 
(i.e., some agents in M may not be deployed in any node of V  ). We say that the future network V  is valid
if this does not happen. We say that the system survives the failure event F (where the set of nodes VF gets
disconnected) if the remaining V  is a valid network. The survivability of μ is obtained by summing up the
probabilities of all its possible valid future networks.
Complexity. We show that even assuming independence, the problem of computing the survivability of
1−
a given deployment is at least NP-hard. Moreover, it is also hard to approximate up to a factor of 2|V | ,
where |V | is the number of the nodes in the network. In addition, we show that the complexity of ﬁnding
the most survivable deployment is NP-hard. We also show that for any polynomial approximation to ﬁnd a
sub-optimal deployment, there will be instances in which the survivability of the most survival deployment
is 1 but the algorithm returns a deployment with a survival probability of 0. Thus, any polynomial-time
approximation algorithm is guaranteed to ﬁnd at least one arbitrarily bad solution.
Algorithms. We present two algorithms to accurately compute the probability of survival of a given deployment. One of these algorithms is exponential in the number of agents, while the other is exponential in
the number of nodes in the network. Thus, if one of these quantities is small, we can use this algorithm to
accurately compute the survival probability of a deployment.
As the exact algorithms are too expensive for real-world applications, we propose heuristics to compute
the survivability of a deployment. We are interested in ﬁnding lower bounds, which will allow us to guarantee that a given deployment has a survival probability that exceeds some threshold. We develop ﬁve such
heuristic algorithms to compute the survivability of a given deployment, i.e., the tree-based algorithm, the
disjoint based algorithm, the group based algorithm, the anytime algorithm, and the split algorithm.
Experiments. Finally we compare the performance of our algorithms in terms of computation time and solution quality, i.e., how close the solution found by the heuristic is to either the correct solution or to a bound
on the solution in cases where the solution cannot be accurately computed. We did this under ﬁve different
environmental settings. Our results show that all heuristics give a good approximation (with a ratio over
0.85). Especially, the split algorithm has demonstrated a relatively stable performance in terms of quality in
all problem instances, and consistently returned the solutions that are over 95% of the optimal performance.
Nonetheless its running time is dependent on the setting and the problem size. In contrast, we show that the
performance of other heuristics, namely the tree-based algorithm, the disjoint based algorithm, the group
based algorithm, and the anytime algorithm, vary greatly with the environment settings. Therefore, each of
these algorithms is appropriate for certain settings, but not for others. Based on the experimental results, we
identify the conditions under which one algorithm is preferable to another so that MAS applications have
some foundation upon which to base a decision about which algorithm to use.
Future work. There are many other interesting directions for future work that are related to this topic.
In many real-world applications, it is essential to maintain a minimal level of survival. Thus, one variant
of the current approach would be to develop algorithms for deployments that meet such minimal survival
requirements. Another issue is the trade-off between the survivability of a multi-agent system and its performance. Ensuring survivability could be costly. Consequently this comes at the cost of actually providing
the services the multi-agent system is supposed to provide. Yet another important issue is “gaming” the
system. For example, suppose the methods described in this paper are used to implement MAS security for
an application. A user who knows that the techniques of this paper are used in the system can try to utilize
this knowledge in order to break security. This leads to a game theoretic framework whereby we need to
reason about how an adversary would make use of such knowledge in order to break the system.
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Abstract
In this paper, we describe the concept Cobes: a neural network-based dynamic lighting system for a metro
environment, which aims at increasing the cleanliness and thereby enhancing the perceived safety of the
carriages. We describe the target group of our concept, the implemented technology and the dynamic light
behaviour.

1

Introduction

The Cobes concept aims at enhancing the hospitality of the metro environment. Customer research by
GVB, the metro operator in Amsterdam, has shown that the metro is the least appreciated mean of urban
public transport, despite the fact that it is the most efficient and most punctual. This highlights an
interesting application for a design concept that enhances the perceived quality of the metro, and the
experience of its travellers.

2

Cobes

The Cobes system aims for a clean and pleasant metro environment. By analyzing human movement
patterns through a neural network, the Cobes system can determine irregularities in the metro, such as
litter or damaged seats. Travellers are unconsciously guided to pleasant places within the metro carriage
by the dynamic lighting system.

3

Target group

The system mainly focuses on commuters, people who use the metro on an (almost) daily basis.
Typically, commuters travel individually, during rush hour. Other characteristics are boredom, routine,
social isolation and indifference towards their environment.
We chose to enhance the information given to the user to make appropriate seating choices based on
cleanliness and peacefulness in the train. We do not try to change their rituals during travel, often
resulting in unwanted results, but instead give a long term engaging solution only visible upon entry of
the metro.

4

Technology

One of our observations in the metro in Amsterdam was that people tend to distribute themselves
(physically) in the metro carriages according to fixed patterns. These patterns can be observed in other
types of public transport as well, in particular the types with similar internal design, such as trains, busses
and trams. In general, one could say that people tend to sit as far as possible from other people. This only
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applies to individual carriages however, since the middle part of a metro train is always more crowded
than the front and rear end.
Based on the above observation of the patterns being disturbed by irregularities in the metro
environment, we propose the following concept: By analyzing the physical presence of passengers in the
metro over time with a neural network, the network will be able to identify and locate possible
irregularities in the metro.
Identifying dirty or broken chairs is not just a matter of looking at the occupation of the chairs. For
example, outside rush hour, the window seats facing towards the rear of the metro are hardly used.
However, if the chairs around them are often in use, this probably means that there is nothing wrong with
these chairs. Therefore, the full pattern of an entire metro carriage needs to be taken into account in order
to draw a proper conclusion. This is exactly one of the strengths of a neural network, which makes it very
feasible for this situation.
Practically the neural network receives input from all the occupied seats between stations, when the
train is riding. The network receives a string of numbers, where the location of the number in the string is
the number of the chair, and the value of the chair is the number of stations it is occupied. After two or
three stations a pattern evolves that the neural network recognizes against a trained background. This
knowledge is then used as input for the lighting algorithm which makes dirty or broken chairs darker
during stops to take them out of focus.

5

Dynamic light behaviour

The images below show the different types of light behaviour: When the metro train is riding, all light
intensities are equal (figure 1). When the metro train stops, littered places are darkened, and empty seats
are illuminated slightly more (figure 2). When a seat is in use, the light also is also slightly dimmed, but
only during stops (figure 3).

Figure 1

6

Figure 2

Figure 3

Discussion

The demo as presented at BNAIC 2009 is a first version. It mainly serves as a demonstrator, showing the
combined strengths of artificial intelligence and designed, dynamic lighting behaviour in a “daily life-“
setting. The current concept leaves many opportunities for improvement, especially regarding the
intelligence (neural network) and the lighting behaviour. The lighting behaviour is currently being further
designed and evaluated within the Department of Industrial Design.

7
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Abstract
SmartGoals is an embodied multi-agent system designed for soccer training. A single SmartGoal is an
interactive soccer goal. It can be in an active or passive state, detect the passage of a ball, and
communicate with other SmartGoals. Challenging and dynamic training situations emerge from the
interaction between human players and SmartGoals.

1

Introduction

Technological and scientific innovations have altered the domain of soccer training over the last
decades. New insights about nutrition and physiology have paved the road to enhanced physical
performance [1]. The lpmSoccer3D local position measurement system [2] enables monitoring of
physical and tactical performance of players during a match. Considering the actual training activities at
the picht, however, little has changed. Goals, balls, traffic cones and space markers define the training
environment today as they did 40 years ago. With SmartGoals, agent technology enters this domain.

2

SmartGoals

SmartGoals is an embodied multi-agent system designed to enrich traditional training environments with
dynamic behavior. A single SmartGoal, fig. 1, hereafter referred to as agent, is an interactive goal, that
can either be in an ‘on’ or ‘off ‘ state. Three or more – typically 6 in experiments so far – agents can form
a training system. One or more of the agents can be in an ‘on’ state in a system with an arbitrary number
of agents. After a ball passes through an ‘on’ agent, it will change to ‘off’. A decentralized negotiation
process determines which other goal will take over the ‘on’ state. Two types of negotiation process have

Figure 1: A SmartGoal. The two cones are connected by a metal bar. An IR beam between the two cones can detect
the passage of a ball. On one side, a PIC type microprocessor board with an XBee wireless communication module is
mounted. Power LEDs on top of the cone are on if the state is ‘on’.

been used. The first type was simply a random assignment of the ‘on’ state to another agent. The second
negotiation type was based upon an associative memory algorithm. An agent can recall patterns of 3

392

Mark de Graaf, Harm van Essen and Pepijn Rijnbout

events from short term memory. If the last event in the pattern involves a state transition of itself, this
pattern will be reinforced in long term memory. The long term memory can hold up to 10 of these
patterns. In a continuous process of forgetting and reinforcement, only the most important patterns are
sustained in memory. Though every single agent can only remember patterns of length 3, the system as a
whole can learn much longer patterns.

Figure 2: SmartGoals in use during soccer training. In total 6 goals are used, of which always 2 are in an ‘on’ state.

3

Discussion

The SmartGoals are an example of a hybrid agent-user system. With a small number of relative simple
agents, and active users, a highly challenging and interactive training is achieved. In our approach, useful
system behavior is an emergent property that arises from continuous interactions of users and agents in all
possible combinations. This behavior is not predefined in the software of the agents. It is essentially openended, similar to the approach taken in [3]. The applied decentralized approach gives an open-ended
character to the system: the same definition of individual agent behavior can support training exercises of
very different types. Field tests have been done with experienced soccer players. With two players, and
one active agent in the system, the emphasis was mainly on skills of passing and stopping. With two
active agents – providing choice to the players – the focus shifted towards human-human communication.
In another field test, at PSV Eindhoven, the trainer let two teams play against each other. Team play and
dynamic use of the field – goals can become active anywhere – became the central aspects of this
training. In all cases, players and trainers were very enthusiastic about the multi-agent system.
We believe that SmartGoals is not only an interesting soccer training system. It is also a demonstrator
of the potential of embodied hybrid human-multi-agent systems [4]. We think that the approach to design
such systems with relatively simple agents and an active role for the users is a promising approach to the
design of embodied hybrid human-multi-agent systems.
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Abstract
This demonstration paper presents a mobile tourist decision support system that suggests personal trips,
tailored to the user’s interests and context. The system enables planning a customised trip that maximises
the interest of the tourist, while taking the opening hours of the points of interest and the available time
into account. The planning problem is modelled as an orienteering problem with time windows, which is a
hard combinatorial optimisation problem. It is solved by an iterated local search metaheuristic procedure
that results in a personal trip. This procedure performs well, even when computational resources are
limited. The tourist decision support system has been integrated in a mobile navigation platform and will
be demonstrated on a Nokia N85 smartphone.

1

Introduction

A short tourist trip to a city like Barcelona or London often requires a lot of time to prepare a satisfactory
schedule. Therefore, the tourist gathers information from different sources about the different points of
interest (POI), makes a selection of POIs to visit and plans a route between these, taking into account the
available time and the opening hours of the different POIs. This is a rather complex and time consuming
process.
This planning problem was coined the Tourist Trip Design Problem (TTDP) [3]. A mobile tourist decision support system addresses this problem by suggesting a (near) optimal route along a selection of POIs,
taking into account opening hours, personal preferences and external conditions. An integration with a mobile navigation device enables the tourist to plan his trip quickly and at very short notice, to navigate and
track the planned route, and to replan the trip in an interactive manner whenever prompted for.

2

Tourist Decision Support System

The tourist decision support system first captures the user’s operational constraints and personal preferences
through a small questionnaire. The operational constraints consist of starting and end location and available
time. First, the POIs that are situated within the scope of the operational constraints are retrieved from the
database. Each POI belongs to exactly one type and has a degree of membership to a set of predefined
interest categories. Next, the tourist’s personal preferences are translated into a personal interest score for
each available POI [1]. These scores, together with the coordinates and opening hours of POIs and the
operational constraints of the tourist, give rise to a specific TTDP instance.
This paper models the TTDP as an Orienteering Problem [2] with Time Windows (OPTW), a vehicle
routing problem in which the total score of the visited locations has to be maximised, without violating the
time window constraints. As this problem is known to be NP–hard, calculating the optimal solution using
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traditional exact methods from the operational research literature would require vast amounts of computational resources and time, unavailable in this application scenario. Therefore, Souffriau et al. [1] opt to use
a metaheuristic method for solving the OPTW in order to obtain near optimal solutions in an acceptable
amount of time. They use a single tour version of the Iterated Local Search metaheuristic procedure to
tackle the Team OPTW [4], in which the score of multiple tours has to be maximised. The metaheuristic
starts from a set of empty tours, which only contain the start and end, and performs a number of iterations
consisting of an insertion and a shaking procedure. The best solution found is updated at each iteration, and
returned at the end. The heuristic loops until no improvements are found during a fixed amount of iterations.
Computational testing on a Nokia N85 smartphone showed that the planner solves instances up to 50
POIs in an acceptable execution time. Moreover, for such large instances, only 1% of the solution quality is
sacrificed, while the worst-case execution time is limited to 5 seconds.

3

Mobile Navigation Platform Integration

Whereas the performance effort enabled the system mobility, the integration of the system in a mobile
navigation device drastically increases the usability. The authors integrated the planning component in
WeTravel1 , which is a free mobile navigation software for Java-enabled mobile phones which supports a
large range of devices. The planning component allows the user to manage his interest profile and to plan
and navigate a tourist trip. He is offered a set of possible starting locations, including his current location,
and end locations. The system tracks the execution of the plan in both time and spatial dimensions. When
the current plan becomes infeasible, the component suggests to replan the trip. Replanning solutions range
from selective POI deletion or insertion to a complete new match between the user’s current location and his
preferences.

4

Demonstration and specifications

The mobile application will be demonstrated on a Nokia N85 device. Visitors will be offered the possibility
to enter their personal preferences together with place and time constraints in order to plan a tourist trip in
Eindhoven. The advantages of the mobile navigation platform integration will be shown.
The application software runs on MIDP/CLDC enabled devices. Availability of the Location API is
preferable. The tourist decision support system was originally developed as a web application2 , which is the
result of a joint effort between the Centre for Industrial Management, K.U.Leuven, and Vakgroep IT, KaHo
Sint–Lieven. The functionality was ported to Java ME, using J2ME Polish.
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Abstract

We describe the MonaVisa software tool. This tool automatically analyzes climate control
installation performance using data mining techniques. The results of this analysis are presented by
means of red & green indicators which indicate whether a component in the system is functioning
properly or not. The technology used in this program is based on data mining techniques such as
regression and the theories of Mallow.

Introduction
Energy management of climate control systems is a primary concern for facility managers. Climate
control installations have the highest percentage of energy consumption among all building services
installations. To optimize the suitable operating parameters without sacrifying thermal comfort, such as
chilled water temperature and supply air temperature, will have considerable effects on saving energy.
For typical commercial buildings, however, it is difficult to obtain the correct reference settings for
efficient operation; due to the complicated interrelationship of an entire climate control system, which
commonly includes water- and airsystems, it is necessary to suggest optimum settings for various
operations in response to the dynamic cooling loads and changing weather conditions throughout the year.
The efficiency of renewable climate control installations
is more influenced by malfunctioning of components than
conventional installations. Improper use or a lack of
proper knowledge of the maintenance crew, incorrect
adjustments on the control and installation parameters can
cause less efficient installations. Therefore a adequate
analyses of malfunctioning is essential.
Analyzing data from a climate control system is a
relatively young research area. It is a labor-intensive
process that requires a great deal of time and
knowledgeable input from employees. With data mining
techniques this process can be automated.

Figure 1 Example climate control
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Data collection
An climate control system is almost always linked to a Building Management System (BMS). A BMS is a
computer based control system installed in a building that controls and monitors the different components
of the climate control system. Another aspect of a BMS system is that the measured data is stored in a
database. The structure of the database depends on the manufacturer of the BMS. The MonaVisa software
converts the data of these different BMS into a uniform dataset.

Indicators
MonaVisa gives the user insight how the
installation functions. The indicators
between red and green give an indication
how the components perform on different
aspects.
There are four basic aspects in the
MonaVisa software [1]:
- comfort
- energy
- process
- component failure

Figure 2 basic indicators

The result of these analyses can be aggregated at component, installation or building level.

Technology
The technology in the background is based on data mining techniques. With regression techniques a
model can be generated for specific components based on data collected from real-time monitoring. These
developed models are subsequently used to calculate a predicted value with a certain probability. The
difference between the predicted value and the measured value is a indicator for the component
performance; if the difference is large, this is an indication that the installation changed behaviour with
respect to the original state in which the model was learned Such model changes could indicate a
malfunctioning in the system.
Another technology used is reducing the number of input parameters for the derived models. With robust
model selection in regression via weighted likelihood methodology [2] can be considered whether the
modelling can take place with a subset of the input variables.
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Simulating Knowledge and Dishonesty in a
Client-Consultant Setting
Eugen Staab

Martin Caminada

University of Luxembourg
In every day life, it is quite common for people to make statements about things they have no proper
knowledge of. This is often done out of the desire to appear knowledgeable, even if one in fact is not.
The situation here is different from the liar, who tells things he knows to be incorrect. Clearly, lying is not
the right word to describe the basic concept here. In the remainder of this paper, statements made without
the speaker having sufficient knowledge about their validity will be referred to as “bullshit”, sometimes
abbreviated to “BS”. We use this somewhat provocative term not only for its conciseness, but also to be in
line with existing literature [4, 5] and to allow the reader to easily relate the phenomena described in this
paper to his every day life experiences. As described in [4], the difference between lies and BS is that with
lies, there exists a negative relation to the truth, whereas with BS, there is from the perspective of the speaker
no relationship at all between his statements and the truth.
Frankfurt [4] claims that the problem of BS is to some extent caused by the fact that in modern democratic society everyone is supposed to have an opinion about the current social and political issues, even if
one does not have the time and means to be properly informed on all relevant aspects. In our view, however,
there also exists a more mundane reason. The point is that more and more people started to make a living in
professions that aim at generating, processing and providing information. Examples of this are journalists,
business consultants, lawyers, financial analysts and even scientists. In these professions, it is vital to appear
knowledgeable, even in situations where this is actually not the case. The phenomenal extent to which this
happens, as well as its impact on society has been described in [7, 2].
In standard epistemic logic (S5), BS can be characterized as follows:1 utters X (p)∧¬KX (p)∧¬KX (¬p)
One of the disadvantages of doing so, however, is that the possession of knowledge becomes basically a binary phenomenon. One either has knowledge about p or one does not. An alternative way to characterize
the concept of knowledge is using formal (abstract) argumentation. One of the principles of abstract argumentation is the existence of a graph (Ar , att) where the set of arguments Ar provides the nodes, and the
attack-relation att provides the arrows. Given such an argumentation framework [3], one can distinguish
different ways (like complete, grounded, preferred, stable or semi-stable semantics) of identifying the set(s)
of arguments which can collectively be accepted. Moreover, many of these principles (also called argumentation semantics) have associated proof procedures in the form of discussion games, in which two players
(proponent and opponent) exchange arguments, each of which attacks the previous argument. Thus, whether
an argument is justified depends on whether it can be defended in the associated discussion game.
As is explained in [1], argumentation gives rise to a more subtle concept of knowledge. An agent X
can be said to have more knowledge w.r.t. a proposition p than an agent Y if it has at its disposal a strict
superset of arguments relevant to p. More particularly, we can distinguish two different situations. If X and
Y disagree about the status of p, then let them do the formal discussion game against each other. The party
that wins the discussion can be said to be more knowledgeable w.r.t. p. If, at the other hand, X and Y agree
on the status of p then let them discuss with other agents who disagree with X and Y . If X can maintain
its position in a strict superset of situations where Y can maintain its position, then X is said to be more
knowledgeable about p than Y .
The thus described notion of knowledge is not too far from everyday practice. Imagine an expert on,
say, climate change being interviewed on television. If this “expert” is not able to reply to the interviewers
objections against his theory of climate change it would be hard to maintain that he has real knowledge
1 In

contrast, lies could be described as: utters X (p) ∧ KX (¬p)
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on this topic. Having knowledge implies the ability to defend one’s position. Moreover, in the example of
climate change, it is problematic to define knowledge simply as “justified true belief”, since this assumes
access to the objective truth, which in this case will only reveal itself in the medium to long term future.
Similar observations can also be made in fields like investment strategies, macro economic planning and
development aid. One cannot determine whether someone’s position is “true”; one can only determine
whether it is well-informed.
In order to better understand why the concept of BS is so common in society, we developed a software
simulator (see [6] for a detailed description). We consider a client-consultant scenario. The information that
consultants try to advise their clients on is modeled in a simple argumentation structure as follows (arrows
represent the attack relation):
A1 ← A2 ← · · · ← An ,

At the outset of a simulation run, argument A1 is known to all consultants. Then, following the order of the
indices, a certain number of new arguments becomes available in each time step, and can be acquired by the
consultants. Some of the consultants, we call them well-informed, buy arguments as soon as these become
available, since they want to be always up-to-date. The other consultants, called ill-informed, follow the idea
of BS and only buy as many new arguments as needed to appear knowledgeable to the clients. Consultants of
the first class are more expensive in their consultations (they invest more in their knowledge); but in contrast
to the second class of consultants they never encounter clients that are actually better informed than they
are (and so their reputation can be expected to be higher). Now, a client can rate a consultant with respect
to the consultant’s cheapness c and reputation r (we normalize both to [0, 1]). In our simulations, we let
clients choose the next consultant with a probability proportional to α · c + (1 − α) · r, where parameter α
allows clients to balance between the importance of a consultant’s price and reputation. Finally, to compare
the efficiency of the two classes of consultants we compute their profit, which depends on price, frequency
of consultation and costs of the acquired arguments. Figures 1 and 2 show results of our simulator for
specific settings (we show mean and standard deviation for 210 runs). We leave it to the reader to verify that
in fact there are settings where ill-informedness actually yields a higher profit than being well-informed –
increasingly when the price of consultants takes priority over their reputation (α increases).
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Abstract
This paper discusses a variety of potential applications of intelligent assistants, from personal digital
assistant (PDA) to team digital assistant (TDA). We identify two challenges that arise when developing
intelligent assistants in crisis management and give an overview of the different technologies that could be
used to address these challenges. In particular we will focus on ontologies and policies. For both of these
technologies, we present a simulation prototype and discuss insights, obstacles and opportunities.

1 Introduction
Suppose that, on a busy weekday, a collision occurs deep within a major tunnel in the Netherlands. An
effective first response in such a situation demands the utmost in human performance as limited time is
available, the situation may change unexpectedly and human failure is potentially hazardous. We believe
that electronic intelligent assistants will, and should, play an important role in assisting first responders in
crisis management.
This paper discusses a variety of potential applications of intelligent assistants, from personal digital
assistant (PDA) to team digital assistant (TDA). The PDA could offer individual support by allowing the
crisis workers to have wireless access to the measurements of the sensors in the environment, e.g. smoke
sensors, thermometers, movement detectors. This application offers a gateway to ubiquitous information. A
TDA could support a whole team by taking over some of the notifications which are necessary to maintain
a coherent team. For example, it could ensure that all team members are aware of the plan laid out by the
leader. This application can be seen as a teamwork fortifier.
Over the last decade, advances in wireless networks have enabled the technological infrastructure which
is required for such applications, i.e. mobile devices can exchange bits and bytes in a relatively secure and
consistent way. However, many challenges in artificial intelligence remain to be solved to allow different
sensors and mobile devices to exchange meaningful messages, for example to communicate the current state
of affairs or the planned course of action. Furthermore, the computer must be able to determine the right
time and form to share a certain piece of information.
The purpose of this paper is to identify two challenges that arise as we move from PDA to TDA, and to
give an overview of the work we have done towards their solutions. We follow a simulation to implementation approach [2]. This means that we start by simulating a scenario. This allows us to generate simulation
data, which can be used for validation early in the development phase, and which helps to generate further
ideas about the prototype. Later in the development phase, the technology used for the simulation artifact,
can be used to implement the system itself.
Particular to our methodology is the explicit use of technology input [19]. This is important as the
envisioned technology helps to shape the ideas about novel applications. Furthermore, the interplay between
technology and human factors becomes an explicit and integrated part of the development process. In this
paper, we will discuss two different technologies. We will focus on ontologies, and the role they play in
representing and sharing information about actions and circumstances. Furthermore, we will investigate the
use of computational policies to model the teamwork aspects of crisis management support.

1
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The paper is organized as follows. Section 2 describes the two challenges we will be concerned with in
this paper. In Sections 3 and 4, we address both of these challenges by discussing the proposed technological
solution, the envisioned applications, and by presenting simulation results. Section 6 concludes the paper
and presents directions for future research.

2 Two Challenges for Intelligent Assistants
The most basic form of electronic assistance is a software agent1 supporting a human in performing his or
her task [12]. This approach focuses on the specific tasks that an individual must accomplish as part of the
team, regardless of what the team as a whole must accomplish. An example of such an approach is described
in [11], where an intelligent agent runs on a PDA to notify a mobile police officer about nearby accidents.
We call this PDA application a gateway to ubiquitous information. The ubiquitous computing paradigm
implies [20] that an environment contains hundreds of networked computing devices and sensors which
could assist people in performing their tasks. In this way, the situation awareness of crisis workers can be
improved by allowing them to have access via their PDA’s to the information possessed by the sensors in
their environment.
Designing the information infrastructure for these kind of systems is far from straightforward. Because
different devices may be developed by different manufacturers, they are likely to represent their information heterogeneously, complicating the sharing of information. Furthermore, the system is open, i.e. it is
not known beforehand which sensors, PDA’s and other devices will constitute the system. This makes it
impossible to fix the communication infrastructure in advance.
The different components in the system communicate via a high level communication language. This
means that we can view the communication mechanism as a way to exchange meaningful messages. This
requires a shared understanding on the meanings of terms, i.e. the agents must be semantically interoperable.
Whereas more basic forms of interoperability are also required for successful agent communication (for
example, to establish a network connection between two agents), this paper focusses on the semantic issues
of interoperability.
Not only enabling information exchange is a challenge, but also doing it efficiently. We will give three
reasons for this claim. Firstly, when vast amounts of data are available, information overload becomes a
serious issue due to limited storage and computing resources. Secondly, because the system often consists
of mobile devices with limited energy supply, mobile communications, which are heavy on power consumption, should be minimized [6]. Thirdly, the system may also contain humans which are even more easily
prone to information overload than computers.
The first technological challenge can be summarized as follows:
Challenge 1 To allow an intelligent assistant to efficiently exchange semantic information in ubiquitous
computing environments
Things are even more challenging as we move towards the application of a TDA as a teamwork fortifier.
In this approach, agents do not focus on the specific tasks performed by humans, but they assist the team as
a whole [12]. They facilitate teamwork between humans by aiding communication, coordination, and focus
of attention [8]. This approach requires a model of how a team works, in terms of general team objectives,
roles and strategies. The teamwork model must be computational, allowing it to be processed by agents and
to be useful as a basis for running computer simulations. Summarizing, we can phrase the second challenge
as follows:
Challenge 2 To make an intelligent assistant aware of teamwork processes
The two challenges outlined above are ordered in increasing complexity, in the sense that the solution
for the first challenge is also required for the second challenge. For this reason, we will start our discussion
with the most elementary challenge.

3 Individual Support
This section addresses challenge 1, which we will discuss in the context of a PDA offering a gateway to
ubiquitous information. As an example, we will consider a crisis management application where information
1 In

this paper, we will refer to computers, PDA’s, sensors and other computing devices as agents
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from different sensors in a tunnel must be combined to inform a crisis worker via a PDA about the potential
risks of fire and traffic accidents. In the following subsections, we will discuss ontologies, techniques
for communication efficiency, and a simulation environment for agent-agent communication in ubiquitous
computing.

3.1 Ontologies
A common ontology has been advocated as the key to achieve mutual understanding between agents as it
guarantees that every agent uses the same terms to represent the same meanings [5]. In ubiquitous computing, however, different components typically represent their information at different levels of abstraction, i.e.
they view the world differently. These different world-views lead to heterogeneous ontologies which could
cause misunderstandings [13]. To deal with this problem, we propose a system with layered ontologies [14]
where the agents only have parts of their ontologies in common. In this way, every agent maintains its own
ontology tailored to its task, and use the common parts of their ontologies for communication.
For example, consider a system used in a tunnel consisting of six sensors (numbered 0 to 5), two computers (numbered 6 and 7) capable of gathering and combining sensor information (which we will call
interpreters), and one PDA (numbered 8) informing a crisis worker about the current state of the situation.
The situation, as we modelled it in our prototyping tool, is depicted in Figure 1. The sensors use simple on-

Figure 1: Example setup
tologies allowing them to represent and reason with concrete and measurable information such as infrared
intensity, smoke, temperature, carbon dioxide, amount of incoming traffic, amount of outgoing traffic. The
two interpreters also possess these ontologies, which allow them to understand the information contained
in the sensors. In addition to these, they also possess ontologies containing more abstract terms, such as
fire and traffic-accident. The ontologies of different levels of abstraction are related by mappings, i.e. rules
which translate between the different levels. For example, infrared intensity (which indicates the presence of
flames), smoke, temperature, and carbon dioxide are used to derive a potential fire. The amount of incoming
traffic combined with the amount of outgoing traffic is used to derive a traffic jam inside the tunnel (which
could be the sign of a traffic accident). The PDA can process the information produced by the interpreters
and raises the level of abstraction in order to present it to the user. For example, it possesses a concept
crisis-level to indicate the severity of the crisis. For a more in depth discussion on these issues, the reader is
referred to [16].

3.2 Communication and Efficiency
Although none of these agents has exactly the same set of ontologies as another agent, they are still capable
of communicating with each other. Communication in the system is initiated by an agent aiming to resolve
its information needs. Suppose, for example, that the PDA has information need crisis-level. It starts by
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looking for other agents that can provide valuable information for this concept. Because no other agent in
the system has the concept crisis-level defined in its ontology, the agent translates this concept to a more
concrete concept, such as fire and traffic-accident and queries it to the interpreters. This query raises an
information need for the interpreters, which they try to resolve using the same strategy, i.e. by translating it
to the lower-level concepts infrared intensity, smoke, temperature, carbon dioxide in order to pass the query
on to the sensors. Because the sensors can obtain their information directly from the world, the chain of
queries ends there.
Besides enabling information exchange, we also strive for efficiency. In total, we implemented four
mechanisms to minimize the information flow between agents. For example, we have ensured that our
agents always obtain their information in a way which is most efficient, i.e. by making the right choice between Query and Publish/Subscribe mechanisms. For an extensive and formal treatment of these efficiency
measures, the reader is referred to [15].

3.3 Simulation environment
We have implemented a test environment, called Ubismart, which allows developers to easily prototype a
ubiquitous computing system corresponding to the architecture discussed above. Figure 1 shows a screen
shot. By clicking on one of the icons, a window is opened which can be used to configure the agent. Most
importantly, the ontology of the agent is selected here. The ontologies are specified in the OWL language
[10], a language for specifying ontologies developed by the semantic web community. Whereas OWL nicely
conforms to all kinds of syntactic standards, the language is not very well readable for humans. Therefore,
we have used Protégé [7], which is a graphical ontology editor containing an open source Java library for
OWL. To understand complex ubiquitous systems involving multiple ontologies, proper visualization of
ontologies is crucial. For sensors, also the location of its sensory input must be specified. For PDA’s, also
the information needs must be specified, i.e. which information the PDA is supposed to present to the user.
Using this tool, the developer can easily obtain hands-on experience with the ontology design of these
systems. Furthermore, simulation experiments can be performed to study the information flow between
the different components. For example, we used the tool to validate the different communication efficiency
measures. Our simulation experiments revealed that, in a typical ubiquitous computing setting, these benefits
can be substantial.

4 Teamwork
This section describes the challenge that arises as we move towards the application of a TDA as a teamwork
fortifier (challenge 2). Similar to the PDA application discussed in the previous section, this application also
involves agent-agent and human-agent communication. In the TDA application, however, communication
is not about the current status of the user’s physical environment, but is about the status of the user’s team
members. To realize this, we require a computational teamwork model.
Our approach to teamwork is based on three observations. The first observation is that collaboration
almost always entails a reduction in autonomy. We call an actor2 autonomous if it has control over its own
actions and internal state. For the purpose of achieving joint team objectives, we are willing to give up some
degree of autonomy. In this way, the agents’ activities are constrained towards collaborative activities.
The second observation underlying our approach, is that the behavioral constraints which are applicable
to an actor, are dependent on the role an actor enacts in the team. For example, a leader has different
obligations and authorizations than its subordinates.
The third observation is that some common goal exists which binds the team together. The pioneering
research of Cohen and Levesque [3] introduced the notion of a joint persistent goal as the ultimate driving
force behind teamwork. In our framework, we adopt the idea of a collective obligation [4] for a similar
purpose. Whereas an individual obligation describes which actions must be performed by an individual, a
collective obligation describes which actions must be performed by a group of agents, regardless of which
agent does what. Because a collective obligation usually does not direct activity at the level of the single
agent’s behavior, we must find a way to translate the collective obligation to the individual level. Specifying
this translation forms the core of our teamwork research.
2 We

use the term actor to indiscriminately refer to agents or humans
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4.1 KAoS Teamwork Policies
The KAoS policy and services framework [1] possesses useful characteristics for implementing team behavior. It allows the specification of different roles, together with behavioral constraints applying to those
roles. We have extended KAoS so it can handle collective obligations, making it an ideal environment for
teamwork modelling.
A behavioral constraint in KAoS is specified by a policy which is defined as ”an enforceable, wellspecified constraint on the performance of a machine-executable action by a subject in a given situation” [1].
There are two main types of polices; authorizations and obligations. Authorization policies specify which
actions are permitted (positive authorizations) or forbidden (negative authorizations) in a given situation.
Obligation policies specify which actions are required (positive obligations) or waived (negative obligations)
in a given situation. Policies are represented in OWL. To hide the complexity of OWL, a dedicated tool called
KPAT allows human users to create, modify and manage policies in a very natural hypertext interface.
Below, we list the intuitive meanings behind the teamwork policies we have implemented in KPAT
to translate collective obligations (CO’s) to the individual level. For a more complete description of the
underlying teamwork model as well as for implementation details, the reader is referred to [18].
1. The leader of a team should adopt the collective obligations of its team as its own individual obligations
2. Team members should notify their leader when the collective obligation of their team is triggered
3. The leader of a team may request members of its team to perform actions
4. The leader of a team may create plans
5. An agent should notify the requester after it has performed a requested action
6. If the agent knows who will perform the subsequent action, it should notify that agent after it finishes
performing its own action
7. If the agent knows who will conduct the subsequent action, it is not required to notify the requester
after it finishes performing its action
8. When no leader is present, the CO is triggered, and the agent knows it can fulfill the CO, it should
assume the leader role
9. When no leader is present, the CO is triggered, but the agent cannot fulfill the CO, it should notify the
whole team of the CO trigger
10. An agent should not notify its team about a CO trigger, when it has been notified itself by another
team member about that CO trigger
If there is a team leader, it has a special responsibility and must be treated by the other agents in a special
way. The purpose of the first four policies is to lay down these responsibilities. The purpose of policies 5 to
7 is to describes how actions in a plan should be coordinated, i.e. to ensure that the actions in the plan are
executed in the appropriate order. The purpose of policies 8 to 10 is to guide the behavior of agents that find
themselves in a leaderless team. This may happen either because nobody has been appointed as a leader or
else the leader is (temporarily) unavailable.
Our policy-based approach to teamwork has several benefits for developers of agent teams. The first
concerns reusability. Because the policies describe near-universal teamwork aspects, they are domain independent and can apply to many kinds of applications, thus saving development time. The second benefit
concerns sharedness. Because teamwork requires maintaining common ground among the participants [15],
agents benefit when the code that generates team behavior can be shared by all agents. By introducing a
shared collection of teamwork policies for the whole system, in conjunction with KAoS monitoring and enforcement capabilities, newly added agents fit easily into the team, no matter who developed them or which
language they are programmed in. Next, there is the benefit of separation of concerns. By using KAoS
policies, the code that implements teamwork is cleanly segregated from the rest of the agent code. Finally,
KAoS policies are very straightforward to read and understand, making them more suitable to implement
this kind of behavior than generic rule languages or more low-level programming languages.
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In addition to the benefits for agent developers, we also believe that this approach is more conducive
to scientific progress towards the much more ambitious goal of human and machine joint activity [18][8].
Although the policies described in this paper are relatively simple, they are fundamental in normal human
teamwork. Hence, when agents adopt important aspects of human teamwork, people may find them more
predictable and understandable.

4.2 Teamwork Simulation
We tested the policies using a Mars mission scenario developed in the Mission Execution Crew Assistant
(MECA) project [9]. This long-term project aims at enhancing the cognitive capacities of human-machine
teams during planetary exploration missions by means of an electronic partner. The e-partner helps the
crew to assess a situation and determine a suitable course of actions when problems arise. A large part of
the project is devoted to developing a requirements baseline, taking into account human factors knowledge,
operational demands, and envisioned technology. Developing new prototypes using emerging technologies,
such as this one, is a continuous activity in the project.
One of the use-cases that has driven the development of MECA’s requirements baseline concerns an
astronaut suffering from hypothermia. The initial situation is depicted in Figure 2. Herman is in the Habitat;
Anne, Albert and two rovers are in team A; Benny and Brenda are in team B. Benny and Brenda are on a
rock-collecting procedure. Suddenly, Benny’s space suit fails. Brenda and the MECA system diagnose the
problem together and predict hypothermia. Immediate action is required. A rover from team B comes to
pick Benny up and brings him to the habitat. Someone with surgery skills and someone with nursing skills
await him there and take care of Benny, after which he safely recovers.

Figure 2: MECA scenario
The seven agents in the example (five astronauts and two rovers) are implemented in Java. Because most
of the agent behavior in this demonstration is implemented by the policies, the Java implementation could
remain very simple. The agents have the collective obligation to ensure safety after a safety critical event
has occurred. The most important aspect of this demonstration is the unfolding of the scenario after the
spacesuit failure is observed. This is driven exclusively by KAoS policies. An event trace of the teamwork
is shown below.
Brenda
Brenda
Brenda
Herman
Herman
Herman
Herman

performs ObserveSpaceSuitFails
is obliged to perform SendNotificationOfTrigger
to Herman: SendNotificationOfTrigger
is obliged to perform EnsureSafety
is authorized to perform CreatePlan
performs CreatePlan
is not authorized to perform RequestCoordinatedAction
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Herman is authorized to perform RequestAction
Herman to Rover1: request BringToHabitat
Rover1 performs BringToHabitat
Rover1 is obliged to perform SendNotificationOfRequestedActionFinished
Rover1 to Herman: SendNotificationOfRequestedActionFinished
Herman to Albert: request PerformSurgery
Albert performs PerformSurgery
Albert is obliged to perform SendNotificationOfRequestedActionFinished
Albert to Herman: SendNotificationOfRequestedActionFinished
Herman to Anne: request Nurse
Anne performs Nurse
Anne is obliged to perform SendNotificationOfRequestedActionFinished
Anne to Herman: SendNotificationOfRequestedActionFinished

The events printed in bold are actions; the underlined events are communication actions; the italicized
events represent policies that were triggered. In this event trace, some important teamwork properties can
be observed, such as maintaining common ground, planning, leadership, etc. Whereas this team is strongly
centered around a leader, i.e. it is a centralized team, we have also implemented more decentralized types
of teams, such as leaderless teams, or self-coordinating teams. A detailed discussion about these teams and
their pros and cons is provided in [17].
Besides obtaining simulation results, we believe that the teamwork policies are also useful for implementing the MECA system itself. The teamwork policies could strengthen teamwork between astronauts by
aiding communication, coordination, and focus of attention. Because most of the policies we have discussed
in this paper are obligations to notify other agents, we could easily let MECA take over these notification
tasks. Furthermore, they could help to make robots more predictable and understandable to humans. A good
example of an agent enacting the role of an equal team member is the Rover in the hypothermic astronaut
scenario.

5 Conclusion
In this paper, we have identified various ways in which intelligent assistants could support humans in crisis management. We have discussed two challenges for developing these assistants and proposed various
technological solutions to these challenges. We have demonstrated the use of these technologies using simulations. The next step would be to use the technology in a real prototype, and use that as a way to perform
human in the loop evaluations. These are left as topics for future research.
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Abstract
A modern web document typically consists of many kinds of information. Besides the main content which
conveys the primary information, a web document also contains noisy contents such as advertisements,
headers, footers, decorations, copyright information, navigation menus etc. The presence of noisy contents
may affect the performance of applications such as commercial search engines, web crawlers, and web
miners. Therefore, extracting main contents from web document and removing noisy contents is an
important process. In this paper we present an approach for extracting main content from web documents
which combines classification tasks and heuristic approaches.

1 Introduction
The rapid growth of World Wide Web has been tremendous in recent years. With the large amount of
information on the Internet, web pages have boosted the development of information retrieval and data
mining applications. However, the web page as the main source of data consists of many parts which are
not equally important. Besides the main content, a web page also comprises of noisy parts such as
advertisements, headers, footers, that can degrade the performance of information retrieval applications.
Therefore, an approach to identify and extract main content is needed to alleviate this problem.
There are numerous approaches to perform web content extraction. Typically, the extraction involves
web page segmentation and the use of heuristics rule set to locate the main content. Different approaches
have been proposed for web segmentation algorithm and can be divided into three categories namely
DOM-based [1, 2, 3], Vision-Based [4] and densitometry approaches [5].
One of the tools that is similar to our work is Crunch [2, 3]. It uses DOM based approach to perform
web page segmentation and a set of heuristic rules to discover the main content. Crunch includes
advertisement remover by maintaining a list of advertisement server, an empty table remover etc. The
approach in [4] uses VIPS algorithm to do web page segmentation and classifies segments into three
levels of importance. Many other approaches to determine main content exist such as Largest Pagelet [8],
Link Quota Filter [2], Text to Tag Ratio [7], Document Slope Curve [6]. The latest developed approach
such as Content Code Blurring (CCB) and its variants [18] use the image blurring paradigm in order to
detect the main content. Most of the approaches are heuristic based, created based on human observation
and focused on certain feature.

2 Our Approach
Generally, most of the existing content extraction approaches used heuristics rules in order to achieve
their goal. Typically, for heuristic rules they introduced one main feature to distinguish main content from
noisy information. However, most of the time, by introducing only a single main feature will not solve
the problem. Combination of different features usually can lead to a better content extraction as different
kinds of web pages have different characteristics.
In addition to that, the existing approaches, except Crunch, basically treat all the web pages the same
way. For example, there will not be any difference between extracting main content from news web
pages, blog web pages, and web forums.
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The approach that we take is based on the combination of machine learning and heuristic approach.
There are several reasons for choosing this approach. First, by using the learning process, we can combine
many kinds of different features and the learning algorithms may deduce the parameters for the features
automatically. In this way, at least it will reduce the amount of work to specify appropriate feature
parameter values. Second, by using this approach we may train the algorithm to extract content from
different types of web pages. For example, we can build a classifier that specializes on news web pages,
web blog pages, web forum pages etc. As an overview, our approach can bee seen as a one pipeline
process.
As shown as in Figure 1, the input of our approach is the HTML document and the output is the text
strings that are extracted from the HTML document. In between, there are two processes namely
classification and heuristic rules. The classification process is used to identify the segments which contain
the main content. The output of the classification task is one or more segments (DOM nodes) which
classified as main content. These segments will be the input of the heuristic rules which performs further
filtering to extract the text string of the main content. The following sections will explain about the
classification and heuristic processes.

Figure 1 Overall Approach

2.1

Segment Classification

The purpose of segment classification is to break down the structure of a web document into smaller
segments with certain granularity. We based our segmentation process on the Document Object Model
(DOM)1 of the web document. According to the HTML 4.01 specification [14], there are several HTML
elements which define structural element such as block level elements (DIV, SPAN), list elements (UL,
OL, LI), table elements (TABLE, TR, TD).
We traverse the nodes in the DOM tree in a depth first manner and for each node that we encounter;
we check whether a node is a structural elements. If it is a structural element then the classifier will
categorize whether it is suitable to be a good segment or not. The meaning of suitable in this context is
related to the granularity of the segments. A segment could be very coarse or fine-grained. In general, we
do not prefer segments which are extremely coarse or fine grained.
What we prefer as a segment with good granularity is a segment which represents uniform semantic
unit. For human, it is very easy to distinguish the semantic of segments in a web document. In the other
way around, it is difficult for machine to do this. In order to select the right level of granularity we used
supervised learning to train the algorithm to recognize a segment with a good granularity. We view this
problem as a classification task whether a DOM node is a good segment or not. One of the heuristic that
we used to control the granularity is the DOM height which is the maximum depth that can be reached
from a particular DOM node to a certain leaf node.

2.2

Content Classification

The outputs of segment classification are the DOM nodes which are classified as good segments. These
segments will be used for content classification process. The content classification basically takes the
feature vector of a segment and then classifies it into a main content or noisy content.

1

According to W3C specification, DOM is an application programming interface (API) for valid HTML and wellformed XML documents.

Extracting the Main Content from HTML Documents

411

The representation of our training data is represented as a feature vector:
< X 1, X 2, X 3… X N , Y >
Where each Xi is a feature and Y is the class label. The features used here are the properties that we
can obtain from DOM properties and visual properties.
The features that we use are as follows:
• Features from DOM properties: inner text, inner html, number of images, number of forms,
number of table elements, number of links etc.
• Visual representation: position coordinates of the DOM node, width and height.
• Number of stop words inside the DOM node.
• Ratio between anchored text and the inner text.
• DOM Height: the maximum depth that can be reached a particular DOM node to a certain leaf
node.

2.3

Additional Heuristic Approaches

After the classification process is conducted, the returned DOM nodes may have problems. The example
of these problems e.g. in many cases there are embedded noisy contents such as embedded
advertisements, link to related articles, short snippets of the article etc. Comments from the web page
visitors also may jeopardize the classification result. Therefore, it is not a wise decision to extract the
content by only traversing all the text contents in the DOM nodes and get the text strings. In order to
alleviate this problem we apply heuristic approaches.
2.3.1

Largest Block String (LBS)

Based on our observation, there is a common pattern of text nodes that contain main content in a news or
blog page. The text strings are always placed contiguously in the same depth level of a DOM sub tree.
Most likely, the text strings are placed inside a P tag but however it also can be placed inside other tags
such as DIV or plain #text node.
The way we find the largest block of string is by traversing the DOM tree depth first based and then
for each level in the sub-tree we find a child node with the longest string. After that we look to the sibling
nodes of the child node in order to discover the neighboring text strings. We will add the sibling’s text
string if it contains #text node. In order to skip the embedded noisy information such as advertisements
or scripts we check the content of the sibling’s node. If it doesn’t contain #text string as a child, we will
skip it. We repeat this process until all the sub trees are examined. In the end, the output is the largest
block of text string found in a sub tree.
2.3.2

String Length Smoothing (SLS)

The string length smoothing is inspired by the approach of [7] and [11]. In [7], they used HTML tag to
text ratio and then perform smoothing function and clustering. The difference with [11] is that they use
the windowing and cutoff factor relative to maximum string length to decide whether a string should be
regarded as content. In this heuristic we tried to experiment with the length of string inside a DOM node
which is classified as a main content then perform smoothing. SLS work as follows; we traverse into all
the text nodes and put the string’s length into a one dimensional array. Every time we encounter the
HTML tags that modify the structure such as DIV, TR, TD, TABLE, UL, LI, we put an empty
element into the array.
Figure 2 shows the length of value of the string inside a DOM node in one of the web page in our data
set. It can be seen from the figure that in the middle of the chart, there are several strings with large
length. Likewise, the neighboring strings of the large string there are also small strings which are actually
part of the main content. In order to detect these small strings, we perform the value smoothing to spread
the value of a string to the neighboring strings.
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Figure 2 String Length Before Smoothing
We used the formula in [7] to calculate the smoothing value. The formula is shown in Equation 1. We
smooth the value in StringArray by computing the new value ek for a given radius (r) for each element
(k). The resulting smoothing values are shown in Figure 3. It can be seen that there are increases of string
length for the small strings which are located near the large strings.
k +r

¦

StringArray [i ]

ek = i = k − r

2r + 1

Equation 1 Smoothing Function

Figure 3 String Length After Smoothing With Standard Deviation of 73.85 (red line)
After we performed the smoothing, the next task is to choose which strings to extract. In order to do
this we used a threshold value. The standard deviation of the string length is set as a threshold. We extract
the strings which have the length equal or larger than the standard deviation.
2.3.3

Table Pattern (TP)

The table pattern (TP) is developed mainly to extract the content from web forums. The heuristic comes
from the observation that almost all web forums are presented in a table like structure. Among forum
posts in the same page, they share the same pattern of the table.
Moreover, we can observe this similarity from the internal DOM structure. The tables which contain
the forum posts share almost the same properties such as CSS Class, border, width, align, cell spacing,
cell padding etc.
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3 Experimental Setup
3.1

Data

For our experiment we chose three different domains namely news, blogs and forums. Some of the news
dataset were obtained from Gottron [18]. Meanwhile, for forums and blogs dataset we decided to make it
our own. The total pages among the datasets are shown in Table 1.

Dataset Type
News
Forum
Blog

3.2

Table 1 Experiment Dataset
Number of
Total Pages
Sources
14
1750
4
300
80
1070

Training

Our approach requires labeled training data; therefore we developed a web based tool so that users can
label the area of the web page as a main content or a noisy content, a good segment or a bad segment. For
each dataset type we take 10% of the pages as a training set and the rest as an evaluation set.
The pages in the training set are taken from different sources which do not occur in the evaluation set
e.g. if the evaluation set consist of Yahoo news pages, there will not be any Yahoo news pages in the
training set. In addition to that, we need to label the exact text string that is expected to be extracted as a
main content. We called this text string as a gold standard. In order to establish the gold standard, we
wrote a static content extractor (written in C#) for each website source to extract the content.

4 Results
4.1

Classification Results

In order to select the best learning algorithm for the classification process, we performed 10-fold cross
validation to our training datasets. We experimented with several classifiers from WEKA and used
default parameter settings. The results that we obtained for both segment and content classification in
terms of precision, recall, and F1 measure are reasonably high. Regarding the number of training
instances, the distribution are as follows, 1356 instances for forum dataset, 2030 instances for blogs
dataset, and 2030 instances for news dataset.
Table 2 Segment Classification Result
Learning
Algorithm
Decision
Tree (J48)
Random
Forest
SMO
Multilayer
Perceptron

Precision
0.964

News
Recall
0.962

F1
0.963

Precision
0.952

Blogs
Recall
0.975

F1
0.963

Precision
0.988

Forum
Recall
0.988

F1
0.988

0.966

0.976

0.971

0.963

0.988

0.975

0.992

0.993

0.992

0.906
0.942

0.902
0.969

0.904
0.955

0.907
0.948

0.99
0.966

0.947
0.957

0.926
0.988

0.99
0.983

0.957
0.986

Most of the classifiers can achieve more than 90 % score for all measurements as shown as in Table 2
and Table 3. In general, for all dataset types, two classifiers namely random forest and J48 produce the
best result. Motivated by this encouraging result, we integrated the decision tree classifier in our content
extraction tool.
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Table 3 Content Classification Result
Learning
Algorithm
Decision
Tree (J48)
Random
Forest
SMO
Multilayer
Perceptron

Precision
0.984

News
Recall
0.961

F1
0.972

Precision
0.922

Blogs
Recall
0.94

F1
0.931

Precision
0.958

Forum
Recall
0.98

F1
0.969

1

0.969

0.984

0.939

0.97

0.954

0.973

0.98

0.993

0.939
0.992

0.969
0.984

0.953
0.988

0.829
0.929

0.95
0.938

0.885
0.934

0.749
0.95

0.921
0.98

0.826
0.965

After we performed the cross validation, we obtained the best classifier model for each dataset type.
After that, for the content extraction process we applied appropriate classifier model to a dataset type e.g.
the news classifier model to the news dataset type, the blog classifier model to the blog dataset type etc.

4.2

Content Extraction Result

As the final evaluation, we need to measure the performance of the content extraction. For every web
page in the evaluation data set we compare the gold standard and the extracted content. In order to
measure the similarity of the two strings we used the Longest Common Subsequence (LCS) [19] of the
strings.
Likewise, as an evaluation metric we use precision, recall, and F1 measure. In order to apply these
measures we need to find the overlap between the gold standard and the extracted content. Looking at the
LCS as the intersection of the gold standard and the extracted content, the computation of recall (r),
precision (p), and F1 measures are defined in Equation 2.

p=

2 ×p × r
|c|
|c|
F1 =
r=
|g|
|e|
p+r

Equation 2 Precision, Recall, and F1 of LCS
|c| is the string length of the LCS of the two strings. |g| is the length of the gold standard string. |e| is
the length of the extracted content string.
As we mentioned before, we evaluated three kinds of dataset namely news, blogs, and forums.
Actually, in [18] Thomas Gottron compared many kinds of approaches but here we only presented several
of them which are the nearest competitor to our approach. We called our approach as content-seeker (CS)
and in the evaluation we also combine the machine learning technique with our heuristic approach namely
LBS and TP.
Table 4 Average precision, recall, F1, and standard deviation
for news dataset evaluation
Method

Precision

Recall

F1

CS+LBS
TCCB-25
CCB-r40
DSC
Crunch

0.940±0.183
0.806±0.228
0.796±0.286
0.863±0.167
0.65±0.260

0.882±0.187
0.859±0.198
0.753±0.285
0.870±0.136
0.964

0.905±0.182
0.816±0.197
0.763±0.273
0.852±0.141
0.714

Table 5 Average precision, recall, F1, and standard deviation
for blog dataset evaluation
Method

Precision

Recall

F1

CS+LBS
TCCB-25
CCB-r40
LQF-75

0.905±0.223
0.566±0.347
0.593±0.352
0.268±0.195

0.827±0.293
0.907±0.200
0.878±0.234
0.983±0.109

0.834±0.279
0.634±0.307
0.648±0.311
0.386±0.220
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Table 6 Average precision, recall, F1, and standard deviation
for forum dataset evaluation
Method

Precision

Recall

F1

CS+TP
LP-7
LQF-75

0.870±0.183
0.428±0.283
0.296±0.196

0.740±0.326
0.554±0.302
0.974±0.154

0.754±0.279
0.414±0.245
0.417±0.223

According to our web content extraction evaluation results in Table 4, 5, and 6, for the news dataset
and blog dataset, CS+LBS is the best approach. In terms of precision, CS+LBS shows that it always yield
the best score in both datasets. In terms of recall, CS+LBS is outperformed by LQF, Crunch. However,
these methods yield very low precision score. Therefore, the CS+LBS is preferable since it is best in
average precision and still gives reasonably high score of average recall thus it obtains the best F1 score.
For the forum dataset, according to our evaluation, the CS+TP is the best approach. The CS+TP yields
the best performance in precision however it has tradeoff in terms of recall. The LQF variants are the best
in recall, nevertheless its precision scores are very low. Therefore, we claim that CS+TP is the best
approach for the forum dataset.

5 Conclusion
In general, according to our experiments we have shown that our approach namely the combination of
machine learning (classification) and our own developed heuristic approach is competitive compared to
the existing heuristic methods. We introduced several heuristics that can be used in the news, blogs and
forums datasets namely Largest Block of String (LBS), String Length Smoothing (SLS) and Table Pattern
(TP).
Essentially, our hybrid approach manages to perform better than the existing related works especially
in terms of precision. As an overall result, the hybrid approach as a combination of LBS and classification
tasks namely CS+LBS yields the best performance for blogs and news datasets. LBS based on the
assumption that the main content usually is placed in a large contiguous text node which is suitable for
news and blogs web pages.
As for forum dataset, we developed the other heuristic namely TP. TP is based on the observation that
forum web pages always presented in a table-like structure. According to our experiment, the
combination of classification and TP, CS+TP gave reasonably high score of precision and F1 compared to
the other existing heuristic methods
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Abstract
The growing number of people worldwide living a sedentary life has led to increased efforts into the
development of effective physical activity intervention programs. However, many participants of such
programs fail to complete the program, and as a result do not attain the desired increase in physical activity.
By detecting participants who are at risk of dropping out in advance, it may be possible to intervene and
prevent the participant from dropping out. The work in this paper discusses the classification of such
participants, using an activity database containing participant characteristics and activity data gathered
through an accelerometer worn by the participants. Using genetic programming techniques, database
variables (called markers) are combined to form new sets of markers. The predictive power of these
new markers are compared to the markers present in the database, based on classification using principal
component analysis and a k-nearest neighbor classifier. Results show that without the use of genetic
programming to combine markers, classification class accuracy is approximately 64%. By combining
markers through genetic programming, classification class accuracy increases to 72%, which equates to a
reduction in the number of errors of approximately 23%.

1

Introduction

Nowadays, numerous people worldwide fail to meet the recommended levels of physical activity to maintain
good health. Therefore, many efforts are invested in the development of effective physical activity promotion programs. These programs increasingly rely on wearable technology to measure activity patterns (e.g.,
accelerometers, pedometers). Often, the wearable device is combined with a web-based program that allows users to monitor their activity patterns over time and that offers them feedback about progress towards
predefined behavior goals [1, 4]. At the same time, the uploading of the measured activity patterns by the
participants in the program via the web provides the program developers with a large database of activity patterns and program usage data (connection times and frequency) of the participants. Such a dataset contains
a wealth of information about the participants that may be helpful to discover patterns in user variables and
data patterns that distinguish successful from unsuccessful program completion. Prediction of unsuccessful
program completion at an early point in time can be useful for the timely delivery of motivating triggers or
the tailoring of program content.
In this paper, the prediction of successful program completion based on a large database of user data
collected from participants in a twelve-week lifestyle activity program is explored. Participants are labeled
as either dropouts or non-dropouts; the former refers to participants who abandon the program prior to
the end of the twelve-week period, while the latter refers to participants who completed the twelve-week
program, irrespective of whether an increase in physical activity has taken place. This work examines the
classification of dropouts ahead of time, in particular through the use of genetic programming to find new
combinations of database variables with more predictive power than the variables possess individually.
The outline of the remainder of the paper is as follows. Section 2 provides an overview of the methods
used, explaining the genetic programming algorithm in detail, and discussing the remaining steps in the
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Figure 1: Description of steps in the classification process, starting with the activity database, parsing markers from the database, combining markers through the genetic algorithm (GA), reducing the dimensionality
of the marker set through principal component analysis (PCA), and classification of the data through the
k-nearest neighbor algorithm (kNN).
classification process. Subsequently, Section 3 lists the results obtained using the methods discussed in
Section 2, in particular focusing on the performance of the genetic programming algorithm. In Section 4,
the implications of the results are discussed. Finally, a short conclusion is provided in Section 5.

2

Method

For the study described in this paper, the data of 950 participants in a lifestyle activity program with a
duration of twelve weeks plus an assessment period of one week was employed. During program participation, participants wore a small device that contains an accelerometer unobtrusively on their body throughout
the entire day. The device measures participants’ daily activity. The activity data is uploaded to a central
database via a web-service that also provides feedback about activity performance. In addition to the activity
data, the central database stores various types of user data including body characteristics, activity goals, and
usage patterns of the web-service. The work detailed in this paper aims to classify participants as either
dropouts or non-dropouts. In this context, a dropout is defined as a participant who does not record any
activity during the last two weeks of the program. This can be due to either the participant not wearing
the device, or not uploading the activity data to the web-based service. In this section, information gain is
discussed as a measure of the predictive power of a decision boundary. Next, the various components and
implementation of a genetic programming algorithm to combine database markers are discussed. Finally, an
overview is provided of the remaining techniques used for dropout classification, including the application
of principal component analysis and a k-nearest neighbor classifier. An overview of the entire classification
process is provided in Figure 1.

2.1

Markers

By parsing the data present in the database, a number of participant variables are retrieved, referred to as
markers. Markers generally fall into one of three categories. First, static markers represent participant
properties which remain more or less static over time, such as a participant’s height or gender. Second,
assessment markers relate to participant behavior recorded during the assessment period of the program, and
include markers such as the average activity recorded during this time. Third, dynamic markers represent
(aggregates of) participant behavior during a specific time frame within the twelve-week program. Dynamic
markers typically change over time and therefore depend on the time frame under consideration, for example
the average activity in the first week versus the average activity in the last week of the program.

2.2

Information gain

Information gain, a notion common in the field of decision trees, is an indication of the increase in purity obtained by splitting a set given some separator or decision boundary. Given a single marker or a set of markers,
a hypersurface decision boundary can be defined, splitting the set of participants into two separate subsets.
Ideally, for some subset of markers a decision boundary exists which intersects the set of participants such
that one of the resulting subsets contains all dropouts, and the other subset contains all non-dropouts. The
resulting subsets are then considered ‘pure’. In practice, such a decision boundary may not exist. However,
the purity of a decision boundary’s resulting subsets serves as an indication of the predictive power of the
corresponding subset of markers over which the decision boundary is defined.
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Given a subset of participants, the impurity of the subset S is given by the entropy impurity measure i:
X
i(S) = −
P (cj ) log2 P (cj )
(1)
j

where P (cj ) is the fraction of participants in S belonging to class cj . From decision trees, it is known the
reduction of impurity for a given decision boundary over a subset S is given by:
∆i(S) = i(S) − P1 i(S1 ) − (1 − P1 )i(S2 )

(2)

where S1 and S2 are subsets of S generated by the given decision boundary, and P1 the fraction of participants in S present in S1 . When entropy impurity is used, ∆i is often referred to as the information gain.
A more detailed description of impurity and information gain can be found for example in [3], within the
context of decision trees.
The issue remains of how to select an optimal decision boundary over a subset M of n markers. As
the number of markers in M increases, the number of potential decision boundaries quickly becomes unmanageable. In order to ensure the optimization problem remains tractable, only decision boundaries of the
form eM < c are considered, where eM is an expression of the markers in M , and c is a constant. Finding
the optimal value for c given eM becomes a one-dimensional optimization problem, which can be solved in
O(h) for h participants. Finding the optimal subset of markers M , and the corresponding expression eM , is
considerably more difficult.

2.3

Genetic programming

Using current techniques, finding a globally optimal decision boundary expression eM over a subset M of
markers requires an exhaustive search over all E = {eM } with M ∈ ℘({m}), where ℘({m}) denotes the
powerset over all markers m. As there is no limit to how often a marker in M may appear in eM , E is
infinitely large. Even if the number of appearances of a single marker in eM was restricted, the number of
sets in ℘({m}) increases exponentially with the number of markers in {m}, and an exhaustive search of E
would soon become intractable.
However, the optimal decision boundary expression can be approximated by genetic programming techniques. Here, a set of candidate expressions is maintained and updated over a number of rounds in an
iterative process, consisting of
• fitness: each of the candidate expressions is assigned a score, called the fitness of the expression.
• selection: based on the fitness of each expression, a number of expressions are eliminated from the
pool of candidate expressions.
• reproduction: the candidate expressions are altered and re-arranged to form a new set of expressions.
The genetic programming procedure aims to incrementally improve the candidate expressions, by means of
small random changes and by combining good sub-expressions of several candidate expressions into new
expressions. For a more detailed introduction to genetic programming, see for example [2].
2.3.1

Fitness

Given a set of participants, the fitness of a candidate expression can be determined by the information gain of
that expression, as defined in Formula 2. In practice, the set of participants used for this purpose is a subset
of all available participants, as it is advisable to maintain a separate train and test set to avoid contamination
of the results due to possible overfitting. As decision boundaries take the form of eM < c, the optimal value
for c must be found to determine the fitness for each candidate expression eM . Given a set of h participants,
computing the results for an expression eM for each participant will yield at most h unique results for that
expression. If there are p unique results V (with p ≤ h), there are at most p − 1 values for c to consider, as
there are at most p − 1 permutations for subsets S1 and S2 (an empty S1 or S2 results in an information gain
of 0). If V is sorted such that V = v1 , v2 , . . . , vp with ∀i, j(i < j → vi < vj ), the examined values for c
can then be any which satisfy c1 , c2 , . . . , cp−1 |∀i(vi < ci ≤ vi+1 ).
In general, shorter expressions are preferred over longer expressions. Reasons for this include that
longer expressions are not necessarily more informative than shorter expressions, and may be needlessly
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complicated (this can be seen as a version of Occam’s razor). More importantly, longer expressions are
more likely to be the result of overfitting, and as such may lack generalization ability. For these reasons, a
penalty to the fitness score is introduced, which is deducted from an expression’s fitness for each operator
in the expression beyond a fixed number. As a result, introducing additional operators to an expression will
only result in a higher fitness if the increase in information gain due to these operators exceeds the penalties
incurred.
2.3.2

Selection

To allow for the creation of new candidate expressions, a number of the current candidate expressions are
removed. Generally, it is preferable to retain the expressions with the highest fitness values. However, it
is often beneficial to also retain a number of candidates with lower fitness scores, in the hopes that these
candidates will move away from the local optimum and discover other optimums in the search space. This
feature, in part, differentiates genetic algorithms from local search algorithms such as gradient descent. To
accomplish this, candidates to be retained are generally selected by chance, where candidates with higher
fitness are more likely to be retained than candidates with lower fitness.
Numerous selection algorithms exist based around this principle, of which tournament selection is one
of the more popular. In tournament selection, two candidates are selected at random, of which the candidate
with the highest fitness is retained, and the other candidate is discarded. This process is repeated by randomly
selecting two more of the candidates that have not been selected previously. Once there are no candidates left
for selection, the selection process starts anew for those candidates that have been retained, until the desired
number of discarded candidates has been reached (this may happen before a tournament round is complete,
in which case any remaining candidates are automatically retained). The process of tournament selection is
such that candidates with higher fitness are preferred. Due to randomly selecting sets of candidates however,
candidates with lower fitness also have a chance to be retained.
2.3.3

Reproduction

After selection, a new set of candidate expressions is created using the selected candidates as a basis. In
genetic algorithm, two main types of mechanisms govern this reproduction process. First, mutation of an
existing candidate involves small random changes to the characteristics of the original candidate. Second,
crossover involves combining attributes of two existing candidates to create a new candidate. To define such
operators specifically for this application, the format of the candidate expressions is first defined. A given
candidate expression eM can be defined by the grammar
eM → (eM operator marker) | marker

(3)

operator → + | − | ∗ | /

(4)

marker → m ∈ M

(5)

m1 o1 m2 o2 · · · mk · · · mn−1 on−1 mn → m1 o1 m2 o2 · · · m∗k · · · mn−1 on−1 mn

(6)

In other words, valid expressions are any left-associative, infix expressions containing only addition, subtraction, multiplication and division as operators, and only marker variables as operands. Although the
above grammar is fairly basic, it still allows for a large amount of variation in potential candidate equations.
Given the above format for candidate equations, the mutation mechanism can be implemented through
random changes to either a marker variable in the equation or to an operator in the equation. For example,
by changing a ‘+’ into a ‘−’. The probability of such a change occurring for a specific marker variable or
operator is given by the mutation rate parameter. Let eM = m1 o1 m2 o2 · · · mn−1 on−1 mn be a candidate
expression of length n, where the mi represent marker variables, and the oi represent operators. Then, mutation of a marker variable in eM can be defined as a transformation eM → e∗M from a candidate expression
eM to an expression e∗M where eM → e∗M is given by
with mk 6= m∗k , for any k with 1 ≤ k ≤ n. Similarly, mutation of an operator can be defined as a
transformation eM → e∗M given by
m1 o1 m2 o2 · · · ok · · · mn−1 on−1 mn → m1 o1 m2 o2 · · · o∗k · · · mn−1 on−1 mn
with ok 6= o∗k , for any k with 1 ≤ k < n.

(7)
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Alternatively, a new candidate expression can be created through crossover. Here, two candidate expressions are selected at random, and each expression is split at a random point along its length. A new
candidate expression is created by either attaching the front of the first expression to the tail of the second
expression, or vice versa. Naturally, the resulting candidate expression must be a valid expression itself. This
can be achieved by always splitting expressions after (or before) an operator. The impact of the crossover
mechanism on reproduction is governed by the crossover rate parameter, which determines the fraction of
new candidates created through the crossover mechanism. Let eaM and ebM be two candidate expressions of
lengths n and l respectively. Specifically, let eaM and ebM be given by
eaM = ma1 oa1 ma2 oa2 · · · man−1 oan−1 man

(8)

ebM = mb1 ob1 mb2 ob2 · · · mbl−1 obl−1 mbl

(9)

eaM , ebM → ma1 oa1 ma2 oa2 · · · mak oak mbh · · · mbl−1 obl−1 mbl

(10)

Crossover can then be defined as a transformation eaM , ebM → e∗M from expressions eaM and ebM to an
expression e∗M , where eaM , ebM → e∗M is given by

for any k, h with 1 ≤ k < n and 1 < h ≤ l.
Generally, genetic algorithms operate on candidates with some fixed length representation. However,
expressions can be altered by removing or introducing new variables into the expression. This leads to the
introduction of two additional reproduction mechanisms, not necessarily standard in genetic programming,
insertion and deletion. The insertion mechanism inserts a new operator and marker pair into an expression at
a random position. Similarly, the deletion mechanism removes a random operator and marker pair from an
expression. The probability of insertion or deletion occurring in a new candidate is governed by the insertion
rate and deletion rate, respectively. Insertion can be defined as a transformation eM → e∗M from eM to an
expression e∗M , where eM → e∗M is given by
m1 o1 m2 o2 · · · mk ok mk+1 · · · mn−1 on−1 mn → m1 o1 m2 o2 · · · mk ok mi oi mk+1 · · · mn−1 on−1 mn (11)
for any k with 1 ≤ k < n, and with mi ∈ M and oi ∈ {+, −, ∗, /}. Similarly, deletion can be defined as a
transformation eM → e∗M from eM to an expression e∗M , where eM → e∗M is given by
m1 o1 m2 o2 · · · mk ok mk+1 · · · mn−1 on−1 mn → m1 o1 m2 o2 · · · mk−1 ok−1 mk+1 · · · mn−1 on−1 mn (12)
for any k with 1 < k < n, or
m1 o1 m2 o2 · · · mn−1 on−1 mn → m2 o2 · · · mn−1 on−1 mn

(13)

for k = 1.

2.4

Classification

Upon completion, the genetic algorithm yields a population of expressions which form the left hand side
of potential decision boundaries. Conceivably, a classifier could be constructed by determining the optimal
decision boundary from the expressions in the population, and classify participants depending on their location relative to this decision boundary. However, as a genetic algorithm is not restricted to local search
only, it is possible that a number of expressions in the population score well by successfully partitioning
different subsets of participants. Therefore, it may be advantageous to construct a classifier based on all or
multiple expressions in the final population, rather than only on the fittest expression. The value of each
expression for each participant can be calculated, resulting in a representation of each participant as a ddimensional vector, given a population of d expressions. Participants can then be viewed as spatial objects
in a d-dimensional Euclidian space.
As there may exist a large amount of correlation between dimensions, principal component analysis
is used to obtain a more compact representation of the d-dimensional participant space. By analyzing the
resulting principal components, the number of dimensions can be reduced, whilst retaining sufficient complexity to account for the majority of the variance in the participant data. For this work, sufficient dimensions
were retained to explain at least 95% of the variance in the data. A classifier can then be constructed using
any metric based classification algorithm. In order to ensure all dimensions are scaled comparatively, all
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dimensions are normalized to have zero mean and unit variance prior to principal component analysis. In
this paper, a k-nearest neighbor classifier was used, as it is a simple algorithm which is known to perform
well on data with complex decision surfaces. Other classification algorithms (learning vector quantization
and naive Bayes classifier) have also been examined, but offered no improved performance compared to
k-nearest neighbor.

3

Results

Ideally, future dropouts are identified as such before actually dropping out of the program, as this would
allow for timely interventions to prevent this. Therefore, the aim is to predict dropouts one week prior to
dropping out, using data available at that time. First, for all known dropouts amongst the participants, the
actual dropout day is determined. The dropout day is defined as the first day on which no activity is recorded
for the remainder of the program. Similarly, the dropout week is the week of the program corresponding to
the dropout day (the first seven days of the program form the first week of the program, and so on). Dropouts
are then labeled according to their dropout week. As there are 12 weeks in the program, and dropouts per
definition have no recorded activity in the last two weeks, a separate set of dropouts is created for 11 of
the program weeks (dropouts in week 11 have the first day of week 11 as their actual dropout day). As
more data on each participant becomes available as the program progresses, the aim becomes to classify
each dropout in the week prior to their dropout week, using only data available up to (and not including) the
dropout week.
With this in mind, dropouts were classified using the following scheme: when classifying dropouts in
week n, only data available in week n − 1 and earlier is considered. For example, when classifying dropouts
in week 10, data recorded in weeks 10, 11 and 12 is not considered. In effect, this creates an expanding
window of data, growing in size with each week classified. For each week, a separate set of genetic markers,
principal component analysis and k-nearest neighbor classifier is constructed. 10-fold cross validation was
used each week to obtain separate train and test sets. In 10-fold cross validation, data is separated into
ten subsets, and iteratively one is selected as test set while the remaining subsets form the training set.
Classifiers are trained and evaluated for each test and train set individually, and results are averaged to
obtain a classification score for each week.
As the set of dropouts is now divided over 11 weeks (and the non-dropouts remain present throughout
the program), the number of non-dropouts vastly exceeds the number of dropouts for any given week, creating a class imbalance. Using the standard measure of accuracy for classifier results (number of correct
classifications divided by the total number of classifications) in such a situation leads to misrepresentation
of classifier performance, as the accuracy on the non-dropout class dominates the classifier accuracy. Therefore, the class accuracy measure is used instead. Here, the accuracies over the individual classes (dropouts
and non-dropouts) are computed first, and the class accuracy is defined as the mean over the accuracies of
the individual classes. For instance, using a majority class baseline (all participants are classified as the most
= 50%.
common class) yields a class accuracy of 100%+0%
2
To determine the improvement gained from the use of genetic programming, classification results from
markers obtained from genetic programming are compared to classification results from markers obtained
directly from the participant database. As described above, dropouts are determined for each week separately, using data available at that time. In both conditions, principal component analysis is used to reduce
the dimensionality of the participant data, after which the participants are classified using a k-nearest neighbor classifier. The optimal value for the parameter k is established experimentally for each week separately.
Due to the sensitivity of the k-nearest neighbor algorithm to class imbalance, discussed in the previous paragraph, before classification dropout samples in the training set are randomly duplicated until the training set
becomes balanced.
The results of dropout classification using basic markers obtained from the available participant data
are shown on the left hand side of Table 1. The table shows class accuracy results for every week in
which classification is performed. Over the eleven weeks, the recorded class accuracy scores remain fairly
consistent, with slightly higher scores towards the start of the program. The final week of the program,
however, scores considerably lower in class accuracy. As can be seen in the table, the average class accuracy
over all eleven weeks for this method is 0.6371, i.e. approximately 64%.
Likewise, the results of dropout classification using markers obtained through genetic programming are
shown on the right hand side of Table 1. Like before, the class accuracy results for each week are listed
separately. Over the eleven weeks, results again appear fairly consistent, with the exceptions in week four,
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Week 1
Week 2
Week 3
Week 4
Week 5
Week 6
Week 7
Week 8
Week 9
Week 10
Week 11
Average

Without GP
0.6873
0.6629
0.6667
0.6043
0.6443
0.6364
0.6389
0.6586
0.6165
0.6247
0.5679
0.6371
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With GP
0.7524
0.7396
0.7310
0.6484
0.7201
0.7528
0.6711
0.7838
0.8107
0.7334
0.5773
0.7201

Table 1: Class accuracy per week of dropout classification using markers obtained from participant data,
both with and without the use of genetic programming. The class accuracies obtained without the use
of genetic programming are listed under ‘Without GP’, while the class accuracies obtained using genetic
programming are listed under ‘With GP’. Class accuracies were obtained using 10-fold cross validation.
seven and most noticeably week eleven. When compared to the results obtained using only basic markers,
the use of genetic programming results in an increase of class accuracy for every week of the program.
As can be seen in Table 1, the average class accuracy over all weeks of the program when using genetic
programming is 0.7201, or 72%.

4

Discussion

In the previous section, it was shown that classification using basic markers resulted in an average class
accuracy of 0.6371, while classification using genetic programming resulted in an average class accuracy of
0.7201. When compared to a majority class baseline, which in a two class problem yields a class accuracy
of 0.5, both of the classification methods discussed here clearly outperform this baseline. When comparing
both methods, classification after genetic programming clearly outperforms classification based on basic
markers only, as expected. When examining the error rates of both methods (error rate = 1 − accuracy),
the use of genetic programming results in a reduction in the number of classification errors of approximately
23% ( (1−0.6371)+(1−0.7201)
∗ 100%).
1−0.6371
When comparing the classification results on a weekly basis, the low class accuracy in week eleven
forms an obvious outlier for both classification methods. A possible explanation may be in the definition of
a dropout; those who drop out in week eleven are close to the decision boundary which separates dropouts
from non-dropouts. For example, a participant who stops registering activity data at this late stage of the
program may or may not be considered a dropout depending on whether they stopped recording activity a
day sooner or later. As this decision boundary is somewhat arbitrary, it may algorithmically be difficult to
distinguish between participants close to the decision boundary, yielding poor classification accuracy scores
as a result. Note that for week four, a similar observation can be made with regard to class accuracy, although
proximity to the decision boundary seems an unlikely cause in this case. Here, a possible explanation may be
that the classification problem for this week is more difficult or complex compared to other weeks. Further
investigation is required to determine if this is the case, and if so, why.
In contrast, other weeks show considerable deviation from the average classification accuracy for the
genetic programming method, but no coinciding deviation in accuracy for the method using basic markers
only. Examples of this include week seven and nine. Possible explanations are that either for these weeks
the combination of markers adds an amount of information that is lesser or greater than average (for weeks
seven and nine, respectively), or that the cause lies in inconsistent performance often inherent in genetic
algorithms due to their stochastic nature. Again, this requires further investigation.
From a practical perspective, the above results show improved classification accuracy can be obtained
through the use of genetic programming. However, there are also a number of disadvantages to this method.
First, the large number of parameters can present difficulties for those unfamiliar with the algorithm. Fortu-
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nately, experiments have shown classification results to be fairly invariant to small parameter changes, and
there is no need to construct a different set of parameters for each week of the program. Second, genetic
programming algorithms can become computationally expensive, especially as the number of participants
and markers in the database increases. Fortunately, classification only requires a single run of the algorithm
per week regardless of the number of classifications made, which should ensure the computational costs
remain manageable. Finally, the use of possibly complex combinations of markers, rather than single markers, complicates human interpretation of classifier decisions. Indeed, examination of the combined markers
generated by genetic programming rarely yields intuitive combinations. This may have consequences with
regard to the acceptance and practical usefulness of these classifiers to prevent dropout through interventions
in a lifestyle activity program.
For future implementation, a number of alterations to the described algorithms can be made. First,
instead of principal component analysis, a supervised method for dimension reduction can be used (such
as supervised PCA). As such methods reorganize the data based on class labels rather than variance, the
resulting reorganized data might be better suited to metric classifiers such as k-nearest neighbor. Secondly,
instead of considering all data up to the week to be classified, a window of the most recent data only could
be considered for classification. Data from the first few weeks of the program may no longer be relevant
in or representative of the final weeks of the program, and as such their inclusion may act as noise in the
classifier. Finally, the current methods may be extended with a cost sensitive function for certain types of
errors. For example, it may be considered more important to correctly classify dropouts compared to the
correct classification of non-dropouts. Deciding on appropriate costs, however, remains a difficult issue.

5

Conclusion

The work here shows that the addition of genetic programming to dropout classification yields a considerable
increase in classifier accuracy. It also shows that combining markers, even using only simple mathematical
operators, can yield measures which are more informative with regard to a participant’s future behavior than
measures using these markers individually. The use of genetic programming is particularly useful when
the number of basic markers is very large, making exhaustive approaches to combining markers infeasible,
and when there are no clear intuitions regarding which or how markers should be combined. It was shown
that when applied to prediction of participants’ continued participation in a lifestyle activity program, the
use of genetic programming to create combined markers resulted in a reduction in the number of classifier
errors of 23%. As a more accurate prediction opens up the possibility of intervention for participants who
are at risk of dropping out of the activity program, the number of participants completing the program is
likely to increase as a result. The results presented in this paper emphasize that through combining markers
considerable improvements in the prediction of dropouts can be attained, a task that can be considered at
least challenging for humans. Therefore, the use of data mining techniques to predict participants dropping
out of an activity program ahead of time seems a promising initial step toward the effective prevention of
such dropout by timely interventions.
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Abstract
This paper presents a method to identify observations containing information about potentially suspect
situations (intelligence), made by police officers and registered in a digital notebook. The underlying
assumption was that messages containing intelligence have a more implicit character than factual reports
on car accidents and the like. To identify messages with a high level of implicit content, we applied a
classification method using different kinds of features extracted from the text. Besides the representation
of a document in word vectors, we also added additional syntactical and lexical features: number of
adjectives, number of nouns, number of verbs and number of characters used in the message. One
predefined field of the message, used for the time interval in which the observation took place, was also
added. Moreover, domain knowledge, typical jargon used by police offers, was added to adjust the
classifier such that the number of false negatives was minimized. The results show that the number of
adjectives was of high value in the classifier and that adding domain knowledge to the classifier does help
minimizing the number of observations falsely classified as having no implicit content.

1

Introduction

This paper presents part of an ongoing action research (AR) within the National Police Services Agency
(KLPD). Among other tasks, the KLPD is responsible for the public safety and security of the national
infrastructural networks (highways, waterways, railways and aviation). These traffic flows are
characterized by high volumes, high velocity, and high dynamics, all contributing to anonymity. To
identify criminal behavior or suspects within these flows the KLPD is presented with the challenge to
organize for the real-time exchange and utilization of distributed information and knowledge. This is a
two-sided challenge: officers working in the flow need to have access to information and expertise
elsewhere in the organization, and individual observations of officers in the flow need to be accessible by
the organization to identify possible relations. The aim of the ongoing AR and of this progress paper is to
‘improve the observation capacity of the force and its subsequent ability to act selectively and in a timely
manner’ [1].
Organizing the KLPD in such a way that distributed information and knowledge can be exchanged
successfully between geographically distributed, ad-hoc (virtual) teams such as between police officers in
the field and experts in their offices, can be quite challenging. Based upon the ideas of collective memory
[2], knowledge transfer can be enhanced through transactive memory systems (TMS) [3, 4]. TMS are
shared systems people employ to divide responsibility, to keep each other informed and to access each
other’s knowledge [5]. TMS can be used to support the exchange of distributed knowledge. The concept
of TMS acknowledges different types of knowledge, namely, codified knowledge, personalized
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knowledge, and knowledge embedded in organizational structures, routines, methods, technology, etc.
Personalized knowledge may be extremely hard to codify [6].
In 2007 the highway patrol started a pilot project to gather intelligence about suspect objects, subjects
and situations, which the officers encountered during their work. The premises in this pilot project are
that, 1) officers are capable of noting suspect situations based upon personalized knowledge, and 2) by
codifying their observations in a digital notebook (rather than in an analogue one, as they used to do) the
observations can be made accessible to the organization for further analysis. Not long after the
introduction of the digital notebook the users started to log all their activities, effectively expanding its
use. This behavior - known as bricolage [7] - may increase user value, but also increased the total amount
of messages dramatically. This created a significant problem in the near real-time utilization of the
originally sought after intelligence. Analyzing and selecting electronic messages manually is time
consuming, while the value of the information reduces in time. Hence, an intelligent routine had to be
developed to aid the swift selection of potentially interesting messages for further investigation by
experts. In this paper we depart from the hypothesis that intelligence messages can be distinguished from
routine activity reports by their relatively implicit nature, and hence, by being rather descriptive and
lengthy – and that these characteristics should be detectable through text mining.
Using classifications, we try to identify the presence of implicit content within messages codified in
the digital notebook. Within this paper we focus on these classification techniques and their added value
to the near real-time analysis of potentially interesting messages.
In this paper we present a solution for automatically identifying messages that are relevant for
immediate analysis, based upon their level of implicitness. The paper is organized as follows. Section two
describes a set of hypotheses for the characterization of messages with implicit content. In section three
we describe an appropriate feature set to perform the classification task and the method we used to build
the classifier using the obtained features from a training set with manually classified messages. Based
upon domain knowledge (policing), we minimized the false negatives and false positives made by the
classifier by adding additional features. We also discuss empirical results. In the final section, we
conclude and describe future work.

2

Characterization of Relevant Messages

The hypothesis behind our approach was that officers circumscribe rather than describe situations which
potentially threaten safety or security, but which are not sufficiently clear to justify intervention. For the
characterization of circumscriptions, we used the following hypotheses:
1) Messages describing suspect situations are considered to be longer than messages not describing
suspect situations.
2) Certain terms are more likely to be used when describing suspect situations then when describing
non-suspect situations. These terms also include domain specific words, or letter-combination,
unknown to regular dictionaries but part of the policing jargon.
3) Certain punctuation marks indicate towards the officer’s feelings about a situation. For instance,
to accentuate something one might use one or more exclamation marks. A question mark can
indicate if something is unclear or vague. Ellipses (‘…’) can be used when an officer has
difficulties explicating his thoughts.
4) Suspicious situations are formulated in a more undetermined way. Hence, it may be expected
that an officer would use particular syntactic classes differently, such as a higher amount of
adjectives. This assumption is partly based upon the work of Wiebe [8] who used, among other
features, the presence or absence of particular syntactic classes to separate subjective from
objective sentences.
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Method

In order to select and present the right selection of messages to analysts within the organization, we chose
to classify each individual message to determine its relevance for the analyst. The dataset was gathered
during the digital notebook pilot and some domain knowledge was gathered through a dozen observations
in which one of the authors went along with officers from the traffic police during their surveillances,
both obvious and discreet. By classifying each message using several features we expected to be able to
grade each message on a scale ranging from 1 (positive, high potential to be relevant for further
investigation) to 0 (negative, low potential to be relevant for further investigation).
The desired result was a classifier that could be interpreted and edited easily. The reason for this is
that terms used for specific situations or objects may change over time. Even though the classifier will be
updated regularly using new training data, this will not ensure immediate change of classification directly
after the change of terms. For example, if the name of a specific police database changes, the officers
could use the new name instead of the former name. To avoid missing important messages that contain
such a feature, the feature must be added immediately to the classifier. There are two types of classifiers
that can be used for this kind of task, namely rule and tree-based classifiers.
Section 3.1 describes the preparation of the data and the construction of the feature set from the data.
An overview of this is given in figure 1. In section 3.2 we show how we built the classifier and refined it
with domain knowledge. Section 3.3 discusses the results of the experiments.

INPUT:
Digital Notebook Message

PRE-PROCESSING
Extract fields

Lemmatization

Conversion of time field

POS tagging

SYNTACTIC PROCESSING
Count #verbs

Count #nouns

Count #adjectives

LEXICAL PROCESSING
Remove stop words

Extract word vector

Count specific punctuation marks

Feature vector

Classifier

Figure 1: Overview of the extraction of features from a digital notebook message
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Data Preparation and Feature Selection

The observations were registered through a mail system via Mobile Data Terminals (MDT) in police cars.
Information had to be inserted in a web form with predefined fields. In one field the actual observation
could be described, others were predefined for describing the type of observation, vehicles involved,
officers’ personal information, time of observation, etc. Almost 5000 messages were provided of which
200 were labeled as positive (high potential to be relevant for further investigation) and 207 as negative
(low potential to be relevant for further investigation) on the scale as described in the previous chapter.
The messages were collected in the period of December 2007 until April 2009. While the first version of
the web form was intentionally unstructured and simple, in time additional fields were added to the form
to simplify adding non-suspect, structured, situations. This development matches the bricolage process as
previously described. Therefore, the first task in this experiment was to extract, combine and structure the
data provided for further use.
The next step was to choose relevant fields for classification. Because the officers were free to fill out
the information, not all fields were filled or filled properly. The following fields were chosen; 1) the
actual observation, 2) type of observation and 3) time of observation. Because personal and vehicle
information were considered irrelevant for this type of classification they were removed from the set. This
information may become relevant after the classification when further investigation by experts is needed.
The time of observation was converted into one of five intervals representing different timeslots
throughout the day. These timeslots were carefully selected in a way that the two rush hours were in
separate timeslots. During rush hour, it seemed that officers were more focused on other duties, namely
the prevention of traffic jams and accidents. Therefore, the assumption was made that officers will be less
likely to write down observations related to suspicious situations (security) during rush hours.
Furthermore, the observation and type of observation field had to be converted to word vectors. Stop
words, place names and words containing both numbers and letters (such as license plates or names of
motorways) were removed and the lemmas of the remaining words were used to build the vectors. The
high dimensionality of the remaining data had to be reduced so that the desired type of classifier as
described above (rule or tree based) could be build efficiently. The Odds Ratio was chosen to calculate
the importance of a term [9]. For each appearing term, the Odds Ratio was calculated in both positive and
negative perspective:

where t is the term t found in class n, x the class (positive or negative) for which the ratio is calculated, Dn
the number of documents in class n and dn(t) a document in class n containing term t.
When the denominator is zero, the Odds Ratio cannot be calculated and the number of documents in
which the term appeared was chosen. The top of the term lists, chosen using a threshold, of both positive
and negative perspective was chosen as the feature set. This method addresses hypothesis 2 that certain
terms are more likely to be used in positive rather than in negative messages and vice versa.
As discussed in section two, other properties of a description than the words being used can also be
characteristic for the identification of implicit content. The use of relatively more words can indicate that
it was not easy to express oneself (hypothesis 1). To describe something that is not obvious, more
adjectives may be needed such as ‘weird’ and ‘distinct’ (hypothesis 4). Therefore, we also determined the
length of each observation field and the number of adjectives, nouns and verbs that were used in the
messages. Also, certain punctuation marks may indicate the implicitness of a message (hypothesis 3). The
total number of exclamation marks, ellipses (‘…’) and question marks was also added as a feature. In
total 176 features remained to build the base classifier. In table 1 the constitution of the feature types
together with the methods used to obtain these features (automatically, semi-automatically) can be found.

3.2

Building the Classifier

As we described above, the desired classifier is a tree- or a rule-based classifier. We used Weka to build
classifiers using four types of classification algorithms (M5P [10], REPTree [11], M5Rules [12] and
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ConjunctiveRule [13]), which are commonly used tree and rule based algorithms. We then chose the one
which best fitted the data using 10 fold cross-validation. M5P and M5Rules performed best (based upon
the Root Mean Squared Error and the number of false negatives). Their performances were approximately
the same, so we chose the one with the least complex result: M5Rules, see figure 2. The first rule of the
result uses the number of adjectives. When the number of adjectives is higher than four, the following
calculation adds 0.6226 (initial score) to the score and 16 features are used to adapt the score. Both
characteristic words for the negative and positive set as the time of incident, number of adjectives, nouns
and verbs and the length of the observation field, are used in the rule. The second rule, applied when there
are less than 5 adjectives, uses a characteristic term of the negative set (because we used classified
information, the terms used by the classifier cannot be given). If this term does not appear in the message,
a similar calculation is done as the previous one, but with less features and a smaller initial score. The last
rule results in a score of zero, meaning that the message is not likely to be potentially interesting for
further investigation.

Figure 2: The output of the M5Rules classification algorithm. #Adjs and W1 mean the number of
occurrences of adjectives and the number of occurrences of a specific term respectively. ImplScore means
the likeliness that a message contains implicit information and F2 is the formula that contains specific
features to calculate this likeliness.
Within the positive set 180 items received a score of 0.5 or higher. The negative set contained 26 items
with a score higher than 0.5. Considering the goal of this research - to identify implicit content in
messages - it is preferred to minimize the false negatives in order to preserve all messages that possibly
contain some sort of implicit content. We studied the type of false negatives and denoted two types of
messages. The most of these messages were short ones with a relatively small amount of adjectives.
These messages contained different typical words for describing a suspicious object or situation. The next
type exists of longer messages with relatively many nouns and verbs (which has a negative effect on the
score), and containing a typical term used for traffic accidents (a non-suspicious event), but the core of
the message was not an accident. These messages also contained typical suspiciousness words and some
of these messages also contained the punctuation marks described in hypothesis 3. One way to avoid
these types of false negatives is to apply cost-sensitive learning to each of the types separately (to avoid
generalization) and combine the resulting classifiers. However, the numbers of messages in these types
were too small to perform useful classification. Because the obtained scores of the false negatives were to
scattered, thresholding could not solve this problem. Therefore, we chose to manually add features to the
classifier that could minimize the false classifiers. After denoting the types of mistakes of the classifier,
we used appropriate terms from the positive set which had a fairly high Odds Ratio. People not always
use the same words for the same meanings. Based upon several field observations and interviews with
police officers, we were able to use domain knowledge to select similar or related words of some features
and included them in the appropriate feature. For example, the feature odd could change into the rule
max(odd, weird, suspicious), where the maximum number of occurrences of the term odd, weird and
suspicious is used instead of the number of occurrences of the term odd. The added feature, which held
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the number of particular punctuation marks used, did not occur in the automatically built classifier. Since
a couple of false negatives contained this feature, we added this feature to another appropriate feature
(using the max function). For this, we chose a low-weighted feature to avoid negative messages also
containing these punctuation marks getting high scores.
Adding domain knowledge resulted in a lower number of false negatives, but the number of false
positives increased. A large amount of false positives would result in a time-consuming task to select the
more important messages. Therefore, we also did a similar (but smaller) addition to the features
characteristic for the negative set used in the classifier. The final classifier contained 32 features, of which
the numbers and selection method of the different types of features can be found in table 1.
Type of feature

Selection method

Nominal
Regular vocabulary
Special vocabulary
Other lexical features
(punctuation mark, etc.)
Syntactic
Total amount of features

Automatically
Semi-automatically
Manually
Automatically
Automatically

#features in
initial feature set
1
170
0
2

#features used in
initial classifier
1
11
0
1

#features used in
final classifier
1
11
15
2

3
176

3
16

3
32

Table 1: Types of features within the feature set with their selection method, constitution to the number of
features used for building the initial classifier and constitution to the number of features used in the final
classifier.

3.3

Empirical Results

The first hypothesis we made stated that positive messages are longer than negative messages. The built
classifier used the length of the message in favor of the positivity of the message, but only a low weight
was given to this feature. Adding domain knowledge, as addressed in the second hypothesis, aided
minimizing the amount of false negatives. The third hypothesis stated that he number of occurrences of
specific punctuation marks would occur more likely in a description of a suspect situations than in a
description of a non-suspicious situation. Although it was not used by the initial classifier, the addition of
it to the classifier helped reducing the number of false negatives. Finally, our fourth hypothesis was
prominently present in the classifier. The number of adjectives was used in the first rule, which results a
high initial score to be decreased or increased by presences of other features. Moreover, higher number of
nouns and verbs resulted in a small subtraction of the score if the number of adjectives was higher than
four, and higher number of adjectives resulted in a small addition. Hence, if more adjectives are used
relative to the number of nouns and verbs, the score is more positive.
The final classifier was used to classify all observations provided. Of the 200 positive examples 7
items had a score lower than 0.5. These messages were manually reviewed and it was concluded that the
implicit content of these messages was indeed low to absent. The number of false positives was 28. The
false positives with the highest score contained the word ‘attention’, which was added by the officers to
show the urgency of the message.
Of the whole set provided (4964 messages), 3612 items had a score lower than 0.5. This is in line with
our expectation that most messages would not contain implicit content, partly because of the extensive
bricolage that took place and the subsequent additional functions of the digital notebook. 815 Messages
had a score higher than 0.7, which means they did contain a significant amount of implicit content.

4

Conclusion, Discussion and Future Work

The results show that using syntactical features, especially the number of adjectives, is very effective for
identifying the presence of implicit information within officers’ observations. This makes it more robust
for the change of word choices, for example when other officers are going to register their observations.
Nevertheless it still needs to be updated and evaluated regularly to avoid missing positives. A drawback
of using these types of syntactical features is that the technique used to determine the syntactical class of a
word is sensitive to spelling, typing and grammatical errors. For example, when examining the false
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positives with high scores, it turned out that words were wrongfully assigned as adjectives. Both
unintended errors mentioned above, as wittingly choices for wrong spelling, namely the skipping of
points in abbreviations, are mainly the cause of this. The latter could be solved by adding a vocabulary for
abbreviations created and used by the officers involved, thus adding specific domain knowledge.
When further examining the false positives, some officers emphasized the urgency by using the word
‘attention’. It seemed that the urgency could not be determined by the classifier, so the officer may have
wrongly used the word ‘attention’. The officer was not able to express the self-proclaimed urgency of his
message in any other way. Also, some messages contained a high number of common adjectives that are
not interesting for this classification (such as ‘following’), which resulted in a high score. The latter did
not occur often, but must be kept in mind for future implementation. Lists of common adjectives that are
not interesting could be added to the stop word list for example. Furthermore, the usage of synonyms and
more lists of relative terms used in the specific domain can be added to group the specific features. This
way, different word choices for the same meaning result in the same contribution to the implicitness
score.
To verify if the negatives are true negatives and the positives true positives, further evaluation has to
be undertaken by experts, who may assign scores to a significant number of messages. This could
eventually be done whilst using the classification in action.
To conclude a remark on the practical application of the above has to be made. By encoding
knowledge, one should realise that the properties of knowledge will be changed such that it becomes
easier to transfer [1]. When analysts are presented with these codified messages, they have to make sense
of them. This starts with adding context. Hence, at this stage the attributes filtered out earlier, including
e.g. the location and the name of the officer involved, become highly relevant. In the final solution these
features need to be included.
It is expected that this research contributes to the enhanced utilization of distributed knowledge within
the KLPD organization in general, and more particular within geographically distributed problem solving
teams.
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Abstract
We present an architecture for a user goal-adaptable hybrid recommender engine that flexibly and dynamically integrates heterogeneous data sources and algorithms to improve the user experience. To this
end, we identify three main goals which recommender engines should support and introduce a modular
and configurable engine that helps meet these goals. We illustrate practical benefits of the recommender
engine architecture with implementation examples from a personalized music service.

1 Introduction
Recommender systems predict a user’s interest in one or several items based on data in a user model or user
profile. Various system functionalities can be realized with such personalized interest predictions: they can
be used for ”classic” recommender system applications such as creating ranked recommendation lists from a
large item pool [11] or filtering out uninteresting messages from a stream of incoming newsgroup messages
[6]. Today, recommender systems also enable a range of other systems and services such as personalized
museum tours and personalized media channels.

1.1 An Enabling Architecture for Recommender Systems
While commercially deployed recommender systems often apply established methods such as item-based
collaborative filtering algorithms [9], there is still significant scientific and commercial interest in further
improving the accuracy, computational efficiency and usefulness of recommender systems. We are examining hybrid recommender systems. Hybrid recommender systems integrate data that are conventionally not
used as part of a single recommender algorithm or that combine different recommender algorithms that use
the same input data [2]. They are used to address problems inherent to particular types of recommender
systems, such as the cold start problem in collaborative filtering, or to reduce prediction errors [1].
Next to research concerned with algorithmic improvements, novel applications of recommender systems
play an important role both in academic and commercial research. Recommender systems can for example
be used to propose personalized sightseeing tours or to suggest specific car configurations based on user
profile data. In such applications, the user goals that need to be addressed may be better served if predicted
preferences are modified to better suit the specific user goals. It may for instance be desirable to consider
properties of the proposed set of items, such as distances between sights to visit on a sightseeing tour. We are
investigating whether such novel applications that support such specific user goals can support users better
via specifically tailored recommender systems.
In this paper, we present a system architecture for a recommender engine that allows us to easily implement,
combine, evaluate and deploy recommender systems that facilitate hybrid recommender systems and can
flexibly support novel recommendation-based applications. We use the term recommender engine to denote
a system that encapsulates one or more recommender algorithm implementations. We elaborate on the main
requirements that motivate the system development and describe the developed recommender engine architecture, focusing on its flexible modular design. We demonstrate how solutions can be implemented using
the recommender engine both on an abstract level, in a practical application and in an online end user trial.
We conclude with an outlook towards future development opportunities.
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1.2 Related Work
Numerous research publications treat hybrid recommender systems and examine applications based on them.
Burke [2] provides a categorization of hybrid recommendation approaches and an overview of related publications. User goals when interacting with recommender systems have been investigated both from a theoretical point of view and in practical recommender system implementations. Herlocker et al. [5] identify
ten types of relevant user goals. Setten et al. [10] introduce a generic system architecture that tries to support different user goals via specifically tailored algorithm combinations. Few research publications address
the design and integration of recommender engines in detail. Among the published work, the generic architecture described in [10] is most closely related to the work described in this paper. Gstrein et al. [4]
describe a recommender engine for the music domain that integrates heterogeneous data sources and relies
on instance-based lazy learning techniques.

2 Requirements
We can define several requirements for a recommender engine that can support various types of hybrid recommendation algorithms and that can facilitate novel recommendation applications. We elaborate on three
core requirements: integrating heterogeneous data, integrating recommender algorithms, and supporting
different user goals.

2.1 Integrating Heterogeneous Data
Recommender systems are commonly differentiated based on the data they use to compute interest predictions. Frequently, knowledge-based, content-based and collaborative filtering types of recommender systems
are differentiated in this way. Hybrid recommender systems can be used to combine recommender systems
that use different data sources [2]. In particular, they are often used to combine content data with user profile
data of a multitude of users. In the music domain for example, such content data may consist of catalogue
metadata, manually annotated descriptors and/or descriptive features extracted from audio data; user profile
data may consist of user characteristics, content-related data provided explicitly by users (such as item ratings), and/or implicitly gathered data such as recorded user-system interactions. Such data integrations can
be carried out in two ways: first, by integrating heterogeneous data with a single algorithm [8]; second, by
using specialized algorithms for each data source and combining their output. We are especially interested
in the latter approach, because it is inherently flexible regarding which algorithms can be employed, which
data sources can be integrated and which methods can be used to combine them [2]. It also allows us to
integrate third party recommendation services – including ones using hybrid algorithms that integrate heterogeneous data with a single algorithm – into the recommender engine, which may in the future become an
important benefit in service-based, networked infrastructures.

2.2 Integrating Recommender Algorithms
Hybrid recommender systems do not necessarily integrate heterogeneous data sources – it is also possible to
combine recommender systems that predict interest based on the same input data. For such approaches, one
can distinguish between approaches combining a) distinct algorithms, b) differently parameterized instances
of the same algorithms and c) instances of algorithms that are trained on different training (sub-)sets. In
addition, approaches can also be distinguished by the method applied to combine outputs. Machine learning
techniques that can be characterized as above belong to the family of ensemble learning methods; applying
them in recommender systems can reduce the average prediction error as has been shown elsewhere [1, 13].

2.3 Supporting Different User Goals
Herlocker et al. [5] describe different goals users may pursue when using a recommender system. We
are examining approaches to tailor recommender systems to better support specific user goals. In order
to do this, we identify specific properties of the output of a recommender system. We can then use these
properties to describe a particular recommendation task that has to be serviced by a recommender system in
more detail. We consider the following three properties to be especially relevant for applications with which
we are currently concerned:
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• Expectedness: Recommender systems can facilitate the serendipitous discovery of unexpected yet
interest-relevant items [11]. We assume that such recommendations are not equally desirable for all
types of recommendation functionalities. They may for example be of central importance for users
searching for unkown yet interesting items such as a new book to read, but they may not be desirable
for recommendation functionalities with reminder or trust-building purposes.
• Diversity: Recommender systems are often used to select item subsets. Depending on the user goal, it
may be beneficial to enforce particular properties for such subsets via trade-offs between item space
coverage and predicted interest [12, 15].
• Error sensitivity: Likewise depending on the user goal, the number and type of errors that a recommender system makes may be important factors [5]. Proposing false positive items may not be detrimental to the user experience in certain applications as long as suitable candidate items are proposed
as well, while it may have a strongly negative impact on the user experience in other applications (see
Section 4.3). Inversely, omitting true positive items may reduce the usefulness of a recommendation
functionality, for example in legal settings.

3 Architecture
The recommender engine architecture described in this section has been designed to support both the data
and algorithm integration that is required to support various types of hybrid recommender systems, and to
allow us to tailor the recommender engine output to better support user goals via recommendation tasks.

3.1 Design Concepts
The recommender engine architecture is based on four main design concepts which support the stated requirements:
• Modular architecture: The recommender engine can integrate various algorithms in an extensible
modular architecture. Each algorithm is realized as an independent component which implements a
set of mandatory core functions and can implement additional optional functions.
• Dynamic component coupling: Recommender engine components can be combined to enable various
training and prediction methods. We use a dynamic configuration mechanism with which the system
can create, assemble and configure components at run-time.
• On-line learning and prediction support: Ideally, a recommender system should learn from newly
available data immediately and on-line so that all relevant and available data is used to predict for
a user. The architecture provides means to update all components dynamically as new data become
available.
• Simple integration of domain-specific components: Core components of a recommender engine can be
used across a variety of application domains. The recommender engine provides support for pluggable
domain data definitions and data access components.

3.2 System Overview
The recommender engine architecture consists of four main elements:
• One or more event observers receive and evaluate data related to users, content or relevant other data
and requests that trigger predictions or updates of the recommender engine. Events related to users
can for example consist of explicitly provided ratings for content items, or observed usage data such
as selecting an item in a menu. Events are analyzed by event observers and can be used to initiate
processes such as updating stored user data, updating data models, and generating or validating recommendations for a user. When a prediction or update action is initiated, an event observer assembles
a recommendation task for that request.
• A recommender engine wrapper processes requests. It analyzes a request and selects a combination
of components to service it by predicting interest or by updating components. It provides access to
available user data, user models, item data and other supported types of data.
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• Scorer components implement a recommender algorithm to influence interest predictions.
• Merger components implement combination methods that unify the output of several scorer components into a single result.

An overview of the recommender engine architecture is provided in Figure 1 a). The following sections
describe the core components in more detail.

Figure 1: Conceptual overview of the recommender engine architecture; a) illustrates the general system
architecture, b) shows example component configurations, c) describes scorer and merger component inputs,
outputs, and interactions

3.3 Scorer Components
Scorer components are the basic building blocks of the recommender engine. A scorer encapsulates a
recommender algorithm (such as a collaborative filtering algorithm), an algorithm that is used to modify a
result for example a diversity metric [12] or generally any method that can contribute to a recommendation
output (for instance ratings provided by the user [10]). Composite scorers are a special class of scorers
that encapsulate a sequence of scorers or a combination of scorers with a merger. They can be nested
within larger configurations. Composite scorers can also implement dynamic updating mechanisms that
can duplicate, reconfigure, add and remove contained components. Figure 1 b) shows an example engine
configuration with a scorer sequence and a nested scorer-merger combination.
Figure 1 c) describes a scorer as a black box component comparable to [10]. The figure shows required inputs
and outputs (depicted with solid arrows) and examples for optional ones (depicted with dashed arrows). A
scorer is activated and configured via a scorer configuration, with which algorithm parameters can be set
and user data can be provided to a scorer. A scorer predicts values for input items and can provide additional
data such as confidence estimates or explanations on how the scorer arrived at a given prediction. A scorer
can optionally receive observed prediction error values to dynamically adapt configuration parameters.

3.4 Merger Components
Merger components combine the output of one or more scorers into a unified result. Mergers can implement basic combination methods such as (weighted) averaging, majority voting, or switching between
algorithms [2] as well as more complex mechanisms such as learning algorithms trained on the output of
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scorer components as they are used in stacked generalization ensembles. Figure 1 c) describes a generic
merger component with mandatory (solid arrows) and optional (dashed arrows) inputs and outputs. Mergers
are activated and configured via merger configurations that are used analogously to scorer configurations
described in Section 3.3 (not depicted in Figure 1 c).

3.5 Recommender Engine Wrapper
A recommender engine wrapper processes a prediction request by selecting or assembling a configuration
encapsulating scorers and mergers. It defines which components are to be used with which parameters as
well as how they are to be composed. It also controls the order in which components are called. This is
relevant when updating components with additional user or item data, where components are updated in
the reverse order of processing for prediction (see Figure 1 b) for an example of the order of processing
for prediction). This allows mergers to request item predictions from scorers before they are updated with
additional data, so that a model learned by a merger component can be updated before the contained scorers themselves are updated. This allows mergers to evaluate the performance of scorers using these data
samples.

4 Example Application
We are using a Java reference implementation of the described recommender engine architecture for evaluation and demonstration purposes in several application contexts. In this section, we illustrate how the
recommender engine can be used in the xStream personalized music recommendation service (abbreviated
as xStream in this paper) that is used in large scale user evaluations of personalized music recommendation
and personalized music delivery services within Philips Research.

4.1 The xStream Personalized Music Service
xStream is a web-based service that allows experiment participants to browse and listen to a centrally stored
80 000 song music collection. In addition, it provides access to music channels that are presented similarly
to online radio channels, but additionally allow participants to pause or skip playback of a song. The system
is used to gather usage data of several hundred participants. Various search and recommendation functions
can be enabled and used to carry out user experiments (such as [3]).
The recommender engine is loosely integrated into the xStream system as depicted in Figure 2 a). Event
observers monitor incoming data so that the recommender engine can be directly triggered to predict item
interests for recommendation functionalities and so that all user activities that are being received by the
system can immediately be evaluated by the recommender engine. Depending on which events are evaluated
by the event observers, a suitable recommendation task is created and used to call the recommender engine.

4.2 Generating Recommendation Lists
It can be argued that recommender systems are most frequently employed to generate ranked top-n lists
of recommended items [5]. Such top-n recommendation lists can address various user goals, and specific
recommendation strategies can be employed to better address such specific user goals. In xStream, recommendation lists can be provided to support two types of user goals: first, to encourage content exploration
and discovery (for instance on a welcome page). Recommender systems can support exploration and discovery by employing diversity measures to influence the ranking of a generated recommendation list [15].
Second, recommendation lists can be provided to increase the efficiency and/or effectiveness of creating or
extending a play list by recommending items to add to it. For such recommendation lists, we assume that
coherence with the songs in the play list is desired by users. To achieve this, predicted interest is modified
by determining the average similarity of songs to be predicted to the songs in the play list to be augmented,
using a similarity measure described in [14].
Figure 2 b) depicts an example recommender engine configuration that facilitates both recommendation
tasks described above. The configuration consists of a sequence of two scorers. The first implemented
scorer computes recommendations using either a content-based recommender algorithm or a collaborative
filtering algorithm to predict item interest. Descriptions of the recommender algorithms used can be found
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Figure 2: The xStream application example; a) describes the integration of the recommender engine in the
system, b) describes a recommender engine configuration for recommendation list generation, c) depicts a
configuration for personalized music channel creation and adaptation
in [13]. The performance of these algorithms for each user is continually evaluated. The better performing
algorithm of the two is selected to predict item interest (see also [15]). These predictions are then modified,
using either a diversity measure or similarity measure depending on the anticipated user goal as described
above. Finally, a top-n recommendation list is created from the modified results and is presented to the user.

4.3 Song Selection for Personal Music Channels
The xStream system is also being used to demonstrate hybrid recommender systems for creating personalized music channels, where music that is played back in a radio-like channel is selected based on various
types of user data (such as ratings, listening behavior, personality profile) and music content data (such as
catalogue meta data, descriptive features extracted from audio data, artist and album descriptions mined
from various web resources). We provide a configuration used as one of our demonstration systems as an
example of such a system. It is depicted in Figure 2 c). The configuration is based on earlier work described
elsewhere [13]. It combines collaborative filtering implementations (derived from the main types described
in [1]), content-based recommender algorithms using catalogue meta data, content-based recommender algorithms using extracted audio features, and scorers that return interest predictions using a user’s artist,
album and song ratings. Results are aggregated using a merger which employs a k-nn classifier as merger
that uses output predictions and confidence values of recommender algorithms as a vectors of training examples to predict a user’s interest in items (see also [13]).
A combination of several recommender algorithms such as the one described above coupled with an additional classifier used to merge results may not be feasible for computing recommendations on-line, meaning
that it will be used to predict interests during scheduled update cycles. In order to still adapt to user activities in a timely fashion, we use a second recommender algorithm that can be used on-line to modify the
predictions made using the hybrid recommender.
Finally, the presentation of recommendations in a personalized media channel differs from a presentation as
a recommendation list. Instead of presenting a ranked list of items, a subset of likely interesting items that
may also include items with known high interest is selected and must be arranged into a sequence for which
the between-item coherence is likely more relevant that the predicted or stated interest of a user. To support
this, we reorder items from a top-n subset of the item set using a play list generation algorithm that uses
content-based features to group songs into a sequence that is perceived as more pleasing (see [7]).

A Modular Hybrid Recommender Engine
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4.4 User Evaluation of Recommender Algorithms
xStream is also being used as a research instrument to carry out comparative user evaluations of recommender algorithms for personal music channels such as the one described above. In a currently ongoing user
experiment, participants listen to personal music channels during their daily work routine. While they are
using their personal music channel, they are periodically asked to fill in questionnaires about their perception
of various properties of the music selected for them. The experiment is conducted in three iterations with a
duration of 8 weeks per iteration. In each of these iterations, participants interact with four different personal
music channels generated using four different recommender algorithms. Algorithms for the second and third
iteration of the user evaluation are selected and adapted based on feedback from previous iterations. All recommender algorithms used in the user evaluation have been implemented with the recommender engine.
Apart from a random baseline algorithm and two recommender algorithms which represent the current state
of the art, all evaluated recommender algorithms are hybrid algorithms composed of multiple component
algorithms. The recommender engine enables such complex user evaluations and simplifies their technical
realization. The key benefits are:
• Various hybrid recommender systems can be implemented easily and quickly. New algorithm variants
are implemented and tested between iterations of the ongoing user evaluation despite the very brief
time windows available for doing so.
• User and usage data can be used to update recommender systems directly as they enter the system.
All evaluated recommender algorithms can hence be updated on-line as additional usage data and user
ratings enter the system.
• Components and data that are shared by recommender system components are not duplicated in the
recommender engine. This allows us to carry out experiments with several recommender algorithms
on modestly powerful hardware (a single Xeon 5140 dual-core processor, 2 GB RAM server), while
servicing a participant population of up to 200 concurrent users.
• Functionalities for switching between algorithms depending on the experimental design are readily
available. The system also ensures that every recommender algorithm only has access to the subset of
user data that was gathered while a user was using that particular algorithm.
By using the described recommender engine, we are able to carry out complex and realistic user evaluations
such as the one described above, and we can quickly adapt solution approaches for upcoming iterations
of experiments. Preliminary analyses of data gathered in the user evaluation indicate that, compared to two
state of the art non-hybrid recommender systems, the first evaluated hybrid recommmender system proposed
items that were rated as liked more frequently by participants, and that, on average, using the personal music
channel generated by the hybrid recommender system was liked more. Final results of the user evaluation
will be made available in a forthcoming publication.

5 Conclusion
The run-time configurable recommender engine described in this paper is currently being used to carry out
the described and other user experiments concerned with user profiling, recommender algorithms and hybrid
recommender algorithms. In the context of these evaluations the modular architecture can be used directly to
implement various combinations of algorithms for recommendation and related tasks, to dynamically select
appropriate combinations at run-time, and to implement and carry out comparative studies in which participants are dynamically assigned to different recommender engine configurations. In addition, the simple
component-based architecture allows researchers to quickly implement and rapidly prototype and evaluate
novel approaches that may improve specific recommendation functionalities or recommender systems in
general.
Future work using the recommender engine will focus on examining a number of research questions related
to hybrid recommendation and the usefulness of recommendation tasks – a number of examples that illustrate the focus of this ongoing work have been provided in this paper. Future extensions of the recommender
engine architecture may focus on the integration of third-party recommender systems using available interfaces and specialized recommender system query languages, an extension of the engine architecture that
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formalizes mechanisms to dynamically create component configurations for specific user goals by evaluating a large number of candidate components and component configurations automatically, and scenarios
where recommender engines are used in distributed environments such as in peer-to-peer systems.
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Abstract

Adaptable systems are difficult to control as they have to dynamically adjust themselves at runtime to a
changing environment, which is usually uncertain. Moreover, there is uncertainty about the underlying
physical model of the system, which poses a problem for modelling the system’s behaviour. In this paper,
we propose to model the system using a Bayesian network, that can be learned, or tuned, from data. We
demonstrate the usefulness of Bayesian networks for control by a case study in the area of adaptable
printing systems and compare the approach with a classic PID controller.

1 Introduction
Many complex systems such as printers are required to make dynamic inRequirements
Bayesian network
product trade-offs between various qualon behaviour
ities of operation at the system level,
control
observation
Decision engine
which can be viewed as the capability to
parameters
adapt. In printing systems, system-wide
qualities include the power division, the
+
Controller
Process
speed of printing, the power consumption,
Setpoint −
etc. Such trade-offs heavily depend on
the system’s environment, e.g., humidity,
temperature, available power, etc. FailFigure 1: Block diagram of an adaptive controller using a
ure to adapt adequately to the environBayesian network.
ment might result in faults or suboptimal
behaviour.
The purpose of the paper is to convey some of our experience in building controllers based on Bayesian
networks [3] in the area of adaptive printing systems, which can be looked upon as special stochastic controllers [1, 2]. A schema of this system is illustrated in Figure 1. In our view, as systems get more and
more complex, the embedded software will need to be equipped with such reasoning capabilities for making
sound decisions.

2 Case study: dynamic speed adjustment
The productivity of printers is limited to the amount of power available, in particular in environments which
depend on weak mains. If there is insufficient power available, then temperature setpoints cannot be reached,
which causes bad print quality. To overcome this problem, it is either possible to decide to always print at
∗ This work has been carried out as part of the OCTOPUS project under the responsibility of the Embedded Systems Institute. This
project is partially supported by the Netherlands Ministry of Economic Affairs under the Embedded Systems Institute program.
† The full version of this paper appeared in the proceedings of the 7th Workshop on Intelligent Solutions in Embedded Systems.

444

Arjen Hommersom, Peter J.F. Lucas, Rene Waarsing and Pieter Koopman

Bayesian
rule−based

velocity

vmax

vmin
0

200

400

600

800

1000

1200

1400

1600

1800

2000

Plow
0

200

400

600

800

1000

1200

1400

1600

1800

2000

200

400

600

800

1000

1200

1400

1600

1800

2000

available power

Phigh

error

Emax

0
0

Figure 2: In the centre figure, the available power is plotted, which is fluctuating. at the top, we compare
the velocity of the engine which is controlled by a rule-based system and by a Bayesian network. Below,
we present the error that the controller based on the Bayesian network yields, which is within the required
limit, i.e., below Emax .
lower speeds or to adapt to the available power dynamically. The structure of a Bayesian network was
elicited from a domain expert and parameters were learned using simulation data. The resulting network
was used for controlling the velocity of the machine.
The print quality cannot be measured during runtime, but is related to observations about the available
power and power requested from low-level controllers. The highest velocity is chosen such that the variable
that determines the print quality does not deviate from printing norms with high certainty. We compared the
productivity of the resulting network with a rule-based approach that incorporates heuristics for choosing
the right velocity, which is shown in Figure 2. Compared to the rule-based approach, the Bayesian network
improves roughly 9% in productivity while keeping the error within an acceptable range. While it could
certainly be the case that the rules could be improved and optimised, the point is that the logic underlying
the controller does not have to be designed. The model was estimated from data and a probabilistic criterion
was defined which can be inferred during runtime. This is considered a significant advantage compared to
the manually designed controller.

3 Conclusions
Bayesian inference is well-known for its estimation of hidden states in a dynamic model. In this paper, we
go one step further, namely to use an understandable Bayesian network for estimations of setpoints, such as
the velocity of the machine. Bayesian networks have drawn attention in many different application areas,
such as psychology, biomedicine, and finance. Results of this paper provide evidence that explicit Bayesian
networks can also be useful for the development of adaptive control systems.
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Abstract
In this work we present a possible next generation Remote patient management (RPM) system that enables
personalization of educational content and its delivery to patients and introduce a generic methodology for
personalization emphasizing the role of knowledge discovery.1

1

Introduction

In order to maintain and improve quality of care without exploding costs, healthcare systems are undergoing
paradigm shift from patient care in the hospital to patient care at home. Remote patient management (RPM)
systems offer a great potential in reducing hospitalization costs and worsening of symptoms for patients with
chronic diseases, e.g., heart failure, and diabetes.
Recent clinical studies show that education and coaching tailored toward the patient is a promising approach to increase adherence to the treatment and potentially improve clinical outcomes.Although the large
volumes of data collected by RPM systems provide an opportunity for personalizing information services,
there is a limited understanding of the necessary architecture, methodology, and tailoring criteria to facilitate
personalization of the content. In this paper we tackle these challenges by presenting a possible architecture of the personalized RPM systems. Currently, pre-authored adaptation prevails data driven approaches
despite of the many developments in data mining, including applications to user modeling. We consider
the process of knowledge discovery (KDD) from RPM data that leads to identification of potentially useful
features and patterns for patient modeling and construction of adaptation rules.

2

Next Generation Adaptive RPM Systems

A general architecture of an personalized RPM system, which follows general principles of personalization
in e-Learning systems with KDD process, is presented in Fig 1. The key components of the system that
facilitate personalization and adaptation include: patient (user) model, domain model, adaptation rules,
adaptation engine, and KDD process. Further, there are authoring and management tools allowing medical
experts and professionals to monitor, control and manage patient and domain models and adaptation rules.
Personalization can be organized using individual and group (or stereotype) user modeling. For each
patient the patient model template is instantiated into a (personal) patient model which is stored in the
patient models database and updated regularly, e.g., when relevant information (e.g. from user-system interaction data) becomes available. The adaptation engine executes firing adaptation rules that link patient
and domain models, and generates personalized educational, instructional, motivational, or alerting content
to be presented at the patient’s feedback device, e.g., TV, a smart phone, or a computer and/or at the medical professional side (alerting). The KDD process is essential for discovering relevant actionable patterns
contributing to patient modeling and construction of adaptation rules.
1 This

is an extended abstract of the full paper presented at the 22nd IEEE Symposium on Computer-Based Medical Systems [2]).
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Figure 1: A high level view of the next generation RPM system

3

Knowledge discovery for patient modeling

In our work we consider knowledge discovery steps using historical data available from an existing RPM
database containing data from a completed clinical trial [1].
The main steps of the (highly iterative and interactive) KDD process are shown in Fig. 2. Relevant data
selection is done using explorative statistical data analysis, outlier detection, and data cleaning approaches.
With this, basic data preprocessing and selection of a subset of relevant data is performed. Feature extraction
and construction is done using visual data exploration, namely event- and time-series analysis that help to
get a better understanding of what features and relations between them may potentially describe patient
current state and its short-term and long-term dynamics. As a result, different data views can be constructed,
which serve as input for the next step of the process. Pattern discovery gives us a full set of predictive
and descriptive patterns that potentially can be used for patient modelling and adaptation rules construction.
Actionable patterns selection is an effort of a domain expert to identify a set of relevant actionable patterns.
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Figure 2: Knowledge discovery process

4

Further work

In this work we concentrated on so-called off-line process of discovering useful actionable knowledge for
adaptation. However, since some of the patterns are inherently changing over time, it is important to investigate the the potential of online learning, concept drift handling mechanisms, discovery and use of
re-occurring contexts for the so-called second order adaptation. This is one of the directions of our further
work which we started to approach in [3].
RPM system are becoming also more interactive and therefore there is a natural need in development
of other types of feedback personalization mechanisms in RPM systems. Other technologies including e.g.
avatars, personalized information retrieval, and open corpus adaptation may become important. Integration
of these technologies in the presented architecture is among the major directions of our further work.
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Abstract
This is an abstract of the paper presented at KDD2009, written in co-operation with the Amsterdam
Police. It can be found at www.sentient.nl/docs/data_mining_for_intelligence_led_policing.pdf.
The benefits of data mining for police applications seem tremendous, yet police data mining appears to be
hardly used in practice, judging by the few and limited documented examples. This paper discusses the
implementation problems of police data mining and introduces a new approach that tries to overcome
these problems in the form of a data mining system with associative memory as the main technique. The
system has been developed in a group effort of data mining company Sentient and several Dutch police
forces. It consists of an integrated data mining tool called DataDetective, which is being developed and
applied by Sentient since 1992 and an extensive datawarehouse containing data from various police
systems and external sources, such as weather data, geographical data and socio-demographics. A number
of Dutch police forces have already been using this system for several years with over 30 users.
Experiments have shown a factor 20 efficiency gain, a factor 2 prediction accuracy increase, a 15% drop
in crime rate, and 50% more suspect recognition. The paper discusses the benefit of police data mining,
the design of the system, a number of practical applications, best practices and success stories.
The described system adresses several shortcomings of traditional crime analysis systems. Becausee of
the diverse information need, crime analysts typically work with a complex combination of tools that
require special training and technicall skills. These tools are based on just a few variables, typically
generate static reports, and are unable to find complex patterns. Furthermore, it is typically hard to extract
data from police source systems because of old and diverse database systems with quality issues and data
models based on transactions instead of analysis. As a result, traditional crime analysis requires technical
skills in the area of databases, statistics, let alone data mining. Such skills are rare within the police
because of the already high demands on the level of domain expertise. This is why the design of the
described system tries to reduce the need for technical skills as much as possible by working with one
standard datawarehouse, techniques that can be configured automatically and active user guidance. The
ease of use is also increased by integrating many tools and techniques from statistics, business
intelligence and data mining into a single interactive environment. The user interface allows for analysis
to be performed through step by step interaction, instead of requiring the user to design a workflow
beforehand.
Associative memory is used as the main technique for prediction, clustering and matching in the
described system. This means that input data is matched to a representation of training data using a
similarity principle, as in Self Organizing Maps but with a much wider acceptance of different data types.
Because of this, the mining process becomes easier and data usage richer:
1.

Hardly any data preparation is required because the associative memory can handle a wide range
of data types. As long as similarity between values can be calculated, a data type can be used.
Furthermore, missing values do not need to be removed or guessed since similarity metrics are
able to leave out the missing values in the calculation.
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2.

Because the technology can handle a wide range of data types, much more information is
included in the mining process than would be feasible with other techniques with more strict data
requirements.

3.

The associative memory is able to explain how it reached a result by displaying relevant cases or
persons from the memory - which is an intuitive way of explaining a decision to any user.

4.

Building associative memory models converges well and fast, compared to for example back
propagation neural networks.

5.

Associative memories are robust against suboptimal parameters and therefore suitable to use in
a situation where parameters are set automatically and the user is not an expert on optimizing the
technique.

In other words: the user does not need to worry about fine tuning parameters, retraining, solving missing
values, variable selection, and decoding variables into a usable form. Using associative memory makes
the system easier to use, allows uncomplicated data handling and supports many different data types.
Consequently, data preparation becomes easier and results contain more information.
The paper discusses various ways in which the described system is applied in practice. The main
applications are:


Spatio-temporal clustering: cluster recent incidents on co-ordinates, time of day and day of the
week. Every cluster is reported with a list of crime characteristics, serving as tactical suggestions
for patrol.



Cluster sub problems: by involving contextual information in clustering incidents, the data
mining system is able to detect clusters of similar incidents that each define a sub problem.



Associative spatial prediction: creating a forecast map of a specific type of criminal behaviour in
a given context: taking into account the time frame, weekday, season, period (school holidays),
the weather and recent trends.



Finding series of incidents with similar MO and suspect descriptions, to link behaviour to a
person or a group.



Determination of possible suspects by associating cases with incidents from the past and linking
to the suspects of those incidents.



Finding relations to explain a trend or certain behaviour using rule induction. Example: finding
causes for an increase in burglary, or finding combinations of factors that account for a person
becoming a repeat offender.



Optimal visualization of graphs containing networks of criminals and finding the ‘spiders in the
web’.



Case assocation: find matches by not requiring a perfect match on all aspects, but rather find an
overall ‘best fit’. Example: search persons similar to a witness description.



Geographic profiling: use locations of crimes to find the most likely areas of the offender's home
address by applying theories about the activity radius of offenders combined with theories about
offenders usually not operating in the vicinity of their own home address.

The paper shows that data mining is important for police and that it has been made a continuous activity,
performed by police employees without extensive expertise in databases or data mining. This has been
realized by developing a data mining system in co-operation with police, bringing together interaction,
visualization, tool integration, automated algorithms, a large and diverse datawarehouse and ease of use.

Towards Context Aware Food Sales Prediction
Indrė Žliobaitė, Jorn Bakker, Mykola Pechenizkiy
Eindhoven University of Technology, Department of Computer Science
P.O. Box 513, 5600 MB Eindhoven, NL
Abstract
Sales prediction is a complex task because of large number of factors affecting the demand. We present a
context aware sales prediction approach, which selects the base predictor depending on the structural properties of the historical sales. A case study of a food wholesaler indicates that moving average prediction
can be outperformed by intelligent methods, if a proper categorization is in place.1

1

Introduction

Demand prediction is essential part of business planning. An accurate and timely sales prediction is essential
for stock management. That is a crucial part for food wholesales and retail profitability. The stock includes
large assortment of goods, some of them require special storage conditions, some are quickly perishable.
There are general and product specific causes of the demand fluctuation. The variations in consumer
demand may be influenced by price (change), promotions, changing (rapid or gradual, global or local)
consumer preferences or weather changes. Furthermore, a large share of the products is sensitive to some
form of a seasonal change. Seasonal changes occur due to different cultural habits, national, school or
religious holidays, fasting. All these factors imply that some types of products have high sales during a
limited period of time.
Although seasonal patterns are expected, the predictive features that define these seasons are not always
directly observed. Therefore, fluctuations in sales which are accommodated by the changing seasons are
often difficult to predict. Besides, the historical data is often highly imbalanced, i.e. occasion specific
products would have only a few weeks of the sales peaks per year.
The main idea of the context aware approach that we propose in this work is to select the predictor based
on the structural properties of time series. Different products have different sales behavior and different
dependence on calendar events (seasonality). If we can identify and extract distinct categories of products,
specific input data construction procedures and specific predictors could be employed for each category.
One could argue, that an ensemble approach with a rigorous feature selection and predictor selection [2]
does that automatically. However, this approach has limitations with respect to a given food sales prediction
problem. First of all, the data is noisy and relatively short. For example, a particular food wholesaler
company keeps only two years record in their transactional database. If a product is seasonal and peaks only
once per year for a particular event, we would have only one or two positive examples in the historical data.
By defining the context, we filter out a part of noise. Secondly, some series share common patterns. For
example, New Year peaks are common for a large subset of products. By categorizing the time series based
on their structural properties, we narrow down the job for the particular predictor, allowing to focus on the
peculiarities of a particular series.

2

Our approach

Fig. 1 presents a snapshot (one time step) of the context aware prediction approach (CAPA) we developed.
CAPA consists of two blocks - training (offline) and operational (online). Here we highlight only the
operational online part and refer an interested reader to the full paper [1] for the detailed description of how
1 This

is an extended abstract of the full paper accepted to the Workshop on Domain Driven Data Mining, at IEEE ICDM 2009 [1]).
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the model is trained and parameterized offline. Assume that the model has already been trained offline, i.e.
the categories have been fixed, mapping of time series to the categories is established, “local” expertise of
each predictor is known.
Let us take a particular product we are interested to predict online. First, we extract structural
features from the original sales time series of the
product. Then, we assign the product to one of
the categories. We pick a base predictor (a regressor learner) specific to a particular category and select input feature sets, relevant to a particular category (that could be historical sales, calendar events,
weather, and promotions). That is the context aware
part of the approach. The contexts are specified by
predefined categories. Having the original series,
the base learner and the input features we can cast
the prediction.2 The prediction output now can be
Figure 1: Online operation of CAPA
used for a decision making in a business process.

3

Results with a case study and conclusions

We conducted a case study of Sligro, the company engaged into food wholesales. In their business process
the predictions are made using moving average but human corrections are made on top of the obtained
predictions. Human factor is a volatile part of the decision making. Thus we aimed to summarize the
seasonality related factors to build intelligent models with integrated context knowledge.
We performed a set of controlled experiments to justify our claims regarding context aware prediction.
Our experimental field consists of 538 product sales quantities (119 weekly aggregates over all outlets) over
two years period. Experimental scenario consisted of three parts: selection the base predictors, learning
categorization rules and testing final model accuracies. In the first part we selected the base predictors and
showed that there exist product subsets on which it is possible to outperform baseline predictor. In the second
part we aimed to learn the dependencies between product categorization accuracies and sales prediction
accuracies applying two different approaches. In the third part we tested the final model accuracies.
Our results demonstrated that distinct categories exist, where the intelligent learners (a regression equipped
with feature selection mechanism in our case) can outperform naive predictors if online categorization is accurate enough. However, currently employed time-series categorization approach was not accurate enough.
Further improvement of the obtained categorization accuracy could be achieved by finding more representative structural features, introducing multiple category assignments, adding more domain knowledge to the
selection of the base predictors.
It would be also interesting to analyze the semantic relations between the products and product groups in
a context of sales prediction. Hierarchical prediction would give sales estimates on aggregated level, product
groups and individual products simultaneously.
CAPA is generic in a sense that we can reassign the product to another category at each time step
based on recent development of sales. For example, a new marketing strategy cames into play promoting a
particular beer to be the beer of rainy days. Therefore, next practical step would be to employ the approach
in a dynamic setting.
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1. Introduction to MAS@NS
This demonstration presents recent developments in the MAS@NS project: a collaboration between
Netherlands Railways and the D-CIS Lab to explore the effectiveness and suitability of a decentralized
multi-agent approach to crew rescheduling. The project (launched in 2007) was reported on earlier at
BNAIC’08 [1] and other conferences ([2], [3]). These publications describe the problem domain and
present the rationale behind the MAS-based approach as well as details concerning the architecture and
performance results. The project has resulted in a full scale prototype at the end of 2008, which is capable
of solving large disruptions based on actual timetable and driver duty data. This demonstration focuses on
recent advances in the ongoing pursuit of the goal of evaluating the system in an operational setting.
In the Netherlands Railways (NS) operations, each day ~1000 duties are carried out by drivers operating
from 29 crew depots. The number of trains per day is ~ 5000, resulting in ~12000 train driver tasks. The
NS planning process consists of three phases: timetable planning, rolling stock scheduling, and crew
scheduling. The crew scheduling process supplies each train with a train driver and with sufficient
conductors. During the operational phase, plans are continuously adjusted to cope with delays and
disruptions (incidents, blockages, breakdowns, etc.). Our challenge is the rescheduling of train drivers.
The MAS@NS approach involves several agent types, representing the stakeholders in the environment:
Train drivers’ agents and Dispatcher agents. Furthermore, agents that encapsulate knowledge regarding
the rail network and timetable are part of the system: Route Analyzer agent and Network agents. These
provide up-to-date information about the environment to train driver agents. The main principle
underlying MAS@NS is task exchange: train driver agents redistribute infeasible train driving tasks
across the train driver agent population by exchanging tasks with other train driver agents.

2. Simulating Environment Dynamics
At the end of 2008, the MAS@NS full scale prototype was able to find solutions for individual scenarios.
The environment in which these scenarios took place was fairly static: except for the disruption events
defined in the scenarios no additional changes in the overall plans during the operational phase were
modelled. In reality, however, plans are updated continuously to reflect the state of rolling stock and
infrastructure. To simulate the environment dynamics of a real operational setting for MAS@NS, a
number of concepts are added, as indicated below.
First, in the real world small disruptions are very common. Approximately one in every eight trains has a
delay of more than three minutes. Other trains have small delays between zero and three minutes. To
model this in MAS@NS we introduce delays for every train by randomly generating a disruption from an
exponential distribution function for every train. The parameters of the distribution function were chosen
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in such a way that the resulting punctuality within our system is on average equal to the punctuality in the
real world. In the current implementation of this simulation model, it is assumed that small delays can
only occur at the final station of each train route. In future versions this will be improved by allowing
delays to occur at intermediate stations and by modelling the possibility that delays might also decrease
during the trip of a specific train.
Second, in an operational environment, information about disruptions contains predictions of the duration
of the disruption based on information available at the time of the disruption report. In previous
MAS@NS versions, these predictions are excluded from the scenario definitions (i.e., the duration of a
disruption is fully known at the start of the disruption). Currently, scenario definitions are extended to
include predictions of disruption durations. In turn, these predictions are used to ensure that solutions
found by the task-exchanging train-driver agents do not rely heavily on parts of the timetable that have a
high probability to change as more information about disruptions becomes available.
Finally, in the event of complex disruptions, finding at least one solution that covers all infeasible train
driver tasks may not always be possible. In the real world this triggers dispatchers to re-examine the
timetable and possibly cancel trains for which no drivers can be found. In the current version of
MAS@NS – when no complete solution is found – so-called partial solutions are returned to the
dispatcher, indicating the tasks which cannot be reallocated to available train driver agents. The
dispatcher may then decide the best course of action based on the partial solution.
The current version of the simulator in MAS@NS is capable of simulating the events of a complete day.
The large agent population and large amounts of inter-agent communication taking place in the system
make MAS@NS a challenging system to develop, debug, and maintain. To this end, several visualization
and analysis tools have been developed which hide unnecessary system level details and provide
MAS@NS users/developers with higher level views on the solution finding process. Additionally, these
tools are suitable for demonstration purposes: Visualizations can be generated for the (team-formation
based) solution process (both abstract and situated in a representation of the Dutch rail-network
environment) as well as the detailed duty modifications in the rescheduling solutions found by the system.
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Abstract

We describe a case study of a document understanding workflow system at Kadaster. The system saves
around 75% of manual processing cost in coding semantically complex information from a 15+ million
document archive. The system uses a combination of a highly accurate (>99,5% precision) single class
classifier for negatives, and a domain specific region of interest detection module. The recognition
modules are integrated in a web based workflow system supporting large scale distributed manual coding.

1

Application background

In many organisations, very large archives of electronic or paper documents exist, whose contents are
crucial to the core tasks of the organisation. In the best cases, the documents are available in a full text
information retrieval system. However, the information that is essential for the organisation is in the
concepts, meanings and relationships in the text rather than in the keywords. Often the concepts are
complex, can be expressed in text in many different ways, and require domain expertise to be recognized
by a reader. The ideal situation would be to code the semantic information as meta-data in a structured
information repository. The cost associated with converting the existing document archives by manual
coding, however, are huge, and are often considered prohibitive. Automatic classification methods are
often not considered applicable because state-of-the art recognition accuracy (90-98% correct) may not
not meet the strict information quality standards of some organizations (close to 100% correct). In this
paper we discuss a text mining approach that can achieve significant cost reduction in this process, and at
the same time guarantee the required information quality standards for our client.
The above situation is the case at Kadaster (The Dutch Land Registration Authority). The document
archive contains 15 million documents which are contracts about the transfer of ownership of real estate.
The more modern part of this archive is available as PDF documents, the older part of the archive as
images scanned from microfilm. The documents can be considered noisy text because a large part of the
text has been obtained by OCR from images with very poor quality. The concept that is to be coded for
the whole archive is the concept of « Erfdienstbaarheid » (explained in more detail below). In a pilot
project it was determined that a human coding operator needs an average of three minutes per document
to determine whether it contains the concept (positive class) and if so, code which lot numbers are in that
particular relationship, and identify all text fragments that specify the concept. Hence the goal of the
project was to save cost on a budget of five hundred thousand to one million man hours. The legally
required information quality standard is that 99.5% of the documents have to be correctly coded.

2

Easements

The concept of easement (in Dutch: Erfdienstbaarheid) concerns the right of the owner of one lot of land
(the dominant tenement) to restrict the freedom of another's use of land (the servient tenement), or to
guarantee his own use of it. It is a right (and obligation) that is treated as part of the property itself, and as
such it passes from one owner of a lot to the next. It is only established or abandoned (positive class) in a
notarial contract in the Kadaster archive. Kadaster codes the concept as <document id, date, dominant
tenement id, servient tenement id, text fragment>. The specific vocabulary specifying the right
and its establishment or abandonment is highly variable. Table 1 below gives a few examples of
indicative phrases. It is not feasible to arrive at a complete list of all possible easements and their
formulations in text without reading the whole archive. An extra complication in recognition of the
concept is that all contracts about a lot, that succeed a positive class document in time, will quote the
relevant fragments from the positive class document verbatim. And a final non-trivial complication is the
presence of high amount of character recognition noise. Some examples are given in Table 2 below.
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Erfdienstbaarheid
Vestiging Erfdienstbaarheden
Dienend erf
Lijdend erf
Recht van overpad
Recht van weg
Recht van uitweg
Recht van pad
Wordt bij deze gevestigd
Bij deze wordt ten laste van
Gevestigd het recht van erfdienstbaarheid

lijdende erTdienstbaarlijdende er f d ien s tbaarheden
eredienstbuarhnden
glijdende arfdienstbaarheden,
e r f dien stbaarheden
e r f dienstbaartieden
lijden d e eri'dienstbaarheden,
orfdlenstbaarhedön^
erraienstbaiirheden ^
irfdienstbaarheden,
lijdende erxdienstbaarheuen,
Cfjdicnstbaarhedcn

Table 1. Indicative phrases

Table 2. OCR noise

3

Accurate single class classifier for negatives

The approach used to detect easement descriptions in the documents is a string matching approach based
on the nearest neighbor classifier. Textkernel has a very fast string matching engine, based on q-gram
matching and string similarity computation, that has been optimized for millisecond retrieval in text
databases with millions of records, called FuzzServer. FuzzServer is able to exhaustively measure the
similarity of all fragments up to a certain string length from the document against the text fragments from
the training set. This makes the approach both robust to linguistic variation and large amounts of OCR
noise. To train the single class classifier, we collected instances of positive and near positive fragments
from the training partition of a small manually annotated training set (4000 documents).
The main opportunity for time savings within the project is the fact that only 10-20% of the documents
are of the positive class. For the positive class documents the system identifies the fragments where
easements might be mentioned. The manual coding of the parcel numbers of the tenements is still needed.
However, it is very difficult to differentiate between truly positive documents and false positives (e.g.
Containing verbatim citations of positive documents). We have therefore focused on training a highly
accurate classifier for the negative class. We call this the problem of being sure about what is not there.
This classifier not only has features about matches of positive fragments in the training set, but also about
negative matches and about the total completeness and quality of the underlying OCR results. By tuning
the thresholds of this classifier we were able to achieve a precision on the negative class of > 99.5% at a
recall of 55% on a held out portion of the training data. This means that close to one half of the total
document archive no longer needs to be read by humans, because we can be certain that it does not
contain easements.

4

The workflow system

The solution at Kadaster is set up as a pipeline system consisting of Workflow Agents. The agents log the
changes they make to the pipeline state in a central document database to track the flow of documents
through the system. Documents are loaded in batches into the system's spool directory, where the Pipeline
Filler agent picks them up and sends them to the OCR and recognition engines. The OCR and recognition
engines work in parallel on 56 CPU cores to deliver the needed throughput. The results are delivered into
the spool directory for manual coding. Kadaster operators work with Textkernel's web based workflow
application, called Sourcebox to process the non-negative documents. In Sourcebox, documents are
grouped into small sets for operators to manually code and check. After manual coding, quality assurance
is performed on a daily basis by blind evaluation of small (1% of total) system and human coded output
samples to ensure an continued accuracy of 99.5% on the whole document stream.
The workflow in Sourcebox is based on a number of roles: operator, manager, QA-operator, and QAmanager. A regular operator receives only those documents that have been classified as positive by the
automatic classifiers. For these documents, the system highlights the fragments with positive matches in
the image of the document, allowing fast orientation in the document. The workflow system achieves a
further 50% time reduction for manual coding, bringing the total reduction to approximately 75% of the
man hours budget.
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