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Preface
This book contains the proceedings of BNAIC’04, the sixteenth Belgian-Dutch
Conference on Artificial Intelligence, held on October 21 and 22 in Groningen.
This year’s BNAIC is organized by the Institute of Artificial Intelligence and Cognitive Engineering (ALICE) of the University of Groningen, under the auspices
of BNVKI (the Belgian-Dutch Association for Artificial Intelligence), SIKS (the
Dutch Research School for Information and Knowledge Systems) and SNN (the
Dutch Foundation for Neural Networks). We are proud to present the sixteenth
BNAIC as a showcase of state-of-the-art AI research in Belgium and The Netherlands.
This year’s conference received a total of 107 submissions. In the full-paper
(A) category, 46 original papers were submitted, 24 of which were accepted as a
talk, and 11 as a poster. Every paper has been reviewed by at least two members
of the program committee, and most of them by three members. The agreement
among reviewers was generally very high, which made the selection process easy,
and as painless as possible. In the category of extended abstracts (B), we received
52 papers. 27 of these papers will be presented as spoken paper, and 22 as poster.
The remaining three didn’t satisfy the constraints for B-papers. Finally, 9 demonstrations have been submitted, all of which have been accepted.
A count of topics reveals that machine learning is currently the hottest topic,
with multiple agents attaining a good second position. These two very active areas are followed by a stable plateau of activities in pattern recognition, cognition,
logic, ontologies, negotiation and planning. Two “Benjamins” appear at the bottom of the list, i.e., language and robotics. Presumably the Belgian and Dutch
researchers in these latter two areas have focused on other publication platforms
for the year 2004: it would be very nice if their visibility were enhanced in the
future. The posters and demonstrations cover a wide range of topics, ranging from
fundamental work to a great number of application-oriented themes.
The structure of the book is as follows. The order of the articles is generally
determined by the order of the presentations. Note, however, that full papers and
extended abstracts are presented in separate parts of the book. In order to aid
in navigation you will find an author index at the end of the book. Part 1 of the
book contains the full papers, followed by the two-page extended abstracts (Part
2) and a description of demonstrations at the conference (Part 3).
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We like to take this opportunity to thank the two invited speakers, who add
colour to the sixteenth BNAIC: Prof. dr. Kerstin Dautenhahn (University of Hertfordshire) en Prof. dr. Patrick Doherty (Linköping University). Both speakers
highlight the interaction between autonomous systems and a dynamic real-world
environment, and do so from quite different perspectives. This theme fits quite
well with the collocated workshop on 20 October, AI in the wild: Cognition in
dynamic environments, which was offered free of charge with support of SIKS and
the University of Groningen.
We gratefully acknowledge the support of our sponsors: SIKS, SNN, NWO
(Netherlands Scientific Research Council), KNAW (Koninklijke Nederlandse Akademie
van Wetenschappen), Elsevier, SKBS (Stichting Knowledge-Based Systems), Atos
Origin, Decis Lab, ECN, GUF (Stichting Groninger Universiteitsfonds), Prime
Vision, and IOP/MMI. Furthermore, we would like to thank the University of
Groningen that enabled us to undertake the organization, notably the Faculty of
Psychology, Education and Social Sciences and the Faculty of Mathematics and
Natural Sciences, and our institute ALICE that provided the necessary infrastructure and support.
Organizing BNAIC’04 has been a pleasure thanks to the support of many people. We are very grateful for the dedication with which the program committee
members and additional referees have reviewed the BNAIC submissions, and often
provided detailed and helpful comments to the authors. Thus, they have been the
guards enabling an interesting, high-quality program. We would also like to thank
the board of the BNVKI for their advice, as well as the previous year’s organizers
for sharing experiences and materials, notably Tom Heskes and Annet Wanders.
Finally, we would like to thank Hanneke Niessink, Marleen Schippers, Nancy Lokai
and webmaster Gerben Blom for their tremendous efforts to make BNAIC’04 a
success.
The cover of these proceedings, depicting Alice and the Red and White chess
Queens, pays homage to Prof. dr. A.D. de Groot, the Dutch psychologist who
paved the way to AI research on games and problem solving with his 1946 Ph.D.
thesis Het denken van den Schaker, later translated as Thought and Choice in
Chess.
Groningen, 17 September 2004
Rineke Verbrugge
Niels Taatgen
Lambert Schomaker
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Part 1

Full Papers

Agents for Market-Based
Computational-Resource Allocation
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Abstract
Distributed computing is a well-known approach to perform computationally intensive tasks. A problem inherent to this approach is the allocation of tasks to machines.
This problem can be successfully addressed with a market mechanism. The article
presents a comparison between two market mechanisms for an agent-based trading
platform for computational resources. The platform consists of the following agents:
(A) management agents (the directory facilitator, the controller agent, the account
agent, and the bank agent), (B) client agents, and (C) one mediator agent. The market
mechanisms used were an unmediated one, Contract Net, and a mediated one, the
sealed bid, periodic, uniform-price, double auction. Experiments showed that overhead and gain were quite similar for the two market mechanisms. Regarding scalability – a highly important factor for large distributed projects – the auction scored
clearly better than Contract Net.

1

Allocation of computational resources

Over the years, the computational problems around the globe have increased in size and
complexity. Current examples of complex problems are the search for a new smallpox
cure and the human genome project. Although the computing power per machine grows
rapidly too, it is still hard to solve the problems mentioned in an acceptable time frame.
A currently popular approach that attempts to increase the available computing power is
to use a set of computers, connected by a network, enabling them to work on the same
problem. This approach is called distributed computing. Because networks, in particular
the Internet, are heterogeneous environments with a diversity of machine types and operating systems, there is a definitive need for an approach that can find machines offering
computing resources, assign tasks to these machines, and collect the results. Moreover
the approach must cope with an unknown and ever-changing environment. In this article
we describe an approach using a multi-agent system to perform the tasks and a market
mechanism to distribute tasks over agents. We investigate which market mechanism is
most suitable to be used with respect to generated overhead, scalability, and performance
gain.
Section 2 provides a brief overview of related work, Section 3 describes our approach,
Section 4 shows the results of the experiments, and Section 5 summarizes our conclusions.
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2

Related work

Much research has been carried out concerning distributed computing, as well as concerning agents. However, little research has combined these two subjects. Below we describe
two such projects: Messor and YACA.
The Messor algorithm in combination with the ANTHILL system is a system for distributed computing, based on the metaphor of colonies of ants [4]. Each ant carries a
computation task to be performed, and only drops it of at a computer for execution after
it has wandered randomly for some time without encountering other tasks. Colonies of
such ants try to disperse tasks uniformly over their environment; as such, they can form
the basis for a load-balancing algorithm. This approach is highly scalable, yet it may be
inefficient with respect to the generated overhead.
YACA [3] is a distributed computing platform that uses four managing agents and a
number of mobile client agents. The management agents manage the machines connected
to the network: (1) The Directory Agent keeps track of the machines belonging to the
cluster and provides a white-pages service to which participating agents must register.
(2) The Controller Agent manages access to a single machine and controls the migration
of client agents in case the machine becomes overloaded. To do its job, the Controller
Agent is assisted by (3) the Weather Agent, who monitors the resources of the machine,
and (4) the Account Agent, who monitors the resources used by client agents. YACA
currently lacks good ways to organise the recompensation (e.g., financially) of resources
and efficient algorithms to allocate machines with spare resources to computing agents.

3

Markets for computational resources

In this section we first describe the two market mechanisms used: the SPUD auction
and Contract Net. We continue with the design goals, the design of the agents, and a
discussion on computing resources.

3.1

SPUD auction

In a study carried out by Braun [2] it is argued that the most suitable market mechanism
for extending the YACA platform (see Section 2) is a sealed bid, periodic, uniform-price,
double auction (which we will call a SPUD auction). In other words: the bids are not visible to other participants, the auction is to be held at intervals, and has to support multiple
buyers and sellers at the same time. Also, when multiple units are being auctioned, the
price for all units sold is equal for all winners.
The SPUD auction works as follows. After the auctioneer has initiated an auction by
starting a bidding round, the sellers (M) and the buyers (N) can all submit one sealed bid.
This way, L = M + N bids are collected. A specified time interval later, the auctioneer ends
the auction, and the price at which the goods are sold – the clearing price – is calculated.
A clever way to obtain a clearing price in an auction which does not involve further
negotiation is amplified in [6, 8]. The technique used is called the (M + 1)st-price rule.
The (M + 1)st-price auction clearing rule sets the price at the (M + 1)st highest value
among all L bids. This implies that the (M + 1)st-price is undefined if there are no buyers.
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Once the clearing price has been calculated, the auctioneer has to determine which bids
are going to be matched: the transaction set. This is done as follows: let m denote the
number of unit sell offers at or below the clearing price, and n the number of unit buy
offers at or above the clearing price. Let a = min(m, n). The transaction set consists of the
a highest unit buy offers and the a lowest unit sell offers. The sell offers and buy offers in
the transaction set may be matched arbitrarily.
The (M + 1)st-price rule is incentive compatible for the buyers, so bidding one’s private value is the dominant strategy.

3.2

Contract Net

The Contract Net (CNET) protocol is a protocol for achieving efficient cooperation through
task sharing [7]. To distribute pending tasks, CNET relies on direct communication between the participants. For CNET, there are two different types of agents, an initiator and
a participant. At any time, any agent can be an initiator, a participant, or both. CNET
creates a means for contracting as well as subcontracting tasks; in this sense initiators are
managers and participants are contractors. An initiator is an agent willing to buy some
task; participants are agents wanting to sell the task.
The protocol is composed of a sequence of four steps. The agents must go through the
following loop of steps to negotiate each contract. (1) The initiator sends out a Call for
Proposals (CFP). The CFP includes units, price, and a deadline by which the participants
must respond. (2) Each participant reviews CFPs and bids on the feasible ones accordingly. (3) After the deadline, the initiator chooses the best bid and awards the contract to
the respective participant. The winning participant must now attempt to expedite the task,
which may mean generating new subtasks. (4) The initiator rejects the other bids.

3.3

Design goals

For the distributed computing system to be developed, we set the following four design
goals.
1. The system should use a mobile multi-agent platform (because of flexibility and
suitability for market mechanisms).
2. Two market mechanisms operating on this platform should be constructed (viz.,
an unmediated and a mediated mechanism, which serve as two extremes that we
would like to compare).
3. A low overhead (so as to realize an efficient system).
4. Operating-system independency (since a distributed computing system must be able
to cope with the diversity of operating systems on the Internet).
To achieve these goals, a set of agents has been created. Their internal workings
and the communication between these agents will be addressed in the next section. The
agents have to run on a framework. JADE [1] was chosen for different reasons. The most
important reason was its support for mobile agents. Because of the distributed nature
of our project, agent mobility is a sine qua non. JADE also provides good means for
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communications between agents; all communication inside JADE fully supports the FIPA
standards. Furthermore, JADE has been built on top of Java so it is compatible with most
operating systems, which satisfies our fourth design goal.

3.4

Design of the agents

Our entire system, including the market mechanisms, is composed of agents. Three categories of agents can be distinguished: (A) the management agents (the directory facilitator, the controller agent, the account agent, and the bank agent), (B) the client and
sub-client agents, and (C) one mediator agent. The agents are explained below; for full
details on the design and implementation we refer to [5].
3.4.1

Management agents

The directory facilitator (DF) can be seen as a yellow-pages service on which agents
can search for other agents that offer services. Its main task is managing a list of all the
agents that exist in the cluster. The DF is part of the FIPA specifications covering agent
management for inter-operable agents.
The controller agent is the main manager of a node. On every single node a controller agent has to be present. The controller agent uses preconfigured settings (i.e., the
maximum number of sub-clients to be admitted, the price-speed ratio and the speed of
the machine) to calculate the price of the resources offered. The user can design a pricing
policy for the controller agent.
Once a deal has been made with a sub-client agent in need of computing resources,
the controller agent gives permission to that sub-client agent to come to the controller’s
node and to start its calculation. After the sub-client agent has completed its calculation
the controller agent must see to it that the sub-client concerned actually leaves the node.
The purpose of the account agent is to keep track of the resources used by the visiting
sub-client agents on a particular node. At the end of the sub-client agent’s stay at the node,
the account agent sends an invoice to the sub-client agent.
The bank agent is an independent service that acts like a simplified real-world bank.
Agents use is to store and transfer credits.
3.4.2

Client agents

Client agents are the ‘workers’ of the system. They carry a program with them (which
is the task they want to complete), buy computing resources from a node, travel to that
node, and start computing. While some nodes may have no clients present at a given time,
other nodes may have multiple clients. Their precise behaviours and internals on how to
accomplish these tasks are heavily dependent on the market system used. Therefore, each
type of market system requires a different set of behaviours for the client agent.
Computing tasks are given to the client agents directly by the user. When given a
task, the client agent generates as many sub-clients as are needed to complete the task.
Even if only one client is needed to carry out the task a sub-client agent is generated.
Generating subclients is left to the programmer; it is not a part of our system. Now a
modest hierarchy arises: a parent-client with a number of sub-clients. The sub-clients
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all receive a part of the task. The parent-client itself does not participate in the search
for computing resources, nor does it perform calculations. Instead it is an immobile agent
that receives the results from the sub-clients and eventually presents the user with the final
result.
3.4.3

Mediator agent

The mediator agent occupies a central role in the mediated market mechanism. It manages
all sell and buy offers of the participants. The foundation of the mediator agent is the
SPUD auction protocol in conjunction with the (M + 1)st price rule.

3.5

Computing resources

In the previous sections we have used the term computational resource without defining
it. We now state that computational resources can be considered broadly as incorporating
machine properties such as (i) processor time and speed, (ii) hard disk space and speed,
(iii) amount and speed of RAM, and (iv) also network properties such as the speed of
the connections. Since the vast majority of tasks carried out on a distributed computing
system are computationally intensive and thus rely mainly on the speed of the processor,
our system uses the assumption that the speed of a machine is the defining computational
resource. We chose the FLOPS (Floating Point Operations Per Second) unit to benchmark
the speed of the machines in our system.
We can now address the question how computational resources can be offered for sale.
In our system this is done by offering resources for a period of time (e.g., a second). When
selling resources, a 700 MFLOPS machine (with a load of 0%)1 can offer 700 MFLOPS
for sale, and the price will be per second. Since the computing resources offered represent
speed, a buying sub-client agent can decide to spend more money on a faster machine if
it has a task that is to be completed quickly. The amount of money a sub-client agent can
spend is specified by the parent-client agent to which it belongs. The parent-client agent
in turn receives this figure from the user when the task is assigned, and later from the bank
agent.

4

Experiments

In this section we present the general setup of the experiments (Subsection 4.1), and
the setup and results of the series of experiments concerning overhead (Subsection 4.2),
scalability (Subsection 4.3), and gain (Subsection 4.4). Full details are provided in [5].

4.1

Experimental setup

For the experiments a cluster of five computers connected by a 100 Mbit Ethernet LAN
was created. The speeds of the computers ranged from 444 to 3244 MFLOPS.
For the test program we chose a computationally intensive task, which could be divided in a straightforward manner. The program counts the number of primes in a given
1 This

is a theoretical value in which system processes have not been taken into account.
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Table 1: Consumption of the SPUD auction mechanism relative to the CNET mechanism.
Interval
0–20,000,000
0–40,000,000
0–60,000,000
0–80,000,000
0–100,000,000

1/single
99.59%
99.86%
99.88%
99.61%
99.87%

3/single
103.09%
102.53%
100.85%
101.65%
100.63%

5/single
103.94%
102.58%
100.64%
100.77%
100.53%

1/network
99.22%
98.89%
96.82%
97.87%
101.33%

3/network
104.64%
104.02%
103.52%
103.99%
101.73%

5/network
104.70%
103.09%
101.34%
100.40%
101.28%

interval without improving the efficiency of the program using the prime numbers found.
When the task is divided over multiple sub-clients, all sub-clients receive intervals of
equal sizes. Every experiment was run ten times; the results were averaged.

4.2

Overhead

We define the overhead as the consumption of the system software (including the operating system and any utility supporting the actual application); we define consumption as
seconds used · speed of host.
For each of the two market mechanisms the overhead was established for various setups. Different numbers of sub-clients were used and a difference was made between
running on a single node and running on the network. Table 1 shows the overhead in
consumption of the SPUD auction mechanism as a percentage of the overhead of the
CNET mechanism. Hence, values greater than 100% indicate SPUD has consumed more
resources than CNET. Despite their different natures, the mechanisms show small differences in overhead.

4.3

Scalability

Scalability expresses the ability to expand the number of users or increase the capabilities
of a computing solution without making substantial changes to the systems or application
software. In our system, the two factors that need to be increased so as to simulate a
real-world application are (1) the number of nodes that serve as a host for the sub-client
agents, and (2) the number of sub-client agents. Because of the wide range of possibilities
we restricted the experiments to the following agents/hosts setups on the 1–60,000,000
interval only: 5/5 (5 sub-client agents with 5 hosts), 10/10, 15/15, 20/20, 25/25, 30/30,
and 35/35.2
Figure 1 depicts the time used for negotiation for the different setups. The vertical
lines on the points of measurement reflect the variation coefficients. It is clear that as the
number of agents and hosts grows, the negotiation time for CNET increases faster than
for SPUD. This effect is even stronger for the total number of messages sent and received
by all sub-clients that are working on the same task (not shown here). The effect can be
explained by the number of communication links required during negotiation: with CNET
this is s · h (where s is the number of sub-clients and h the number of hosts), whereas
with SPUD, it is only s + h, thanks to the mediator agent.
2 As stated in Subsection 4.1, our network counts five computers. For the scalability experiments, multiple
hosts were allowed to reside on one machine.
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Figure 1: Time used for negotiation with CNET and SPUD auction mechanisms.
Table 2: Dual-node gain of the SPUD auction mechanism and the CNET mechanism.
Interval
0–20,000,000
0–40,000,000
0–60,000,000
0–80,000,000
0–100,000,000

4.4

Auction
48.09%
49.84%
48.62%
49.91%
49.37%

CNET
49.20%
49.11%
49.83%
49.63%
49.96%

Difference
1.12%
-0.72%
1.21%
-0.28%
0.59%

Gain

In our experiments we use the gain to measure how much faster our distributed system
is compared to a non-distributed (single-node) system. Since the machines in our experiments are not identical, we computed the gain using consumption instead of time used.
To examine the single-node system, the same task was executed twice in a row. To
examine the dual-node system, the same task was executed twice, but this time the tasks
were ‘released’ together. Each host was set to allow only one sub-client agent at a time.
This procedure was executed five times for all intervals. Afterwards, the mean of the
single-node case was computed, as well as that of the dual-node case, but for the latter we
computed one mean for each machine. These dual-node means represent the consumption
of one half of the task. Of the two means from the dual-node system, the highest one was
selected and compared to the mean of the single-node system.
Table 2 shows the dual-node gains for the two market mechanisms. All the gain
percentages approximate the theoretical upper bound of 50%. No trend is visible: the
results fluctuate slightly but not significantly.
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5

Conclusions

In this article we have presented a multi-agent system for market-based allocation of computational resources. We have investigated two different market mechanisms: a mediated
mechanism (the SPUD auction) and a unmediated mechanism (the Contract Net).
Despite their dissimilar nature, both mechanisms proved to perform well. The results
of the experiments concerning overhead and gain actually match quite consistently. However, in one area of high importance for large distributed projects, namely scalability, the
CNET mechanism clearly had to acknowledge the superiority of the auction mechanism.
Therefore, we may conclude that in our comparison, the SPUD auction mechanism is
most suited to be used on an agent-based trading platform for computing resources for
distributed computing.
In our experiments, the sub-client agents have sufficient money to their disposal to
be able to use the fastest host available. In future research we aim to investigate how
effective market mechanisms are when sub-client agents are less prosperous. Also, the
determination of the selling prices on the hosts is currently realised straightforwardly, so
more efficient pricing mechanisms can be conceived. More complex price-related factors
on the side of both buyers and sellers can be the foundation for (adaptive) strategies for
both parties.
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Abstract
This paper considers a dynamic variant of a coordination problem that
was studied in, e.g., [9, 7, 8]. The original problem is concerned with a static
task environment where all composite tasks consisting of elementary tasks
and their interdependencies are given in advance. We introduce a dynamic
variant of this problem where multiple composite tasks arrive dynamically
in the system. We present a framework for dynamic task environments and
explain the coordination problem that arises if multiple autonomous agents
have to work together on parts of a composite task. From this explanation
of the coordination problem we derive a formal definition. As an approach
to solve the coordination problem, we suggest the idea of task partitioning. We conclude the paper with a simple solution method: the partitioning
algorithm. This algorithm was originally designed to work in static environments, but turned out to be applicable in a dynamic context as well.

1

Introduction

We consider problems where multiple autonomous agents have a number of interrelated elementary tasks to be done. Sometimes, elementary tasks can be performed
by the agent that owns them, but it may also happen that tasks must be delegated
to other agents. If an agent delegates its tasks to different other agents then no
longer a single agent is responsible for the inter-task dependencies. Coordination
among the group of agents carrying out the elementary tasks is required in order to respect the so-called inter-agent dependencies, which are interdependencies
between tasks that are carried out by different agents.
Coordination among agents to cope with inter-agent dependencies is an important problem that is addressed in the field of multi-agent systems (MAS): a
subfield of distributed artificial intelligence (DAI). In existing solutions to coordinate inter-agent dependencies planning- and coordination processes are often intertwined, e.g., [2, 4]. On the other hand, coordination of inter-agent dependencies
is somewhat neglected in approaches that do have a clear separation of planning
and coordination, e.g., [6, 3, 5, 1]. For example, in [5] inter-agent dependencies
are dealt with by assigning interrelated tasks to the same agent.
1 This

project is a cooperation between the TU Delft, Faculty EEMCS and Almende B.V.,
Rotterdam. The work is supported by the Dutch Ministry of Economic affairs under the SENTER
TSIT program Cybernetic Incident Management (TSIT2021).
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In this paper, we take a different approach. Separating planning and coordination, allows us the emphasize on the planning autonomy of the agents. We propose
solutions that cast minimal restrictions on individual planning activities that are
just sufficient to guarantee coordination regardless how each agent plans to fulfill
its part.

2

Dynamic Task Environments

We consider coordination problems specified by a set A = {A1 , . . . , An } of agents,
a (possibly infinite) set T of so-called elementary tasks, and a set {Γ1 , . . . , Γn } of
subsets Γi ⊆ T representing the agent skills. Elementary tasks arrive in a dynamic
way as disjoint finite partially ordered subsets Ti,j ⊆ T . The partial orders on
the Ti,j ’s, denoted ≺i,j , specify precedences that must be respected during taskexecution, i.e., t1 ≺i,j t2 means that task t1 must have been completed before
execution of t2 is allowed to be started. A pair (Ti,j , ≺i,j ) is called a composite
task.
In particular, composite tasks (Ti,j , ≺i,j ) arrive dynamically as a result of an
incentive of agent Ai to achieve completion of all tasks in Ti,j in such a way that
all precedences in ≺i,j are respected. This explains why we use two indices: i
is the number of the agent interested in the composite task’s completion and j
is used to distinguish different task-incentives made by the same agent. At each
point in time, the complete task history, i.e., union of all composite tasks
S that have
arrived, is denoted by a directed acyclic graph G = (T, A) where T = i,j Ti,j and
A represents the precedences in the ≺i,j ’s.
An agent Ai is only capable to perform an elementary task t ∈ T if the task
belongs to its skills, i.e., t ∈ Γi . An agent could be interested in the realization of
some elementary tasks that are beyond its skills, i.e., Ti,j ’s need not be a subset of
Γi . In this case, or when an agent simply wants to delegate (some of) its tasks to
others, a coordination problem occurs. This coordination problem comprises the
distribution of responsibilities over the agents to accomplish parts of the composite
tasks.
Two issues are distinguished. First, there is the issue of how to allocate elementary tasks to agents. Task allocation has received much attention in literature
on multi-agent coordination, e.g., [5, 10, 1]. The second issue emerges when interrelated tasks are allowed to be assigned to different agents. Assignment of
interrelated tasks to different agents results in so-called inter-agent precedences.
In this paper, we focus on the coordination of inter-agent precedences given that
existing methods are used to solve the task allocation problem.
We do not assume task allocations are established instantaneously. Rather, we
view task allocation as a continuous process which is intertwined with coordination
of inter-agent precedences. The collective state of this task allocation process can
continuously
S be captured by a cover T = {T1 , . . . , Tn }. At each point in time, all
tasks
T
=
i,j Ti,j in which the agents are collectively interested are covered, i.e.,
S
T = T . Each set Ti in the cover contains the tasks that are considered to be
assigned to agent Ai . Clearly, it only makes sense to consider tasks for allocation
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that belong to the skills of the agent. Therefore, we assume Ti ⊆ Γi ∩ T . A newly
arrived task would typically be considered for allocation to any agent with the
proper skills to carry out the task. Next, tasks could gradually be removed from
the Ti ’s in the cover until eventually a strict partitioning is the result.
It depends on the cover T whether a precedence is an intra- or inter-agent
precedence. A precedence, say t1 ≺ t2 , is called an intra-agent precedence if t1
and t2 belong to a single Ti . If t1 and t2 belong to different Ti ’s then t1 ≺ t2 is
called an inter-agent precedence. Since T is a cover, a precedence can be intra- and
inter-agent precedence at the same time. But during the task allocation process
the cover transforms into a partition which leads to a clear separation of intraand inter-agent precedences.
Intra-agent precedences can be satisfied directly by the agents. However, due
to these inter-agent precedences, the activities of one agents may depend on the
completion of tasks by others. In this setup, a coordination problem emerges if
each agent wants to plan and schedule its own activities independently of others.

3

The Coordination Problem

In our task-oriented setup, a coordination problem arises if multiple self-interested
autonomous agents Ai are allocated subsets of a complete set of interrelated elementary tasks. Typically, these agents want to plan and schedule the execution
of their own elementary tasks. During planning and scheduling agents don’t want
to be bothered with the details about other agents’ activities. But the inter-agent
dependencies make that agents have to rely on each other. Agents are dependent upon others on when they will be allowed to execute their tasks. Thus, to
plan/schedule independently information from others must collected in order to
determine starting times of tasks.
Autonomous agents, however, need not give this information in advance and an
agent may only be willing to make announcements that do not interfere negatively
with the possible outcomes of its planning/scheduling process. However, even in
very simple situations these negative interferences do occur with a deadlock in
information exchange as a result. Roughly speaking, the coordination problem is
to resolve this deadlock in an adequate way without putting unacceptable restrictions on individual planning/scheduling activities. To see what we mean by this
coordination problem consider2 the following simple example in which it occurs.
Example 3.1 We imagine a static world with only four tasks that can be executed. To keep things simple, we assume that these are the only tasks that exist, i.e., T = {t1 , t2 , t3 , t4 }. These four task comprise the transportation of two
pickup/delivery orders in a multimodal transportation infrastructure as shown in
Figure 1. The first order comprises the transportation of a package from l1 to
l4 , and the second package is to be picked up at location l2 and delivered at l3 .
For administrative reasons all transportation is supposed to be carried out via the
depot d. Therefore, the two orders are decomposed into four elementary tasks
2A

formal definition of the coordination problem will be presented later on.
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Figure 1: (a) simple pickup/delivery problem and (b) its task-oriented representation

T = {t1 , t2 , t3 , t4 } corresponding to the pickup/delivery pairs (l1 , d), (l2 , d), (d, l3 )
and (d, l4 ), respectively.
Clearly, the decomposition results in two precedences t1 ≺ t4 and t2 ≺ t3 , because post-transport can only be started if pre-transport has already been completed.
Let the first task (T1,1 , ≺1,1 ) = ({t1 , t4 }, {(t1 , t4 )}) be announced by agent A1 and
the second task (T2,1 , ≺2,1 ) = ({t2 , t3 }, {(t2 , t3 )}) by agent A2 . We assume that
both agents have to start and finish in the depot, and that agent A1 can only handle odd-numbered locations and agent A2 only even-numbered locations. Since these
are non-overlapping skills, the only feasible cover of T is: T = {{t1 , t3 }, {t2 , t4 }}.
Thus, agent A1 might offer to carry out task t3 of agent A2 and it might want to
delegate task t4 to agent A2 .
Given the re-assignment T of tasks, each agent aims at a plan/schedule to
complete its tasks with the lowest possible costs. The lowest costs correspond to
the shortest route to carry out its two tasks. Clearly, agent A1 would aim for
the visiting sequence d − l3 − l1 − d and A2 would aim for the visiting sequence
d − l4 − l2 − d. This means that agent A1 wants to know when it can start task
t3 before it can announce the ending time of task t1 . Similarly, agent A2 wants
to know when it can start task t4 before it can announce the ending time of task
t2 . The starting time of t3 and t4 , however, depend on the completion time of
t2 and t1 , respectively. But, for the sake of sticking to their cheapest plan, each
agent refuses to announce the required ending times unless the other agent does:
deadlock!.
Our general idea is to coordinate by casting constraints on individual agents in
such a way that some collective goal can be realized. These intra-agent constraints
must be robust in the sense that coordinated solutions are achieved no matter how
the individual parties plan/schedule in order to fulfill their part. In our setup,
the problem is to cast constraints on the order of task announcements such that
potential cycles in information exchange are avoided.
Constraints φi are interpreted on so-called announcement plans. An announcement plan specify the order in which an agent wants to announce ending times of
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its tasks. To represent this order we use directed acyclic graphs (dag) Gi = (Ti , Ai )
with Ti ⊆ T . For example, agent A1 in Example 3.1 prefers the announcement plan G1 = ({t1 , t3 }, {(t3 , t1 )}); agent A2 prefers the announcement plan
G2 = ({t2 , t4 }, {(t4 , t2 )}). Collectively, the arcs in these two announcement plans
consist of the dashed arrows in Figure 1.
Since we use dags to represent announcement plans, agents effectively specify a
partial order on tasks. Note that this leaves some pairs of tasks unordered. If two
task t1 , t2 ∈ Ti are unordered in an announcement plan Gi = (Ti , Ai ), i.e., there
is no path from t1 to t2 and no path from t2 to t1 in Gi , then we assume that the
agent wants to be completely free with respect to the announcement order of t1
and t2 .
Obviously, agents are not completely free to come up with any announcement
plan they like. An announcement plan, say Gi = (Ti , Ai ), must respect the intraagent precedences. This means that for every pair t1 , t2 ∈ Ti , if (t1 , t2 ) ∈ A+
then there must be a path from t1 to t2 in Gi . Effectively, this requirement
implies an agent Ai may only add arcs ∆i ⊆ Ti × Ti to a base plan Gi = (Ti , Ai ).
Collectively, we write ∆ = ∆1 ∪ · · · ∪ ∆m to denote all arcs that are added by the
agents. It is important to note that, while adding arcs, we must make sure that
each (Ti , Ai ∪ ∆i ) remains acyclic or we are not dealing with an announcement
plan anymore.
If the agents are completely free to come-up with any announcement plan they
like then a coordination problem can easily occur. To resolve this problem, our
idea is to cast constraints φi on the announcement plans. We write Gi |= φi to
denote that a directed acyclic graph Gi satisfies the constraint φi . The problem is
now to find an appropriate vector Φ = (φ1 , . . . , φm ) of constraints that guarantee
coordination no matter which announcement plans the agents come up with. This
gives rise to the following coordination verification problem.
The coordination verification problem (CVP) is: given a triple (G, T, Ť ) with
(i)

a task history, specified as a directed acyclic graph3 G = (T, A), which may
be subject to change due to tasks that arrive in the future,

(ii)

a cover T = {T1 , . . . , Tn } of T which still allows some freedom about the
exact allocation of tasks to the agents, and

(iii) a set Ť ⊆ T of tasks whose execution must be coordinated.
verify whether no coordination problem can occur due to a deadlock in announcement plans. CVP is a difficult problem: to prove that we are dealing with a
no-instance of CVP we must seek a no-certificate which shows the existence of a
task allocation (i.e., a partition of tasks) and a vector of corresponding announcement plans that cause deadlock. We structure such certificates as triples (T̂ , T̂, ∆)
with:
(i)

T̂ a set of tasks that are already in T or that may arrive in the future, i.e.,
T ⊆ T̂ ⊆ T ,

3 The task history G = (T, A) represents all task incentives that have arrived as a graph
S
S
representation: T = i,j Ti,j and A+ = i,j ≺i,j .
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(ii)

T̂ = {T̂1 , . . . , T̂n } a partition of T̂ where T̂i ⊆ Ti ∪ Γi \ T for i = 1, . . . , n,
and

(iii) ∆ = ∆1 ∪ · · · ∪ ∆n with ∆i ⊆ T̂i × T̂i for i = 1, . . . , n.
A triple (T̂ , T̂, ∆) is a no-certificate of a CVP instance (G, T, Ť ) if the following
two conditions hold:
(i)

(T̂i , Âi ∪ ∆i ) where Âi = A+ ∩ Ti × Ti a directed acyclic graph, and

(ii)

(T̂ , A ∪ ∆) contains a cycle intersecting Ť × Ť .
The coordination verification problem is now defined as follows.

Definition 4 (Coordination Verification Problem) The coordination verification problem (CVP) is: given a coordination instance I = (G, T, Ť ) and a vector
Φ = (φ1 , . . . , φn ) of constraints, decide whether there does not exist a no-certificate
(T̂ , T̂, ∆) of I such that (T̂i , Âi ∪ ∆i ) |= φi for i = 1, . . . , m.

5

Task Partitioning

A task-partitioning constraint is an expression of the form τ1 , . . . , τm where each
τi is either a finite set T ⊆ T of tasks or the complement ¬T = T \ T of some
finite set T ⊆ T . We say that an expression of the form τ1 , . . . , τm is well formed
if the τi ’s form a partitioning. For example, {t1 }, {t2 }, ¬{t1 , t2 } is a well-formed
expression, but ¬{t1 }, ¬{t2 }, {t1 , t2 } is not, because {T \ {t1 }, T \ {t2 }, {t1 , t2 }} is
not a partition. The semantics of partitioning constraints is defined as follows.
Definition 6 A directed acyclic graph G = (T, A) is a model of a task-partitioning
constraint φi = τi,1 , . . . , τi,ki , denoted G |= φi , if there exists a path from t1 to t2
in G for every pair of tasks t1 and t2 such that, for some 1 ≤ i < j ≤ ki , t1 ∈ τi
and t2 ∈ τj .
It turns out that every coordination instance allows a solution as a vector of
task-partitioning constraints.
Proposition 7 For every coordination instance I = (G, T, Ť ), a vector Φ =
(φ1 , . . . , φn ) of task-partitioning constraints exists such that (G, T, Ť , Φ) is a yesinstance of the coordination verification problem.
Proof Let I = (G, T, Ť ) be a coordination instance. To construct a vector of
task-partitioning constraints, let ≺ be a topological sort of the transitive closure
A+ of A. Note that ≺ casts total orders on the sets Ti ∩ Ť as well, because these
sets are subsets of T . Thus, we can rank the members of these sets; we write ti,j to
denote the j-th element in Ti ∩ Ť according to ≺. The vector Φ = (φ1 , . . . , φn ) such
that φi = {ti,1 }, . . . , {ti,ki }, ¬{ti,1 , . . . , ti,ki } where ki = |Ti ∩ Ť | has the desired
properties. Suppose, for the sake of contradiction, that a no-certificate (T̂ , T̂, ∆)
exists. The constraints φi force the ∆i ’s to be compatible with the total order ≺
on the sets Ti ∩ Ť . It follows that, in order to satisfy (iv), (T̂ , A ∪ ∆) must contain
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a cycle that is partly in Ť and partly in T̂ \ Ť . But this is impossible, because the
constraints φi order tasks in T \ Ť to be executed after all tasks in Ť have been
completed. Hence, it is impossible to find a no-certificate.
A distributed algorithm which has been developed for static environment can be
applied in a dynamic context with only minor modification. In terms of planning
autonomy, this algorithm, called the partitioning algorithm generally performs
better than the construction used in the proof of Proposition 7 which is based
on a topological sort of A+ . The partitioning algorithm is a distributed process
where each agent has a separate process which operates in rounds. The constraint
φi which the agent must satisfy is refined in each round by making task selections.
That is, if in rounds 1 to ki the tasks τi,1 to τi,ki has been selected then the agent
must to satisfy φi = τi,1 , . . . , τi,ki , ¬τi where τi = τi,1 ∪ · · · ∪ τi,ki .
Not all tasks are allowed to be selected by the agents. An agent may only
select a set of tasks if all its members are so-called prerequisite-free tasks. We use
a blackboard to administrate which tasks are prerequisite free. When an agent
makes a task selection τi,j , this is registered at the blackboard. In turn, agents
query the blackboard to find out which tasks are prerequisite free. Initially, tasks
without precedences are labeled prerequisite free by the blackboard. But when
announcements come in, tasks are labeled prerequisite free if all its predecessors
t have been announced by an agent Ai which has been assigned exclusively to t,
i.e., there is a unique Ti in the cover T such that t ∈ Ti .
The following algorithm specifies the process to be executed by each agent.
Algorithm 7.1
begin
1. let ki := 1 and Si := τi := ∅ (Si contains tasks which the agent knows to be
prerequisite free);
2. repeat
2.1. select a subset τi,ki ⊆ Si \ τi ;
2.2. inquire the blackboard for an update Si0 of the prerequisite-free tasks;
2.3. if Si = Si0 and τi,ki 6= ∅ then
2.3.1. announce τi,ki to the blackboard;
2.3.2. let τi := τi ∪ τi,ki ;
2.3.3. let ki := ki + 1;
2.4. else
2.4.1. Si := Si0 ;
end
The partitioning algorithm is defined as the distributed algorithm given by the
blackboard described above and a process as of Algorithm 7.1 for each agent. It
can be shown4 as an invariant that the partitioning algorithm produces adequate
vectors of task-partitioning constraints.
4 The

proof is omitted due to lack of space.
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Proposition 8 During the execution of the partitioning algorithm it holds that
(G, T, Ť , Φ) with: (i) Ť = τ1 ∪ · · · ∪ τn , and (ii) Φ = (φ1 , . . . , φn ) where each
φi = τi,1 , . . . , τi,ki , ¬τi , is a yes-instance of the coordination verification problem.

9

Conclusions

To cope with dynamic environments, we have presented a generalization of the
coordination problem defined in [9, 7, 8]. This dynamic variant is at least as hard
to solve as the original problem which was already proven to be a computationally
hard problem. This makes it difficult (if not impossible) to come up with solutions
providing optimal planning autonomy to the agents. Yet, sacrificing some of the
planning autonomy, we have been able to find a fast distributed algorithm to solve
the coordination problem. Future work could aim at algorithms with a better
performance in terms of planning autonomy. Ideas to distribute the role of the
blackboard over the agent deserves further attention as well.
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Abstract
We introduce an extension of the modified value-difference kernel of k-nn
by replacing the kernel’s default class distribution matrix with the matrix
produced by the maximum-entropy learning algorithm. This hybrid algorithm is tested on fifteen machine learning benchmark tasks, comparing the
hybrid to standard k-nn classification and maximum-entropy-based classification. Results show that the hybrid typically outperforms the lower-scoring
of the two other algorithms, often significantly; in a majority of cases the
hybrid yields the highest accuracy of the three algorithms. Error analysis indicates that the hybrid’s errors overlap more with k-nn than with maximum
entropy modeling.

1

Introduction

In this paper we introduce an extension to the Modified Value Difference kernel
of the k-nn (k nearest neighbour) machine learning classifier [18, 5]. This kernel operates on a probability matrix, which by default is an unsmoothed class
distribution matrix. We attempt to improve on this matrix by replacing it with
the matrix as produced by maximum-entropy learning. The goal of this type of
study is to gain more insight into the differences and commonalities of competing
machine learning algorithms, and possibly gain from this exercise by producing a
bridge algorithm that combines the best of both worlds.
Comparing the original two algorithms with a bridge algorithm offers a potential to exceed the scope of the typical comparative machine learning study in
which existing algorithms are quantitatively compared, and in which the outcome
can only demonstrate which of the algorithms is the “better” one in the given
experimental setup. Also, by transposing a component of one algorithm into another, in this case the probability matrix of the maximum entropy classifier, we
can study this component separately and test whether it is still valuable when
pulled out of its intended context (for another example of a similar study with a
bridge algorithm, cf. [19]).
The possibility to build a bridge algorithm between k-nn and maximum entropy modeling by transplanting a matrix stems from the fact that k-nn can
use probabilities, namely through probabilistic kernels such as the one based on
the Modified Value Difference Metric (henceforth referred to as mvdm) [18, 5].
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Maximum-entropy [10, 2] operates on a matrix that has the same two dimensions as the matrix central to the mvdm kernel, namely feature values and class
labels. Naive Bayes classifiers [12] and linear threshold algorithms with one output unit per class, such as perceptrons [17] and Winnow networks [14] have this
very same matrix at their core. Generally, the cells in these tables are filled with
feature weights, which are used directly in classification. In contrast, a k-nn classifier with the mvdm kernel uses this value–class matrix to estimate numerical
distances between pairs of symbolic feature values, to play a role in the general
distance function at the heart of the k-nn classifier.
The raw probabilities used in this kernel can be unreliable when data is sparse.
This problem can be tackled by smoothing techniques such as described by [4]. In
this research, however, we have chosen a different approach as we build a bridge
algorithm.
This paper is structured as follows. In Section 2 the mvdm kernel is described,
as well as the transposition operation. We measure the effect of this transposition
by performing cross-validation experiments on a set of machine learning benchmark tasks. Section 3 details the data used in the comparative experiments, as well
as the experimental setup. The results of these experiments are given in Section 4.
They are discussed in Section 5. We summarize our findings in Section 6.

2

The Modified Value Difference Metric kernel

The k-nn classifier [9, 6], re-introduced and revitalised in machine learning under
the name ib1 [1] is a supervised inductive learning algorithm for learning classification tasks. The k-nn classifier treats a set of labeled training examples as points
in a multi-dimensional feature space, and stores them as such in an instance base
in memory (rather than performing some abstraction over them). Classification in
memory-based learning is performed by the k-nn classification rule that searches
for the k nearest-neighbor examples to the new instance to be classified, according
to the distance function between two instances X and Y in Equation 1:
∆(X, Y ) =

n
X

wi δ(xi , yi )

(1)

i=1

where n is the number of features, wi is a global weight for feature i, and δ
estimates the difference between the two instances’ values at the ith feature. The
classes of the k nearest neighbors then determine the class of the new case.
Some simple distance kernels for the k-nn classifier, such as the Overlap metric
[1] in Equation 2:

x −yi
) if numeric, else
 abs( maxii −min
i
δ(xi , yi ) =
(2)
0
if xi = yi

1
if xi 6= yi

fail to capture relative differences among matches between symbolic values;
they treat all values of a feature as equally dissimilar – instances match on the
same feature only if they have the same value at that feature (hence the “Overlap”).
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To allow relative differences between symbolic values to be acknowledged by the
classifier, the (Modified) Value Difference metric (mvdm) was introduced in [18]
and further refined by [5]. Mvdm estimates the distance between two values v1 , v2 ,
as the difference of the conditional distribution of the classes Ci , as estimated from
the training set:
δ(v1 , v2 ) =

k
X

|P (Ci |v1 ) − P (Ci |v2 )|

(3)

i=1

A known weakness of the mvdm metric is its sensitivity to data sparseness.
In many practical situations limited sets of examples are available, with values
occuring only a few times or once in the whole data set. If two such values occur
with the same class, mvdm will regard them as identical, and if they occur with
two different classes their distance will be maximal (2.0 according to Equation 3).
Re-estimations of the probabilities could enhance the mvdm kernel. One such reestimation of the value–class matrix is the one produced by the maximum-entropy
learning algorithm.
Maximum-entropy modeling [10, 2] is a supervised statistical learning algorithm that re-estimates a raw probability matrix based on empirical co-occurrence
counts of classes and values (estimating P (C, v) for all co-occurring C and v).
Maximum-entropy modeling adapts the probabilities so that they maximize the
entropy of the matrix, representing the highest level of uncertainty beyond its constraints, i.e. the evidence from the training data. Searching for the matrix with the
maximum entropy is done in a iterative way using algorithms such as Generalized
Iterative Scaling [8] and L-BFGS [15]. When produced, the matrix can be transplanted into the mvdm kernel, replacing all cells with raw estimations of P (C|v)
with maximum-entropy ’s re-estimated P (C, v) probabilities . We henceforth call
the hybrid of k-nn with the mvdm kernel and maximum-entropy modeling probabilities membl (for ’maximum-entropy memory-based learner’). Since maximumentropy classification invests considerable effort in obtaining re-estimated, more
useful and reliable probabilities, and k-nn simply uses unsmoothed probabilities
derived from straight counts, the mvdm kernel might improve from this operation.

3
3.1

Method
Experimental setup

We tested the hybrid algorithm membl, maximum-entropy modeling and k-nn
and measured their performance on 15 different data sets. These data sets were
randomized and split ten times in a 90% training part and 10% test part, so that
10-fold cross-validation experiments could be run. We calculated the mean and
standard deviation of the accuracies on the ten splits. We also conducted paired ttests between all pairs of algorithms to evaluate whether one is significantly better
than the other on a certain task.
We selected 15 datasets from the UCI repository of machine learning databases
[3]. These data sets have in common that they only contain symbolic features.
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Task
audiology
bridges
car evaluation
connect4
kr-vs-kp
lung-cancer
monks1
monks2
monks3
nursery
promoters
soybean-large
splice
tic-tac-toe
votes

Number of
examples features
228
69
110
7
1,730
6
67,559
42
3,197
36
32
56
558
6
603
6
556
6
12,961
8
106
57
685
35
3,192
60
960
9
437
16

classes
24
8
4
3
2
2
2
2
2
5
2
19
3
2
2

Class
entropy
3.41
2.50
1.21
1.22
1.00
0.86
1.00
0.93
1.00
1.72
1.00
3.84
1.48
0.93
0.96

Table 1: Basic statistics of the 15 UCI repository data sets.
Table 3.1 gives details on the numbers of features, classes, and examples available
for these tasks.
The k-nn experiments were performed with the TiMBL software package [7],
which can emulate ib1 with mvdm. The number of nearest neighbours, the feature
weighting and distance weighting were optimized for each experiment individually
by wrapped progressive sampling (wps) [20]. wps combines classifier wrapping [11]
with progressive sampling of training material [16]. wps starts with a large pool
of experiments, each with one systematically generated recombination of tested
algorithmic parameter settings. In the first step of wps, each attempted setting
is applied to a small amount of training material and tested on a small amount
of held-out training data. Only the best settings are kept; all others are removed
from the pool of competing settings. In subsequent iterations, this step is repeated,
retaining only the best-performing settings, with an exponentially growing amount
of training and held-out data – until all training data is used or one best setting
is left. Selecting the best settings at each step is based on classification accuracy
on the held-out data; a simple one-dimensional clustering on the ranked list of
accuracies determines which group of settings is selected for the next iteration.
The result of the wps procedure, applied to every training partition of each 10fold cross-validation experiment, yields one estimated-best algorithmic parameter
setting which is then applied to the full 90% training set, and tested on the 10%
test set.
For Maximum-entropy modeling we have used maxent, a Maximum Entropy
toolkit of Zhang Le (version 20040315), with L-BFGS parameter estimation, 100
iterations and a Gaussian prior of 1.0. [13].
Experiments with membl were done with the same algorithm and parameter
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task
audiology
bridges
car evaluation
connect4
kr-vs-kp
lung-cancer
monks1
monks2
monks3
nursery
promoters
soybean-large
splice
tic-tac-toe
votes

80.6
51.8
96.1
77.2
96.9
53.3
91.8
79.4
98.9
98.8
89.6
94.6
94.5
92.7
95.7

±
±
±
±
±
±
±
±
±
±
±
±
±
±
±

k-nn
7.8
10.8
1.3
1.6
0.6
27.9
10.4
15.3
0.9
0.8
7.7
2.2
1.5
3.2
2.8

>>max
>max

>>max
>max
>>max
>>max
>>max

81.0
54.5
96.1
77.5
98.2
56.7
91.6
79.1
98.9
98.0
90.5
94.6
94.1
98.9
95.4

±
±
±
±
±
±
±
±
±
±
±
±
±
±
±

membl
8.8
8.1
1.1
>>max
1.5
>>max
1.0
>>max,>>knn
27.3
9.8
>>max
15.6
>max
0.9
>>max
1.0
>>max
8.8
2.5
>max
1.7
1.8
>>knn
2.5

79.3
60.9
90.3
75.7
96.9
41.7
74.5
62.3
96.6
92.4
92.4
92.3
94.7
98.2
95.9

maxent
± 7.4
± 10.8
± 1.8
± 0.4
± 0.6
± 22.4
± 5.0
± 5.5
± 1.7
± 0.5
± 5.9
± 2.7
± 1.3
± 0.9
± 3.2

>knn

>>knn

Table 2: Generalization performances (average accuracies on test data, with standard deviations) on the 15 data sets by k-nn, membl, and maxent. ’>’ indicates
significance in a paired t-test with p < 0.05 and ’>>’ indicates an uncertainty of
p < 0.01 .

settings as used in the k-nn experiments, but with the value–class matrix produced by maxent replacing the standard matrix. We have used the model file
as produced by maxent, converted this into a format suitable for TiMBL, and
scaled the matrix values to numbers between 0 and 1.

4

Results

Table 2 displays the experimental results (average percentages of correctly classified test instances) of k-nn, maxent and membl on the fifteen UCI benchmark
tasks. The symbols >> and > indicate the cases where a significant improvement
was found according to a paired t-test. For example, the abbreviation ’>>max’
stands for ‘this particular classifier performed significantly better than maxent
with an uncertainty of p < 0.01’.
In 8 out of 15 tasks, membl performs significantly better than maxent; on two
tasks it performs better than k-nn. The k-nn classifier significantly outperforms
maxent 7 times, while maxent outperforms k-nn twice.

5

Discussion

The generalization performance results in Table 2 show several significant improvements of membl over maximum-entropy modeling. Interestingly, neither maxent
nor k-nn significantly outperforms membl on any of the tasks, suggesting that
membl indeed combines the best of both worlds.
These results do not tell, however, whether transplanting the maximum-entropy
matrix in the k-nn classifier makes membl perform more similar to k-nn or to
maxent. To get insight into the extent to which membl deviates from k-nn and
maxent, we counted the numbers of times each pair of algorithms assigned a different label to test instances. These counts, aggregated over all 10 test partitions
for each task, are listed in Table 3, in columns 2, 3, and 4.
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Task
audiology
bridges
car evaluation
connect4
kr-vs-kp
lung-cancer
monks1
monks2
monks3
nursery
promoters
soybean-large
splice
tic-tac-toe
votes

k-nn –
maxent
28
29
167
12488
129
12
128
195
13
963
9
40
174
85
17

membl –
maxent
31
28
162
11697
119
12
127
191
13
996
12
37
198
18
16

membl –
k-nn
23
14
16
5828
60
3
21
16
0
219
7
14
90
77
3

% Error overlap membl –
k-nn
maxent
65.1
55.8
80.0
50.0
88.1
50.7
78.2
59.4
82.8
32.8
85.7
71.4
76.6
66.0
92.9
64.3
100.0
100.0
38.3
47.3
70.0
30.0
81.1
67.6
70.4
40.2
18.2
45.5
90.0
55.0

Table 3: The number of times a different label was assigned by the algorithms.
The rightmost two columns show the percentage of overlap in mistakes between
membl and k-nn, and membl and maxent.
The numbers indicate that the overlap between the labeling of k-nn and membl
is much higher than between membl and maxent. In 12 out of 15 cases, the
number of different labels assigned between maxent and membl is less than half
the number of different labels assigned between k-nn and membl.
We also took the instances that were mislabeled by membl, and counted the
number of times when k-nn or maxent gave these instances the same incorrect
label – in other words, we counted the number of cases in which both membl
and the other algorithm made the same error. The percentage of this number in
the total number of errors made by membl is shown in column 5 for k-nn, and
in column 6 for maxent. Although membl shares a considerable portion of its
errors with maxent, it shares more errors with k-nn.

6

Conclusion

We introduced membl, a hybrid of k-nn and maximum-entropy modeling. Membl
is a k-nn classifier equipped with the mvdm kernel, in which the value–class matrix
is the one produced by a maximum-entropy classifier on the same training material,
rather than the standard matrix of conditional class distributions. In a series
of experiments with 15 UCI benchmark datasets, membl performed significantly
better than k-nn on two tasks, and performed significantly better than maximumentropy modeling in eight tasks. It never performed signficantly worse than either
of the two other algorithms. These outcomes support a tentative conclusion that
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membl indeed combines the best of both worlds.
The differences between membl and k-nn are smaller than the differences between membl and maximum-entropy modeling; this can be concluded on the basis
of the additional statistics we computed on overlapping disagreements in classifications and in overlapping errors. This observation can be explained by the fact that
membl is still a k-nn classifier, with biases (especially, global feature weighting
and the nearest-neighbor classification step) that are alien to maximum-entropy
classification.
Still, the results can be taken to imply that the value–class matrix of maximumentropy modeling might be better used for computing distances between pairs of
values in a distance-based classifier, than in a probabilistic classifier that uses the
maximum-entropy probabilities directly.
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GENERAL-HEALTH-STATUS

GENERAL-HEALTH-STATUS

POOR
AVERAGE
GOOD

POOR
AVERAGE
GOOD

BULKY-DISEASE

CLINICAL-PRESENTATION
NONE
HEMORRHAGE
PERFORATION
OBSTRUCTION

YES
NO

HISTOLOGICAL-CLASSIFICATION

BULKY-DISEASE

HISTOLOGICAL-CLASSIFICATION
LOW-GRADE
HIGH-GRADE

LOW-GRADE
HIGH-GRADE

YES
NO

CLINICAL-PRESENTATION

CT&RT-SCHEDULE

5-YEAR-RESULT

NONE
HEMORRHAGE
PERFORATION
OBSTRUCTION

NONE
RT
CT
CT-NEXT-RT

ALIVE
DEATH

CT&RT-SCHEDULE

AGE
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CLINICAL-STAGE
I
II1
II2
III
IV

SURGERY
NONE
CURATIVE
PALLIATIVE

NONE
RT
CT
CT-NEXT-RT

5-YEAR-RESULT
ALIVE
DEATH

10-19
20-29
30-39
40-44
45-49
50-54
55-59
60-64
65-69
70-79
80-89
>=90

CLINICAL-STAGE
I
II1
II2
III
IV

SURGERY
NONE
CURATIVE
PALLIATIVE

10-19
20-29
30-39
40-44
45-49
50-54
55-59
60-64
65-69
70-79
80-89
>=90
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Abstract
Since more than 50 years texture in image material is a topic of research.
Hereby, color was ignored mostly. This study compares 70 different configurations for texture analysis, using four features. For the configurations
we used: (i) a gray value texture descriptor: the co-occurrence matrix and
a color texture descriptor: the color correlogram, (ii) six color spaces, and
(iii) several quantization schemes. A three classifier combination was used
to classify the output of the configurations on the VisTex texture database.
The results indicate that the use of a coarse HSV color space quantization
can substantially improve texture recognition compared to various other gray
and color quantization schemes.

1

Introduction

Texture, as feature for the human visual system, reveals scene depth and surface
orientation. Moreover, it describes properties like smoothness, coarseness, and
regularity of a region. Among other features, humans use these “quite effectively”,
as Rosenfeld [10] (p. 314) stated. So, he concluded: “computer vision is feasible”
[10] (p. 314). With respect to texture, the latter was illustrated by the numerous
texture analysis algorithms, developed in the last 50 years [10].
However, most texture analysis techniques developed, can only deal with grayscale images. As Palm [9] already denoted: “The integration of color and texture is
still exceptional”. Mäenpää and Pietikäinen [8] and Palm [9] recently determined
that color is of importance in texture recognition. In their research they used
different color spaces and quantization schemes.
This research, on the one hand, extends their approach using six color spaces
combined with five different quantization schemes (see Section 3). On the other
hand, we are interested in the effect of the precision of quantization schemes for
both the gray-scale and color spaces. Two texture analysis techniques are applied:
the co-occurrence matrix and the color correlogram, described in Section 2. The
experimental setup and the classifiers used, are described in Sections 4 and 5. This
paper ends with the results and the discussion in Section 6 and 7.
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2

The co-occurrence matrix and color correlogram

The co-occurrence matrix is found to be a good texture analysis method [11, 13].
Huang et al. [4] extended the co-occurrence matrix to the color domain with the
introduction of the color correlogram. In this section the co-occurrence matrix
and color correlogram will be defined. In addition, a pilot study will be described
with which we determined what texture features to use for the main experiment.

2.1

The co-occurrence matrix

The co-occurrence matrix is constructed from an image by estimating the pairwise
statistics of pixel luminance. In order to (i) provide perceptual intuitive results and
(ii) tackle the computational burden, luminance was quantized into an arbitrary
number of clusters of luminance values, which we will name: gray values.
The co-occurrence matrix Cd¯(i, j) counts the co-occurrence of pixels with gray
¯ The distance d¯ is defined in polar coordivalues i and j at a given distance d.
nates (d, α), with discrete length and orientation. In practice, α takes the values
0◦ , 45◦ , 90◦ , 135◦ , 180◦ , 225◦ , 270◦ , and 315◦ . The co-occurrence matrix Cd¯(i, j)
can now be defined as follows:
¯
Cd¯(i, j) = Pr(I(p1 ) = i ∧ I(p2 ) = j | |p1 − p2 | = d),

(1)

where Pr is probability, and p1 and p2 are positions in the gray-scale image I.
Let N be the number of gray-values in the image, then the dimension of the
co-occurrence matrix Cd¯(i, j) will be N × N . This algorithm yields a symmetric
matrix, which has the advantage that only angles up to 180◦ need to be considered.
¯ by averaging the four
One co-occurrence matrix is defined for each distance (d)
◦
co-occurrence matrices of the different angles (i.e., 0 , 45◦ , 90◦ , and 135◦ ).
Because of the high dimensionality of the matrix, the individual elements of
the co-occurrence matrix are rarely used for means of texture analysis. Instead, a
large number of textual features can be derived from the matrix, such as: energy,
entropy, correlation, inverse difference moment, inertia, Haralick’s correlation [3],
cluster shade, and cluster prominence [1]. These features characterize the content
of the image.
Note that in order to apply the co-occurrence matrix on color images, these images have to be converted to gray-value images. This conversion will be described
in Section 3.

2.2

The color correlogram

In Equation 1, i and j denote two gray-values. For the color correlogram not the
luminance is quantized, but a color space is quantized. Subsequently, the color
correlogram can be defined by Equation 1, with i and j being two quantized color
values (i.e., clusters of colors).
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2.3

Feature selection for gray-scale texture analysis

To determine which feature-distance combinations perform best, a pilot study
was done on gray-value texture analysis, using the MeasTex database 1 as texture
database and the co-occurrence matrix as texture analysis method. For each image
in the database eight features (i.e., energy, entropy, correlation, inverse difference
moment, inertia, Haralick’s correlation [3], cluster shade, and cluster prominence
[1]) were calculated for four distances d¯ (i.e., 1, 2, 5, and 10).
For each distance set, every possible combination of features was fed to a
statistic classifier using a linear discriminant function (see Section 5). A 100%
classification was found with d¯ = 1, when a combination of four features (i.e.,
entropy, inverse difference moment, cluster prominence, and Haralick’s correlation)
was used. Therefore, we chose this configuration for the main experiment. A
detailed report discussing this study is available online [16].

3

Color spaces

A color space specifies colors as tuples of (typically three) numbers, conform certain specifications. One can describe color spaces using two important notions:
perceptual uniformity and device dependency. Perceptually uniform means that
two colors that are equally distant in the color space are perceptually equally distant. A color space is device dependent when the actual color displayed depends
on the device used.
In the remainder of this section, the color spaces with their quantization
schemes as used in this experiment, will be described. The quantization of color
images transformed into gray-scale images will not be described for every color
space since it is equal for every color space: the gray-scale axis is divided in the
number of bins needed for the specific quantization scheme.

3.1

The RGB color space

The RGB color space is the most used color space for computer graphics. It is
device dependent and not perceptually uniform. Each color-axis (R, G, and B)
is equally important. Therefore, each axis should be quantized with the same
precision. The conversion from a RGB image to a gray value image simply takes
the sum of the R,G, and B values and divides the result by three.

3.2

The HSV color space

The HSV (Hue, Saturation, and Value) color space is more closely related to human
color perception than the RGB color space [7], but is still not perceptual uniform.
In addition, it is device-dependent.
Hue is the color component of the HSV color space. When Saturation is set
to 0, Hue is undefined. The Value-axis represents the gray-scale image. The most
common quantization of HSV is in 162 (18 × 3 × 3) bins.
1 http://www.cssip.uq.edu.au/meastex/meastex.html
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3.3

The YUV and YIQ color spaces

The YUV and YIQ color spaces are developed for television broadcasting. The
YIQ color space is the same as the YUV color space, where the I-Q plane is a 33 ◦
rotation of the U-V plane. The Y signal represents the luminance of a pixel and
is the only channel used in black and white television. The U and V for YUV and
I and Q for YIQ are the chromatic components.
The Y channel is defined by the weighted values of R(0.299), G(0.587), and
B(0.144) . The YUV and YIQ color spaces are device-dependent and not perceptually uniform. When the YUV and YIQ color spaces are quantized, each axis is
quantized with the same precision. In addition, to optimize color appearance the
YUV color space is often sampled. The samplings we used to construct the color
correlogram are: 4:4:4, 4:2:2, and 4:1:1, where the numbers denote the relative
amount of respectively Y on each row, U and V on each even-numbered row, and
U and V on each odd-numbered row in the image.

3.4

The CIE XYZ and LUV color spaces

The first color space developed by the Commission Internationale de l’Eclairage
(CIE) is the XYZ color space. The Y component is the luminance component defined by the weighted sums of R(0.212671), G(0.715160), and B(0.072169). The X
and Z are the chromatic components. The XYZ color space is a device-independent
color space, but is perceptually not uniform. In quantizing the XYZ space, each
axis is quantized with the same precision.
The CIE LUV color space is a projective transformation of the XYZ color
space that is perceptually uniform and device-independent. The L-channel of the
LUV color space is the luminance of the color. The U and V channels are the
chromatic components. So, when U, and V are set to 0, the L-channel represents
a gray-scale image. In quantizing the LUV space, each axis is quantized with the
same precision.

4

Method

The texture database used in the experiments is the VisTex2 texture database,
which consists of 19 labeled classes. The classes with less than 10 images were not
used in this experiment, which results in four classes: bark (13 images), food (12
images), fabric (20 images), and leaves (17 images). In order to generate more data
for the classifiers, we adapted the approach of Mäenpää and Pietikäinen [8], Palm
[9], and Singh, Markou, and Singh [12]: the original images were split into four
sub-images, resulting in a database of 248 textures. Next, the training and test
set for the classifiers were composed using random picking, with the prerequisite
that each class had an equal amount of training data. For classification, three
classifiers were combined (see Section 5).
The co-occurrence matrix and color correlogram (see Section 2) were used as
texture analysis methods in combination with six color spaces (see Section 3), and
2 http://vismod.media.mit.edu/vismod/imagery/VisionTexture/vistex.html
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a set of quantization schemes (see Table 1). For both texture analysis methods,
for each color space, five quantization schemes were applied.
Table 1: The quantization schemes applied on the six color spaces, for each texture
descriptor. Note that YUV* is sampled for the color correlogram (see Section 3.3).
Color space
Quantization scheme (in bins)
Co-occurrence matrix Color correlogram
RGB
8, 16, 32, 64, 128
8, 64, 216, 512, 4096
HSV
8, 16, 32, 64, 128
27, 54, 108, 162, 324
YIQ, YUV*, XYZ, & LUV
8, 16, 32, 64, 128
8, 27, 64, 125, 216

5

Three classifier combination

To classify the texture images we used:
1. The statistic classifier is based on discriminant analysis with a linear discriminant function y that decides on class membership. An input vector x
is assigned to a class Ck if yk (x) > yj (x), for all j 6= k.
2. The probabilistic neural network approximates the probability density function of the training examples presented. It consists of three layers after the
input layer: the pattern layer, the summation layer, and the output layer.
The outcome is a classification decision in binary form.
3. The K-nearest neighbor classifier works with the following algorithm: suppose thePdata set contains Nk data points in class Ck and N points in total,
so that k = N . The classifier then works by drawing a hypersphere around
the point to classify, x, which encompasses K points. To minimize the probability of misclassifying x, x is assigned to the class Ck for which the ratio KKk
is largest, where Kk is the number of points from class Ck . For the present
research K was set to 1. Hence, x was assigned to the same class as the class
of the nearest point of the training set.

They were combined using the technique of majority voting [6]: when at least two
of the three classifiers agree on the class label of a sample texture, this label is
given else the label false is given.

6

Results

In Table 2, for both texture descriptors, for each color space, the quantization
scheme performing best, with its percentage of correct classification, is provided.
For the co-occurrence matrix, the HSV 32 bins, and LUV 8 bins configurations
performed best. In combination with the color correlogram, the HSV 162 bins
configuration performed best.
The confusion matrices in Table 3 provide the complete results of each of these
three configurations. Entrance (i, j) gives the percentage of samples that was
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classified to class j while they should be classified to class i. In total, 70 different
configurations were applied: 30 for the co-occurrence matrix and 40 for the color
correlogram.
In addition, it was found that the color correlogram performs better than or
equal to the co-occurrence matrix for all color spaces and quantization schemes
used. For both the color correlogram and the co-occurrence matrix, the most precise quantization schemes did not perform as good as the more coarse quantizations
(see Table 2). The complete results are available online3 .
Table 2: The best classification results (%) of the co-occurrence matrix and the
color correlogram, for each color space - quantization scheme (#bins) combination.
Color space
Co-occurrence
Color correlogram
#bins
%
#bins
%
RGB
8
56%
8
68%
HSV
32
58%
162
74%
YIQ
8
54%
125
53%
YUV (4:4:4; 4:2:2; 4:1:1)
8
54% 27; 27; 125 52%; 56%; 52%
XYZ
64
56%
8
71%
LUV
8
58%
27
66%

Table 3: Three confusion matrices in one (from left to right): (i) the co-occurrence
matrix in the 8-bins LUV color space, (ii) the co-occurrence matrix in the 32-bins
HSV color space, and (iii) the color correlogram in the 162-bins HSV color space.
LUV-8 Co-occurrence matrix
Food
Fabric
Leaves
Bark
False
Food 70 / 60 / 70 10 / 10 / 10
0 / 0 / 10 20 / 0 / 0
0 / 30 / 10
Fabric 13 / 8 / 0 65 / 78 / 93
0/ 0/ 0
18 / 5 / 3
4/ 9/ 4
Leaves 14 / 14 / 7
0 / 7 / 18 54 / 43 / 71 18 / 7 / 4 14 / 29 / 0
Bark 25 / 25 / 8 17 / 17 / 33 17 / 8 / 17 33 / 25 / 25 8 / 25 / 17

7

Discussion

In the present research, first, a combination of texture features was determined
performing best for gray value texture analysis. Next, 70 configurations for texture analysis of color images were compared with each other, using the VisTex
texture database. Each configuration can be described by the texture analysis
algorithm, the color space, and the quantization scheme used. The classification
of the textures was done by a three classifier combination.
For all color space-quantization combinations the color correlogram performed
better than or equal to the co-occurrence matrix (see Table 2). This sustained
[8, 9] that color is of importance in texture classification, which can be explained
by the fact that different colors can have the same luminance.
3 http://eidetic.ai.ru.nl/egon/publications/BNAIC2004-Complete
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results.pdf

The CIE LUV color space was expected to yield the best classification results
for the color correlogram, since it was the only perceptually uniform color space.
However, the HSV color space performed best. This can be explained by (i) the
fact that the HSV color space is approximately perceptually uniform [7] and (ii) the
relatively high precision in color (Hue) quantization of the HSV 162 bins scheme.
Further, please note that one of the classes (named Bark) was classified more
often incorrect than correct (see Table 3), due to its overlap with features of
other classes. This limited the overall classification performance severely. In other
studies (e.g., Singh et al.[12]) some classes of the VisTex database were left out for
this reason. The use of specialized classifiers can possibly tackle such problems.
An interesting result is the fact that using more bins did not improve performance. In no instance the largest number of bins gave the best results. This result
is consistent with the notion of the existence of a limited number of color categories
in which one can represent colors [2, 14, 15]. In addition, it is computationally
cheap. This, in contrast with the quantization schemes proposed by Mäenpää and
Pietikäinen [8] who used quantization schemes with up to 32768 color bins.
With the further optimization of the configuration of the color quantization
scheme for the HSV color space and the development of specialized classifiers, we
expect to develop an optimized, computationally cheap color texture classifier.
Such a classifier can be used in a broad range of settings (e.g., computer/robot
vision [10] and content-based image and video retrieval [5, 15]), for image segmentation, shape detection, and for image classification in general [7, 10].
Acknowledgments: The Dutch organization for scientific research (NWO) is
gratefully acknowledged for funding the ToKeN2000 Eidetic project (nr. 634.000.001).
Further, we would like to express our gratitude to the reviewers for their valuable
comments on the manuscript.
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Abstract
This paper proposes a new approach to classification reliability. The key
idea is to maintain version spaces containing (close approximations of) the
target classifiers. In this way the unanimous-voting rule applied on these
version spaces outputs reliable instance classifications.
Version spaces are defined in a hypothesis space of oriented hyperplanes.
The unanimous-voting rule is implemented by testing whether version spaces
are empty. Testing is done by support vector machines. Hence, the approach
is called version space support vector machines.
Experiments with the approach show a 100% accuracy on the classified
instances at the cost of not classifying all instances.

1

Introduction

In the last ten years machine-learning classifiers have been applied to various
classification problems [5]. Nevertheless, almost no classifiers have been employed
in real applications, especially in critical domains. The main reason is that it is
difficult to determine whether a classification assigned to a particular instance is
reliable or not.
There are several approaches to classification reliability. They first estimate
some parameter(s) that are related to classification reliability. Then, the approaches learn a threshold on that parameter(s) to decide whether an instance
classification is reliable. The oldest approach used the posterior probability of the
predicted class as a reliability parameter [3]. Unfortunately, this rather simple approach assumes an underlying distribution of the data, which is generally unknown
[6]. Newer approaches are based on the theory of randomness (cf. [5, 8, 10]). The
key idea is to classify a new instance so that when the instance is added to the
training data, the data show a level of randomness that is close to the level of randomness of the same data before the instance was added. The reliability parameter
is inversely proportional to the difference between the two levels of randomness.
In this paper we propose a new approach to classification reliability. In contrast
to the previous approaches, ours is not based on classification-reliability parameter(s) and thus does not require learning any thresholds.
The approach is applicable for binary classifiers. The key idea assumes that
we can maintain version spaces [7, 11] containing (close approximations of) the
target classifiers. If the assumption is correct for the training data under consideration, the classification rule of unanimous voting applied on these version spaces
guarantees that the classification assigned to each instance is reliable.
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We consider version spaces in a hypothesis space of oriented hyperplanes defining decision functions. Version spaces are represented by the training data [4, 11].
Our implementation of the unanimous-voting rule tests whether version spaces
are empty in the hypothesis space. Testing is realized via support vector machines
(SVM) [12]. Therefore, our approach is a combination of the two learning schemes
and it is called version space support vector machines (VSSVM).
We conducted experiments on datasets from the UCI ML repository [1]. Our
results are promising: 100% accuracy and an acceptable coverage.
The remainder of the paper is organized as follows. Section 2 formalizes the
classification task. Version spaces and SVM are briefly sketched in section 3, and
in section 4 we introduce VSSVM. Our initial experiments with VSSVM are given
in section 5. Section 6 concludes the paper.

2

Classification Task

Assume that we have l training instances xi in an n-dimensional Euclidian space
Rn . Each training instance has a class label yi ∈ Y , where Y = {−1, +1}. The
class labels separate the training instances into two sets I + and I − (xi ∈ I +
iff yi = +1; xi ∈ I − iff yi = −1). Given a hypothesis space H of all possible
functions h (h : Rn → Y ), the classification task is to find a function (classifier) h
that accurately classifies future, unseen data.

3

Approaches to the Classification Task

There exist a number of approaches to the classification task. In this paper we
combine two of them: version spaces and SVM.

3.1

Version Spaces

Version spaces are an established approach to the classification task [7, 11]. They
are sets of functions h ∈ H consistent with training sets I + and I − :
VS (I + , I − ) = {h ∈ H|cons(h, hI + , I − i)},
where cons(h, hI + , I − i) is the consistency predicate defined as:
cons(h, hI + , I − i) ↔ (∀xi ∈ I + ∪ I − )(yi = h(xi )).
The version-space classification rule is the unanimous voting. Given a version
space VS (I + , I − ), an instance x ∈ Rn gets a classification y ∈ Y ∪ {0} as follows:

 +1 if (VS (I + , I − ) 6= ∅) ∧ (∀h ∈ VS (I + , I − ))(h(x) = +1)
−1 if (VS (I + , I − ) 6= ∅) ∧ (∀h ∈ VS (I + , I − ))(h(x) = −1)
y=

0
otherwise.
The unanimous-voting rule assigns class +1 (−1) to the instance x if VS (I + , I − )
is nonempty and all functions h in VS (I + , I − ) assign the same class +1 (−1) to
the instance. In all other cases, the class is unknown which is denoted by 0.
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In this paper we apply the unanimous-voting rule for the training-data representation of version spaces [4, 11]. The implementation of the rule in this case
requires testing whether the version space is empty. The whole process can be
explained by theorem 1 [4, 11]. Assume that we have a nonempty version space
VS (I + , I − ) and an instance x to be classified. Then, theorem 1 states that all
the functions in VS (I + , I − ) assign class +1 (−1) to x if and only if the subset
VS (I + , I − ∪ {x}) (VS (I + ∪ {x}, I − )) of VS (I + , I − ) of which the functions assign
class −1 (+1) is empty. In all other cases, the class of x is unknown.
Theorem 1 If VS (I + , I − ) is nonempty, then:
(∀x ∈ Rn )((∀h ∈ VS (I + , I − ))(h(x) = +1) ↔ VS (I + , I − ∪ {x}) = ∅),
(∀x ∈ Rn )((∀h ∈ VS (I + , I − ))(h(x) = −1) ↔ VS (I + ∪ {x}, I − ) = ∅).

3.2

Support Vector Machines

Support vector machines (SVM) are rooted in statistical learning theory [2, 12].
We consider SVM for the classification task formalized in section 2. The space
H of all possible functions for SVM is the set generated by all possible oriented
hyperplanes in an n-dimensional Euclidian space Rn or in a higher dimensional
feature space F obtained by a mapping φ(x) on the instances x from Rn . SVM
search for an oriented hyperplane that results in a maximal margin between the
two classes, while minimizing the penalty term for the training instances at the
wrong side of the margin.
Given l training instances xi , SVM solve the following primal problem:
l
X
1 T
min
w w+C
ξi such that
(1)
w, b, ξ
2
i=1
yi (wT φ(xi ) + b) ≥ 1 − ξi , and
ξi ≥ 0, i = 1, 2, · · · , l
Pl
The term 12 wT w is proportional to the inverse of the margin, the term i=1 ξi
is the sum of errors, and the parameter C determines the trade-off between the
margin and the sum of errors. The dual of this minimization problem is:
l
l
X
1 X
max
αi αj yi yj k(xi , xj ) such that
(2)
αi −
α
2 i,j=1
i=1
0 ≤ αi ≤ C, i = 1, 2, · · · , l, and
l
X
yi αi = 0
i=1

Here k(xi , xj ) = φ(xi )T ·φ(xj ) is a kernel function that calculates dot products
of instances that are mapped into a higher dimensional space F via the mapping
φ. The alphas are the weights associated with the training instances. All instances
with nonzero weights are “support vectors”. They determine the position of the
optimal SVM hyperplane, h(C, hI + , I − i), which is given by:
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l
X

yi αi k(xi , x) + b = 0.

i=1

The classification of a new instance x is found by:
l
X
h(C, hI + , I − i)(x) = sign(
yi αi k(xi , x) + b)
i=1

If ξi > 0 for a training instance xi , then xi is a training error since xi is not
on the right side of the margin; however, as long as ξi < 1, xi will be classified
correctly. If the training data hI + , I − i are (linearly) separable in the feature space,
the SVM will classify correctly all training instances for a value of the parameter
C that is sufficiently large.

4

Version Space Support Vector Machines

Version space support vector machines (VSSVM) are version spaces defined in
the hypothesis spaces H of SVM (see subsection 3.2). They are defined by the
training-data representation of version spaces [4, 11]. The classification algorithm
of VSSVM employs SVM. VSSVM are introduced in detail in the next subsections.
In subsection 4.1 we define the space of training-data representations of nonempty
version spaces in the hypothesis spaces H. In subsections 4.2 and 4.3 we provide
the classification algorithm of VSSVM and an example.

4.1

Space of Training-Data Representations

SVM deal with the hypothesis space H consisting of oriented hyperplanes h. In
this context, the predicate cons holds for a hyperplane h and data sets I + and I −
if and only if the sets I + and I − are separated by h:
cons(h, hI + , I − i) ↔ (∀xi ∈ I + ∪ I − )(yi = h(x)).
Given the hypothesis space H and a value of the parameter C, we denote by
SVS (H, C) the set of all pairs of data sets hI + , I − i in Rn for which there exists a
SVM hyperplane h(C, hI + , I − i) that separates I + and I − :
SVS (H, C) = {hI + , I − i|(∃h ∈ H)((h = h(C, hI + , I − i)) ∧ cons(h, hI + , I − i))}.
Since the ordered pair hI + , I − i is a training-data representation [4], the set
SVS (H, C) is the space of the training-data representations of all nonempty version
spaces in the hypothesis space H for a particular value of the parameter C. Thus,
a version space VS (I + , I − ) is nonempty in H for a particular value of C if and
only if hI + , I − i ∈ SVS(H, C), i.e. the SVM hyperplane h(C, hI + , I − i) is consistent
with the training data hI + , I − i.
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Input: An instance x to be classified;
Training data sets I + and I − ;
The parameter C of SVM;
Output: classification of x;
Build a hyperplane h(C, hI + , I − i);
if ¬cons(h(C, hI + , I − i), hI + , I − i) then return 0;
Build a hyperplane h(C, hI + , I − ∪ {x}i);
Build a hyperplane h(C, hI + ∪ {x}, I − i);
if ¬cons(h(C, hI + , I − ∪ {x}i), hI + , I − ∪ {x}i) and
cons(h(C, hI + ∪ {x}, I − i), hI + ∪ {x}, I − i) then return +1;
if cons(h(C, hI + , I − ∪ {x}i), hI + , I − ∪ {x}i) and
¬cons(h(C, hI + ∪ {x}, I − i), hI + ∪ {x}, I − i) then return −1;
return 0.

Figure 1: The Classification Algorithm of VSSVM.

4.2

Classification Algorithm

The classification algorithm of VSSVM implements the unanimous-voting rule on
version spaces in the hypothesis space H. It is based on theorem 1. To test
whether version spaces are empty SVM are employed.
The classification algorithm is given in figure 1. The algorithm input is: training data sets I + and I − ; an instance x to be classified; and the parameter C of
SVM. The algorithm outputs the classification of x: +1, −1, or 0.
The classification algorithm starts by building a hyperplane h(C, hI + , I − i). If
h(C, hI + , I − i) is inconsistent with hI + , I − i, then the version space VS (I + , I − ) is
empty in the hypothesis space H for the value of the parameter C and according
to the unanimous-voting rule the algorithm returns 0; i.e., the classification of x
is unknown. If the hyperplane h(C, hI + , I − i) is consistent with hI + , I − i, then the
version space VS (I + , I − ) is nonempty in H for the value of the parameter C.
In this case the algorithm builds hyperplanes h(C, hI + , I − ∪ {x}i) and h(C, hI + ∪
{x}, I − i). If h(C, hI + , I − ∪{x}i) is inconsistent with hI + , I − ∪{x}i and h(C, hI + ∪
{x}, I − i) is consistent with hI + ∪ {x}, I − i, then VS (I + , I − ∪ {x}) is empty and
VS (I + ∪ {x}, I − ) is nonempty in H for the value of the parameter C. This means
that all the hyperplanes in VS (I + , I − ) assign class +1 to x. Thus, by theorem
1 the algorithm assigns class +1 to x. If the class +1 cannot be assigned, the
algorithm checks analogously if it can assign class −1. If both classes cannot be
assigned, the algorithms returns 0; i.e., the classification of x is unknown.

4.3

Example

We illustrate our classification algorithm on a classification task: the space H
is the set of all oriented lines in R2 , and training data consist of the sets I + =
{(1, 0), (2, 0), (1, 1), (2, 1)} and I − = {(−1, 0), (−2, 0), (−1, 1), (−2, 1)} (see figure
2). For large C (C = +∞) only the points to the right of the three line segments
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Figure 2: Illustration of the version spaces for C = +∞ (bounded by the lines) and
C = 30 (I + marked by 4, I − marked by ∇, positively classified: +, negatively
classified: ∗, and not classified: 2).
through the training points (1, 0) and (1, 1) will be classified as positive and the
corresponding region to the left of the three line segments through the training
points (−1, 0) and (−1, 1) will be classified as negative. The version space in this
case consists of all the lines not intersecting the line segments shown. Running our
algorithm with C = 30 results in the classifications in figure 2: positively classified:
+, negatively classified: ∗, and not classified: 2. It is clear from the figure that
for C = 30 the version space is smaller and thus the coverage is larger, than
for C = +∞. In the figure some unclassified points (e.g., the point (−1, −0.1))
are expected to be classified. Such points can correspond to solutions of the SVM
where all αi ’s are equal either to 0 or to C. In that case b is not uniquely determined
and some solutions will result in separation while other solutions will not.

5

Experiments

We implemented VSSVM in WEKA [13] using the SMO implementation of SVM
[9]. We experimented with VSSVM using polynomial function kernels (P) and
radial-basis function kernels (RBF). The method for evaluation was the leave-oneout method. We searched for values of the parameters (E (exponent) and C for
P and G (gamma) and C for RBF) resulting in the highest coverage for the leaveone-out method. Below we provide the best results we obtained for 7 datasets
(from the UCI ML repository [1]) with VSSVM together with the results of SVM.
Table 1 shows the most important result: the accuracy of VSSVM is 100% on
the data they are able to classify. Below we explain this result.
When the datasets are noise-free and the hypothesis space H contains the
target hyperplane, the hyperplane is consistent with the training data; i.e., it
belongs to the version space [7, 11]. Thus, the unanimous-voting classification
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Data Set

Parameters

Cvssvm

Avssvm

Asvm

I

Heart-Statlog
Heart-Statlog
Hepatitis
Hepatitis
Horse Colic
Horse Colic
Ionosphere
Ionosphere
Labor
Labor
Sonar
Sonar
W. Breast Cancer
W. Breast Cancer

P, E=2.0, C=1730
RBF, G=0.2 , C=2182
P, E=1.4, C=11.7
RBF, G=0.02 , C=2140
P, E=1.3, C=154.5
RBF, G=0.015 , C=12030
P, E=1.1, C=5200
RBF, G=0.05, C=4030
P, E=1.25, C=1.17
RBF, G=0.02, C=61
P, E=1.0, C=3340
RBF, G=0.65, C=0.664
P, E=3, C=58.6
RBF, G=0.8 , C=70.9

56.3%
40.7%
80.0%
69.7%
50.8%
54.9%
77.8%
77.2%
84.2%
84.2%
70.7%
62.5%
85.0%
82.5%

100%
100%
100%
100%
100%
100%
100%
100%
100%
100%
100%
100%
100%
100%

73.0%
73.7 %
80.0 %
81.9 %
78.3%
79.1%
89.2%
90.3%
87.7%
93.0%
74.0%
85.6%
93.6%
94.3 %

0.42
0.24
0.72
0.39
0.26
0.29
0.27
0.24
0.42
0.21
0.68
0.23
0.19
0.16

Table 1: Coverage and Accuracy of VSSVM and SVM. Cvssvm is the coverage of
VSSVM. Avssvm is the accuracy of VSSVM on instances it can classify. Asvm is
the accuracy of SVM. The coverage of SVM is not given since it is always 100%. P
is a polynomial kernel with the exponent E. RBF is a radial-basis function kernel
with the parameter G. I is the information gain of VSSVM w.r.t. SVM.
rule produces reliable instance classifications.
When the datasets are noise-free and the hypothesis space H does not contain
the target hyperplane, the version space consists of hyperplanes that approximate
without mistakes the target function on the training data. Thus, the unanimousvoting classification rule produces reliable instance classifications depending how
well the hyperplanes approximate the target function individually and together.
When the datasets are noisy, the situation is different. Assume that the
training set I + (I − ) is a union of a noise-free set If+ (If− ) and a noisy set In+
(In− ). The noisy sets In+ and In− cause removal of the version space NVS =
{h ∈ VS (If+ , If− )|¬cons(h, hIn+ , In− i)} from VS (If+ , If− ). The resulting version
space VS (I + , I − )1 will continue to classify reliably instances that are classified
by V S(If+ , If− ), but it will err on instances in the volume of NVS. It seems that
for our datasets this volume is small and does not influence the final results.
From the explanations above we may conclude that VSSVM are successfully
applicable if it is possible to maintain version spaces containing the target hyperplane or its close approximations and the level of noise is low.
To measure the performance of VSSVM we computed the information gain
of VSSVM w.r.t. to SVM in Table 1 [7]. The gain was computed using the
proportions of correctly and incorrectly classified instances of SVM and VSSVM.
All the cases in Table 1 resulted in a considerable information gain. We especially
mention the Hepatitis dataset (polynomial kernel) for which the gain is 0.72 and
the Sonar dataset (polynomial kernel) for which the gain is 0.68.
1 Note

VS (I + , I − ) = VS (If+ , If− ) ∩ VS (In+ , In− ) and VS (I + , I − ) = VS (If+ , If− )\NVS.
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6

Conclusion

This paper proposes a new approach to classification reliability called version space
support vector machines (VSSVM). Their main advantage compared with previous
approaches to classification reliability is that they are not based on classificationreliability parameter(s) and thus do not require learning any thresholds. The
experiments show that VSSVM achieve accuracy of 100% on the instances they
are able to classify when it is possible to maintain version spaces containing the
target hyperplane or its close approximations and the level of noise is low.
We foresee two future directions of research. The first one is to extend VSSVM
for classification tasks with more than two classes. The second direction is to apply
VSSVM when it is not possible to find consistent hyperplanes w.r.t. the training
data. In this context we consider to apply the generalized version spaces [7].
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Abstract
A crucial problem of knowledge representation is that it has to be formal and informal at the same time. Here, ‘formal’ refers to knowledge as
a mathematical concept which is thought, and ‘informal’ to knowledge as
something which is experienced, i.e. a ‘real’ world phenomenon. This paper
is an attempt to reconcile these potentially contradictory conditions. Our
aim is to show that a cognitively based formal representation may exist,
underlying traditional (formal) ontology, which may uniformly characterize
the different domains of human knowledge like logic, language, mathematics,
etc. We derive such a representation from the properties of cognition and
signification, and elaborate its application in propositional logic and (briefly)
in syntax.

1

Introduction

How could we attain that knowledge computed and represented automatically
were both correct, and meaningful in the obvious sense? Put differently, can we
define a knowledge representation which is formal and informal (i.e. natural)
at the same time? The first condition, imposed by the need for computer processing of knowledge, requires that the representation is provably correct, in the
formal mathematical sense; the second condition, raised by the human utilization
of knowledge, demands that the representation is related to cognition. In this
paper we argue that these potentially contradicting conditions could be satisfied
by introducing a formal model for cognition as a process.
Formal representation is related to logic, amongst others, to propositional (or
Boolean) logic. But, is propositional logic a true representation of human cognition
from the logical point of view? We hold that although cognition as a process has
a logical meaning, the logical concepts involved in such process are more simple
than those of Boolean logic. What gives such simple, or ‘naive’ logic particular
importance is that, due to the primary nature of cognition, such logic may underlie
the different domains of human knowledge and function as a uniform representation
for knowledge.

2

The source of knowledge

In our view knowledge emerges from the observation of ‘real’ world phenomena.
Such phenomena are interactions, which are inherently related to change, and
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which reveal themselves as events in our experience of change. Such an event
representation of an interaction is called an observation. In cognitive theory it is
commonly assumed that sensory observations (or perceptions) are triggered by a
change in the input stimulus. According to a theory of perception [4], the input
is categorized by the brain in complex entities called qualities or, alternatively,
qualia.
An example for an interaction, in visual perception, is the interaction between
input light (stimulus) and the receptors of the eye. A change is due to the difference between the preceding and current properties of the input, represented by
the sensory signal of the eye, potentially. A categorization is, for instance, the
detection of such a signal as an edge, which is a quality. But categorization may
characterize also the higher levels of information processing. According to [1], in
the processing of natural language, combinatory (e.g. syntactic) properties are
‘detected’ by the brain as symbols, for example.
The focus of this paper is not on the qualia themselves, but on the process of
their recognition as a sign. Our research has pointed out that a single type of such
process may exist, uniformly characterizing human knowledge representation, in
accordance with the economic nature of the brain as a (sign interpreting) organism.

2.1

The process of representation

We maintain that knowledge is a process of re-presentations. The initial step of
such a process is the recognition of the input qualities as primary signs, which can
be explained as follows.
The change brought about by an interaction triggers the senses which in turn
sample the input stimulus into a percept. The fact that there is a change entails
the existence of a previous percept. By comparing the current percept with the
previous one, the brain is able to distinguish between two sorts of qualities, which
are called, respectively, state qualities and effect qualities (or briefly, state and
effect).
State qualities are those that remain there throughout the transition from
the first to the second percept. An effect quality, on the other hand, is a quality
which, though it was not there before, is there now. The two types of qualities and,
ambiguously so, their sets, are denoted by a and b, respectively. The collection of
the a and b qualities is called the input.
Although the input qualities have two different representations as primary
signs, they are homogeneous (e.g. as bio-electric signals), which property makes
their comparison possible. In the next section we will show that, via the comparison of signs, new signs can be recognized, revealing gradually more accurate and
clear approximations of the full richness of a sign of the observed phenomenon.

3

Perception

The meaning of an observation can be recognized in two phases. In the first,
which we call perception, the a and b qualities are individually recognized by
means of memory knowledge. In the second, which we ambiguously call cognition,
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the relation between such individually recognized qualities is construed. In [6] we
argued that also higher level symbolic information processing may consist of such
processes. For example, in language recognition, analogous processes of perception
and cognition are known, respectively, as lexical and combinatory (e.g. syntactic)
analysis.
The input qualities separately and simultaneously trigger the memory, which
in turn generates a response. Such a response consists of stored state and effect
qualities, which are denoted by a’ and b’, respectively. By virtue of selective attention, which is the brain’s potential for focusing on some of the input qualities
(observed qualities), and thereby not focusing on others (complementary qualities), the memory response can signify the relation between input and memory
either in the sense of agreement (‘∗’) or possibility (‘+’). Accordingly, the individual meaning of the input state and effect qualities, which are the final signs
of perception, can be represented by the expressions: (observed) a∗a’ resp. b∗b’,
and (complementary) a+a’ resp. b+b’. By interpreting ‘∗’ and ‘+’ as the logical
operations ‘and’ and ‘or’, we get the logical meaning of these signs.
Notice that a and b, but also a’ and b’ are signs, and that the event of triggering
the memory by the input is an interaction. Hence the above signs, representing
the relation between input and memory, can be said to arise via an interaction
between signs, or briefly, a sign interaction.
By virtue of selective attention, the signs conceived by the brain may represent
the input from some point of view, or aspect. The most general such aspect is the
logical one. Signs from the logical point of view are called logical signs.

4

Cognition

Cognition is concerned with the interpretation of the relation between the observed
qualities in the context of the complementary ones. This section is an attempt to
disclose the stages of such process. Notice that also perception can be defined as a
process, isomorphic to cognition [6]. Due to lack of space, this aspect of perception
cannot be discussed at length (in fact, section 3 contains the specification of the
first, and last stages of such a process only).
Cognition as a process begins with the classification of the four types of signs
recognized by perception. Again, this is a re-presentation, signifying the input
as an observed and complementary ‘thing’, respectively denoted by A=a∗a’ and
¬A=a+a’; and an observed and complementary ‘event’, respectively denoted by
B=b∗b’ and ¬B=b+b’.
From the logical point of view, the signs A and B, and ¬A and ¬B, are
variables, and their negations. The semiotic meaning of ‘¬’ is different from that
of the Boolean logical one, however. For example, A and ¬A both refer to qualities
that are perceived. Although these signs are interrelated, due to their shared input
qualities, they are independent, by virtue of their different memory qualities. In
traditional Boolean logic ¬(A)=¬A, allowing ¬A to be interpreted (semiotically)
as the sign of something which is ‘not present’ (hence not actually perceived).
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4.1

Part and whole meaning

The relational meaning of the input qualities is determined stepwise (in this, and
later sections we will make use of the logical denotations of signs). First, the perceived signs are interpreted as references to the input, respectively, as a collection
of parts (A+B), and a whole (A∗B).
A+B signifies the relation between the input qualities in the sense of possibility.
By ‘listing’ the perceived signs of the input, A+B refers to the input qualities as
a collection of parts (in accordance with the ‘or’ meaning of ‘+’), hence represents
the input as some ‘thing’. Because a part is similar to the collection of all parts,
A+B has the aspect of likeness. Let us mention that A+B signifies both A and
B as some ‘thing’.
A∗B represents the relation between the perceived signs in the sense of agreement, as a simultaneous occurrence of the input state and effect qualities, and
signifies the input as an actual event that happens now.

4.2

Prototypical meaning

The re-presentation process proceeds with the comparison of the ‘part’ and ‘whole’
meanings of the input with each other, in the sense of relative difference. Again, as
a result we may get a better approximation of the meaning of the observation. Such
a more meaningful sign is the representation of the input qualities independent of
the specific ‘features’ of their actual appearance (from the relational point of view),
which is called the abstract, or prototypical meaning of the input. This can be
explained as follows.
A∗B contains the meaning of the relation between A and B in the sense of
agreement, and A+B in the sense of possibility. A+B has three different readings:
A, B, and both A and B (in short AB), which are synonymous, semiotically, as
signs of the input as a collection of parts. AB has the meaning of co-existence,
which is a degenerate case of simultaneity, signified by A∗B; the other way round,
A∗B includes, degenerately, the meaning of A, and B, as constituents, signified
by A+B.
By removing the co-occurrence meaning of A and B (signified by A∗B) from
the meaning of A+B, we may get the abstract, prototypical meaning of the input
qualities as some ‘thing’ (in the relational sense). Similarly, by removing the
constituent meaning of the input qualities (represented by A+B) from the meaning
of A∗B, the abstract meaning of the input as an ‘event’ may be recognized.
The two sign operations are different cases of relative difference, as it turns out
from the logical interpretation. Traditionally, relative difference (‘\’) is defined on
terms (as a whole), but in this paper we also introduce a version of this operation (‘/’) which directly applies to the variables of a term (as parts); for terms
consisting of a single variable, the two operations are each other’s reverse, e.g.
A\B = B/A. The derivation (including the definition of ‘/’): (A+B)\(A∗B)=
(A+B)∗¬(A∗B)= ¬A∗B+A∗¬B; (A+B)/(A∗B)= A/(A∗B), B/(A∗B) = A/A,
A/B, B/A, B/B= A\B, B\A= ¬A∗B, A∗¬B (a comma is used to indicate that
an operation has more than one result; such results are considered to be synonymous, semiotically).
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¬A∗B and A∗¬B synonymously represent the abstract meaning of the input
as some ‘thing’, as a qualitative possibility, from the state’s, and event’s points of
view, respectively. The synonymous character of these signs is also recognized by
Boolean logic, in which, ¬A∗B and A∗¬B are commonly called inhibition.
¬A∗B+A∗¬B represents the input as an abstract ‘event’, by means of the
possible combinations of the abstract meanings of the input qualia as events, e.g. as
appearing properties (the reader should not be confused by the shared denotations
used by the prototypical ‘thing’ and ‘event’ signs). Such combination amounts to a
compatibility relation of abstract, prototypical concepts, representing the meaning
of the input in a law-like sense, as a rule.

4.3

Subject and predicate meaning

In the subsequent stage of sign recognition the actual meaning of the input qualia,
in the relational sense, is generated from the prototypical input concepts, by means
of the complementary qualities. Such qualities define the context of the observation. We argue that the context itself can be considered to be a phenomenon, complementing the one which is in our focus. Also the complementary phenomenon
can be represented as parts (¬A+¬B), and a whole (¬A∗¬B), but, as the recognition process is primarily concerned with the observed qualities, the full relational
meaning of the context is beyond its scope. This ‘feature’ of sign recognition boils
down to the interpretation of the two signs of the context as synonyms, meaning
that its two views, as some ‘thing’ and ‘event’, are equivalent.
But the context has also a coordinating function. Although the complementary qualities are involved in the prototypical meanings of the input (in fact, their
abstract nature is due to those qualities), it is the context that signifies the relatedness between ¬A and ¬B. Therefore, the importance of the context lies in
its potential for coordinating the interpretations of the complementary qualities,
and selecting those of their possible meanings that are compatible, both as parts
(¬A+¬B), and as a whole (¬A∗¬B).
The prototypical meaning of the input can be brought into relation with the
context via comparison (which is a sign interaction) interpreted as complementation. Because the prototypical meaning of the input latently contains its actual
meaning as a possibility, complementation by the context can be alternatively seen
as negation (emphasizing the actual, and supressing the general meaning).
In the logical interpretation of signs, the context is known as the Shaffer and
Peirce functions, and (logical) negation as the DeMorgan rules. Complementation
by the context, of the prototypical ‘thing’ meanings of the input can be formally
defined: ¬(A∗¬B), ¬(¬A∗B)= ¬A+B, A+¬B. In the logical interpretation,
negation is with respect to the input as a whole. The two signs, ¬A+B and A+¬B,
refer to the actually existing instance of the prototypical input meaning (called
the subject of the observation), synonymously representing it as some ‘thing’, from
the state’s, and the effect’s points of view.
Complementation by the context, of the rule-like ‘event’ meaning of the input
yields a characteristic property, called the predicate of the observation, representing the input as a combination (in the sense of possibility) of the observed and
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complementary events. Formally: ¬(A∗¬B+¬A∗B)= A∗B+¬A∗¬B. Because an
appearing property can be characteristic, only if the underlying general property
has been agreed to be significant, predicate signs have the aspect of an arbitrary
consensus. Finally, by virtue of the context’s potential for defining the subject
and predicate via complementation, and accordingly, functioning as the cause for
the actual meaning of the input qualities, context signs can be said to have the
aspect of causality.
The relation between the subject and predicate can be recognized via comparison interpreted as predication, as follows. Both signs arise from perceived qualities,
via complementation. What enables the subject and predicate to interact, is due
to their shared qualities (cf. common term). The identification of such qualities,
and the application of the predicate to the subject, and finally, the recognition
of the input as some ‘thing and event’, is the essence of predication as a sign
interaction. This meaning is represented (logically) by the proposition: A is B,
postulating the relation between A and B as a hypothesis.
In the formal derivation below we make use of Lukasiewicz’s conception of a
syllogism, according to which a premise can be equivalently represented by an
implication (quantifiers are omitted). The major and minor premises are, respectively, A∗B+¬A∗¬B (or equivalently, A+B→A∗B) and A→B (or equivalently,
A→A+B), from which A is B syllogistically follows (notice that by taking A←B
as minor premise, we may get B is A; the two propositions can be interpreted as
synonymous representations of the meaning of the observation, respectively, from
the state’s and event’s points of view).
4.3.1

Classification of logical signs

Our classification of signs from the logical point of view is depicted in fig. 1. A
sign interaction is indicated in the left-hand side diagram by a horizontal line.
The order relation induced by the sign interactions is such that the class of a
constituent sign of an interaction precedes the class of the interpreting sign of the
interaction. Notice, in fig. 1, on the right-hand side, the presence of all Boolean
functions on two variables (0 and 1 can be defined, respectively, as ‘no input’ and
‘input exists’). The fact that all such functions are represented implies a kind
of completeness: sign recognition involves the analysis of a phenomenon from all
possible aspects.
The operations underlying the interpretations of the different sign interactions
are: sorting, abstraction, complementation and predication (in a sorting sign interaction the relational meanings of the observed input qualities, as parts, and a
whole, are ‘separated’ from each other).
Fig. 1 is also an illustration of sign recognition as a process, that we call the
innate or ‘naive’ logic of the brain. The types of sign interactions correspond to
(naive) logical operations: sorting, which is a single operation having two representations, corresponds to ‘or’ and ‘and’; abstraction and complementation to
relative difference, with respect to the interacting other sign, and the input as a
whole, respectively. Although predication, generating the final proposition sign of
the observation, is beyond the scope of Boolean logic, predication followed by a
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Figure 1: The logical characterization of signs
degenerate representation of the sign recognized corresponds to bracketing (of a
logical expression).
The concepts of Boolean logic differ from those of ‘naive’ logic in three aspects. First is the uniform representation of the different types of qualities, state
and effect, as logical variables. Second is the interpretation of complementation
as negation (also the relation between observed and complementary qualities is
one of a complementation). Third is the non-synonymous interpretation of cognitively synonymous signs, for example, A∗¬B and ¬A∗B. These generalization
and specialization properties characterizing Boolean logic have contributed to its
exceptional computational potential as an algebra, but potentially also to the paradoxes and inconsistencies with respect to the meaning of logical signs which are the
result of a computation. Such problems may arise, for example, as a consequence
of merging signs (variables) referring to observations that are independent.

5

Conclusion

Our specification of signs, in particular, of logical signs as a knowledge representation is formal and informal at the same time, as it is related to cognition, but
also to the mathematical theory of propositional logic. But sign recognition as a
process would not be interesting were it not the basis for many types of knowledge representation like natural language (including morphological and syntactic
symbols), ‘naive’ mathematics, and reasoning (including syllogistic logic). This
relationship has been the subject of research as presented in [6], [7]. With respect
to language, an overview of syntactic concepts interpreted as signs is depicted
in fig. 2. From the syntactic point of view, a complementation sign interaction
amounts to modification (e.g. of a noun), and syntactical complementation (e.g.
of a verb). This relationship shows that in the semiotic model of syntactic signs
the concepts of a ‘modifier’ and ‘complement’ can amalgamate.
The distinctions involved in the concepts of ‘naive’ logic have been recognized
also in philosophy, in particular, by C.S. Peirce’s [5], [2] (we admit that our research
has been strongly motivated by Peirce’s ideas). In his semiotic theory, Peirce
introduced a classification of signs and aspects (cf. fig. 3) which can be shown
to be isomorphic and analogous to the classification presented in this paper [3].
Insofar philosophy is concerned with the ‘real’ world as a whole, the close relation
of our work with Peirce’s theory makes the conjecture with respect to the existence
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quality

Figure 3: Peirce’s classification of signs and aspects
of a single type of process for knowledge representation by the brain more plausible.
The classification of the types of signs, in particular, of logical signs, amounts
to a (logical) ontology of the ‘real’ world. Because signs are related to cognition,
hence also to ontologies, and ‘naive’ logic underlies Boolean logic, which is an
important angle of traditional ontologies, we finally conclude that the new worldontology proposed in this paper is in fact the old one.
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Abstract
This paper presents a protocol for plan health repair in multi-agent plan execution. Plan health repair aims at avoiding conflicts that might arise due to disruptions in
the execution of a plan. This can be achieved by adjusting the executions of tasks instead of replanning the tasks. For this purpose, established methods from the domains
of planning, discrete event systems, model-based diagnosis, and constraint satisfaction problems have been combined.

1

Introduction

During the plan execution in a multi-agent system conflicts can arise because of discrepancies between the execution and the expectations beforehand. We distinguish two types
of conflicts, viz. conflicts that can be repaired by changing the plans (replanning) and
conflicts that can be solved by adjusting the execution of the plans within the margins set
by the plans. In this article we focus on the second type of conflicts that can arise when
execution of a plan cannot be planned in full detail and the smallest parts of a plan, which
we will call tasks, are reactive processes by nature. The following example illustrates this
type of conflicts among reactive tasks.
Consider a small airport with only one runway used for both arrival and departure.
It is a small but busy airport, so plans are tight. Assume that two aircraft agents, agent
A and agent B, have agreed on the plans to let B land before A takes off. Here, the
smallest planned actions are the departure and arrival of the aircraft, which we will refer
to as tasks. The execution of such tasks is a reactive process in the sense that (sub)actions
during the execution of a task (for example manoeuvring or changing speed) are not part
of the planning. Although the plan is agreed on, still, small changes in the execution
(mostly caused by external influences) can cause conflicts. For instance, assume that A
is a bit early as the aircraft speeded up while taxiing, and B is a bit delayed because of
heavy head wind during its flight. This might cause a conflict because of violating the
security constraints on the distance that should be kept between two aircraft. We would
like to detect such conflicts as early as possible, so that the agents can agree on a set of
reactive actions (repairs) that will prevent the conflicts to occur in the future. For instance,
agent A could wait a while before take off. Note that these reactive adjustments are not
typified as replanning since the changes in executions will remain within the margins of
the planned tasks. Instead, the health of a plan is restored by adjustments in the execution
of tasks. We will call this plan-execution health repair.
∗ This research is supported by the Technology Foundation STW, applied science division of NWO and the
technology programme of the Ministry of Economic Affairs.
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Below, we will introduce a model for a multi-agent system for plan health repair.
Based on this model, agents can detect (future) conflicts in advance. Next to presenting
such a model, our goals are to apply diagnosis on the model and the anticipated conflicts,
and to present a protocol for regaining plan-execution health with a minimal number of
repairs.
We model the reactive nature of tasks by introducing set of states for each task and a
set of corresponding events that cause state changes within a task. Diagnosing conflicts
in this model is related to diagnosis on Discrete Event Systems (DES), e.g. [3], in which
agents try to determine occurrence of fault-states based on a partially observable sequence
of events. Diagnosis on DES differs from our approach with respect to the diagnostic task.
We focus on determining combinations of events that cause violations of constraints between states of different tasks and determining events causing state changes that resolve
the constrain violations. In this respect our approach is closer related to Model-Based
Diagnosis (MBD). For an overview of MBD in a ‘single agent context’, see [7]. More recently, MBD has also been studied in a multi- agent context [10]. To our best knowledge,
MBD has not been applied to plan health repair, only to diagnosis of planners [1]. Other
diagnostic approaches in a multi-agent context we would like to mention are Social Diagnosis, for finding causes for social disruptions in multi-agent systems [6], and diagnosis
based on a causal model for achieving multi-agent adaptability [5].
Our plan health repair approach is related to plan repair through replanning [11, 12]
and to the TÆMS task descriptions used by Raja et al. [8] for handling uncertainty in plan
execution. Moreover, plan health repair can be viewed as a part of distributed continual
planning, which addresses the adaptation of plans during plan execution in a multi agent
system (for an overview, see [4]). What sets our approach apart is the application of health
repair within the margins of the current plans.
The outline of this paper is as follows. In section 2, we introduce a model that agents
can use to represent a multi-agent system for plan-execution health repair. Based on
this model, agents are able to detect whether conflicts occur in the future. In section 3, we
define diagnoses that agents can apply on the conflicts in order to find out what has caused
them. A formal definition of both weak and strong plan-execution health repair is given
in section 4. In section 5 we present a protocol for agents to regain plan-execution health
based on a transformation to a constraint satisfaction problem. In section 6 we provide
conclusions and suggest future work on diagnosing and resolving conflict in multi-agent
system for plan-execution health repair.

2

Model description

A multi-agent plan MAP = (A, PD, Cst) consists of a set of agents A, a set of plan
S|A|
descriptions PD, containing one plan description for each agent: PD = i=1 PD i , and
a set of constraints Cst between the agents’ plans.
A plan description PD i = (Pi , Si , Ei , τi , σi , R) describes how the plan of agent
i will be executed. The base of the plan description is the sequence of tasks Pi =
hti,0 , ti,1 , ..., ti,n i which the agent wants to execute in this specific order. We use Pi
to denote the corresponding set of all tasks in sequence Pi . To describe the health of each
task, the sets Si and Ei contain for each task a set of states and a set of events respectively.
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Figure 1: Normal plan execution of agent A.
The functions τi and σi , and the common rules R formalize the execution of tasks within
a plan (we will specify this further on).
During the execution of a plan, a task is in a certain state. Each task has its own set of
possible states: Si,j ∈ Si . The state of a task is denoted by the predicate ts(ti,j , s), with
ti,j ∈ Pi and s ∈ Si,j . We distinguish three types of states: pending, active, and finish
finish
active
states. For each task ti,j holds: Si,j = {spending
} ∪ Si,j
∪ Si,j
. There is only one
i,j
pending state for each task, this is the state in which the task is awaiting before it is being
executed. By finishing the previous task, the next task will become active by changing
from the pending to an active state (which state that is, depends on the execution of the
previous task). Finally, when the task is completed, the task changes from an active state
to a finish state and consequently, the next task is triggered.
Each plan has one start task: ti,0 , with Si,0 = {spending
, sfinish
}. The start task has
i,0
i,0
only one pending and one finish state. When the start conditions are fulfilled, this start
task will change from the pending to the finish state, which will cause the next task to
begin execution (viz. go from the pending state to an active state).
State changes are caused by events. Each task ti,j has its own set of events: Ei,j ∈ Ei ,
finish
disrupt
repair
with Ei,j = Ei,j
∪ Ei,j
∪ Ei,j
. Finish events are triggered when pre-defined
conditions are fulfilled and change tasks from an active to a finish state. Disruption events
are externally caused and represent unexpected changes in the execution of a task that
might effect the plan-execution health. And finally, the repair events are executed by the
agent to regain the plan-execution health when necessary. A tasks state ts(ti,j , s) is the
result of the sequence of events E = he1 , ..., ek i during the plan execution, and will be
represented by [E]ts(ti,j , s), where [E] is a modal operator denoting the events leading
to ts(ti,j , s). We use 2ts(t, s) to denote that ts(t, s) will be achieved during the actual
plan execution: i.e. the past, current and expected events lead to ts(t, s).
Figure 1 illustrates the normal execution of a plan of the departing agent A in the
example of section 1. The plan consists of three tasks: P1 = ht1,Start , t1,Taxi , t1,Take off i,
and has event sequence hefinish Start , efinish Taxi , efinish Take off i.
We model the execution of a tasks within a plan by partial functions τi and σi , and the
set of common rules R. The partial function τi maps a state and an event to a new state:
τi : Pi × Si × Ei 9 Si . τi is defined such that only events in Ei,j can change the state
of a task ti,j into a new state in Si,j . We assume that there is exactly one finish event for
each task. A task can, by definition of τi , reach different finish states depending on de
previous state the task is in. The partial function σi returns the new state in the next task
based on the finish state of the previous task: σi : Pi × Sifinish 9 Si .
There are three common rules in R which are the same for all agents. The first rule in
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Figure 2: Disturbed plan executions of agents A and B.
R describes how a state transition of a task is caused by an event ek :
([e1 ; ...; ek−1 ]ts(ti,j , s) ∧ τi (ti,j , s, ek ) = s0 ) → [e1 ; ...; ek ]ts(ti,j , s0 )

(1)

The second rule in R describes the activation of the next task when the previous task is
finished:
([e1 ; ...; ek ]ts(ti,j , pending) ∧ σi (ti,j−1 , s) = s0 ) → [e1 ; ...; ek ]ts(ti,j , s0 )

(2)

The third rule in R defines which states will or will not be reached during the plan execution. We use the predicate Events({E1 , ...., Em }) to denote that these sequences of
events will occur (a sequence Ei for each Pi ).
∃e1 ; ...; ek (Events({he1 ; ...; ek ; ...en ii , ...}) ∧ [e1 ; ...; ek ]ts(ti,j , s)) ↔ 2ts(ti,j , s) (3)
The set Cst in MAP is the set of constraints, with each constraint composed of predicates 2ts(, ) and logic symbols {∨, ∧, ¬}. Moreover, constraints are only defined on
finish states, as they can be viewed as a summary of the execution of a task. the constraint
violations can be repaired during the active states of a task. An example of a constraint
is cst = ¬(2ts(t, s) ∧ 2ts(t0 , s0 )) ∨ 2ts(t00 , s00 ), in which s, s0 , s00 are finish states. The
constraints are ‘demands’ on the plan execution that should be fulfilled. A constraint
violation or conflict occurs when the expected execution is inconsistent with a certain
constraint. We will assume that when plans are executed normally (only finish events
occur), all constraints will hold and the plan-execution is in good health. Consequently,
the constraint violations are caused by disruption events, and might be solved by repair
events to regain the plan-execution health. In addition, we assume that the constraints
represent all interdependencies that exist between plans of different agents.
Figure 2 illustrates a disrupted execution of the plans of the departing agent A and
arriving agent B in the example of section 1. Both plans consist of three tasks: P1 =
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ht1,Start , t1,Taxi , t1,Take off i, and P2 = ht2,Start , t2,Arrive , t2,Taxi i. The event sequences of the
plan execution are hefinish Start , eSpeeded up , efinish Taxi , efinish Take off i1 and hefinish Start ,
eHeavy head wind , efinish Arrive , efinish Taxi i2 . In this setting, the constraint ¬(2ts(t1,Take off ,
finish early) ∧ 2ts(t2,Arrive , finish delayed)) between the two plans is violated.
In general, we assume that each agent has knowledge of its individual plan description
PD i , of the constraints Csti ⊆ Cst that are relevant for its plan, and of the other agents
to whose plans the constraints Csti apply. During the execution of a plan, an agent
notices when disruption events occur (for instance through its sensors). Based on this, an
agent can construct the sequence of past events (up to and including
S the current or latest
events) in the so-called current event history CEH i (with CEH = i CEH i ). We assume
that in the future, from current task ti,j on, no disruption or repair events will occur.
Hence, for each task in the remaining plan, one finish event will occur. The
S resulting
sequence of events FE i = hej , ej+1 , ..., en i, with e ∈ Ef inish and FE = i FE i , will
be called the future event sequence. The current event history can be combined with
the future events sequence into the future event history: FEH i = CEH i ◦ FE i (with
◦ denoting a concatenation of the two sequences). Using the future event history, an
agent can determine the possible consequences of the disruption events. If the constraints
possibly get violated, the agent contacts the other agents involved to verify this. This way,
conflicts are detected as early as possible.

3

Event diagnosis

Through diagnosis we wish to find out for each violated constraint, which set of disruption
events causes the violation. With the help of these events we can also establish which
states are responsible for the violations. These states might be helpful to prevent new
constraint violations in much earlier phases by recognizing state patterns.
We define two types of Event Diagnosis: Responsible Event Diagnosis (∆R ) and
Constraint Satisfaction Event Diagnosis (∆CS ). Both diagnoses are a subset of the disruption events that occur in the future event history; ∆ ⊆ Edisrupt ∩ FEH , with FEH
the corresponding set of all events in the sequences in FEH . Moreover, both diagnoses
are defined on one constraint cst∗ that is violated, but can as well be extended to sets of
violated constraints. Below, we provide two formal definitions of the diagnoses. Responsible event diagnosis gives us a minimal set of disruption events that causes the violated
constraint cst∗ . To achieve this, we remove as many disruption events as possible, such
that the violation of the constraint still holds.
Definition 1 Responsible Event Diagnosis is a minimal diagnosis ∆R ⊆ {Edisrupt ∩
FEH } s.t. Events(FEH − {Edisrupt \ ∆R }) ∪ PD ` ¬cst∗ .
With FEH − X we denote that the events in X are removed from the sequences in FEH .
The constraint satisfaction event diagnosis gives us a minimal set of disruption events,
such that when these events are left out of the future events history, the violated constraint
will hold again.
Definition 2 Constraint Satisfaction Event Diagnosis is a minimal diagnosis ∆CS ⊆
{Edisruption ∩ F EH} s.t. Events(FEH − ∆CS ) ∪ PD ` cst∗ .
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The two diagnoses are related as follows: each minimal hitting set on the set of all possible
responsible event diagnoses, is a constraint satisfaction diagnosis, and vice versa.
In the example of section 1, all possible event diagnoses are:
∆R = {eSpeeded up , eHeavy head wind }, ∆1CS = {eSpeeded up } and ∆2CS = {eHeavy head wind }.

4

Plan-execution health repair

Once the agents have detected the constraint violations that will arise because of (some
of) the occurred disruption events, the agents should adjust the execution of the plans
such that no constraint violations will occur in the future and the plan-execution health is
restored. To achieve this, each agent can insert repair events in the future event history
in order to create new state paths in its plan execution. By inserting repair events, the
anticipated constraint violations can be avoided.
A weak plan-execution health repair FER − is a set of event sequences containing all
future event sequences with some repair events inserted, such that by applying FER − , all
anticipated constraint violations will dissolve and no new violations will be created.
Definition 3 A weak plan-execution health repair FER − is a set FER − = FE d RE ,
where RE is a minimal subset of Erepair s.t. Events(CEH ◦ FER − ) ∪ PD ∪ Cst 6` ⊥.
We use FER − = FE d RE to denote that the events in RE are placed at specified places
within the sequences collected in FE . Note that for the same FE and RE different sets
FER − = FE d RE are possible, depending on the placement of the repair events in the
sequences in FE . With a minimal RE we limit the subsets of RE to those which have no
subset that will construct a (weak) plan-execution health repair as well.
A strong plan-execution health repair FER + differs from the weak version in that
FER + ensures that all constraints hold.
Definition 4 A strong plan-execution health repair FER + is a set FER + = FE d RE
where RE is a minimal subset of Erepair s.t. Events(CEH ◦ FER + ) ∪ PD ` Cst.
Proposition 1 A weak plan-execution health repair is a strong one and vice versa.†
In the example of section 1, we can introduce an event eWait , which changes
ts(t1,Take off , active early) into ts(t1,Take off , active normal). Then, an example of a plan
execution health repair is FER = {hefin Start , eSpeeded up , efin Taxi , eWait , efin Take off i1 ,
hefin Start , eHeavy head wind , efin Arrive , efin Taxi i2 }.

5

A protocol for plan-execution health repair

Both the weak and strong plan-execution health repair are strongly related to model-based
diagnosis. The weak plan-execution health repair corresponds with consistency-based
diagnosis, as formalized by Reiter [9]. The strong plan-execution health repair is a type of
abductive diagnosis, as defined by Console and Torasso [2]. Since both types of diagnosis
are known to be NP-hard, in general, our plan-execution health repair is NP-hard as well.
† The

proof is omitted because of limited space. It is available on request.
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To enable the agents to find a plan-execution health repair, we formulate the planexecution health repair as a constraint satisfaction problem: PR csp = (V, D, C). The
set variables V contains a variable for each task in MAP : V = {vi,j |ti,j ∈ Pi }. D
contains for each variable a domain of possible values, in this case the set of finish states:
f inish
D = {Si,j
|ti,j ∈ Pi }. The set of constraints, C, is divided into plan constraints,
Cplan , and conflict constraints, Cconf lict . The plan constraints represent the execution of
the plans, as described by PD. A plan constraint between two successive tasks is true, if
there is an event path from the value assignment (or finish state) of the first task, to the
value assignment (or finish state) of the second task. The possible paths depend on CEH
and FER (the future event sequences combined with repair events). Therefore, the set of
plan constraints can be constructed as follows.
Cplan = {cvi,j ,vi,j+1 (s1 , s2 )|Events(CEH ◦FER)∪PD ` 2ts(ti,j , s1 )∧2ts(ti,j+1 , s2 )}
(4)
The set of conflict constraints Cconf lict is a direct mapping of the set Cst in MAP
onto the variables vi,j .
Cconf lict = {cvi,j ,....,vk,l (s1 , ..., sp )|2ts(ti,j , s1 ) ∧ .... ∧ 2ts(tk,l , sp ) ` cst}

(5)

We can build a constraint graph by representing the variables by nodes and the constraints by hyper-arcs. Based on this graph, we present the following 3-stage multi-agent
protocol for finding a plan-execution health repair after detecting violated constraints.
Stage 1: Initially, the agents attempt to solve the violated constraints locally. Therefore, all agents that are not involved in a constraint violation, lock the values of their
variables. Moreover, all values of variables that have their tasks in the past are locked.
Then, each agent creates a linear individual constraint graph for its own plan. Influences
of other agents’ plans through the conflict constraints will be represented by unary constraints on the nodes involved. The changes in domains based on the locked variables are
updated in the graph as well.
Stage 2: by repeating two steps, arc-consistency on the constraint graph is achieved.
First, the agents reduce the domains of their variables by applying arc-consistency on
their individual graphs. To achieve this, no communication with other agents is required.
Since the individual graphs are linear, arc-consistency will be achieved in linear time.
Second, for each constraint in MAP in which the agent is involved and for which
the related variables have an altered domain, each agent communicates the new domain
to the other agents involved in the constraint. Subsequently, the agents adjust the unary
constraints representing the influences of the plan-constraints. The two steps are repeated
until no domains change anymore.
Stage 3: based on the restricted domains, the agents can search for a value assignment.
First, they agree on a order in which the agents will search for an assignment. Then, the
first agent in the order searches for a value assignment for its variables and communicates
these to the agents involved in its conflict constraints. These agents adjust their graphs
based on this knowledge and thereupon, all agents apply arc-consistency on their adjusted
graphs, as described above. If this succeeds, the second agent in the order searches for a
value assignment, and so on. But when during the arc-consistency procedure a domain
becomes empty, the search process backtracks and the previous agent has to find a new
assignment. Eventually, a solution for the constraint satisfaction problem may be found
and subsequently a plan-execution health repair can be established.
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When no solution is found, the search space can be increased through unlocking some
of the locked variables. Another alternative or last resort is to apply replanning.
It is possible to change the third stage of the algorithm such that the assignment with
the minimal number of repair events is found. In addition to this, agents can be enabled
to negotiate on which agent should perform which repairs.

6

Conclusions and future work

In this paper, we introduced a model for reactive execution of plans in a multi-agent
context. The model forms a basis for adequate handling of conflicts that can arise during
the execution of the plans. Using this model, agents may perform appropriately modelbased diagnosis to resolve conflicts and regain plan-execution health by inserting small
repair actions (the repair events) in the execution of the tasks.
Still, several topics are to be examined in the future. First, the model should be extended to a probabilistic model in which the chances that a disruption event will occur
in the future are taken into account. Second, the heuristics to improve the efficiency of
the described protocol for multi-agent plan-execution health repair should be tested and
further investigated.
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Abstract
Unreliable speech recognition, especially in noisy environments and the
need for more natural interaction between man and machine have motivated
the development of multimodal systems using speech, pointing, gaze, and
facial expressions. In this paper we present a new approach to fuse multimodal information streams using agents. A general framework based on this
approach that allows for rapid application development is described. Since
anaphora very often occur in natural discourse a special agent for anaphora
resolution was developed within this framework.

1

Introduction

In the development of spoken dialog systems a gradual growth in complexity and
naturalness of interaction can be witnessed. One of the dimensions along which
these systems can be differentiated is the locus of control. In the simplest cases
control either lies with the system or with the user. In more advanced schemes control is distributed among both parties, leading to mixed initiative systems. In this
case, the dialog system tries to fill a frame with information provided by the user,
displaying prompts that may vary from commands to gentle attempts to persuade
the user to provide the necessary information, while possibly at the same time
verifying the correctness of the information extracted from earlier inputs. Despite
the questions asked by the system, the user can choose to provide a different piece
of information. Mixed initiative dialogs end when a frame has been filled.
McTear [6] identifies another type of dialogue system: agent-based. These
systems go beyond cooperating with the user to fill a frame; rather, they attempt
to solve a problem together with the user. The user and the system exchange
knowledge and reason about their own actions and beliefs, as well as each other’s
input.
Another thread of research involved with the dialog between human and machine focuses on multimodal interaction, of which natural language, be it spoken
or written, may be part. The benefit of exploiting multiple modalities is twofold:
mutual disambiguation and naturalness.
Mutual disambiguation is the act of using information from one modality to
fill in or correct missing or ambiguous information in another modality. By using
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information from several other source than speech, such as images of the speaker’s
lip movements or gesture information on where the user was pointing on a map,
the system can be more certain of what the speaker intended.
The reason multimodal interfaces are more natural than either traditional
WIMP interfaces or even unimodal speech interfaces, is that humans communicate
multimodally. Our brain is designed to process multiple streams of information to
assess the state of the world. This is why we use our hands when we speak and
reflect the semantics of what we are saying in our facial expressions. For the same
reason we tend to pay more attention to someone’s face when talking in noisy
situations and we find understanding people on the telephone harder than in a
face-to-face conversation. Similarly, people instinctively use the most appropriate modality or combination of modalities for a task and switch to another set of
modalities when a command is not understood the first time around [8]. This selfcorrecting behavior results in better performance and less frustration compared to
a situation in which users are constrained to using a single modality that may not
be optimal for the task at hand.
However, despite the availability of multimodal devices, there are very few
commercial multimodal applications available. One reason for this maybe the lack
of a framework to support development of multimodal applications in reasonable
time and with limited resources. In this paper we will describe an agent-based
framework enabling rapid development of applications using a variety of modalities
and methods for ambiguity resolution. A module for anaphora resolution within
this framework will be described.

2

Related Work

Multimodal interfaces have enjoyed a great deal of attention in recent years and
several multimodal frameworks have been proposed. Perhaps the earliest work
on multimodal interfaces is that of Bolt [1] in 1980. His system provided an
interface in which shapes could be manipulated using a combination of speech and
pointing, with commands like “put that to the left of the green triangle”. Fusion
and reference resolution were done at the parse level: every time an anaphor or
deictic reference was recognized, the system would immediately establish where
the user was pointing and resolve the reference. While performing fusion directly
on recognition of a reference yields a straightforward implementation of fusion, it
is hardly satisfactory, as gestures and speech are in general not synchronized.
Krahnstoever [7] describes a multimodal framework targeted specifically at
fusing speech and gesture with output being done on large screen displays. Several
applications are described that have been implemented using this framework. The
fusion process is not described in great detail, but appears to be optimized for and
limited to integration of speech and gesture, using inputs from cameras that track
a user’s head and hands.
The W3C has set up a multimodal framework specifically for the web [5].
Rather than an implementation of a multimodal framework, it proposes a set
of properties and standards - specifically the Extensible Multimodal Annotation
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Figure 1: Multimodal Dialog System
Markup Language (EMMA) - that a multimodal architecture should adhere to.
In the multimodal framework of the Smartkom project [10] the user interacts with a lifelike agent mainly through speech and gestures. The framework is
knowledge based, modular and application independent. The main component for
reference resolution and fusion of incoming information is the discourse memory
which is a three-tiered representation model that allows multiple modalities to
refer to the same object at the discourse level.
The QuickSet system [2], built by the Oregon Graduate Institute, integrates
pen with speech to create a multimodal system. The system employs a MembersTeams-Committee technique very similar to the fusion technique described in this
paper, using parallel agents to estimate a posteriori probabilities for various possible recognition results, and weighing them to come to a decision. However, our
approach is more reusable as it separates the data and feature acquisition from
recognition and supports a variety of simultaneous modalities beyond pen and
speech.

3

Design of the Multimodal Dialog System

The general architecture of the multimodal system is presented in Fig. 1. As is
clear from this figure, the approach is speech centric, or rather language centric as
text can come from either a speech recognizer or be typed on a keyboard. Language
is the main modality, and other modalities are used to resolve deictic references,
pronouns, and other anaphora as well as ellipsis in the text. Currently, the speech
recognizer provides the first best hypothesis annotated with time boundary information to the parser, but given the modular structure of the framework this is not
a fundamental limitation of the system and more advanced recognizers providing
word lattices may be used.
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3.1

An Object-Oriented Framework

The scheme of Fig. 1 has been implemented as a framework [4], in other words
it provides a core of common functionality that every multimodal dialog system
needs, while the task specific parts of the system can be plugged in by a developer
to produce a custom application. In this, the framework follows the object-oriented
philosophy of inversion of control, or less respectful, of “old code calls new code”.
The framework core calls the plugged-in components and ensures proper communication between them. This allows for easy and rapid application development
as the developer does not need to have knowledge of the frameworks internals,
but only needs to implement the interfaces to the framework. Configuration of
the implemented framework is largely declarative: the user specifies structure, the
“what” knowledge, not procedure, the “how” knowledge.

3.2

Fusion

The framework features a new approach to fusion that is reusable across applications and modalities. The process is depicted in Fig. 2. The input to the fusion
process is a semantic parse tree of concepts with time stamps as generated by the
natural language parser component of the speech interface. This parse tree needs
to be transformed into frames that the dialog manager can use to make calls to
the application. To accomplish this, the natural language concepts in the parse
tree need to be mapped to application concepts. In addition, ambiguity needs to
be resolved. Ambiguity exists when the user uses pronouns or deictic references,
for example “remove that”, or “tell me more about it”. Another case of ambiguity
is ellipsis, in which words that are implied by context are omitted, such as “rotate
this clockwise ... and this too”.
Resolving agents operate on the parse tree to realize the aforementioned mapping of concepts and resolution of ambiguity. The framework does not specify the
implementation details of resolving agents. All that is expected is that the agents
take a fragment from the parse tree, perform some transformation on it, and use it
to fill a slot in the semantic frame that is sent to the dialog manager. The agents
can use data from a modality through an access object called context provider, to
give them a context in which to perform their task. Context providers can provide
data from an external sensor, such as a gaze tracker, but also from more abstract
data sources such as dialog history or application state (e.g. which toolbox button
is selected). For example, an agent performing pronoun resolution might have
access to gaze or gesture input to resolve a pronoun to an object on the screen
that the user pointed to or looked at. Any agent will typically have access just
one such input. This keeps the design of the agents simple, as they do not need
to be concerned with combining data from multiple sources. This combination is
done by the fusion manager. It is possible for resolving agents to share the same
modality.
The agents themselves do not actually perform fusion. Their task is to perform an assessment of what they think the contents of a slot in the frame should
be. Each agent will provide zero or more possible solutions with corresponding
probability scores. The whole of the solutions provided by all agents will finally
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Figure 2: Fusion
determine what the slot will contain. To make resolving agents reusable, the resolution process is separated from the acquisition of data from modalities. The
resolution process is implemented in the resolving agents, while the acquisition of
data is the responsibility of the context providers. Resolving agents merely specify
the type of data they expect to receive from their context provider. In this way,
an agent that requires (x,y)-data points to do its work can accept data from any
context provider that provides (x,y)-data, such as a mouse, a gaze tracker, or a
haptic glove. In a system with a mouse and a gaze tracker, for instance, two copies
of the same pronoun resolution agent might be active, one using data from the
mouse, and another using data from the gaze tracker. Each will give its resolutions
along with corresponding probability scores, based on the data they have access
to.
Thus, resolving agents operate locally with only the information they have
access to, namely the fragment of the parse tree they use and the data they receive
from their modality, if any. However, all agents together create a global result that
takes into account all of the parse tree and all of the available modalities. Because
each resolving agent works independently of the others, the agents can work in
parallel, taking advantage of multiprocessor hardware to increase performance.
Context providers provide timestamps along with their data. These can be
used by the resolvers so select data that are applicable to the parse tree fragment
they are handling, using the timestamps that the natural language parser provides.
For instance, the pronoun resolver agent mentioned before will look at data points
that were generated around the time that the pronoun was spoken. Timestamps
for speech data and context data ensure that the modality streams are properly
synchronized.
The fusion manager controls the fusion process. It spawns resolving agents and
passes them parse tree fragments to work with, takes the possible values for each
slot from the agents and makes a decision based on the probability scores provided
and the weights assigned to the resolving agents. Finally it merges frames from
the conversation interface with method calls from the applications GUI, resolving
ambiguities to create a frame with unambiguous meaning.
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4

An Anaphora Resolution Agent

As an example of a resolving agent we will discuss an agent for anaphora resolution that was recently implemented. Much research has been done on anaphora
resolution in (computational) linguistics and natural language processing. Unfortunately, not all of the theories and models developed here are equally well-suited
for automatic processing of spoken language. Reference resolution methods such
as centering theory [3], often presuppose higher order information such as syntactic
roles like subject and direct object or even semantic knowledge to infer how well
a potential referee would fit in a sentence. For specific domains, modules could be
plugged into the framework that provide this information, but this does not solve
other more pervasive problems related to the very nature of speech itself. These
problems occur in the shape of ungrammaticalities in spoken language, such as
relative free constituent order, restarts, corrections and hesitations as well as in
the form of recognition errors.
Such difficulties make syntactic and semantic analysis to the levels required
for reference resolution a hard task and affect the performance of the anaphora
resolution module itself as well. Therefore, in our current work [11], we used a
statistical shallow semantic parser that does not provide any syntactic information
but extracts phrases meaningful for the task at hand. The grammar rules specify
the concepts used in the application and the possible ways they may be realized
in an utterance as well as fillers that define word patterns not meaningful to the
application.
To do robust anaphora resolution within this framework and in the presence of
possible recognition errors we adopted the “Never look back” strategy of [9] for our
agent. This model is based on the notion that the preference for referents can be
determined by the attentional state of the hearer which in turn strongly correlates
with the recency of entities in the discourse. Discourse entities are grouped into
three categories: hearer-old discourse entities, mediated discourse entities and
hearer-new discourse entities. Hearer-old discourse entities are entities already in
the discourse model of the hearer, mediated discourse entities are linked to entities
already in the discourse model, and hearer-new discourse entities are not yet in
the discourse model. The entities are ordered according to a preference relation
[11].
In the original model of [9] entities are removed from focus if they are not
used in the utterance under consideration. To tailor the approach more to the
application at hand entities are not removed during the system turn, only during
the user turn. This is done because the user can ignore the system output and
refer back to what he said earlier.
Even though no syntactic information is necessary to determine the preferred
referent, still some information about dependencies between several phrases is
needed to determine which referents can or cannot be referred to considering the
context of a sentence. To compensate for the lack of syntactic information, three
general solutions are proposed to determine the dependencies between two concepts:
The first is to look at the properties of the target concept, and match them
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with a set of premises stated by the source concept. If these premises hold, it
is assumed that the source concept modifies the target concept, and additional
constraints can be added. This method is best used when two concepts do not
necessarily follow each other directly, and it is possible to have other ’non-related’
concepts between them.
The second method is to have the grammar treat the concepts as a single
concept. A filter later extracts the two concepts, and assigns the concept which
modifies the other as a subconcept of the other one. This is especially useful when
the two concepts always follow each other directly. It is easier to determine the
relation this way, and misassignments are less likely to occur.
The third method is used when a compound reference occurs. A reference refers
to a property of another concept, which is a reference itself. Usually these concepts
occur directly after each other, so a similar approach as mentioned above can be
used. The concepts are grouped together by the grammar and a filter extracts
the different concepts, and assigns the concept which contains the property which
the other concept refers to as the superconcept of the other. The superconcept is
resolved first, and is used to resolve the other concept.

4.1

Test Results

Tests of the system proved that reference resolution is indeed hampered by recognition errors that may introduce non-existent concepts or delete relevant words.
In particular, the speech recognizer has trouble recognizing certain words, which
are important for reference resolution, e.g. he, and the definite article the. At
other times references are wrongfully introduced. Typically, the pronouns it and
its or the demonstratives that, this and them. It was found however that recognition errors do not really create strange shifts in the focus of attention of the
system, which would cause correctly recognized references to be resolved wrongly.
During the tests, some misrecognitions contained references that were resolved to
the concept in focus, so no shifts in focus did occur. Also when the system would
move away from the desired task, for example displaying a totally different topic,
the user would typically try to move back to the task at hand, rather than just
relentlessly trying to have the system recognize the utterance.

5

Conclusions and Future Work

In this paper a generic framework for multimodal human-machine interaction was
presented. The framework is language centric and uses agents to process multimodal input and resolve ambiguities. As an example of such an agent a reference
resolution agent was discussed that does not rely on extensive syntactic and semantic knowledge to do its job. During evaluation of the system, no resolution
errors could be traced to errors in determining the dependencies between the concepts. In the online test, many errors are generated by misrecognition of the user
by the system. Future work will address the tuning of the entire system to be more
robust for recognition errors. In particular, the contextual knowledge present in
the context providers and resolving agents as well as in the dialog frames could be
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fed back to the speech recognizer to constrain its language model. Furthermore,
the fusion module may be extended to better deal with uncertainty in the output provided by the parser and the agents for example using a Bayesian network
approach.
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Abstract
In this paper the design of a dynamic Routing system, called Hierarchical routing system, has been developed. It splits traffic networks into
several smaller and less complex networks by introducing a hierarchy. The
Hierarchical routing system therefore consists of several distributed Routing
systems where each of it is responsible for one network of the hierarchical
network. The route optimization is done with an adapted version of the
AntNet-algorithm, a decentralized routing algorithm, which uses intelligent
agents that explore the network and find the shortest routes in time. This
algorithm was derived from the behaviour of ants in nature.

1

Introduction

Nowadays in many countries the car traffic is a very big problem. One of the
reasons for congestions is that the road capacity is not optimally used. This leads
to the development of Routing systems which use dynamic information about
the current state of the road network. By avoiding congested roads and using
alternative ways instead the network capacity is exploited in a more optimal way.
Cars that use such a Routing system are routed around the congestions. And if
many cars use alternative roads the congestions will be reduced. Such Routing
systems route the cars along the path with shortest time and not along the path
with shortest distance like nearly all today’s navigation systems do. Conventional
navigation systems are nowadays widely used and are offered by many companies.
But they are not able to avoid routing a car into congestions because they do not
use dynamic data. So if there are congestions on the road network, these navigation
systems can only be considered as help for finding the way to a destination but
not to find the shortest way in time.

2

Distributed routing

In [5] a dynamic vehicle Routing system was introduced which uses a promising
approach, namely the Ant Based Control algorithm (ABC-algorithm). The Routing system is able to guide individual car drivers through a city. The algorithm
is very suitable for decentralized, dynamic route optimization in networks where
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the dynamic data changes very fast. So the Routing system is expected to have a
great potential compared with conventional route planners.
As it was found out in [5] the size of the network is a limiting factor for the
ABC-algorithm. The algorithm does not perform as well for big networks as for
small networks. For developing a dynamic Routing system for a large area with
several cities and motorways between the cities it is not possible just to use a larger
traffic network for the existing Routing system. It is necessary to split up the map
in local/global sectors. In a Hierarchical routing system vehicles are routed using
a hierarchical network. The approach is that a separate network exists for every
city. And the motorways that connect the cities are part of another network. In
that way the whole network is split up into several smaller networks which can be
handled by different distributed computer systems (Figure 1).

Figure 1: Distribution of the Hierarchical routing system
The Global routing system and the Sector routing systems each can run on a
separate computer system. These computer systems must be mutually connected
via a network to cooperate as a common system. The vehicles use a wireless
connection to connect with the Hierarchical routing system. Compared with a
Routing system that runs on one computer system the distribution has several advantages. Because now several computer systems fulfil the task that one computer
system did, the speed and the available memory space increases. Besides, the failure of one of the computer systems does not have to imply a total breakdown of
the whole Routing system. The drawback of the distribution is that always some
communication between the systems is necessary.

3

Network model

The kind of network that is considered for the development of a Hierarchical
routing system is a simplified traffic network which can be considered as a model
of a geographical map of cities connected by highways. An example of such a
network is shown in Figure 2.
The sector is connected to the motorways by special nodes (exit points). Inside
each sector there can be a further kind of network, a city network, also consisting
of nodes and links. These links represent streets in the city and the nodes represent
intersections, with or without traffic lights. The motorway intersections are the
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Figure 2: Traffic network with three cities
nodes on the motorways that form the edges of a sector. The traffic network forms
a directed graph.
In this network model a hierarchy can be introduced by splitting up the network
into several less complex networks. The resulting hierarchical network consists of
two detail levels, the abstract level and the detailed level. The lower detailed level
is the abstract level. On the abstract level there is only one network, the motorway
network. To it belong all motorways and motorway intersections (Figure 3). The
detailed level consists of several independent city networks, one for each sector that
contains a city network. To a city network belong all streets and intersections of
the sector and also the surrounding motorways with their intersections (Figure 4).
By splitting up the network in this way a hierarchical traffic network based on the
human’s behaviour to plan a route is created.

Figure 3: Global network

4

Figure 4: A sector network

Design

The Hierarchical routing system consists of several parts. These are the Global
routing system and a Sector routing system for each sector that contains a city
network. So if there exist N sectors with a city network then the Hierarchical
routing system will consist of N Sector route finding systems. Every part of the
Hierarchical routing system consists of the same components as shown in Figure 5,
namely a Timetable updating system (TUS) and a Route finding system (RFS).
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Besides all Routing systems have their own timetable which stores the dynamic
data of the traffic network.

4.1

Dynamic data

To route the traffic dynamically through the streets network, we need dynamic
data about the state of the traffic on the roads. As source for information about
the traffic situation, are the vehicles themselves. Vehicles can provide information
about the path they followed and the time they needed to cover it. To locate the
current position vehicles can use the GPS-technology (Global Positioning System).
At regular intervals vehicles send the position where they sent the last route information, the current position and the followed path between both positions via a
wireless connection to a server. With that information the time estimates to cover
each road can be computed on the server. In that way the travel times for every
link of the network can be determined from the information provided by the cars.
Vehicles connect directly with the the Routing system responsible for the part
of network where these are (Figure 6). The following rules define with which part
of the Routing system vehicles must connect:

Figure 5: Design

Figure 6: Vehicle connection

1. Request a route inside a sector: connect with the Sector RFS.
2. Send update information inside a sector: connect with the Sector TUS.
3. Request a route on a motorway: connect with the Global RFS.
4. Send update information on a motorway: connect with the Global TUS.

5

Timetable updating system

The reason why we need the TUS is the following: the RFS needs information
about the state of the network (dynamic data). Those data are provided by the
TUS. That information can be for example the load of the parts of the network
but a more direct and therefore more practical type of information is the time
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it takes to cover a road. Vehicles send information about their covered route to
the TUS. From that information this system computes the travelling-times for all
roads and stores it in the timetable in the memory M . Every link l in the network
graph is weighted with a value Ml . This value represents the average estimated
time needed to cover the link, from the source node to the destination node.
Now let’s consider how the computation of the time for every single link of the
covered route can be done: First of all, the total time to cover the route without
delay at intersections or on the links needs to be calculated. The formula for this
is:
T =

X dl
Sl

(1)

With the optimal time calculated with formula (1) the travel time for every
single link can be computed by using the following formula:
Ll
·t
Sl · T

xl =

Ml = Ml + a · (xl − Ml )

(2)
(3)

1. dl is the covered distance on link l in meters
2. Ll is the length of link l in meter
3. Sl is the allowed speed on link l in meter per second
4. T is the total time in seconds that is needed to cover the route without delay
5. t is the total time of the covered route in seconds.
6. xl is the actual measurement of the travel time for link l in seconds
7. Ml is the mean of the travel time measurements for the link l.
The computed travel times computed by the formula (2) are only average
values. The delay of the congestion on one of the links is distributed over the
computed travel times of all links of the covered route although only one street is
congested. This can be avoided if the vehicles send update information at every
intersection. But a drawback is the amount of data and communication required
between the vehicles and the TUS. Therefore a compromise should be made for a
suitable update interval to avoid too much communication on the one hand, and
to ensure accurate and actual travel times on the other hand.

6

Route finding system

This Route finding system uses a variant of the AntNet algorithm described in
[3]. Routing is determined through complex interactions of network exploration
agents. These agents (ants) are divided into two classes, the forward ants and
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the backward ants. The idea behind this sub-division of agents is to allow the
backward ants to utilize the useful information gathered by the forward ants on
their trip from source to destination. Based on this principle, no node routing
updates are performed by the forward ants, whose only purpose in life is to report
network delay conditions to the backward ants. This information appears in the
form of trip times between each network node. The backward ants inherit this
raw data and use it to update the routing tables of the nodes.
Each RTS has a model of the traffic network of his sector and differs from the
packet switch network for which AntNet was designed. No packets are running
here. There are no buffers in nodes, and an infinite bandwidth is available on the
links. The links still have a virtual delay provided from the time tables. The delay
represents the necessary time for a car to cross the link.

6.1

Virtual nodes

For every sector that contains a city network a virtual node is introduced. A
virtual node is the union of all nodes that belong to the same sector. So it can be
understood as abstraction from all the nodes of the sector (see Figure 7). Each
virtual node will have an entry in the data structures of every node at both levels of
the hierarchy (abstract and detailed). Considering a map with m sectors, in Figure
8 is an example of a routing table in a one of the n nodes of a sector. The abstract
level contains m nodes. Whenever a car is routed from an intersection of one sector
to an intersection of a distant sector, this destination sector is represented by its
virtual node.

Figure 7: Virtual node of a sector

6.2

Figure 8: Sector node probability table

The Ant Based Control algorithm

We adapted AntNet for our network model. The algorithm for a sector is different
then the one for the global system.
In a sector, as showed before, in the routing table of a node we have entries
for each destination in the sector, but also for each virtual node. The algorithm
works as follows:
1. The mobile agents Fs−→d are launched at regular time intervals from every
sector node s and with random destination (another node or a virtual one).
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2. Each ant keeps a memory stack Ss−→d (i) with the visited nodes. When an
ant arrives in a node i, coming frone node j, it memorizes the identifier of
the visited node i and the virtual delay of the link ( the trip time necessary
for a car to travel from intersection j to intersection i).
3. When ant comes in the node i, it has to select a next node n to move to.
The selection is done according with the probabilities Pd .
4. When the destination node d is reached, the agent Fs−→d generates another
agent (backward ant) Bd−→s , transfers to it all of its memory, and dies. If
the destination is a virtual node v, the ant stops when it reaches one of the
motorway intersection nodes d. Here it pushes onto the stack also the virtual
node v identifier and µv , the average time to go from d to the sector v.
5. The backward ant takes the same path as that of its corresponding forward
ant, but in the opposite direction. At each node i along the path it pops its
stack Ss−→d (i) to know the next hop node. It also updates the probability
table with a reinforcement value r. This is a function of the time Ti−→d the
ant computed and the local stochastic model of traffic in the node.
0
Pdn
= Pdn + r(1 − Pdn ) where n is the next node chosen by the ant (4)
0
= Pdj − rPdj , forj 6= n
Pdj

(5)

6. When the source node s is reached again, the agent Bd−→s dies.
The motorway intersection nodes are present on both networks, local and
global. The global system copies from the node at the abstract level, the values µv for the virtual nodes v, and send them to the sector copy of the node. To
avoid extra communication, this is done just in case a value µv changes with more
than 5% in the node at the abstract level.
For the Global routing system the algorithm is slightly different. The routing
tables of the nodes have entries only for the virtual nodes. Most of the steps are
similar with the ones in the first case:
1. The mobile agents Fs−→v are launched at regular time intervals from every
network node s and with random virtual node as destination.
2. The virtual destination v is reached when the ant arrives in a node d, which
is also part of the sector v.
3. In every node i, the backward ant Bd−→s updates the routing table just for
the virtual node v.
The cars start on the links at the sector level. They have as destination another
node which can be in the same sector or in a distant one. The car routing has the
following steps:
1. If the destination node is in the same sector then the car is routed by the
Sector routing system to the node following the maximum values in the
probability tables.
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2. If the destination is in another sector, the car is routed by the local system
according with the virtual node entries in the probability tables. This is done
until the car arrives at one of the motorways intersections which belong to
the actual sector.
3. Once the car reaches a motorway intersection, it is routed by the Global
Routing system. The routing is done following the probabilities entries for
the corresponding virtual node of the destination sector.
4. When the car arrives at a node which belongs to the destination sector, the
routing is switched to the destination’s Sector routing system. This one will
guide the car to the final destination node in the sector.

7

Conclusions

We designed and developed a first prototype of a Hierarchical routing system as
modelled in Figure 2. The simulator allowed us to test the performance of the
algorithm in different situations. It showed a significant improvement compared
with a non Hierarchical routing system, where the whole network was considered as
a sector. The concept of Hierarchical routing combined with the AntNet-algorithm
ensures an excellent scalability of the Routing system. The system is capable of
routing vehicles in very complex networks. Besides, the design of the Hierarchical
routing system ensures a high robustness against failures of parts of the distributed
system. His disadvantage is that, in some cases, the cars are sometimes routed
along a sub-optimal path.
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Abstract
Stock markets strive to provide an efficient trading platform for investors.
Trading rules and mechanisms issued to accomplish this differ among stock
markets, and are subject to modification over time. Furthermore, market
participants assume a broad range of roles and trading strategies. Such variation poses problems to those involved in the study of market dynamics,
when developing an artificial stock market for experimentation and analysis.
More than once, the resulting artificial stock markets, and thus the experimental results, are based on very restrictive assumptions. This paper introduces an agent-based framework for artificial stock market development and
experimentation. The framework is flexible in the sense that multiple market
structures are supported, and an infinite range of trading strategies by market participants can be captured. Such features are accomplished through
the configuration of framework properties, and the appropriate hooks for
extension of the framework’s components.

1

Introduction

Artificial stock markets are models of real stock markets, designed with the aim
to study market dynamics. In agent-based artificial stock markets software agents
are used to represent traders on a market. The idea to use intelligent software
agents for studying market dynamics originates from the agent-based computational economics approach, the computational study of economies modelled as
evolving systems of autonomous interacting agents[13].
The motivation for the study of market dynamics, which are generally poorly
understood, is manifold. Investors aspire profit increase, market regulators improved market quality, and scientists deeper insight in the workings of financial
theories and hypotheses.
What makes market dynamics difficult to understand is the dynamic, complex
feature of price formation process, which, to make things more complicated, differs
among markets, and changes within markets over time. It is governed by a market’s
trading rules, the roles adopted by market participants and their (hidden) trading
strategies.
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Given these characteristics of markets and traders it is difficult, if not impossible, to design a market that perfectly reflects all the details of a real stock market.
Therefore several choices, simplifications and assumptions are needed in order to
make attempts to represent market structures and traders’ behavior. Given the
very specific market structures of the artificial stock markets (ASM) in the literature, findings might hold only in the specific settings and might not globally reflect
market dynamics. The way ASM’s are designed lacks the flexibility required to
analyze the impact of the restrictions made.
This paper introduces an agent-based framework for artificial stock market development and experimentation. Through proper configuration, multiple market
structures are supported. Furthermore, by extending selected framework components, an infinite range of trading strategies by market participants can be
captured. This allows for the analysis of market dynamics on many market types,
and for rapid evaluation of alternatives.
The outline of this paper is as follows. Section 2 assesses software agents’
adequacy for studying market dynamics and briefly discusses how agent-based
ASM’s are designed in the literature. Section 3 presents the agent-based framework
that we are designing, whereas Section 4 describes how one can use it to develop
artificial markets. Final discussions and future directions are provided in Section 5.

2

Agent-based artificial stock markets

Agent-based computational economics (ACE) studies how global regularities arise
from individual interactions[13]. Here, individuals are represented by (software)
agents interacting in an artificial environment. By using agents in studying market
dynamics, heterogeneous, boundedly-rational, and adaptive behavior of individuals can be represented and its impact on market dynamics assessed.
Market dynamics are studied through price dynamics (usually in form of returns). Price formation on a market depends on the market structure . The
market structure is defined by trading rules and trading systems and determines,
for example, the role, tasks, rights of different participants, the assets that can be
traded, trading times and the information that is available [6].
For example, on a so-called call-market, traders can place their orders at welldefined points in time, and the new market price is based on aggregated orders.
On continuous markets orders may be placed at any time the market is open,
and prices arise whenever an order can be executed. Combinations of continuous
sessions with call sessions are also very common[4].
Apart from price formation, the market structure also determines many of the
trading actions by market participants. Based on their tasks and role in the market
we distinguish three types of participants (traders): investors, brokers and market
makers[2]. Investors (e.g. individuals, or money managers) are simple traders,
and generally not considered part of the market itself. Brokers are primarily
required to execute orders for investors. Market-makers (e.g. the ”Specialist” on
the NYSE, or the ”Hoekman” on he Amsterdam Stock Exchange) are responsible
for the liquidity of the stocks assigned to them, and generally have to provide bid
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and ask quotes. The quotes must specify the number of shares and the price for
which market makers are prepared to buy and sell. Traders maintain a so-called
order-book to store unexecuted orders[4].
Traders differ in the strategies adopted to place orders, execute orders, provide
liquidity, determine bid and ask quotes, etc. Their decisions are influenced by
several factors, besides the market structure , such as: belief, capabilities, news,
economy, preferences, and financial situation. Traders generally do not reveal their
strategies, which makes market dynamics difficult to understand.
In existing literature, much of the above mentioned variability is abstracted
from. Despite the fact that most of the stock markets apply continuous trading a
very common choice is the representation of call markets. In [7], [10] and [8] for
example orders are aggregated and matched at single price and all the traders (or
randomly selected groups of traders) simultaneously place orders. An attempt at
a continuous trading model is made in [12] where traders do not make constant
decisions but they ”sleep” after actions and ”wake up” at predefined times, or as a
result of events. Other studies model continuity by randomly [11] or stochastically
[9] selecting one trader whose decision is carried out, and automatically matching
new orders with pending ones if possible.
The problem with centrally selecting agents whose actions will be carried out,
is that, in this way, the decisions of some traders are not taken into account (e.g. in
[9]). Thus, agents are no longer autonomous regarding their actions. Autonomous
behavior can only be accomplished if the agents themselves decide when they want
to trade as is the case in real markets.
As far as trader modelling is concerned, most ASM’s focus on representing
investor behavior. There are no artificial stock markets to our knowledge that include brokers, and only a few markets with market makers (e.g. [3]), however their
behavior directly affects price formation. Investors are differentiated in literature
by their belief (expectation) regarding future values: fundamentalists believe that
the price will achieve its real fundamental value, while technical analysts try to
find patterns in historical data (e.g. [7, 8, 9]). Traders in artificial stock markets
usually determine their orders based on a function that maximizes their utility
accompanied by a stochastic value or stochastic function (e.g. in [8, 9]). Further,
investors who trade randomly or according to some distribution function are seen
as well (e.g. [12, 11]). Besides the strategies implemented in the ASM literature
several others are described by empirical and behavioral studies, and many more
exist in reality.
The vast number of trading strategies in a broad range of market structures
motivated us to design a framework that accommodates this diversity. This framework is the topic of the remainder of this paper.

3

On the design of the framework

This section introduces an agent-based framework for the development of the artificial stock markets. The basic conceptual design regarding the architecture of
traders is described in [2]. The idea behind that specific primary architecture is to
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focus on rarely implemented, continuous market organizations and asynchronously
interacting role-based agents. Recent improvements primarily concern increased
flexibility: the new framework can be configured to experiment with various market types, and can be extended to experiment with different trading strategies.
It includes a variable market structure and skeletons for the three trader types:
market makers, brokers and investors. The skeletons provide the basic structure
and generic behavior of these trader types. They are implemented as autonomous
software agents concurrently carrying out multiple tasks. In the new framework
traders’ behaviors (strategies) can be implemented on top of the skeletons. In this
section we emphasize the difference between the generic behavior of agents within
a role which is included in skeletons, and the variable tasks that can be attached
to the skeletons.

3.1

The market structure

The design of the market structure is based on the institutional organization of
stock markets. Given that most of the real stock markets allow for continuous
trading, the primary focus during the design of our framework has been to support
trading continuity. We allow for two types of continuous market structure s:
with and without continuous double-auctions. A market with continuous doubleauction represents for example the trading mechanism of the NYSE.
However, since most artificial markets implement call-auctions, our framework
also allows for markets where trading occurs at discrete points in time. In addition it provides the possibility to implement hybrid markets (e.g. continuous
with call-auctions to determine the opening and the closing prices) given that the
organization of markets in this way is very common[4].
In order to change the continuous market structure into a call-auction or hybrid
market structure we have to simplify its behavior. This is achieved by having a
specific agent that notifies traders whenever a new call-auction starts, and making
traders react to such notifications in an appropriate manner.
In contrast to existing artificial stock markets, featuring only investors and
market makers, the introduced framework includes a third trader group: the brokers. However, if necessary they can be excluded, for example, in order to replicate
experiments of ASM’s that do not use negotiating brokers.

3.2

The skeleton of the investors

From the viewpoint of an outsider, an investor collects information and places orders. Accordingly, the skeleton of an investor-agent performs the following generic
behavior: it continuously receives and analyzes messages, places orders according
to a given trading strategy and sends orders to an intermediary (broker or market
maker). Investors can search for available intermediaries in a ”yellow page”, that
contains the name of agents on the market, together with the services that they
provide.
The trading strategy applied by investors depends on several factors, such
as their expectations, beliefs and intention, and results in orders. The chosen
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strategy for solving this complex decision problem is what distinguishes investors
from one another. The skeleton does not provide a specific strategy, but an empty
placeholder on top of which different strategies can be implemented.

3.3

The skeleton of the brokers

The brokers’ primary task is to execute orders on behalf of the investors. Accordingly, the skeleton of the broker-agents takes care that brokers continuously
receive orders from investors and try to execute these at an improved price.
The main decision problem that brokers face is which of the received orders to
execute next, and how to execute it. There are several possibilities for brokers to
select orders for execution. One option is to select them one by one, for example in
the order of arrival. Another is to consider current market prices and execute the
orders with the highest probability for execution. A third option is to somehow
aggregate a set of orders and create a new order that contains and represents them.
Additionally, brokers have to decide how to execute the selected order. Depending on the market structure they can decide to take the other side of a received
order, to negotiate it for an improved price or to route it to the market maker for
further execution. If negotiation (double-auction) is allowed on the market, and
brokers choose to negotiate, they also need to adopt a negotiation strategy. Such a
strategy involves, for example, the determination of the time-length during which
they are trying to negotiate and the values with which negotiation prices should
change.
It is not clear how in reality brokers solve all the decision problems they face.
Allowing for multiple strategies enables us to study how the brokers’ success and
the market dynamics depend on the strategy applied. Hence, the skeleton, again,
provides only the implementation of the generic behavior of broker-agents without
a concrete strategy-implementation, which the user needs to provide.

3.4

The skeleton of the market makers

The third skeleton provides the basic functionality of a market maker by implementing the generic behavior of market makers. It lets market makers continuously receive orders from other market participants. When an order is received the
(skeleton of the) market maker agents attempts to execute it against its quoted
bid/ask values (they are obliged to do this in reality). If complete or partial execution of the order is possible the transaction is conducted, reported, and confirmed
to the requestor.
If the order can be executed only partially, the market maker has to decide
whether to execute the rest (and if so, how to execute it: for example with other
orders from its order book) or to enter it into the order-book as well. After almost
any order-reception or execution new bid and ask quotes are issued. Bid and ask
quotes can also be updated if the market maker decides that there is not enough
activity regarding a certain stock.
Market makers apply various strategies to set their bid and ask quotes, and to
decide what to do with orders that do not match their quoted bid and ask quotes.
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In order to allow for experiments with multiple market maker types, the skeleton
again does not provide a concrete solution to these decision problems, but empty
placeholders to be extended with user-defined strategies.

4

Implementing ASM’s on top of the framework

In order to develop a working market on top of the framework described in the
previous section, the market structure has to be specified and strategies for the
decision problems of the traders have to be implemented. Two kind of information
should be provided a-priori: market organization specific and trader specific.

4.1

Market specific configurations

The type of the market (call, continuous or hybrid) can be given in configuration
files. Depending on the chosen structure, additional specifications should be provided, such as: the time-period during which traders may place orders after an
auction starts; indications whether the opening/closing price of a hybrid market
is defined by a call-auction; whether call-auctions should be launched in a hybrid
market when extreme price changes occur; the number of call-auctions during
a trading day if the market is characterized by a pure call-auction mechanism;
whether brokers are allowed to negotiate within the market maker’s quote in case
of call-auctions.

4.2

Trader specific configurations

The generic behavior of traders within a role is implemented by the software agents
included in the skeletons. However, in order to make traders actually function and
display different behaviors, the placeholders in the skeletons, as outlined in the
previous section, need to be filled with actual strategies (i.e. approaches for solving
the various decision problems). For example, for a newly introduced market maker
a bid/ask setting strategy is required, whereas an investor needs an order placing
strategy, and a broker a negotiation strategy.
Strategies adopted to solve the same decision problem can differ in their number and type of parameters. For example, the strategy of a market maker that
defines bid/ask spread based only on the content of the order book, differs from
the one that sets it as described by the Glosten-Milgrom model (like in [3]), where
additional parameters are required (e.g. upper and lower limits of the fundamental value). All this, however, does not need to be hard-coded in the skeletons.
Strategy-attributes can be provided to the skeletons in simple structured files.
Skeletons need only to know the names of these files and the name of the correspondent strategy.

4.3

Launching the application

In order to ”open” a market, one needs to run a main application with the specified
market structure, the market makers and eventually the brokers. In order to let
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trading on the market begin, one needs to start investors with implemented trading
strategies. Multiple investor-agents can join the market from different computers,
any time during market operation. The only information they require is the name
of the computer running the market.

4.4

Technical details

The framework has been implemented using JADE (Java Agent DEvelopment
Framework)[1]. We implemented basic investor, broker, and market maker behavior as agents using the generic agent features offered by JADE. The behavior
model of JADE provides for the execution of concurrent agent activities. Continuity is modelled by concurrent execution of agent actions (in Java threads) who
interact by asynchronous message passing.
In order to let strategies vary among traders, we apply the ”strategy behavioral pattern” described in [5]. User-defined strategies are encapsulated in strategy
classes, extending an abstract strategy interface (this is the aforementioned empty
placeholder in the skeletons of Section 3). Strategies and their attributes have to
be declared and described in structured files (XML-files). At market startup, the
framework will initialize trader agents according to the appropriate configuration
files, and assign them the required strategies. From then on, the thread-based execution mechanism of JADE lets the agents continue their programmed behaviors.

5

Discussion and future research

In this paper we have presented an agent-based framework supporting the most
typical market structures (including continuous trading sessions) and basic trader
roles. We have briefly described how various types of markets can be configured
and how multiple types of traders can be implemented using this framework.
The primary aim of this framework is to provide flexibility in modelling markets
and traders’ behavior and thus achieve a more detailed representation of stock
markets than current studies. It should however, be analyzed in which way such
detailed representation affects market dynamics.
Through its flexibility the framework improves the possibility to validate existing ASM’s. It provides a testing bed for replicating the experiments of existing
artificial stock markets and for analyzing their findings. Its variable market structure enables us to examine whether findings in literature hold only in their specific
settings or are generally applicable.
The description given in this paper concerns the design and primary implementation phases of the framework within an ongoing research. After testing it
sufficiently, we aim to make it publicly available so that additional experiments
can be conducted by the research community.
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Abstract
In this paper, we start with a statement on why adequate artificialintelligence techniques do not reach the business audience. We aim at
improving the link to business applications by presenting a framework of
techniques that is useful for better knowledge distribution. Intelligent documents are the backbone of this framework. Our contribution is in combining
classification and personalisation techniques to the framework of intelligent
documents.

1

Introduction

Innovation relies on two factors: technology supply and user demand. Weggeman
[16, p.61] identifies these factors as technology push (product-out) and market pull
(market-in). In practice, either side may take the initiative. Both sides incrementally add pieces of innovation (e.g., innovative ideas) to the ‘innovation market’.
Figure 1 displays the relation.
Technology and innovation researcher Smits acknowledges “there can be a great
gap between R&D and the application of it” [15, p.27]. Despite all recent technical, rather advanced, innovations in artificial intelligence, the applications of
these techniques in practice still falls behind. Companies only rely on proven
technologies carried out by big and —financially— stable software houses. Preprocurement software-evaluation documents in a multinational company support
this statement. So far, innovative artificial-intelligence techniques from scientific
research are frequently not exposed to a big company audience; certainly not without taking the long route via established software houses.
`innovation market’

technology
supply

user
demand

Figure 1: The ‘innovation market’, in which technology supply and user demand
enhance each other to reach higher innovation levels.
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Figure 2: Framework for artificial intelligence support in knowledge sharing via
collections

In this article, we will link innovative AI technology to the daily practice of
large companies. We start by presenting a framework which contains a survey of
AI techniques with a potential in aiding users at finding the required knowledge
in large knowledge collections (section 2). Intelligent documents (section 3) are
the core of this framework. Subsequently, we will discuss in detail the possibilities
of two interesting techniques, and their relation to intelligent documents. The
techniques are automatic classification (section 4) and personalisation (section 5).
Conclusions are given in section 6.

2

Framework

In [13], we identified seven categories of problems that users may encounter when
searching for information in multi-domain collections. In the framework of figure
2, we provide seven AI-oriented solutions for these categories.
The framework has two actors: (1) a provider, and (2) a user; a knowledge collection lies in between. The knowledge provider adds information to the collection,
whereas the user has a demand, usually requesting knowledge. In the knowledge
collection all the codified knowledge of the system is stored.
The seven techniques help the user to facilitate knowledge retrieval directly
or indirectly. Four of them (viz. annotations and metadata, intrinsic knowledge creation, information integration, and application integration) do this by
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data layer
(content)
business-logic layer
(environment)

intelligent document

presentation layer
(structure)

Figure 3: The layers of an intelligent document

modifying the knowledge offered to the collection. For instance, intrinsic knowledge creation applies statistical analysis methods to find relationships amongst
documents. These four techniques, in particular annotational data and intrinsic
knowledge creation, provide a step towards intelligent document collections. Three
techniques (viz. automatic classification, conceptualisation, and personalisation)
modify (the representation of) the knowledge when going from retrieval to the
user presentation. These techniques are aided by intelligent documents.
In the next section, we discuss the knowledge collection by a recent development: intelligent documents. Then automatic classification and personalisation
are selected as the techniques to be the most interesting for further study. So
we will discuss them in separate sections (4 and 5), along with their relation to
intelligent documents.

3

Intelligent documents

We define an intelligent document as a document that contains in-depth knowledge
about itself and its environment. It is a higher level of annotational data. An
intelligent document consists of knowledge on (1) structure, (2) contents, and (3)
context (environment) [1].
Adobe has developed the idea of intelligent documents into their Intelligent
Document Platform [10]. It facilitates the use of Adobe’s Portable Document Format for intelligent documents. In Adobe’s terminology, the intelligent document
consists of a presentation layer, a content layer, and a business-logic layer. See
figure 3.
The business-logic layer controls the context of the document, e.g., by allowing
validation rules, workflow-routing information, and security levels to be added
to it. The content-layer allows the capture of knowledge into a standard and
facilitates its transportations amongst people and applications. The presentation
layer allows the document to contain a rich content presentation. Some examples
are lay-out issues, a customized order of information elements, and the inclusion
of different kinds of media.
The adoptation of intelligent documents by Adobe makes it available to business users. In the Netherlands, Adobe co-operates with amongst others DSoft,
SAP, IBM, and Accenture to create a platform for the technique [10].
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Figure 4: Applying classifications to an information search

4

Automatic classification

Automatic classification refers to techniques of sorting documents in classes. We
can define it as the process of dividing a set of information sources into classes (or
groups, or clusters), where the sources in one class have certain relevant features
in common.
Dumais and Chen [4] distinguish flat and hierarchical classifications. Flat classifications are straightforward divisions. In hierarchical classifications, categories
can be ordered in a tree, creating supercategories and subcategories. In both cases,
the collection of categories is a taxonomy [5, 9].
Presumabely because of the clear advantages over human classification (see [3]),
the first notions (at least to our knowledge) of automatic classification date back
to 1979. Van Rijsbergen [14] identified two main areas of application of classifying
methods in IR: (1) keyword clustering, and (2) document clustering.

4.1

Use of classification

During an electronic information search process there are several stages where a
classification can prove beneficial. We provide three instances (figure 4). The first
instance describes a stage between the appearence of an information need and the
creation of a query. The user can then select one class (or perhaps multiple classes)
to which the search will be limited. The second instance deals with a stage during
which a query is reformulated. When a query is suggested to the system, it can
turn out that one or more terms are ambigious. The system can then return to the
user to check which meaning was meant, by allowing the user to select a class to
apply the search on. The third instance describes classification which is beneficial
when sorting the retrieved document, to present them to the user in a structured
manner.
HTML documents, and their ability to link to other documents, allow another
kind of classification, based on these links [6, 11].

4.2

Classification and intelligent documents

Intelligent documents can help classification techniques to deliver more added value
to the user. The separation of content from context and structure allows better
classification based on the content. The context and structure can separately be
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used to discover other features on which the documents can be classified. The
essence of this classification supported by intelligent documents is its versatility.
Classifications can be made according to coincidental features that make up the
environment. Such a classification can, for instance, be used for detection of rules
that are obstacles for international commerce.

5

Personalisation

Personalisation provides the user with information based on his own preferences
or profile. It assumes that every user is unique, and claims that consequently also
information preferences are unique. The term is often confused with customisation
(allowing the user to customise, i.e., some interface), but is yet more powerful.
Users generally are not good at formulating adequate search queries. However
we believe that despite the poor communication, specific information can be selected in advance, with the aim to provide the users with information tailored to
their preferences.
In the next sections, we discuss the methods of collecting profile data (subsection 5.1) and profile types (subsection 5.2), and show the value of intelligent
documents (subsection 5.3).

5.1

Collecting profile data

To compose a profile, we need to collect and store a user’s preferences. Then we can
anticipate on these preferences. A collection of preferences (or data from which
these preferences can be derived) is called a profile. Below, we briefly describe
methods to collect data for such a profile
The most direct way to collect data for profiling is by performing relevance
feedback [2]. In [12], an example is provided by showing a real estate agent using
relevance feedback to acquire knowledge on the user’s wishes. A big disadvantage,
that makes relevance feedback almost unusable in some cases, is that continuous
user intervention is required to score items. To avoid this problem methods of
collecting data indirectly have been developed.

5.2

Profile types

After the data for the profiles has been collected, the system has to interpret them.
Three types of profiles, with associated profile analysis, can be distinguished: (1)
specifying rule-based profiles, (2) content-based filtering, and (3) collaborative
filtering. Also hybrid forms are possible.
5.2.1

Rule-based personalisation

Rule-based personalisation is a method of personalisation where decisions are
based on certain rules. This is the most basic option for personalisation. The
user, or an expert, can specify a set of rules to score objects. These rules can
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be straightforward, like a single keyword, or a balanced complex using multiple
keywords and boolean operators.
A drawback of this method is that rules have to be created. It can be done
manually, or by automatic extraction. For instance, geographical locations can be
derived from IP-addresses. Such rules can consequently be used when filtering or
adding certain elements from or to the set of returned information.
5.2.2

Content-based personalisation

Content-based personalisation, or induction, composes a profile out of the user’s
history of past interests (e.g., [7, 17]). This often involves logging the user’s actions.
A major advantage of this method is that users can get insight into the motivation why items are considered interesting for them. They are expected to like
document A because they also liked document B and C. Two main drawbacks can
be identified. First, the fact that outlying items might cause problems: they will
not be recommended, and they are of no help for the recommendation of other
documents. Second, content-based personalisation is genre specific. A system that
knows a user’s preferences in computer-science literature has no clue what kind of
fiction novels the user likes.
5.2.3

Collaborative filtering

Collaborative filtering, or deduction, gathers knowledge on general user traits, and
models this into a profile [17]. A profile is compared to other profiles by detecting
similarities and opposities. It then makes predictions upon these comparisons.
Compared to content-based personalisation collaborative filtering has some potential to cross genre borders. However, it does not give acceptable insight to the
user into motivation behind recommendation. A collaborative-filter system biases
popular items, since they get recommended more often. It will make them more
popular again, and the circle repeat. Outlying users cannot be covered by the
system, and also items must be reviewed several times before they can be recommended. Finally, recommender systems face the possible problem of having many
items and only a few users [17].
Personalisation, or so-called ‘recommender systems’, have some successful implementations. For example, many people know them from e-commerce webshops,
such as Amazon.com, where products are recommended. Another succesful example is the Grouplens project by the University of Minnesota (i.e., see [8]). A
derivative of this project is Movielens1 , a movie-recommender system that is free
to use for the Web audience.

5.3

Personalisation and intelligent documents

Obviously, intelligent documents support the personalisation mechanism. An appropriate isolation of content from other elements allows a better analysis of the
1 http://movielens.umn.edu
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content and is therefore benficial to a combination with content-based personalisation. Environmental knowledge can also be quite important for personalisation.
Business rules, like document workflows, give valuable indications whether documents should be in a person’s field of interest. Especially when distributing
knowledge via a push-mechanism (versus a pull-mechanism), workflows included
in documents are of great aid when combined with role-based personalisation and
collaborative filtering.

6

Conclusions and future work

Our framework (figure 2) shows the value of seven AI techniques to everyday
knowledge sharing. Intelligent documents are the core of the framework. We have
shown the added value of intelligent documents to classification and personalisation.
The growing importance of knowledge sharing as well as intelligent documents
asks for continued research. The practical implementation of intelligent documents
in relation to the AI techniques will be performed in the near future and the
implication on the resulting user benefits will be researched.
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Abstract
The use of computational models of emotion in virtual agents enhances the realism of
these agents in a variety of domains, including virtual reality training and entertainment
computing. We consider these two domains as prototypical for Multi-emotional-AgentSystems (MeASs), which are the focus of this paper. MeASs typically include groups
of agents organised into clusters, for example a special-force unit. While each agent in
such a group has its own emotional model, resulting in realistic individual emotional
behaviour, the group as a whole can show unrealistic emotional behaviour. Currently
there is no method to enforce emotional consistency of a cluster of agents while
allowing agents to have individual emotions. Our approach introduces an emotionalstate component that is a separate step in the computational model of emotion used by
individual agents. The introduction of this emotional-state component enables multiple
architectures for group emotions. We evaluate these architectures and conclude that
several enable consistent integration of individual emotions and group emotions. We
believe that our research enables agent- and scenario designers to benefit from the
individual realism a computational model of emotion brings to virtual agents, without
losing group consistency. Furthermore, by choosing one architecture versus another,
designers can trade-off quality of the group emotion for computational performance.

1. Introduction
In cognitive psychology emotion is often defined as a psychological state or process that
functions in the management of goals. This state consists of physiological changes,
feelings, expressive behaviour and inclinations to act. Emotion is elicited by the
evaluation of an event as positive or negative for the accomplishment of the agent's
goals. According to this definition, emotion is a heuristic that relates events to the
agent's goals [5]. Additionally, emotions are used in non-verbal communication.
Computational models of emotion are embedded in virtual agents in a variety of
domains, including:
• Entertainment computing; emotions are embedded in the non-player-characters for
entertainment and realism purposes. The communicative aspect of emotional
expression is used to create a sense of realism [2].
• Virtual-reality training environments; emotions are embedded in agents primarily to
enhance a trainee's sense of realism during the training, using emotional expression
and the interplay between emotions and plans [3].
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We consider these two examples as prototypical for Multi-emotional-Agent-Systems
(MeASs). MeASs typically include dynamic groups of agents organised into clusters, for
example a special-forces unit. While each agent in such a group has its own emotional
model, potentially resulting in realistic individual emotions, the group as a whole can
show unrealistic emotional behaviour. For example, all members of a special-forces
unity are afraid of a coming attack except one, who stands calmly with a big smile on
his face. Currently there is no method to enforce emotional consistency of a cluster of
agents while allowing agents to have individual emotions. In this paper, we propose a
novel architectural approach to do this.
Our approach, like the majority of computational models of emotion that are
embedded into virtual agents (many are based on the work by [6]), shares the appraisal
theoretic assumption that the subjective evaluation of the environment, in relation to the
agent's goals, is responsible for emotion [7]. It is this goal-related evaluation in terms of
variables (e.g. novelty, pleasure and expectancy) that makes appraisal theories popular
as basis for computational models of emotions in virtual agents.
In our approach, an Emotional Maintenance System that maintains the emotionalstate of an individual agent integrates appraisal-results. This system is a separate step in
the computational model of emotion. We evaluate, on paper, eight different architectures
for group emotions that are made possible by the introduction of this system. Our
evaluation is based on the criteria: computational performance, quality of the group
emotion and design effort. In this paper we show that architectures based on our
approach enables consistent integration of individual emotions and group emotions.

2. Computational emotions enhance realism.
In MeASs emotions are embedded in agents primarily to enhance a trainee's sense of
realism, using emotional expression and the interplay between emotions and plans [3].
Reasons to use computational emotions include the following [4]. First, the ability to
model virtual agents with emotional expressions provides richer and more variable
scenarios. This would not be possible without the use of emotions. Second, emotional
expressions are a key factor in achieving believable behaviour of virtual agents. Third,
emotions provide more engaging VR training experiences, which might contribute to
better memory retention and learning experience of a trainee as a result of VR training.
MeASs typically include dynamic groups of virtual agents organised into clusters,
for example a special-forces unit. While each agent in such a group has its own
emotional model, potentially resulting in realistic individual emotions, the group as a
whole can show inconsistent emotional behaviour. This poses a problem for - for
example - scenario designers who need groups of emotional agents to be consistent
when they design a scenario to achieve a specific training experience. Problems related
to the consistency of group emotions are discussed next.

3. Problems with Individual Emotions and groups.
The 'Titanic problem'. In a group of emotional agents that - for e.g. a trainee - should
have individuals sharing the same emotion, one agent with an emotion that drastically
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diverges from the this emotion may look unrealistic. For example, one agent is laughing
while all others are crying and trying to get through a closed gate while the boat is
slowly flooding. This laughing agent poses a serious thread for the trainee's suspension
of disbelief. We call this the 'Titanic problem'.
The leader-selection problem. In an interactive simulation environment, groups of
agents can be formed dynamically using an arbitrary grouping mechanism.
Consequently, designers may lack prior knowledge of the amount and the type of agents
in a group as well as the group's size. This is especially important for emotions based on
appraisal of the environment. If the emotions of all individuals in a group are based
upon the appraisal of a group-leader, and the group-leader is positioned on one side of
the group, then agents on the other side of the group will react emotionally to the
environment of their leader instead of to their own direct environment. This may result
in unrealistic individual emotions, typically non-response to an emotional event.
Grouping mechanisms as well as the possible constellations of the group should not be
important in the consistent integration of individual emotions and group emotions.
The temporary group member problem. How to emotionally integrate temporary
group members into a group while keeping a high degree of individual emotional
realism? This problem is clarified best by an example. A panicked agent runs to the exit
of a building. It passes by a group of happy agents. The agent gets integrated in the
group by a clustering criterion. Two scenarios are now possible. First, the agent takes
over the emotion of the group; an abrupt switch to a different emotion takes place,
resulting in unrealistic individual emotional behaviour. Second, the agent's individual
emotion slowly converges to the group's emotion, resulting in realistic individual
emotional behaviour. Assumed that the agent's emotions are unrelated to its decisions
(emotion is an 'agent add-on' to enhance the believability of the simulation), the agent
continues to run to the exit. When exiting the group, this results in one of the following
two scenarios. First, the agent keeps the emotion of the group, resulting in inconsistency
between the agent's behaviour (running to the exit) and its emotion (happy). Second, the
agent's emotion is reset to the emotion it had prior to entering the group, resulting again
in an abrupt emotional change. Thus, overwriting the agent's emotion with the group's
emotion may result in a problem if the agent is just briefly a member.
The group configuration problem. Scenario designers need the ability to define a
group emotion for a whole group, with minimal loss of individual emotional expression
of agents. In safety training, for example, a scenario may contain a panicked group as an
important element of that scenario’s specific training experience. So, apart from
emotional consistency of a group, emotional configuration of a group is needed too.

4. Emotional-state based Architectures
To enforce a consistent group emotion, without losing individuality of the agents, we
need to solve the problems mentioned above. According to appraisal theory the
subjective evaluation of the environment in relation to the agent's concerns is
responsible for emotion [7]. This evaluation is called appraisal, and results in values on
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a set of appraisal dimensions1 [8]. These values are responsible for emotion. To enforce
consistent group emotions, we have defined a common emotion currency based on
appraisal dimensions. This currency can be used for integration purposes if the
computational model of emotion of every individual agent in a MeAS is based on the
following three components (for a more detailed description of this approach and a
discussion of some of the other benefits it has, see for example [1]).
• Appraisal System (AS). The agent's AS continuously evaluates the environment,
resulting in a stream of n-dimensional appraisal vectors signifying the appraisalresults, with n equal to the number of appraisal-dimensions. These vectors are sent
to the Emotional Maintenance System. The amount and type of appraisaldimensions is configurable and need not be defined here. The AS can be a special
component, but its functionality can also be integrated into the agent's controller.
• Emotional Maintenance System (EMS), The agent's EMS integrates the appraisal
vectors and maintains the emotional-state. The emotional-state is also an ndimensional vector. Appraisal-results thus induce changes to the emotional-state.
Since the EMS both integrates appraisal-results from the AS and drives the
Behaviour Modification System (described next), from a definitional point of view
the EMS maintains both the appraisal-state and the emotional-state. In this paper we
use emotional-state when we refer to the vector that is maintained by the EMS.2
• Behaviour Modification System (BMS). The agent's BMS selects, controls, and
expresses emotional behaviour. The behavioural choices are based on the agent's
emotional-state and additional knowledge the agent has. This allows the BMS to
express the emotional-state in an agent-specific manner (e.g. "squad-leader"
emotional expression versus "soldier" expression). In this paper we assume that the
emotion represented by the emotional-state is the emotion the BMS expresses.
Separating the agent’s appraisal (AS) from its emotional behaviour (BMS) via the
introduction of an Emotional Maintenance System (EMS) enables us to use the agent’s
emotional-state as emotion-currency. This currency enables three types of architectures
for the integration of individual emotions with group emotions. First, since the currency
is a numerical vector, the emotional-states of agents can be integrated using arrhythmic
operations like averaging, summing and interpolation. This type of architectures is based
on emotional-state merging. Second, since all agents share the same emotion currency,
the AS of one agent can send appraisal results to the EMS of a second agent which
influences the emotional-state of the second. This type of architectures is based on
appraisal grouping. Third, a shared emotion currency enables straightforward simulation
of emotional communication via the creation of events with the emotional-state of one
agent as data. Agent's who receive this event are able to 'understand' the communicated
emotion directly, since they share the same emotion currency. This type of architectures
is based on emotional communication.
Since all architectures are able to enforce consistent group emotions, we have
investigated the advantages and disadvantages of these architectures. We have defined
three main criteria to express the differences. Computational performance: MeASs are
real-time environments and might need computationally light, but realistic emotions for
1

An appraisal dimension is a variable - e.g. valence or novelty -, used to express the
result of the appraisal of a perceived object - e.g. a friend - that influences emotion.
2
Signal-based integration of appraisal-results is highly compatible with several
appraisal-theoretic concepts including appraisal integration as proposed in [9].
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all their agents; Group-emotion quality: some architectures are better than others in
providing consistent group emotions while supporting individual emotions;
Implementation and design effort: some architectures involve more design and
developmental effort or considerations than others.
Criterion
Performance

Quality

Design
effort

Measure
Appraisal
scalability (++)

Description
All agents in a group can share the appraisal system of one (or
several) of its group members. Thus, the computation needed is
expressed in the number of groups not the number of agents.
Emotional state All agents in a group can share the EMS of one (or several) of its
maintentance
group members. EMS scalability bonus is half the AS scalability
scalability (+)
bonus since the EMS performs a simpler function.
Group
All agents contribute via their appraisal to the emotion of the
contributes to
group, instead of just one (or several) group-leaders. The
emotion (+)
emotion of the group better reflects events in the environment.
Agent-Group
If the agent's control architecture is such that the non-emotional
discrepancy (-)
behaviour (e.g. actions) of an agent is unrelated to the its
emotion, discrepancies may arise between the emotional
meaning of the individual agent's behaviour, and the individual
agent's emotional expression based on the emotional state of the
group (see also the 'temporary group member problem').
Architectural
The number of architectural changes to the computational model
changes to agent of emotion that are needed to implement the integration.
(-)
Group leader
A leader is selected in the process of grouping agents. This
selection (-)
increases design effort since a mechanism must be provided.
Group emotional The emotional state (or EMS) of multiple agents must be merged
state merge (-)
in the process of grouping agents.
Clustering (-)
A group clustering method is needed.
Group emotional In the process of group deformation, the emotional state of
state split (-)
agents that leave the group must be recalculated.
Appraisal System If the AS of an individual agent is stopped when the agent is in a
restart after
group, difficulties restarting the AS may arise when the agent is
deformation (-) detached from the group, especially if the AS is a complex
cognitive appraisal system.
Integration of
The architecture allows integration of emotions and control (e.g.
emotion and
emotional influence on agent actions), without further
control without assumptions about the agent's controller and AS. For example,
additional
the agent has a combined AS and controller that produces the
assumptions (+) appraisal vectors, or the agent's reasoning is influenced by its
emotional state.

Table 1. Criteria used to score the architectures.

4.1. Architectures based on Emotional State Merging
The first class of architectures integrates individual emotions and group emotions by
merging the emotional-state of the individuals into one emotional-state for the group,
which is then managed by a special group EMS (Figure 1). This could be called a
"centralised approach"; the group emotion is managed centrally, however individual
agents still execute the other parts of their computational emotional system. Since every
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agent has its own BMS, the agents are still able to express their emotions in a way that is
characteristic to the agent (e.g. a "soldier" versus an "officer"). Positive characteristics
of this class are the forced consistency of the group emotion due to a single EMS per
group, and its performance due to EMS sharing, except in architecture 1 where the EMS
of the group is not shared but used to influence the individual members. This approach
can also be used in architectures 4ab and 5ab to solve the problem of group
configuration. Architecture 3a specifically has high performance since the AS is also
shared. However, a group EMS (arch. 2, 3ab) is either sensitive to agent-group
discrepancy (the temporary member problem) or is in need of sophisticated merging and
splitting mechanisms for the emotional-state and EMS.
Within this class of architectures, there are two main categories: individual-based
appraisal (arch. 1 and 2) and leader-based appraisal (arch. 3ab). The main difference is
that leader-based appraisal scales better due to the selection of a group-leader who is
responsible for the evaluation of the environment, while individual-based appraisal may
results in better group emotions since all individuals contribute to the emotional-state of
the group. Also, leader-selection can become a difficult problem, since large groups can
have very different environments at the extremities, resulting in an emotional reaction
that is biased by the events on the leader's side of the group. Finally, to overcome
stopping and restarting the agent's appraisal system (arch 3a) one can chose to leave the
AS running (3b) without using its appraisal vectors. This downgrades performance but
reduces design considerations. All comparison results are shown in table 2.
EMSGroup

AS1

EMS1

AS1Leader

BMS1

BMS1
EMSGroup

AS2

EMS2

AS1

BMS2

AS1Leader

BMS1
EMS

AS2

BMS2

Group

BMS1
EMSGroup

BMS2

AS2

BMS2

Figure 1. Architectures 1 (top-left), 2 (bottom-left), 3a (top-right) and 3b (bottomright). Subscripts are used to denote which system belongs to which agent.

4.2. Architectures based on Appraisal Grouping
The second class of architectures integrates individual emotions and group emotions by
selecting a group-leader agent who is responsible for the evaluation of the environment
and who sends its appraisal vectors to the EMS of all group members (Figure 2). There
is no central system to enforce group consistency. A first positive characteristic is the
reduced agent-group discrepancy (the temporary member problem), which can be
explained by the following. Instead of overwriting the agent's individual emotional-state,
the group-leader takes over the appraisal vector stream to the EMS of all group
members. This results in the individual integration of shared appraisal vectors. Newly
arrived agents thus slowly converge to the emotional-state of the group, while keeping
their individual emotional-state. An agent that merely passes by is influenced only if the
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leader of the group actually appraises an event during the period of inclusion in the
group. Once outside the group again, the agent still has an emotional-state that is close
to the one it had before entering the group.
A second positive characteristic is that relatively little design effort is needed. There
is no need for merging and splitting the EMS or emotional-state. And the AS of
individual agents can be kept running (architecture 4b). Drawbacks of this class of
architectures include scalability (especially arch. 4b) and the group-leader selection
problem, as mentioned earlier.
AS1Leader

EMS1

BMS1

AS1Leader

EMS1

BMS1

EMS2

BMS2

AS2

EMS2

BMS2

Figure 2. Architectures 4a (left) and 4b (right).

4.3. Architectures based on emotional communication
The last class of architectures we have investigated is based on emotional
communication (Figure 3). There is no central system to enforce group consistency.
Communication is straightforward since both the emotional-state as well as the appraisal
vectors share the same currency. Two forms of communication are possible. In
appraisal-based communication (arch. 5a) appraisal vectors are send directly to the EMS
of neighbouring agents, and in emotion-based communication (arch. 5b) events are
created based on the emotional-state and broadcast for evaluation by neighbouring
agents. Both architectures share the same characteristics. No EMS merging or splitting
and special agent-grouping mechanisms are needed. Quality is good. All members of a
group influence the emotional state of the agents in their direct environment by
communication, which is psychologically plausible and supports emergent group
emotions. The temporary member problem is solved in a natural way since agents are
influenced either by the appraisal of neighbouring agents or by their own subjective
evaluation of the emotional-state of neighbouring agents. However, performance is bad,
since the agents in a group can neither share the AS nor the EMS.
AS1

EMS1

BMS1

AS1

EMS1

BMS1

AS2

EMS2

BMS2

AS2

EMS2

BMS2

Figure 3. Architectures 5a (left) and 5b (right).

5. Results-summary and conclusion
We conclude that the use of an emotional-state as emotion currency, made possible by
separating the computational-model of emotion in three steps: appraisal, emotional-state
maintenance and emotional behaviour, enables consistent emotions for dynamic groups
of virtual agents. Architectures that are made possible by our approach range from highperforming to high-quality and trade-offs are possible between the two. Communicationbased architectures (table 2, column 5a and 5b) that use our approach have high quality
and little extra design considerations for group-emotions. Architectures based on group
sharing of the emotional-state or appraisal system (table 2, column 3a,b and 4a) scale
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better. Future work includes the extension of the simulation environment in [4] to test
the different architectures. We believe that our research enables agent- and scenario
designers to benefit from the realism a computational model of emotion brings to
individual virtual agents, without losing group consistency. Also, designers can trade-off
quality of the group emotion for computational performance.
Table 2. Overall comparison results
Criteria
Performance

Quality

Design effort

p1
p2
P=
q1
q2
Q=
e1
e2
e3
e4
e5
e6
e7
E=

Total measures
Total criteria
Quality versus
Performance

Measure
Appraisal scalability
Emotional state scalability
(p1*2+p2)/3
Group contributes to emotion
Agent-Group behavioral discrepancy
(q1+(1-q2))/2
# Architectural changes to agent
Group leader selection
Group emotional state merge
Group agent clustering
Group emotional state split
Appraisal System restart
after deformation
Integration of emotion and control
without further assumptions
(e7+(4-e1)/4+5-(e2+e3+e4+e5+e6))/7
(P*2+Q*2+E*7)/11
(P+Q+E)/3
IF(2*P<Q) then"q"
elseif(2*Q<P) then "p"
else "qp"
q

1
0
0
0.00
0
0
0.50
1
0
1
1
1

2
0
0
0.00
1
1
0.50
3
0
1
1
1

3a
1
1
1.00
0
1
0.00
4
1
1
1
1

3b
0
1
0.33
0
1
0.00
3
1
1
1
1

4a
1
0
0.67
0
0
0.50
2
1
0
1
0

4b
0
0
0.00
0
0
0.50
1
0
0
1
0

5a
0
0
0.00
1
0
1.00
1
0
0
0
0

5b
0
0
0.00
1
0
1.00
1
0
0
0
0

0

0

1

0

1

0

0

0

1
0.54
0.43
0.35

0
0.32
0.30
0.27

0
0.00
0.18
0.33

0
0.18
0.17
0.17

0
0.36
0.44
0.51

0
0.68
0.52
0.39

1
0.96
0.80
0.65

1
0.96
0.80
0.65

q

p

p

qp

q

q

q
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Abstract
A mechanism is described that enables a robotic agent to create temporal
categories for conceptualizing the world. The creation of a new category is
triggered when the agent is unable to temporally distinguish an event from
the other events in the context using already adopted categories. This is different from most other approaches where ontological categories are defined
by humans and the ontologies are fixed in advance.

1

Introduction

In this paper the problem of how a robotic agent can create and maintain an
ontology in the domain of time is addressed. By an ontology we mean a set of categories or distinctions with which he can conceptualize the world. Our agents need
such a set of temporal distinctions because they have to communicate temporal
information.
There is a still growing interest in ontology research. For example agents in
a multi-agent setting need a shared ontology to cooperate [11]. Natural language
processing systems need an ontology to successfully determine the contents of a
phrase or request.
But in contrast with what is proposed in this paper, most ontologies consist
of a fixed set of definitions and relations reflecting the domain knowledge of its
designers. In the CYC project [5] common sense knowledge is obtained from
humans and collected in a knowledge base. For the semantic web (see e.g. [10])
numerous ontologies are being designed and standardized. In the domain of time,
Allen, Comrie and Reichenbach [1, 3, 6] used logic and analyzed natural languages
to determine the semantics of grammatical tense categories. All these examples
have in common that an ontology is constructed by hand and that it is fixed once
and for all.
Such an approach has several disadvantages [9]. For example, the way in which
a domain is structured and conceptualized by humans is not fixed but differs from
culture to culture. This is especially true for the semantics of linguistic constructions since language is a conventional system, and the meaning of a grammatical tense category is conventionally determined [4]. Different languages not only
express temporal information differently, the information is also conceptualized

107

differently. Some tense systems require a differentiation between the recent and
the distant past while others do not have an obligatory tense system at all. In
addition, the conceptualization and verbalization schemes of natural language are
subject to constant evolution. Not only because the world changes (e.g. as technology advances more precise temporal distinctions are needed) but also because
there is no universal way to conceptualize the temporal properties of the world.
As new language users enter the community, new distinctions get introduced or
existing temporal constructions are reinterpreted etc. If the robotic agents have
to communicate with humans they should be adequately equipped to cope with
this.
Thus, we claim that a conceptualization scheme or ontology can not exist
independently from the environment in which it is used. And for an agent of a
language community, the environment includes the set of conventions defining the
communication system of the community. If two agents want to communicate
about something they have to agree upon both what to express about it (how to
conceptualize it) and how to express it (how to verbalize the conceptualization.)
As such, the emergence of a set of categories shared between the agents requires
an ongoing negotiation and a co-evolutionary coupling between the categories that
make up an agent’s ontology and the forms to express them [9]. In other words,
the agents themselves should decide whether their ontology of time is adequate or
not and, if needed, adjust it to conform to the consensus in the population. The
measure for adequacy is not only whether the agent is capable of conceptualizing
the temporal information it wants to express but also whether it is successful in
communicating these conceptualizations.
To summarize, the ultimate goal is to create a population of artificial autonomous agents establishing a set of conventions to communicate temporal information. For this to be possible, the agents have to agree upon an ontology
in the domain of time. Thus, an agent should be capable of doing at least three
things. First, he should be capable of creating new categories. Second, he should
be capable of incorporating these categories into his language repertoire. Third,
he should be capable of adapting his language and ontology in order to conform
to the (emerging) consensus in the population. In this paper we will focus on
the first step, the creation of new temporal categories within one agent. Still, the
underlying assumptions is that every act of communication attempts to guide the
interpretation process of a hearer to arrive at the topic. Consequently a speaker
should provide a hearer with that particular information that discriminates the
topic from the other events in the context. Hence, the first task of a speaker who
wants to draw a hearer’s attention to some topic is to construct a discriminating
description for it. In order to accomplish this, new conceptual categories might be
needed. This allows us to postulate a constructivist learning scheme, the discrimination game [8], by which an agent can invent and adopt new categories. This
is in contrast with statistical learning schemes (e.g. clustering algorithms) that
attempt to create ontologies independent of the goal of communication. It is also
in contrast with attempts to construct standardized and fixed ontologies, be it by
hand or otherwise.
The remainder of the paper is organized as follows: first some definitions are
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given, including definitions for discriminating expressions and for the discrimination game (section 2). Next an algorithm is presented for constructing discriminating expressions by stating this problem as a general search problem [7] (section
3). Next it is shown how this algorithm can also be used to create new temporal
categories (section 4). Finally a discussion and some conclusions follow.

2

The Generalized Discrimination Game, definitions

Context, topic, variables, expressions, bindings and interpretations
In a discrimination game, an agent receives a context C, which is a set of
events, and a topic, which is an event in the context. The context is the result of
observing the world using some further unspecified observation scheme or event
detection algorithm. Every event in the context is described by a predicate. For
example a fall event fall1 is described by the fall(X) predicate because fall(fall1 ) is
true. Predicates and variables are written in italics, variables also with a capital
first letter. Events and other values are written in plain. A binding of a variable
X to a value x is written as (X/x). Every conjunction of predicates is called an
expression. The substitution of a set of bindings B = {(X1 /x1 ), ..., (Xk /xk )} in
an expression e(Xm , ..., Xn ) is written as [e]B = e(xm , ..., xn ). Finding a set of
bindings B for the variables in an expression e to the events in a context C such
that [e]B =true is called interpreting e in C and B is then called an interpretation
of e in C.
Discriminating expressions
It could be that several events in the context are described by the same predicate. Assume that the context contains two fall events: fall1 , which happened in
the past, and fall2 , which started after the fall1 event and is still going on (present.)
In this case there are two interpretations for the expression fall(X), but only one
for the expression fall(X) ∧ past(X). This last expression is called a discriminating
expression for event fall1 with respect to (wrt) the context C = {fall1 , fall2 } and
the variable X.
The expression fall(X) ∧ before(X, Y ) ∧ fall(Y ) has two interpretations: B1 =
{(X/fall1 ), (Y /fall1 )} and B2 = {(X/fall1 ), (Y /fall2 )}. Still, it is also a discriminating expression for event fall1 wrt the context C and the variable X because in
all interpretations X is bound to fall1 . It is not a discriminating expression for any
event in C wrt Y because Y is bound to different events in both interpretations.
Ontology
An ontology is a set of expressions called categories. fall(X), past(X) and
before(X,Y) could be categories. As mentioned, the events in the context are
observed by some event detection system. Whether an event is a fall event or
another type of event depends on how these types are defined in the event detection
system. In this paper, we will assume that the event detection system defines a
basic set of predicates like fall. As such, it provides an agent with a basic ontology.
It also provides the agent with an event’s begin and end times. Categories like
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past and before call these functions, but are not part of the basic ontology. They
have to be created by the agent and are part of the ontology for time.
The discrimination game
A specific attempt to perform a discrimination and the possible subsequent
extension of the ontology is called a discrimination game. More formally, given a
topic (an event), a context C, with topic ∈ C, and an ontology O, the discrimination game is defined as follows:
“find an expression e(X1 , ..., Xn ), with n ≥ 1, that is a conjunction
of expressions in O, and a variable Xi , with 1 ≤ i ≤ n, such that e
is a discriminating expression for the topic wrt C and Xi . If this is
not possible then O may be extended with a new expression to make
it possible.”

3

Searching for discriminating expressions

Constructing a discriminating expression can be formulated as a search problem.
As explained in [7] (chapter 3), a search problem is specified by an initial state, a
successor function, a goal test and cost functions or, equivalently, score functions1 .
State definition
A state in the search space is defined as a pair (e, E) where e is an expression
and E is a set of expressions. The expression e represents the candidate discriminating expression and the set E contained the remaining categories that were not
yet used to build e. Thus, the initial state is (true, O0 ), true being an expression
with no variables that is always true and O0 being a subset of O containing the
relevant categories for the current context. For example, if the context does not
contain any fall event it makes no sense to include the f all predicate into O0 . A
category is relevant for a context when an interpretation can be found for it in
that context.
Successor function definition
Defining a successor function is not as trivial as might seem. There are
two difficulties. First, variables might have to be renamed. Consider the state
(fall(X), {roll(X)}). The successor function should combine the roll expression
with the fall expression, but clearly the combination fall(X) ∧ roll(X) is different
from the combination fall(X) ∧ roll(Y ).
The Second difficulty concerns the set E of remaining expressions. Consider the
state (true, {fall(X), before(X,Y)}). The idea is to combine one of the expressions
before(X,Y) and fall(X) with true and remove it from the set of remaining expressions in the resulting successor state. This results in the following two successor
states:
{(fall(X), {before(X,Y)}), (before(X,Y), {fall(X)})}
1A

(1)

score function can always be defined as the reciprocal of a cost function or vice versa.
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But, continuing in this way, it is impossible to arrive at expression (2) in which
the f all predicate is used twice.
Both difficulties can be solved in the following way. Let s = (e, E) be a state
for which the successor states have to be constructed. Let the set of variables in
e be {X1 , .., Xn }. Define P to be the set of all possible combinations of length 0
to n of the variables in e: P = {{∅}, {X1 }, ..., {Xn }, {X1 , X2 }, ..., {X1 , .., Xn }}.
For every expression e0 (X10 , .., Xn0 0 ) ∈ E and i ∈ {1..n0 } define
m(Xi0 , {∅}, e0 ) = e0 ,
m(Xi0 , {Xu }, e0 ) = [e0 ]{(Xi0 /Xu )} ,
m(Xi0 , {Xu , Xv }, e0 ) = [e0 ]{(Xi0 /Xu )} ∧ [e0 ]{(Xi0 /Xv )} ,
...
0
0
0
0
m(X
.
i , {X1 ..Xn }, e ) = [e ]{(Xi0 /X1 )} ∧ ... ∧ [e ]{(Xi0 /Xn )}
Hence, for a given e0 and Xi0 , m(Xi0 , ., e0 ) defines a mapping M over P : M (Xi0 , P, e0 ) ≡
{m(Xi0 , V, e0 )|V ∈ P }. The set Sn0 (e0 , P ) of successor expressions resulting from
combining e with e0 is defined recursively as (1 ≤ k ≤ n0 ):
1.
2.

S0 (e0 , P ) = {e0 (X10 , .., Xn0 0 )}
[
Sk (e0 , P ) =
m(Xk0 , P, ek−1 )
ek−1 ∈Sk−1 (e0 ,P )

The set {(e ∧ en0 , E \ {e0 })|en0 ∈ Sn0 } is a set of successor states of the state (e, E).
The set of all successor states is the union of all these sets for every e0 ∈ E.
Successor function examples
We will illustrate this with some examples. First, it is obvious that the successor states of the state (true, {fall(X), before(X,Y)}) is given by equation (1).
Indeed, the set P = {{∅}} and for fall(X) we get: m(X, P, fall(X)) = fall(X).
Hence S1 (fall(X), P ) = {fall(X)}, which gives the first element of equation (1).
The construction of the second is similar.
For the state (fall(X), {before(X1 , X2 )}) the set P is equal to {{∅}, {X}}.
Hence:
S0 (before(X1 , X2 ), P ) = {before(X1 , X2 )},
S1 (before(X1 , X2 ), P ) = {before(X1 , X2 ), before(X, X2 )},
S2 (before(X1 , X2 ), P ) =
{before(X1 , X2 ), before(X1 , X), before(X, X2 ), before(X, X), },
giving four successor states. For the state (before(X, Y ), {fall(X1 )}) the set P is
equal to {{∅}, {X}, {Y }, {X, Y }} and there are again four successor expressions resulting from conjugating before(X, Y ) with one of the expressions in S1 (fall(X1 ), P ) =
{fall(X1 ), fall(X), fall(Y ), fall(X) ∧ fall(Y )}.
Score
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To guide and speed up the search process it is customary to associate a score
with every state in the search space. A particularly good heuristic here is the
minimum number of values left to discriminate from the topic. If this number is
d then the score of a state is defined as 1/(1 + d). Thus, if an expression e(X, Y )
has the interpretations {(X/v1 ), (Y /v2 )}, {(X/v2 ), (Y /v1 )} and {(X/v3 ), (Y /v1 )},
and if v1 is the topic then d = 1 (the minimum of 1 (for Y ) and 2 (for X)) and
the score of the state S = (e, E) is 1/2. A way to efficiently calculate this score
during the search process will be given shortly.
Goal test
The initial state together with the successor function completely determine the
search space of possible states. The goal test on such a state (e, E) returns true
iff e is a discriminating expression for the topic wrt the context and one of the
variables in e, or, equivalently, iff the state has a score 1.
Optimization
Not every expression in the search space necessarily has an interpretation in
the context. Those that don’t do not need to be considered any further. As
mentioned, to construct the initial state, the interpretations of the expressions
in O0 are needed. These can be combined along the search path to keep track
of the possible interpretations of newly created expressions without having to
actually calculate the interpretations in the context. If a newly created candidate
expression does not have any interpretations left it is not considered any further.
In addition, the set of interpretations of an expression can be used to efficiently
calculate the score of a state without having to calculate the interpretations themselves.

4

Creating temporal categories

Let eT and bT, which stand for endTime and beginTime respectively, be functions
acting on events and returning some time value (a number.) As mentioned, they
are part of the interface to event detection system and are not further discussed.
Define Rt as the set of 8 possible temporal relations (predicates) that result from
combining these functions with the relations ≤ and ≥:
Rt = {r1 (X1 , X2 ) = bT(X1 ) ≤ bT(X2 ), .., r8 (X1 , X2 ) = eT(X1 ) ≥ eT(X2 )}.
The relations in Rt can be used to construct temporal categories. To see this,
consider an agent with ontology O = {fall(X)} playing the discrimination game
in a context C = {fall1 , fall2 } with topic fall1 . As before, fall1 is a past fall event
ending before the beginning of the present fall event fall2 . Because O does not
contain any temporal categories yet the agent is unable to find a discriminating
expression for the topic. But as can be seen, the expression
fall(X) ∧ r1 (X, Y ) ∧ fall(Y ),

(2)

is a discriminating expression for fall1 wrt C and the variable X. Hence, if the
agent’s ontology is be extended with r1 he could succeed in the discrimination
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game. The expression r1 (X, Y ) would then become a temporal category in the
agent’s ontology.
The algorithm used to search for discriminating expressions can also be used
to search for new temporal categories by extending the initial state’s set of remaining expressions with the relations in Rt . Thus, when an agent is unable to
discriminate the topic using the relevant set of categories O0 , he tries again, this
time also using
S the relations in Rt . This is done by setting the initial search state
to (true, O0 Rt ). If a discriminating expression is found this way, the entire part
of the expression that is not yet contained in O becomes a single new temporal
category and is added to O.

5

Discussion and conclusion

In this paper the notions of a discriminating expression and of the generalized
discrimination game were defined. An algorithm for constructing discriminating
expressions was presented by defining the problem as a general search problem
that can be solved with standard search techniques [7]. A heuristic to speed up
the search process was also given.
By playing discrimination games, an artificial agent can detect opportunities
to extend his ontology. This happens when the agent fails to construct a discriminating expression for the topic of the game. This is one important difference with
other approaches: it is the grounded interaction with the world which triggers the
creation of new categories as they are needed. There is no human who decides
once and for all on the set of relevant categories.
Finding a new temporal category to extend the ontology can also be done by
searching for a discriminating expression but with the ontology extended with
basic temporal predicates (the set Rt .) The part of the resulting expression that
is not yet included in the agent’s ontology is then a new temporal category.
The set of possible temporal ontologies that can be created this way includes
the ontologies defined in [1, 3, 6]. There are however 2 important differences with
these previous approaches. First, the actual temporal ontology that an agent
will evolve is not fixed in advance. It might be equal to Allen’s basic temporal
categories, but it does not have to be. Again, it is the interaction with the world
and with the other agents when communicating temporal information that will
decide this. Second, the set Rt can be easily extended, opening the possibility
for temporal ontologies completely different from the ones defined in [1, 3, 6]. For
example, by only using the begin and end times of an event to construct the set
Rt , one excludes many aspectual categories used in natural language to encode
temporal information. But one can easily include additional temporal predicates
and relations in Rt providing other temporal information about an event than its
begin and end time.
One might argue that no temporal ontology is created at all but that it is also
fixed in advance by defining the set Rt . This is not the case because in our view
an ontology cannot be separated from the goal for which it is used or from the
environment in which it is used. Because the world continuously changes it is not
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possible to define a fixed ontology. This is particularly true when the ontology is
used to conceptualize aspects of the world for communication. Since language is
a conventional system one cannot define an ontology or conceptualization scheme
that is appropriate for all existing languages. For example, not all languages require the same temporal information to be made explicit. In Chinese there is
no tense system and temporal information is specified lexically or with aspectual
categories. In contrast with this, in Bantu languages it is common to have several tense categories for different degrees of remoteness in time, e.g. making a
distinction between ‘a few days ago’ and ‘more than a few days ago’ [3]. What
is fixed by defining the set Rt is the set of possible temporal ontologies. Which
particular ontology is chosen from this set depends both on the world and on the
emergent consensus in the language community. It should be noted that also the
search algorithm and in particular the heuristic function used introduce a bias or
preference for certain categories over others.
The formalism and algorithm presented in this paper were used by our agents
to create a shared temporal ontology. In [2] some first results are reported on this,
but it still remains to be investigated whether natural (human like) ontologies are
preferred over others and, if so, what the influencing factors are that could explain
this.

6
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Abstract
For real–valued continuous optimization problems various evolutionary
algorithms (EAs) have obtained promising results on benchmark problems.
The Iterated Density–Estimation Evolutionary Algorithm (IDEA) is an example of one such algorithm. However, little is known about the practical
beneﬁts of these algorithms even though AI–techniques are often favored in
practice because of their general applicability and good performance on complicated real–world problems. In this paper we focus on one speciﬁc practical
medical application that imposes many optimization tasks. The application
is the simulation of minimally invasive vascular interventions. We compare
the use of a hybrid IDEA with the conjugate gradients algorithm and a
problem–speciﬁc optimization algorithm and indicate that although the application of the conjugate gradients algorithm already leads to highly useful
results, IDEAs yet improve on these results in the area of scalability, making
a clear statement that IDEAs can indeed also be useful in practice.

1

Introduction

Our goal in this paper is to compare the use of three diﬀerent optimization techniques in a practical setting: a simulation system for minimally invasive vascular
interventions. To this end we have performed experiments with an implementation
of the conjugate gradients algorithm [9], an evolutionary algorithm (EA) [4, 5] and
a problem–speciﬁc algorithm [8]. Most real–valued EAs have only been thoroughly
tested on benchmark problems. Here we want to investigate the advantages and
disadvantages of the use of EAs in a real–world (medical) application.
A minimally invasive vascular intervention is a form of surgery in which the instruments of operation enter the body, speciﬁcally the vasculature, through a small
incision. These instruments are then navigated towards the vascular abnormality
to be treated. Although compared to traditional open vascular surgery, minimally
invasive vascular interventions have some important advantages for patients, it is
hard to master the required skills. Therefore, thorough training is needed. Simulation is becoming an accepted and established possibility for training. In this
paper we experiment with one such simulation system [2] that focuses on the main
instrument used during these interventions, the guide wire.
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2

Modelling and optimization

At the heart of the simulation lies an optimization problem rooted in elementary
physics. The main idea is that the preferred conﬁguration of the guide wire is one
in which the associated energy is minimal. To model this concept, a simpliﬁed
representation of energy is used that consists of only two sources. An internal
energy is associated with the ﬂexibility of the guide wire and an external energy
is associated with the deformation properties of the vasculature. The objective of
the simulation now is to keep the guide wire in a state of minimal energy.
The simulation is based on quasi–static mechanics, which means that the velocity and acceleration aspects associated with the propagation of the guide wire are
ignored. This is a valid approximation, as much of human movement is performed
at moderate speed, and is therefore essentially quasi–static [7].

2.1

Guide wire, vasculature and energy model

The guide wire is modelled using a set of joint positions (x0 , . . . , xk−1 ), where joint
x0 is the tip of the guide wire and joint xk−1 is the bottom. Between each two
joints a straight, not bendable or compressible segment is deﬁned with a predeﬁned
constant length (λi ). The thickness of the guide wire is taken into account by using
sample points on the outer hull of the guide wire instead of using the joint positions
when calculating the interaction with the vasculature (Figure 1).

x0

x1

x2

x3

q3

x4

x5

x6

Figure 1: Representation of a guide wire. The angle (θi ) between the two segments
connected by joint i as used in equation 1 is illustrated for joint 3. For joint 1 and
2 the sample points on the outer hull of the guide wire, which allow the modelling
of guide wires with diﬀerent thickness, are drawn.
Hooke’s law [3] is used as a basis for modelling the ﬂexibility of the guide
wire (internal bending energy) as well as for modelling the deformation of the
vasculature (external vessel–wall energy). The bending energy (Ub (i)) per joint i
and the total bending energy (UTb ) for the guide wire are deﬁned as follows:
k−2

1
Ub (i) = ci θi2 , UTb =
Ub (i)
(1)
2
i=1
where θi denotes the angle between two segments connected by joint i and ci is a
spring constant related to the ﬂexibility of the joint. The dependency between the
ﬂexibility of the guide wire and the segment length has been described elsewhere [2,
8] and can be formulated as ci = EI
λi . Here, EI denotes the ﬂexural rigidity of
the guide wire, which is deﬁned as the product of elasticity (E) and the second
moment of area (I).
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The external vessel–wall energy per joint (Uvw (i)) and the external vessel–wall
energy for the complete guide wire (UTvw ) are given by:
k−1

1
Uvw (i) = ld2i , UTvw =
Uvw (i)
(2)
2
i=0
The elasticity constant of the vessel wall is denoted by l and the deformation of
the vessel wall by di . Note that the total energy to be minimized in the simulation
is just the sum of UTb and UTvw .

2.2

Processing of actions

To simulate the behavior of the guide wire as it is propagated inside the vasculature
a continuous propagation action is discretized into a sequence of small, forced
motions. To simulate the outcome of each small forced translation of size ξinternal ,
ﬁrst each joint position is moved in the propagation direction by a length of ξinternal ,
i.e. as if there were no vasculature. Subsequently, the inﬂuence of the vasculature
must be taken into account. To this end, the total energy must be minimized
to return the simulation into a state of physical equilibrium. To this end, an
optimization problem must thus be solved. Therefore, an optimization algorithm
is called for, which is the subject we turn to next.

3

Optimization methods

In this section we discuss three diﬀerent optimization methods for ﬁnding a conﬁguration of joint positions x0 , x1 , . . . , xk−3 that correspond to a minimal value
of UTb + UTvw . The bottom two joint positions may not be varied because they
deﬁne the propagation direction, which is ﬁxed.
The dimensionality of the optimization problem can be reduced using a two–
dimensional parameterization (instead of the three–dimensional joint positions).
Such a parameterization is possible because the distance between two neighbouring
joints always remains constant; each subsequent joint must lie on the surface of
a sphere, which can be parameterized using only two dimensions. The actual
mapping can be constructed in various ways (see for instance [10]).
It is important to realize that the goal is not to globally minimize the value
of UTb + UTvw . The reason for this is that previous actions determine the path
followed in the vasculature so far. We do not want the guide wire to switch from
one branch of the vasculature to another one during optimization, because this is a
physical impossibility. Local search methods therefore seem a reasonable approach,
especially if ξinternal is not too large and the nearest local optimum is the one that
would have been obtained if a continuous motion had been used.

3.1

First order analytical solution

An explicit analytical solution in the ﬁrst order approximation has been derived to
minimize the energy per joint [8]. Instead of working with the joint positions, in
this approach a vector indicating the diﬀerence in displacement of two neighboring
joints is used. The solution indicates how a single joint should be displaced such
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that the length of the segment between this joint and its predecessor is preserved.
An algorithm has been formulated that applies this analytical solution to each joint
in sequence, starting at the tip and moving towards the bottom of the guide wire.
As a result of displacing joint xi however, all joints xj , j ∈ {i − 1, i − 2, . . . , 0}
must also be displaced to preserve the segment lengths, possibly moving them
away from their optimal position. Therefore, to ensure convergence, this process
is repeated several times.

3.2

Conjugate gradients

The optimization problem to be solved is inherently real–valued and continuous.
Therefore, classical well–known gradient–based optimization methods can be applied. In this paper we have performed experiments with the well–known conjugate
gradients algorithm [6]. This algorithm makes eﬃcient use of gradient information
to ﬁnd a local minimum.

3.3

IDEAs and GLIDE

The ﬁeld of evolutionary computation oﬀers algorithms that are even more generally applicable for real–valued continuous optimization. They are less dependent
on smooth gradients for instance. A speciﬁc EA that has recently been shown
to give good results on a variety of benchmark problems is the Iterated Density–
Estimation Evolutionary Algorithm (IDEA) [4]. The main diﬀerence with traditional EAs is that in IDEAs a probabilistic model is learned on the basis of
the selected solutions. The probabilistic model can capture various structural
properties (e.g. regions of interest and correlations between variables) of the optimization problem at hand. By drawing new solutions from the probabilistic model
these structural properties can be exploited to obtain more eﬃcient optimization.
Especially if the probabilistic model is a low–complexity, highly–generalizing probability distribution such as the normal distribution, IDEAs tend to be good global
optimizers. To speed up convergence it has been shown that the hybridization of
such algorithms with local optimizers can be beneﬁcial. For instance the Gradient–
Leveraged IDEA (GLIDE–EA) in which the conjugate gradients algorithm is applied to a small percentage of solutions in the population has been shown to give
superior results. In this paper we performed experiments with GLIDE based on
the normal distribution in which each variable is taken to be independent of all
the other variables. This means that for each variable the mean and standard
deviation of a one–dimensional normal distribution is estimated from the selected
solutions and that a new solution is constructed by sampling one value per variable from the associated one–dimensional normal distribution. This approach was
previously observed to give good results [4].
Since EAs are by construction capable of escaping local optima to a certain
extent, additional precautions need to be taken to prevent physically incorrect
behavior of the simulation. Therefore, we have added a penalty term to the total
energy to be minimized. The penalty term increases exponentially if the guide
wire is displaced by more than a predeﬁned distance.
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4

Experiments

The accuracy of the simulation has been determined by comparing physical experiments in which the guide wire was propagated over a distance of 175mm with
simulation results. A highly realistic elastrat normal abdominal aorta phantom
was used [1]. The vessels were extracted from a CT data set of this phantom by
means of segmentation. A CT data set however is a discretized representation of
the real world. Hence, the distance of a joint to the vessel wall as required in
Equation 2 can only be computed in a discretized fashion. This may pose a problem for algorithms based on continuous gradients such as conjugate gradients. The
ﬁrst order analytical approximation (FOA) algorithm internally also works with
gradient information. Therefore, this algorithm is also hampered. Preliminary experiments have shown however that using trilinear interpolation provides a smooth
enough representation for these algorithms to work.
Simulation results are evaluated based on a root–mean–square (RMS) error
measure. The RMS error is computed from the distances between the joint positions in the simulated guide wire and the corresponding points in a reference that
has been extracted from the physical experiments.
For a guide wire with k joints
 
k−1 SR 2
1
= xSi − xR
the error measure is deﬁned as RMS = k i=0 (di ) , where dSR
i
i ,
S
R
xi denotes the simulated joint position and xi the corresponding reference point.
All experiments were run on a 1.7 GHz Pentium with 512 Mb of RAM.

4.1

First–order analytical approximation algorithm

We have performed experiments with various values for ξinternal and for λi . A
selection of results is presented in Figure 3. For multiple combinations of parameter
settings the ﬁrst–order analytical approximation (FOA) algorithm supplies a guide
wire conﬁguration with an RMS error of around 1mm. The use of segment lengths
larger than 3mm resulted in erroneous results. In the derivation of the solution
that is adopted by the FOA algorithm some assumptions have been made that
enforce constraints on (combinations of) parameter values, limiting the range of
parameter values for which this algorithm supplies correct results. Hence, this
algorithm is mostly suited to obtain results using small steps and small segment
lengths. This brings the algorithm closer to the non–discretized real–world setting,
but renders it less practical.
Note that the use of a smaller segment length does not imply that a smaller
RMS error is obtained. An important reason for this may be that the actual
minimum of the optimization problem does not correspond to the minimum of
physical reality, caused by the simpliﬁed model of energy and kinetics. Therefore,
an error around 1mm is likely to be close to the optimally obtainable result using
this model. This remark holds of course for all three algorithms. The best result
is achieved for a segment length of 3mm, combined with an internal stepsize of
0.3mm. The required time to obtain this result was 92.04 seconds. This can be
reduced to 20.36 seconds by using less global iterations of the algorithm. However,
the RMS error then increases to 1.232mm.
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Figure 2: The RMS error (left) and the required time in seconds (right) as a
function of two algorithmic parameters for conjugate gradients.

4.2

Conjugate gradients

Based on the result of the FOA algorithm, we performed initial experiments with
the conjugate gradients algorithm in which the segment length was set to 3mm. We
varied the values for the stepsize with which to approximate the gradient, denoted
hgradient , and the maximum allowed number of evaluations. The maximum allowed
number of evaluations was set to ceval k where k is the number of joints that the
guide wire currently consists of. If convergence occurred before the maximum
number of evaluations was reached, termination was enforced also.
As hgradient decreases and ceval k increases, the algorithm is allowed more precision and more time respectively to ﬁnd a local optimum. It is to be expected that
precision comes at the cost of time. Indeed this relation can be seen in Figure 2
where lower errors are associated with larger execution times. Also the inﬂuence
of hgradient and ceval k can be seen clearly. The trade–oﬀ between precision and
time can be made even more clear in a scatterplot, which is presented in Figure 3.
The objective is to obtain an RMS error of 0, which corresponds to a simulation
that perfectly mimics the physical experiment. Generally however, the lower the
error, the larger the required time. Clearly, some algorithm settings lead to inferior
results (i.e. larger runtimes as well as higher errors). The best trade–oﬀ results
are found on the Pareto–front (i.e. the maximal set PF of solutions for which
there exists no solution that is superior to any of the solutions in PF ). Based on
these results, the value of hgradient = 0.000001 was found to be appropriate for the
problem at hand. Moreover, it was observed that the algorithm often converges
quite rapidly, for which reason we set ceval to the maximum tested value of 10000.
Using these settings we performed experiments with three diﬀerent values for
the segment length and various diﬀerent values for ξinternal . For similar settings
of the conjugate gradients algorithm for which the FOA algorithm succeeded, the
conjugate gradients algorithm was found to be able to obtain similar RMS results,
but required more time. Therefore, we chose to experiment with values such that
we can explore the part of the simulation settings that can speedup the results of
the FOA algorithm and to obtain results where the FOA algorithm failed. The
results are shown in Table 1. Clearly, conjugate gradients then is much faster.
Moreover, although the RMS error degrades, the results are still highly useful.
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Figure 3: Results of the FOA algorithm (left) and a scatterplot of results for
conjugate gradients and GLIDE for diﬀerent simulation settings.

4.3

GLIDE

Since the conjugate gradients algorithm is used within GLIDE, the only room for
improvement is for those results where the conjugate gradients algorithm obtained
results with a much larger RMS error than around 1mm. Therefore we aimed at
performing experiments similar to the ones performed with conjugate gradients.
First, we performed experiments in which we varied the population size and
the value of ceval . However, this time we immediately performed experiments
with a much larger internal stepsize. Therefore, the results as shown in Figure 3
should not lead the reader to conclude superior performance of GLIDE compared
to conjugate gradients. The results do however indicate a similar trade–oﬀ between required time and obtainable RMS errors. Based on these experiments we
experimented further with population sizes of 20 and 50 and ceval ∈ {50, 10000}.
The results are tabulated in Table 1. From these results we can conclude that
GLIDE is indeed the better optimizer since lower RMS errors can be found if ceval
is set large enough. However, this greatly comes at the expense of time. Since the
ﬁnal objective is to build a real–time simulator, these settings are not preferable.
However, by choosing for instance a population size of 20 combined with a ceval of
50, the EA is still able to come up with better results than the conjugate gradients
algorithm in most cases, but it takes only marginally more time to run it. Moreover, the EA can still ﬁnd good solutions for extreme cases. In these cases, only a
few joints are required because the segment length is relatively large. Therefore,
as the guide wire is propagated further, the scalability of the EA is much better
as the optimization problem to solve contains less variables.

5

Discussion and conclusions

We have investigated the applicability of a hybrid real–valued IDEA to a practical
problem: the simulation of minimally invasive vascular interventions. We compared the approach with the conjugate gradients algorithm and a problem–speciﬁc
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λi

ξint

3
3
3
3
3
3
9
9
9
9
9
9
18
18
18
18
18
18

3
6
8
12
14
21
3
6
8
12
14
21
3
6
8
12
14
21

Conjugate gradients
RMS
Time
1.789
1.678
1.453
1.571
8.313
15.782
1.923
3.058
1.845
2.492
2.338
7.028
2.430
3.133
2.766
5.834
2.892
2.995

3.703
3.093
2.718
2.046
0.718
0.437
0.532
0.312
0.266
0.203
0.219
0.109
0.188
0.110
0.094
0.063
0.078
0.062

GLIDE 20–50
RMS
Time
1.697
1.289
1.808
1.701
1.118
12.424
1.894
2.892
1.923
2.773
2.656
6.602
2.333
123.961
2.855
2.987
2.855
3.432

12.344
6.281
5.000
3.469
2.984
2.172
1.344
0.688
0.547
0.391
0.328
0.235
0.344
0.172
0.140
0.110
0.094
0.063

GLIDE 20–10000
RMS
Time
1.715
1.678
1.618
2.416
1.787
14.360
1.970
2.275
2.433
1.654
2.397
2.458
3.375
3.265
3.013
3.329
2.996
3.070

106.328
78.562
81.704
6.344
55.328
91.187
12.688
8.765
6.547
37.031
3.672
3.156
6.953
3.406
2.594
1.969
1.281
1.141

GLIDE 50–50
RMS
Time
0.930
1.619
4.043
1.273
4.753
14.308
1.552
2.987
2.496
2.707
4.055
6.648
3.464
38.017
2.911
5.541
4.049
2.986

12.360
6.313
5.016
3.500
3.015
2.187
1.375
0.703
0.546
0.391
0.344
0.250
0.359
0.187
0.140
0.110
0.094
0.078

GLIDE 50–10000
RMS
Time
1.381
1.652
1.666
1.628
1.395
12.991
2.037
2.036
2.424
2.417
2.235
2.344
3.383
3.049
3.037
3.039
3.018
3.085

531.140
256.360
270.438
126.187
179.578
273.234
70.907
35.313
36.329
21.328
19.875
12.438
25.703
14.297
12.265
6.625
6.234
5.797

Table 1: Additional results for conjugate gradients and GLIDE. The RMS error in
mm and the required time in seconds are shown. The index for GLIDE represents:
population size–ceval .
optimization algorithm. The results indicate that although the application of the
conjugate gradients algorithm already leads to highly useful results, IDEAs can
yet improve on these results in the area of scalability. This important observation
indicates that bringing IDEAs into practice is indeed a good idea.

References
[1] Shelley medical imaging technologies. http://www.simutec.com/Shelley/models/
AbdominalAorta.html
[2] T. Alderliesten, M. K. Konings, and W. J. Niessen. Simulation of minimally invasive vascular interventions for training purposes. Computer Aided Surgery, 2004.
Accepted for publication
[3] G. Arfken. Mathematical methods for physicists. Academic Press, Inc., San Diego,
California, 1985
[4] P. A. N. Bosman. Design and Application of Iterated Density–Estimation Evolutionary Algorithms. PhD thesis, Universiteit Utrecht, Utrecht, 2003
[5] D. E. Goldberg. Genetic Algorithms in Search, Optimization and Machine Learing.
Addison Wesley, Reading, Massachusetts, 1989
[6] M. R. Hestenes and E. Stiefel. Methods of conjugate gradients for solving linear
systems. J. of Research of the National Bureau of Standards, 6(49):409–436, 1952
[7] N. Hogan and J. M. Winters. Principles underlying movement organization: upper
limb and single joint. In J. M. Winters and S. L-Y. Woo, editors, Multiple Muscle Systems: Biomechanics and Movement Organization, pages 182–194. Springer–
Verlag, New York, 1990
[8] M. K. Konings, E. B. van de Kraats, T. Alderliesten, and W. J. Niessen. Analytical
guide wire motion algorithm for simulation of endovascular interventions. Medical
& Biological Engineering & Computing, 41:689–700, 2003
[9] W. H. Press, S. A. Teukolsky, W. T. Vetterling, and B. P. Flannery. Numerical
Recipies In C: The Art Of Scientific Computing. Cambridge University Press, Cambridge, Massachusetts, 1992
[10] F. Wattenberg. Spherical coordinates. Department of Mathematics, Montana State
University, Bozeman, MT 59717. http://www.math.montana.edu/frankw/ccp/
multiworld/multipleIVP/spherical/body.htm, 1997

122

A Multi Agent System for MS Windows
using Matlab-enabled Agents
Th.M. Hupkensa
a

R.Thaensb

Royal Netherlands Naval College, Combat Systems Department,
P.O. Box 10000, 1780 CA Den Helder, The Netherlands
b

Delft University of Technology,
P.O. Box 5031, 2600 GA Delft, The Netherlands
Abstract
A method is described to program the properties of agents of a multi agent system by
using Matlab instructions or Matlab m-files. Apart from the obvious advantage that all
Matlab functionality is immediately available, there is the added advantage that all
debugging capabilities that Matlab provides can be used. Also it becomes possible to
change values of the parameters during a multi agent session. As an example a simple
task scheduler was built. Since the MS-Windows messaging system is not very well
suited to exchange large amounts of data between agents, a memory-mapped file is
used to improve the performance of the system.

1. Introduction
Intelligent software agents provide a very flexible manner to solve
various problems. Unfortunately, most existing development tools for
multi-agent systems require much experience in Java programming. For
our research we need a fast prototyping system for the behavior of the
agents. Furthermore, for reasons of speed and safety, we want to run the
system on a single computer. For these reasons we have built a multi
agent framework based on the MS-Windows messaging system. The
actual intelligent behavior of the agents can be programmed in Matlab.
This is particularly important for research purposes, because it provides
almost unlimited flexibility. The researcher is able to run several tests
using different m-files, he can change parameter values during run-time
and, best of all, all Matlab functionality is immediately available,
including the functionality of toolboxes such as the “Symbolic Math”
toolbox.
The communication between the agents in the current implementation
is hard-coded in a high level language (Delphi-Pascal), but in future
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implementations, the system will be changed such that this aspect of the
multi-agent system can also be coded in Matlab or specified by means of
a text file.
Unfortunately the MS Windows messaging system is not very well
suited for creating multi agent systems, because only messages of very
limited size can be sent. So messages should be used as notification
messages only and not for data transport. Data transfer can be realized in
a simple, fast and reliable way by means of memory-mapped files, which
can be seen as common memory between different applications.

2. Agent systems based on Windows messages
Every MS-Windows message has a unique message number. For userdefined messages that communicate between separate applications, this
number must be obtained from the operating system, because only then
this number is guaranteed to be unique during a Windows session. This
prevents conflicts with messages broadcasted by other applications. Apart
from the limited capabilities of the messaging system, it is a simple
system and relatively fast, compared to for instance protocols that are
often used in multi-agent systems [1].

3. Memory mapped files
MS-Windows does not allow different applications to access the same
memory directly. However, it is possible to create a (temporarily) file of
arbitrary size and map the contents of this file to memory. All application
can write to or read its content, assuming the file is created with read and
write permission. Applications obtain a pointer to this mapped file, so
reading and writing data is as easy as reading or writing data from any
ordinary variable. In the current application, the implementation details
are defined in a separate unit, in such a way that programs that use this
unit do not have to be aware of any implementation details, but they see
the shared memory as an ordinary, structured variable. Sharing data this
way is very fast and simple [2].
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4. Matlab as an automation server
On MS-Windows platforms, Matlab can act as an automation server [3].
Automation allows one application (the controller) to control another
application (the server). Matlab commands can be executed, and data can
be exchanged between the Matlab workspace and the application’s
memory1. Matlab can be launched from an application in two essentially
different ways:
1. Only one session of Matlab is opened; further programs connect to this
session. The Matlab global workspace is available to all applications that
connect to Matlab. This is very useful for exchanging data.
2. For every application a separate Matlab session is started. There is no
common workspace. This is useful if one needs Matlab for sophisticated
calculations, where only the calling agent needs the result of the
calculations.
In both cases the Matlab command window can be either hidden or
visible. If visible, the user may change variables, pause the process,
change m-files online et cetera.

5. Implementation details
Some implementation details:
· The programs were coded in Delphi-Pascal (version 6). The
messaging part of the program and the Matlab calls are equally simple
to code in Visual Basic (memory mapped files are more difficult,
because VB does not support pointers). In C or C++, connection to
Matlab is a bit trickier because the type “Variant”, which is needed, is
not a standard C++ type.
· In order to get results from the Matlab global workspace, a temporary
variable is needed. This variable could in theory interfere with
running m-files. To avoid this, a strange (hopefully unique) name is
used. This name is cleared immediately after use.

1

Matlab can also make use of Distributed COM for cross network communication, but
this is not of interest for our purposes, because we restrict ourselves to applications that
run on one system.
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All agents can be instructed to use a Matlab m-file or to use the default
(hard-coded) strategy. Only if any of the agents wants to use Matlab, all
agents place the necessary information in the Matlab common workspace.
The name of the m-file (if any) and the task specification can be specified
either during run-time (for debugging or demonstration purposes) or via a
configuration text file for batch processing.

6. A task scheduler based on the multiple agent system
The primary goal of the multi-function phased array radar (MFR)
onboard naval ships is to provide a complete, accurate and reliable air
picture to the operator. In addition, the MFR can assist in cueing onboard
sensors and weapon systems when engaging targets. In order to do so, the
MFR needs to revisit objects already identified and in track, and also has
to search for new objects. The radar beam can switch almost
instantaneously between two directions in space. The ‘track’ and ‘search’
tasks are therefore virtually decoupled and can be scheduled
consecutively to, but independent from, other tasks. The following
paragraphs present an initial design of a scheduler based on a multi agent
system (see Thaens [4]).

6.1. Description of the scheduling problem
A task Ti , i Î {1,2,..., N} is defined as:
Ti = {
D = duration
tb = earliest start time
tf = latest completion time
P = priority of this task, 0 < P < 1
},
with D < tf – tb.
The measure P is an indication of the importance of this particular
task. In case of radar scheduling, P can be derived from an operational
risk analysis based on operational parameters like the identity of the
object, flight profile, Rules of Engagement in force, et cetera.
The individual agents are relatively simple and do not necessarily have
to know about the existence of the entire set of other agents. This
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simple architecture only caters for a mapping of tasks on available
timeslots, but does not include any feedback on developments in the
operational scenario or on constraints laid down by the technical
performance of the radar. Currently for every agent the initial priority
is given at the moment of creation. In reality however, the priority of a
specific task is scenario dependent, which requires the agent to be
cognizant of its environment.

6.2. A basic Task Scheduler
The presented radar scheduler is a basic initial design. In order to
demonstrate the use of agents for planning tasks on a timeline, it
suffices to use a blackboard model that contains two timelines. Every
task in the task set is instantiated by an agent, which only knows the
particularities of its task (Ti). In addition to these task agents, an
additional evaluator agent is introduced. The evaluator agent evaluates
the proposed timelines with regard to the utility of that particular
timeline. The utility may be defined for instance as:
ìd = 0 if task not in planning
U = å d i Pi ,where í i
.
îd i = 1 if task in planning
Initially the Actual Time Line (ATL) is empty and an agent is selected
from the list of available agents. This list contains all agents that have
not been able to insert their task into the most actual timeline. Based
on the task it represents, the agent attempts to place the task in an
available space on the timeline. In doing so, the agent creates a socalled Proposed Time Line (PTL). If the agent is finished, the PTL is
put on the blackboard next to the ATL. If the PTL yields a higher
utility than the ATL, the evaluator agent copies the PTL to the ATL,
else the ATL remains the same. If the evaluator accepts the PTL, the
proposing agent is removed from the agent list. In case an agent is not
successful in finding a vacant position on the ATL, it can decide to
remove an already planned agent from the ATL and insert its task
instead. If the evaluator agent accepts the PTL in that case, the
removed agent is added to the list of agents again, so in turn it may try
to get back into the ATL on another position. This simple mechanism
only requires passive agents who wait in turn to propose a new
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timeline. There is no communication between the agents nor will the
agents attempt to cooperate in order to have the overall utility
maximized. As a result we have seen situations in which sub-optimal
utility values have been achieved without the system being able to
overcome this disadvantage. An elegant way of reducing the risk of
sub-optimization is through increasing the level of cooperation
between the agents. Cooperating agents need to be able to exchange
information with other agents when a conflict between them occurs.
Instead of letting every individual agent propose a modified timeline
on a blackboard, the agents in conflict could evaluate more complex
changes to the timeline, which involve an even larger group of agents.
For further reading on coordination and agent negotiation see [5].

6.3. The Task Scheduler using Matlab-enabled agents
If desired, the user of the MAS can specify a different Matlab m-file
for every agent that is started (see the Appendix for example m-files).
The function takes one parameter, the logical number of the agent. The
calling agent provides this number. The function should output a
single value (in case of the evaluator agent it is the utility of the
current proposed time line, in case of a task agent it is the proposed
starting point on the time line). The name of the function is not
important. If any of the agents uses Matlab, all agents will specify
their task in the Matlab common workspace. We performed a number
of tests using Matlab-enabled agents. Several different strategies for
the task agents were successfully tested (e.g. the agents try to place
their task such that at maximum one other task is replaced by their
task), as well as a utility function that favors short processing times.
During testing it appeared very useful that the parameters could be
changed during runtime.
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Figure 1. Left: the evaluator agent. Right: above an inactive task agent; below the
currently active agent.

7. Conclusions
Matlab-enabled agents are very well suited for use in intelligent multiagent systems, especially in a research environment. The researcher does
not need to program in Java, but has all Matlab functionality directly at
his disposal. The system was successfully tested for several agent
behaviors.
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Appendix
In this Appendix some very simple m-files are shown to illustrate the
simplicity of the method. In reality these function can be as complicated
as needed for the task at hand. Note that it is possible to hide the contents
of m-files (algorithms as well as variable names, parameter values et
cetera) by replacing the m-files by preparsed code (using the Matlabfunction pcode); the resulting binary p-files will be used by the agents
instead of the corresponding m-files.
function X = CalculateUtility(i)
%% Example file of a utility function
%% This function favors short processing times
%% i specifies the logical number of the agent
%% Use with Evaluator Agent only; do NOT use with Task Agents
global Task
X = round(100/Task(i).Duration)
Figure A.1 Example of a Matlab m-file to calculate the Utility

function X = IgnoreFinalTime(Nr)
%% Example file for strategy of a Task Agent
%% This Agent neglects t_b
%% Nr specifies the logical number of this agent (you need not know
%% this number; it is generated by the Agent program automatically)
global Task ActualTimeLine
t0 = -1
for t = Task(Nr).t_b : size(ActualTimeLine, 2) - Task(Nr).Duration + 1
t0 = t;
for d = t : t + Task(Nr).Duration - 1
if ActualTimeLine(d) > 0 t0 = -1; break; end;
end;
if t0 > 0 break; end; %% ready: empty place found
end;
if t0 < 0 t0 = Task(Nr).t_b; end; %% no place available
X = t0;
Figure A.2 Example of a Matlab m-file to specify a certain strategy of a task agent
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Abstract
We discuss a distributed transport planning problem with competitive
autonomous actors that carry out time-constrained pick-up delivery orders
from customers. The agents have to find conflict-free routes to execute a
series of orders they have accepted. Hatzack and Nebel [2] were the first to
suggest that finding such a conflict-free schedule can be reduced to solving
a job shop scheduling problem. In this paper, we extend their approach in
several ways. First of all, we use an iterative traffic-aware planning procedure to determine feasible routes and schedules, called HNZ-1, using a
combination of route and schedule finding heuristics. That is, instead of
using a static routing approach, we allow agents to replan their route if a
preplanned route becomes unfeasible. Moreover, we adapt this (re)route and
scheduling heuristic, to take into account incidents that might occur during
the execution of orders. Two parameters used in this this HNZ-1 heuristic
turn out to be important for the performance: the agent selection function
and the resource block size. Results indicate that giving priority to agents
that have more strict deadlines as well as scheduling with smaller resource
block sizes improve the performance of the agents.

1

Introduction

We focus on the operational planning aspects of complex multi-agent (transportation) problems. Such problems are characterized by a set of autonomous transportation agents capable of carrying out orders for customers who want their cargo
to be transported from a source location to a destination location within certain
pickup and delivery windows. An agent carrying out an order in time will receive a positive reward and a negative reward (penalty) in case an order is not
carried out within the time windows specified. The goal of each individual agent
is to maximize its reward. This requires careful planning of routes to pickup and
deliver the orders accepted. However, since the agents use a common restricted
infrastructure where locations and connections have to be considered as resources
This research has been supported by the TNO-TRAIL project (16) Fault detection and recovery in multimodal transportation networks with autonomous mobile actors and by the Dutch
Ministry of Economic affairs under the SENTER TSIT program Cybernetic Incident Management (TSIT2021).
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having limited capacity, an agent is not completely free to plan its route. Due to
the plans of other agents, it is quite likely that the set of resulting route plans is
not conflict-free and the capacity of locations or connections is exceeded. These
conflicts, however, can only detected if the plan is scheduled, i.e., it is exactly
known which agent is where at what point of time. More precisely then the goal
of each agent is to find a conflict-free operational plan that maximizes its reward.
As already has been pointed out by Hatzack and Nebel (see [2]), however, finding
optimal conflict-free routes for all the agents is an intractable problem. But they
also suggested an easy way to find approximate solutions to the problem by (i)
first letting each agent plan a shortest route to carry out its set of orders, without
taking into account the routes of the other agents and then (ii) finding a suitable conflict-free schedule for the static routes thus determined. Such a schedule
ensures conflict-free routes by ensuring that no infrastructure resource r (i.e. a
location or road) is occupied by more than k agents at the same time if k is the
capacity of r. As Hatzack and Nebel showed, conflict-free routes could be easily
and efficiently obtained by applying a simple greedy selection heuristic that finds
feasible schedules by selecting agents having minimal release dates first.1 From
their experiments with the method developed they concluded that the performance
of this method is comparable to the performance of a human controller solving the
same problem instances. Moreover, the simulation method turned out to be fast
enough to use it for simulation purposes even for quite large problem instances.
In this paper, we improve their method in several respects. First of all, we do
not base scheduling solutions on static routes of agents, but we apply an iterative
algorithm allowing agents to replan their route if the scheduling procedure produces a schedule that does not suit them. This implies that the agents are allowed
to apply some form of replanning if they are confronted with an unsuitable operational plan. The results of this iterative replanning algorithm are compared with
the static routing method of Hatzack and Nebel. Next, we introduce incidents
that can happen during execution of the plan of an agent and apply the iterative
algorithm also in an on-line way to allow the agent to find an immediate repair
plan for the remaining part of the plan of the agent. These methods are tested
using a simulation tool developed and we discuss some experimental results.
The paper is organized as follows: in Section 2 we describe the elements of the
multi-agent planning problem. Then, in Section 3, we focus on the operational
planning algorithm. After that, we describe the set-up of the experiments in
Section 4 together with their outcome. Finally, in Section 5, we present some
conclusions and discuss possible future work.

2

Multi-agent planning problem

Building blocks A transportation order oj ∈ O is the request to pick-up freight
at a certain source location sj within a specified time-window [tsj,1 , tsj,2 ] and to
deliver it at a specified destination location dj within a time-window [tdj,1 , tdj,2 ].
1 That

is agents having orders with the earliest pickup time are scheduled first.
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Time is assumed to be discrete, time points t ∈ T are values in T = Z+ . Associated
with each order oj there is a reward function vj : T → Z that takes positive values
if the order is executed within its time-windows and negative values if executed
outside it time-windows.
The infrastructure I = (R, E, K, C) consists of a set R of infrastructure resources (e.g. roads, road segments, crossroads, parking space, etc.), a connectivity
relation E ⊂ R × R, a capacity function K : R → N where K(r) is the number of
agents allowed to use resource r simultaneously and a cost function C : R → N,
where C(r) is the cost of using resource r ∈ R.2 The orders oj ∈ O are executed by
a set of transport agents using the infrastructure I. Each transport agent A i owns
a transport resource, representing e.g., a taxi-cab, truck, an autonomous guided
vehicle (AGV) or other mobile entity. These transport resources can move around
through the infrastructure I. Each transport resource rj assigned to agent Aj has
a maximum speed maxspeed(rj ) ∈ N and a loading capacity cap(rj ) ∈ N.
Transport agents always have to claim the infrastructure resource r their transport resource is located at during time-window T . If r1 and r2 are infrastructure
resources, (r1 , r2 ) ∈ E denotes that a transport resource claiming resource r1 can
claim resource r2 next, while releasing the claim on resource r1 .
Planning The goal for each transport agent is to execute as many transportation
orders as possible. At any point of time, the status of an order oj ∈ O is either
assigned, i.e. an agent has been committed to carrying out oj , or free. Each agent
continuously checks the current set of free orders to find out which one suits best
to add it to its existing set of orders, thereby extending the agent’s current route
with possible adaptations of its schedule. From that moment on, the order is
assigned to the agent and the agent is committed to carry it out.3
Each agent plans a route to execute the orders it is committed to. Such a route
RtA = (r1 , r2 , . . . , rn ) for agent A over the infrastructure I consists of a sequence
of n resources such that for i = 1, . . . n − 1, (ri , ri+1 ) ∈ E. A schedule associated
with RtA is a sequence SdA = (s1 , s2 , . . . , sn ) of time points si specifying the time
agent A claims resource ri for the first time. Note that this schedule implies that
A uses rj during the time-window [sj , sj+1 ), where sn+1 is assumed to be infinite.
Let resource r be claimed during a set of time-windows {[li , ui )}m
i=1 . Since each
resource r ∈ R has a finite capacity K(r), there is a conflict for r if there is a time
point t such that t occurs in more than K(r) time-windows [li , ui ).
Incidents The pair (RtA , SdA ) constitutes the agent A’s initial executable plan.
However, certain events (incidents) may occur that cannot be anticipated in advance, have a negative influence on plan execution and even might necessitate
replanning. In this paper, we address two different types of incidents, namely,
road congestion incidents and the transport agent damage incidents. Road conges2 The cost function C specifies the minimal costs to claim a resource. For infrastructure
resources this might be the minimal time needed to traverse a road (segment), for transport
resources the costs for using them for a certain period.
3 If more than one agent is investigating the suitability of an order o, the agent placing its
commitment first, wins.
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tion denotes an unexpected increase in traversal costs for a certain infrastructure
resource within a certain time interval. Transport agent damage incidents represent malfunctioning transportation resources, resulting in a lower driving speed
(possibly 0) during the specified time interval. Incidents are represented as fourtuples (type, r, T, f ) where type is the type of incident, resource r denotes the
malfunctioning infrastructure or transport resource, time-window T specifies the
interval in which the incident is effective and the fraction 0 ≤ f ≤ 1 indicates the
severeness of the incident. During time-window T , this fraction f increases the
traversal time of an infrastructure resource (road congestion) or is multiplied with
the normal speed of a transport resource (transport agent damage).

3

Operational planning algorithm

In this section we briefly discuss our HNZ-1 algorithm. It is based on the suggestion
of Hatzack and Nebel [2] to transform computing a schedule for a fleet of vehicles
to a Job Shop Scheduling problem with blocking. The HNZ-1 algorithm consists
of a routing algorithm, a scheduling heuristic and a rerouting function.
Routing and scheduling In [2], only static routing and no particular method
is discussed to obtain a route for a set of orders. In HNZ-1, initially, we run a
traffic-aware shortest path algorithm. It takes into account previously computed
information about the routes and schedules of the other agents, who store their
plans in the infrastructure. To compute this shortest path we used the well-known
label setting algorithm of Dijkstra [1].
Once the routes of the agents are known, the algorithm computes a feasible
schedule for it to ensure a set of conflict-free operational routes. This scheduling
algorithm operates on a greedy basis, where essentially two parameters are important: the agent selection function determining which agent will be selected for
determining its schedule and a block size parameter determining which part of its
route will be scheduled. Remember that an agent route essentially is a sequence of
resources to be used. The block size parameter determines the number of resources
for which the current schedule of the agent will be extended using the scheduling
algorithm. These two steps are repeated until the whole group of agents has obtained a schedule for their complete plan. Once an agent A is selected to schedule
it updates its schedule SdA according to the times as computed by the shortest
path algorithm. Then, it commits the extra schedule times. These commitments
might slow down other agents who were unlucky to be selected later by the agent
scheduling function.
Rerouting In the HNZ-x algorithm4 , each transport agent gets x opportunities
to change its route for each transportation order it executes. Immediately after
an agent completes its schedule, it might decide to adapt its route, based on a
comparison of the agent’s current reward with a reward based on a new shortest
4 In [4], we investigated this parameter and concluded that small values, e.g. x = 1, lead to
good results. Therefore, in this paper we only consider HNZ-0 and HNZ-1.
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path computation5 . If the difference is greater than a given threshold value, the
agent will decide to adapt its route. In consequence, other agents might also
decide to reroute, because the agent who just changed its route might give room
to another agent for obtaining a better route. To avoid that agents reroute for
ever, the maximum number of reroute opportunities per order per agent is set
to x in the HNZ-x algorithm. The latter has one exception: if an agent has
used all its reroute opportunities, we give it one additional opportunity in case an
incident disrupts the agent’s regular plan execution. The autonomous agents only
care about their own profits. However, they obey the scheduling algorithm and
honestly wait for the agent selection function that defines when it is their turn.
Thus, agents only let go of their individual optimal plans, if they are not selected
in time by the agent selection function.

4

Experiments

Note that essentially the HNZ-algorithm is an algorithm scheme, containing two
important parameters, viz. the agent selection function and the resource block
size, that might heavily influence the performance of the resulting algorithm. It
is the goal of this paper (i) to study the performance of the HNZ-1 algorithm,
which uses two parameters: agent selection function and resource block size, and
(ii) to measure the robustness of the resulting algorithms i.e., measuring the influence of different levels of incident densities on the performance. As a background
comparison, we will use the performance of the HNZ-0 algorithms using the same
parameters.6
Algorithmic parameter selection The first parameter of the HNZ-algorithm
scheme is the agent selection function. Its goal is to select which agent’s turn it is
to schedule the next part of its plan. For each agent, the agent selection function
computes a value and the agent with the smallest value wins. This agent is less
bothered by future plans of other agents. We will investigate the following agent
selection functions:
Random: agents are scheduled in a random order. This agent selection function
provides a baseline.
Delays: the agent having to wait longest for other agents in the future can go
first.
Deadlines: the agent with the most strict deadline for pickup/delivery can go first.
Penalties: the agent with the highest current plan penalty goes first.
The second parameter of the heuristic is the resource block size. The resource
block size is the number of infrastructure resources the agent selected is to schedule now7 . This parameter controls the greediness of the algorithm. If the agent
5 Different

from the previous one, because other agents have now committed to their schedules.
that the algorithm used by Hatzack and Nebel [2] essentially is the HNZ-0 algorithm,
although we will vary the two parameters mentioned.
7 An agent schedules some extra resources if it ends up in a resource with a small capacity.
6 Note
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has unscheduled resources remaining in its plan, he has to be chosen again by the
agent selection function to continue to schedule the remainder of its plan. We use
the following blocksizes: 2, 4, 6 and infinite.

Problem instances Both algorithms, varying the parameter values, operated
on the following set of problem instances. We used 10 different infrastructures
consisting of 25 infrastructure resources: 10 of these infrastructure resources represent locations, 15 of them represent connections. Starting with a random tree
(9 connections), to ensure the existence of a path between all pairs of location
resources, we add 6 random connections. We ensured that at least some of the
resources have sufficient capacity, to avoid deadlocks8 , the rest of the resources
have capacity 1.
We included 10 different sets consisting of 75 transportation orders each. All
have randomized source and delivery resources (the 10 location resources). We
used a reward function that is 0 before and within the time-windows and linearly
decreases when order oj is picked up or delivered after the time-window closes at
time t, i.e. tsj,2 − t or tdj,2 − t respectively.
We used two different sets of 30 agents located in random initial location
resources.
Incidents Finally, the incidents are generated proportionally to the resources.
We included three levels of incident densities in the experiments - a failure probability of 0, 0.1 and 0.2 respectively - and saved these incidents so that for later runs
with other algorithms on the same problem instance we could reuse the incidents
to obtain a fair comparison. The incidents are effective within a fixed small timewindow. If the failure probability is 0.x, each resource is expected to malfunction
x * 10% of the time, for both transport resources as infrastructure resources.

Results The results of the experiments are summarized in the Figures 1, 2 and 3.
Figure 1 clearly shows one of the agent selection functions, viz. the function that
looks at order deadlines, outperforms the other agent selection functions in all
incident cases and both for HNZ-0 and HNZ-1. We observe the same trend for
both with and without rerouting. Surprisingly, the other agent selection functions
perform not better than the random selection function. Furthermore, the results
seem to suggest that the differences between the selection functions become smaller
if the number of incidents increases. Finally, note that in [4] we already showed
that HNZ-1 outperforms HNZ-0. Here, we not only confirm these results, but also
show that the same holds also when incidents do occur. Figure 2 clearly shows
that performance decreases if the resource block size increases. Results are shown
here for the random agent selection function, although the others show a quite
8 We ensure transport resources only end their schedule in resources with sufficient capacity,
such they cannot block the way for other agents for ever.
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Figure 1: Different agent selection functions accompanied by 95% confidence intervals. Resource block size is fixed to 2 here. The vertical axis shows the total
penalties, i.e. negative rewards. For data processing and plotting we use R [3].
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Figure 2: Performance for different resource block sizes.
similar trend. Under influence of incidents we see the same performance decrease,
though the differences become smaller for the highest level of incidents.
Finally, Figure 3 shows a decrease in simulation time when the resource block
size increases. Figure 2 and 3 together strongly indicate that a smaller block size
improves performance at the cost of some extra computational investments.

5

Conclusion

In an earlier paper (cf. [4]) we discussed an extension of the Hatzack and Nebel
approach by giving the agents a fixed number of opportunities to reroute. That
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Figure 3: Average cpu-consumption for the different resource block sizes.
is, after the scheduling heuristic has assigned a schedule to the current route,
an agent might conclude that perhaps an alternative route would offer him a
better schedule. Based on small scale experiments we concluded there that a
small number of opportunities sometimes might offer a significant improvement in
overall performance. In this paper, we also included incidents in the experiments
and we now infer the improvement is significant for any amount of incidents.
Furthermore, we refined the HNZ-1 algorithm scheme by distinguishing several
parameters (agent selection and block size). We evaluated several agent selection
functions and block sizes. Prioritizing agents with strict deadlines seems to give
the best results, though we did not expect the data would suggest the difference
is not significant anymore in both cases with incidents.
According to our intuition, a smaller block size resulted in better performance
at the cost of some extra computational efforts.
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Abstract
Plan repair has two faces. Alternately, a plan repair method looks like
a planning method, or looks like a method that does exactly the opposite,
i.e., removing actions from a plan. We propose a general framework for plan
repair that shows the relation between these two alternating steps. Any plan
repair method has this property. This claim is supported by showing how
a number of plan repair systems fit into the presented framework. One of
the advantages of a general framework is that it helps to understand existing
techniques and improve upon them. As an example of this, we present a novel
heuristic for plan repair that can make use of existing planning heuristics.
Some initial results are provided that indicate that this heuristic is competitive
with existing plan repair methods.

1 Introduction
Planning is one of the most important methods to achieve the pro-active property
that we would like agents to exhibit. In planning problems the agent has a
description of that part of the world that is relevant, and a description of the goals
it wants to attain. The task then is to find a (partially ordered) sequence of actions
that brings the world from the current state into a state in which the agent has
attained its goals. Often, when such a plan is executed, the world may change
in an unexpected way; either because of actions by other agents or unexpected
consequences of actions of the agent itself. When this happens, the agent needs to
reconsider the remainder of its plan. This process is called plan repair (sometimes
also referred to as replanning).
In previous work [10], we showed the similarities between such plan repair
methods and normal planning methods: the so-called refinement planning framework [7] was modified to model plan repair methods as well. Such a general view
on planning and plan repair methods not only helps to compare and understand
existing algorithms and heuristics, but also to develop new methods.
Studying plan repair methods more closely, we discovered that within any
plan repair method two distinct, but alternately used, heuristics can be recognized.
One face of plan repair is shown when the heuristic is active that “decides” when
and what part of a plan should be removed, because it (probably) hinders the
reachability of the goal(s). The other face of plan repair is shown when the plan
is extended in order to reach the goals. In that case, a plan repair method acts
similarly to a “normal” planning method.
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In this paper, we support this new view by showing how existing plan repair methods fit into a framework that models the two alternating steps in the
search for a new valid plan. To this end, we first briefly recapitulate the refinement planning approach and show how it can be extended to an unrefinement
replanning framework. The template algorithm of this framework clearly shows
the two faces of plan repair. We proceed by discussing two plan repair systems,
Replan [2] and SPA [6], showing how they can be conceived as instances of the
presented framework. To show how the framework can help to develop new
techniques, we present a new heuristic for breaking down plans, that makes use
of existing heuristics for planning. We present some of our initial experiments
using this heuristic, which indicate that the heuristic is competitive with existing
algorithms. First, however, we briefly summarize the most important elements
of the refinement framework for plan construction.

2 Refinement Planning
Plans are constructed to solve a certain planning problem. Such a planning problem,
denoted by Π, is described by (i) information about which actions can be used,
(ii) the description of the initial state, and (iii) a specification of the goal state.
A plan is a sequence of actions. The construction of a plan can be seen
as an iterative refinement of the set of all possible plans. This view is called
refinement planning [7, 8]. Since most existing (classical) planning algorithms can
be conceived in this way, it can be considered a unifying view on planning. The idea
behind refinement planning is that we start with a set of all possible sequences
of actions and reduce this set by adding constraints (such as “all plans in this set
should at least have this specific action”) until all plans that match the constraints
are solutions to the planning problem. During this refinement, not this set of all
candidate plans is stored, but the constraints are stored in a so-called partial plan.
The set of candidate plans that a partial plan P represents is denoted by
candidates(P). This set contains all action sequences c in which all actions from P
are present in an order consistent with the ordering described by the partial plan.
Note that candidates(P) may include plans with more actions than P, as long as the
constraints are all met. We define a minimal candidate to be a candidate that does
not contain more actions than the partial plan P.
A refinement strategy defines how a partial plan is to be extended and the set
of candidates thus refined. A refinement strategy R is a function that maps a
partial plan P to a set of partial plans P = {P1 , . . . , Pn }, such that for each of the
new partial plans, the candidate set is a subset of candidates(P). Furthermore, we
introduce a function called solution that can be used to determine whether the
minimal candidate of a partial plan is a solution to a given planning problem. If
it is, the sequence of actions that solves the problem is returned.
A general refinement planner works as follows: starting with an empty constraint set, represented by an empty partial plan, say P, check whether a minimal
candidate of P is a solution to the problem at hand. If so, we are done. If not,
we apply a refinement strategy R to obtain a collection of partial plans P = R(P)
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where each partial plan has a different additional constraint with respect to P.
Select a component P0 ∈ P and check again whether a minimal candidate of this
partial plan is a solution and apply R again if not. Proceed until a solution is
obtained, or the set of partial plans is empty.
By removing the restriction that we can only add constraints, refinement planning can be seen as a unifying view on both planning and plan repair [10]. However, it is not very elegant, and, more importantly, hides the fact that plan repair
really constitutes two separate activities: removing actions from the plan that are
obstructing the successful alteration of the plan, and the (often subsequent) expanding of the plan to include actions solving the planning problem. Therefore,
we propose the unrefinement planning approach.

3 Plan Repair
In the previous section, we discussed Khambampati’s [7] refinement planning as
a unifying approach to planning. This refinement planning approach always adds
constraints to the partial plan. However, to recover from errors, we may have to
remove actions, or orderings or other constraints, to fix a plan. Thus, the refinement
planning approach is not suitable for plan repair purposes. However, just as the
refinement planning approach provides a template for planning algorithms, we
would like to have a template for plan repair algorithms.
The plan repair template differs from refinement planning in only two ways.
First, we choose between unrefining the plan, i.e. removing refinements (constraints), or refining the plan, i.e. adding refinements. For unrefining a plan we
select an unrefinement strategy D and apply it to the partial plan P. Refinement
takes place as in the regular refinement planning approach (step 4.1 in Algorithm
1). Second, we use a history H to keep track of the refinements and unrefinements we have made, in order to be able to prevent doing double work (and
endless loops). Each call to a refinement or unrefinement strategy updates the
history to reflect which partial plans have already been considered. Techniques
like Tabu-search [5] may be employed to best make use of this available memory.
The refinement plan repair template is depicted in Algorithm 1.

4 Existing Strategies
In this section we support our claim that the plan repair template is a unifying
approach to plan repair by showing how some existing plan repair algorithms
can be conceived as instances of the template algorithm (Algorithm 1). More
specifically, we show which (un)refinement strategies are present in these systems.
The first system we look at is called Replan [2]. Their model of plans is
similar to the plans used in the hierarchical task network (HTN) formalism [3].
A task network is a description of a possible way to fulfill a task by doing some
subtasks, or, eventually (primitive) actions. For each task at least one such a
task network exists. A plan is created by choosing the right task networks for
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Algorithm 1 P R (P, Π, H)
Input: A partial plan P, a problem Π and a history H
Output: A solution to Π or ‘fail’
begin
1. if candidates(P) is empty then
1.1. return fail;

2. if solution(P, Π) returns a solution ∆ then
2.1. return ∆;
3. if we choose to unrefine then
3.1. Select unrefinement strategy D and generate new plan set hP, H 0 i = D(P, H).
4. else
4.1. Select refinement strategy R and generate new plan set hP, H 0 i = R(P, H).
5. Non-deterministically select a component Pi ∈ P and call P R(Pi , Π, H 0 ).
end

each chosen (abstract) task, until each network consists of only (primitive) actions.
Throughout this planning process, Replan constructs a derivation tree that includes
all chosen tasks, and shows how a plan has been derived.
Plan repair within Replan is called partialisation. For each invalidated leave
node of the derivation tree, the (smallest) subtree that contains this node is removed (unrefinement, step 3.1). Initially, such an invalid leave node is a primitive
action, and the root of corresponding subtree is the task which network contained
this action. Subsequently, a new refinement is generated for this task (step 4.1).
If the refinement fails, a new round is started in which subtrees for tasks higher
in the hierarchy are removed and regenerated. In the worst case, this process
continues until the whole derivation tree is discarded.
The SPA planner [6] is another example showing the two faces of plan repair.
It selects the next partial plan to work on (step 5) using a queue (implementing
a breadth-first search in the space of plans). The partial plans on this queue are
either to be refined (denoted by ↓), or to be unrefined (denoted by ↑). Either step
3.1 or 4.1 is chosen accordingly. For a partial plan tagged with ↓ we derive all
refinements, and add those to the queue. For a partial plan P tagged with a ↑, one
decision made during planning is reversed (unrefinement), and next not only the
resulting plan P0 is added to the queue (again with a ↑), but also the refinements
of this plan P0 are added (with a ↓), except for the plan P. Tagging the plans in
the queue with either ↑ or ↓ ensures that the same node in the search space is not
considered twice. This way SPA does not explicitly need a history.
In many other plan repair methods the same distinction between refinement
and unrefinement strategies can be made. For example, in MRL [9] the refinement
strategy employs a proof system to complete the plans. If it fails, the unrefinement
strategy removes ineffectual actions. GPG [4] uses a similar method, but uses a
refinement planning part like Graphplan [1].
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Figure 1: Sketch of the unrefinement heuristic. From the original plan on the left,
we derive n subplans and calculate heuristic values (h1 , . . . , hn ) for them using (in
this case) a planning graph heuristic.

5 A New Unrefinement Heuristic
Besides a unifying view on replanning systems, the template algorithm also gives
us pointers for devising new plan repair methods. In the methods presented in the
previous section, the refinement and unrefinement strategies are tuned such that
they complement each other. In this section we present an unrefinement heuristic
that can reuse an existing planning heuristic to incorporate plan repair in planners.
The planning heuristic that we use in our unrefinement strategy is arbitrary, as
long as it can evaluate partial plans for their fitness (i.e. attach a value to a given
partial plan indicating how close to a solution it is). In the resulting system,
the refinement and unrefinement strategies are automatically tuned, because the
unrefinement heuristic makes use of the refinement heuristic to calculate heuristic
values. This means that using our method, we can add plan repair capabilities
to most existing planners. This has the additional benefit that our method can be
easily upgraded when new and more efficient planning heuristics are devised.
Our approach to unrefinement is sketched in Figure 1. On the left-hand side,
we have the current plan P that is to be unrefined. We compute a number of
plans that result from removing actions from P. For each of the resulting plans,
we use the chosen planning heuristic (for example, a planning graph heuristic)
to estimate the amount of work it will require to transform this plan into a valid
plan (i.e. a heuristic value for that plan is calculated). The plan that has the best
heuristic value is selected and a refinement strategy is used to complete this plan.
The steps that this procedure consists of are now discussed in greater detail.
The first step is to decide which actions we consider for removal (and thus, for
which plans we would like to calculate the heuristic value). Ideally, we would like
to consider all possible combinations of actions. However, there is an exponential
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number of such combinations. Considering an exponential number of plans is
no option for a fast heuristic. Instead, we only consider removing certain sets of
actions. These sets have the following requirements: firstly, the actions should
form a tree of a number of levels deep. At the first level, we have exactly one action,
subsequent levels should either consist of all actions that satisfy preconditions of
the actions on the previous level (if the tree is going backwards in time), or it should
consist of all actions that have preconditions satisfied by actions at the previous
level (if the tree is forward in time). Secondly, the root action of the tree should
be an action at the beginning of the plan (if the tree is forwards), or at the end
of the plan (if the tree is backwards). We call such sets of actions removal trees.
Figure 2 shows an example of a removal tree of three levels (shown in grey). Each
square represents an action, an arrow between two actions indicates that the first
action supports a precondition of the second one. The number of removal trees
in a given plan P is polynomial in the size of P.
Given a removal tree, the second step is to calculate
the heuristic value for that plan. To do this, we construct the plan that results when removing the removal
tree. Next, we can simply apply the selected planning
heuristic to obtain a heuristic value for the plan. Some
heuristics have a problem with calculating a heuristic
value for the kind of broken down plans we produce.
To overcome this problem, we can construct a special domain. This domain consists of the original domain, as Figure 2: A backward
well as special actions encoding the plan that we would removal tree
like to reuse. For this purpose, the plan is broken down into separate parts, called
cuts (as shown in Figure 3). Each cut is chosen such that there are no two actions
in a cut that were previously connected through one or more removed actions.
(This is the reason that in Figure 3, the two larger cuts are separated.) For each
cut, an action is added which has preconditions and effects equal to the cut. Now,
if we calculate a heuristic value for the empty plan in this custom domain, the
computation includes the “special” actions corresponding to the cuts, effectively
producing a heuristic value for the plan from which we constructed the domain.
The complete unrefinement strategy now works
as follows: we begin by removing removal trees of
depth one. If the heuristic reports that one or more
of the plans can be expanded to a valid plan, we use
the refinement strategy to try and complete those
plans. If a valid refinement cannot be found, we
iteratively increment the depth of the removal trees
and try again, until we find a solution (or fail).
For the experimental validation of our technique,
we integrated it into the VHPOP planner [11]. Ex- Figure 3: Example cuts of
periments were performed using the benchmark set the resulting plan
of GPG [4]. This benchmark set is the only one for plan repair problems that the
authors are aware of. It consists of over 250 replanning problems from various
often used planning domains. Figure 4 shows some of our initial results. The
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Figure 4: Runtime for the 60 problems in the Gripper domain. The first 30 problems
are with 10 balls, problems 31-60 have 12 balls.
graph plots the running times for 60 instances of gripper problems. In the gripper domain, a robot equipped with two grippers can move through a number of
rooms, and has to move balls from their current location to another. Each instance
of a problem consists of a modification to a base problem. Problems 1-30 all use
the same base problem with 10 balls, problems 31-60 use a problem with 12 balls.
Examples of modifications are: “ball 2 is located in room B instead of in room A”,
or “ball 5 should no longer be brought to A, but to C”. Between one and eight
of such modifications are made to obtain a new problem instance. The graph
plots the run-times for planning from scratch (using VHPOP , labeled scratch in
the graph), for our plan repair method (labeled repair) and for the GPG plan
adaptation system (labeled gpg). As one can see, plan repair is usually faster than
solving a problem from scratch. Of the two plan repair systems, ours is faster
than GPG for most of the problems, and only slightly slower on the others. The
other problem sets in the benchmark show similar results.

6 Discussion
When a plan becomes invalid, a new plan needs to be searched for. Searching
a plan from scratch starts with the set of all possible plans according to the
refinement planning template. However, during plan repair we would like to
stay as close as possible to the original plan. Therefore, it may be more efficient to
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start the search from the existing, invalid, plan. In this paper, we claimed that in
each existing plan repair algorithm two different types of heuristics are used. One
of these is similar to planning heuristics, but the other is quite different; it decides
whether to remove some part of the plan, and if so, which part to remove. We
showed that existing systems indeed fit into a plan repair framework in which a
clear distinction is made between these two types of heuristics.
In the previous section, we showed how such a framework can help in developing a new plan repair algorithm. In particular, we developed an general
unrefinement heuristic that can be used in conjunction with existing planning
heuristics. We briefly showed that this heuristic is competitive with existing plan
repair methods, and planning from scratch.
We are currently performing more experiments with the new heuristic. Also,
we are studying the effect of a plan library on plan repair. The idea is that the
search can be sped up using small plan parts that are available. Furthermore, we
would like to explore this idea in the context of multi-agent plan repair, in which
other agents may be able to support the plan repair of one agent.
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Abstract
Many planning problems have a distributed nature: different parties have
to co-operate in order to make efficient use of shared resources, while not
violating any constraints. Additionally, there often are dynamic aspects to
be considered. Due to e.g., unexpected changes in the (outside) world or
changes of individual goals of the agents each of these actors might come up
with a corresponding change of their constraints. As a result, the problem
might require some form of replanning of the agent activities such that all
constraints can be satisfied.
We discuss a method to deal with changes of temporal constraints in
a distributed Simple Temporal Network using preference information. We
adapt an existing method to obtain a consistent plan using distributed temporal constraints such that all preferences of all agents above a certain level
are satisfied, and changes to the constraints or preferences can be dynamically incorporated, adapting the (inconsistent) plan in such a way that all
constraints of some preference level are satisfied.

1

Introduction

Quite a number of real-life planning problems have to do with solving temporal
constraints between activities. A well-known approach for solving these temporal
problems is to express them as a Constraint Satisfaction Problem (CSP), where
variables and constraints between variables are represented in a graph as nodes and
edges, respectively. A solution to the CSP is an assignment to the variables such
that no constraint relation is violated. One of the simplest temporal problems, the
Simple Temporal Planning (STP) Problem (cf. [1]) can be solved in polynomial
time using a representation in the form of a labeled directed graph, the so-called
Simple Temporal Network or STN. In this STN, the nodes are time points and
the edges are temporal intervals that restrict the values of the difference between
the time points. Recently (cf. [2, 3]), the introduction of preference functions for
STNs has been proposed, to indicate in a more expressive way than used in the
standard STPs which intervals can be chosen for start/endpoints of activities and
how these intervals are preferred by the planner. While in standard STPs it suffices
to assign values to variables such that the temporal constraints are satisfied, the
1 This

research is supported by the Technology Foundation STW, applied science division of
NWO and the technology programme of the Ministry of Economic Affairs (project DIT5780:
Distributed Model Based Diagnosis and Repair).
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use of preferences allow us to search for the highest preference level (p-level) at
which all constraints can be satisfied.
In this paper we will concentrate on the use of both distributed control for STNs
and the use of preference functions and solutions based on p-levels for replanning
in STNs. The idea is as follows: A solution for an STN can be easily used to derive
an executable plan for the activities represented. Using preference information, we
can search for solutions with a maximal preference value for all the agents. If the
constraints in an STN do change, the original solution might become infeasible
and a new solution for the changed STN has to be computed, resulting in a new
plan. If, however, we use preference information, some changes in the constraints
could be accommodated by just letting the actor maintaining the constraint to
change his preference function. A new solution then may be found by just letting
the agents simply lower their preference level and (re)use an STP-solution from
a lower p-level. In this way the consistency of the network (plan) is repaired
without too much communication and computation. Moreover, it can be detected
in polynomial time whether or not, due to these changes, there still exists an
executable plan for the activities represented.

2

STPs and STNs

A Temporal Constraint Problem (TCP) consists of a number of time points (corresponding to the start and end points of actions) and a set of binary constraints
a1 ≤ X − Y ≤ a2 expressing that the difference between the time points X and
Y should differ minimally a1 and maximally a2 for some a1 , a2 ∈ Z. These intervals can be used to specify the order in which actions a and a0 have to occur,
or the minimum amount of delay between a and a0 . A Simple Temporal Problem
(STP)[1] is a TCP with at most one constraint involving X and Y between a pair
(X, Y ) of time points. To express that the temporal distance constraint between
the beginning and end of an action a is between 10 and 20 time units we denote
Xae − Xab ∈ [10, 20].
We will illustrate STPs by using a simple air traffic control (ATC) problem
domain to serve as a guiding example. In Figure 1(a) we have an airport with
two gates G1 and G2 and two landing/departure runways S1 and S2. There
are also three aircraft A, B and C: aircraft A is at gate G1, aircraft B at gate
G2 (they both intend to use runway S2 for departure) and C has just landed at
landing runway S1 and wants to make use of gate G1. Obviously, since the airport
resources cannot be used by multiple airplanes simultaneously, we need (temporal)
constraints on the arrival and departure planning. We assume the aircraft in our
example to have (some) autonomy over their planning – effectively being their own
planners – and refer to them as agents.
Expressing this example in terms of an STP is not difficult (see Figure 1(b)).
A
− X0 ∈ [10, 30] specifies that plane A has to leave
Here, the first constraint XlG1
gate G1 between time t = 10 and t = 30.2 These constraints are all owned by
agent A. Likewise, agent B also has some constraints, as does agent C. The result
can be easily represented by a STN (see Figure 2).
A solution to an STP is an assignment of values to each time point X such
that all constraints are satisfied. Sometimes such a solution cannot be found
and the STP is said to be inconsistent. Checking whether a solution exists can be
2X

0

specifies some arbitrary initial point of time
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(a) Three aircraft (A, B, and C) at an airport.
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(b) The constraints between the actions of A, B, and C.
Figure 1: The constraints for agents A, B and C, where A is at gate G1, B is at gate
A
A
A
A
G2, and C is at runway S1. Here XlG1
, XaP
1 , XbDep , XeDep denote “leave gate
G1”, “arrive at stand P1”, “begin departure” and “end departure” respectively.
Mind that some constraints involve two agents.
formulated as the well-known all-pairs shortest path problem: the STP is consistent
if there are no negative cycles (i.e. when constraints imply that the latest possible
occurance of an event is before the earliest possible occurance) in the all-pairs
distance graph, also called the d-graph. Fortunately, this check can be performed
in O(n3 ) time where n is the number of time points (variables) involved.

3

STPs with Preferences

Sometimes multiple solutions (i.e. instantiations of the variables or time points)
to an STP instance may be found while it is not clear which should be regarded as
“best”. In many practical domains, a solution must not only be feasible, but there
is also some kind of ordering on the solutions. Khatib ([2]) and Peintner ([3])
present a method that makes use of additional preference information, i.e. an
agent that wants to make use of a certain resource not only communicates the time
interval(s) that it is aiming for, but also a measure of preference for certain time
regions within the interval. Using reasonable preference functions, the constraints
with low preference intervals are less tight than the constraints with high preference
time regions. This means that starting with a low preference standard is likely
to produce a solution (if one exists), after which the preference standard can be
increased and a better solution can be sought.
A
− X0 ∈ [10, 30] can be extended with a
In our example, the constraint XlG1
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Figure 2: A Simple Temporal Network representing the constraints of Figure 1.

preference function [2] that maps the temporal values in the interval with a prefA
erence value. E.g. XlG1
− X0 ∈ [10, 30], f ([10, 15) ∪ [21, 30)) = 1, f ([15, 20)) = 2,
f ([20, 21)) = 3. This means that agent A has a low preference for the subintervals
[10, 15) and [21, 30), a higher preference for the subinterval [15, 20), but the period
[20, 21) is considered best. The preference function is defined to be 0 for all values
outside of the interval.
The idea now is to use these preferences to derive solutions with maximum
minimal preference values. Given a preference range [0, max] such a maximum
preference value can be found by applying binary search (cf. [4]) with the temporal
constraint intervals [a, b] satisfying f ([a, b]) ≥ p, where p is a preference threshold.
The preference function has to be semi-convex to avoid fragmentation of intervals
at higher p-levels: This is an STN requirement (cf. [2]). Finding the highest
preference value in this way can be done in O(n3 log max ).
Basically, there are two ways to solve an STP. The first method is to produce the
complete d-graph with Floyd-Warshall’s all-pairs-shortest-paths algorithm. This
process gives a fully connected graph with the shortest paths between all pair of
nodes. The more efficient alternative method that we will adopt makes use of
triangulation and exploits the fact that not all paths are relevant.
The first step in Xu’s 4ST P algorithm [5] is to produce a triangulated graph
of the STN. This produces a graph of triangles G, where the vertices are triples
of variables (i.e. hi, j, ki ∈ G iff (i, j), (i, k), (j, k) ∈ ST N ), and two triangles in
G are connected if they share a constraint edge. Consistency checking is done
by identifying which triangle(s) an edge (i, j) is in and updating the distance
constraints of each of the edges in the triangle. E.g. if a triangle hi, j, ki ∈ G then
the interval values are updated following these rules, where ⊗ denotes interval
composition3 and ⊕ is the intersection of intervals: I 0 (i, j) ← I(i, j) ⊕ (I(i, k) ⊗
I(k, j)), I 0 (i, k) ← I(i, k) ⊕ (I(i, j) ⊗ I(j, k)), I 0 (j, k) ← I(j, k) ⊕ (I(j, i) ⊗ I(i, k)).
If one of these interval constraints is assigned a new value, e.g. I 0 (i, k) 6= I(i, k),
then the algorithm performs the same re-calculation on the triangles that contain
the edge (i, k). However, if the constraint (e.g. I(i, k)) did not change, then this
recursive step is superfluous, since the edge (i, j) apparently has no propagation
effect on constraints in adjacent triangles. Here lies the pruning power of the
4ST P algorithm. If during the process of constraint updating an empty interval
is produced the STN is inconsistent and the algorithm halts. If no edge labels can
be further reduced the STN is minimal and consistent, and an instantiation of the
time points can be easily extracted.
3 I = S ⊗ T means that i ∈ I iff ∃s ∈ S, ∃t ∈ T : i = s + t. Note that if S and T are both
single intervals (as is a typical STP property) then the composition will also be a single interval.
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4

Computing Solutions in the Distributed Case

Adapting the 4ST P algorithm to the distributed case is relatively easy. If one of
the nodes in an updated edge (i.e. I 0 (i, j) 6= I(i, j)) belongs to another agent (i.e.
i∈
/ X A or j ∈
/ X A ), then this update has to be propagated to the constraints that
are in the other agent’s STN. So agent A has to notify the other agent (let’s call
it agent B) involved of this constraint update: inf orm(A, B, i, j, I 0 (i, j)). Agent
B adds all the triangles that contain edge (i, j) to his QT and starts his 4ST P
process. The distributed 4ST P is shown in Algorithm 1. Let’s construct an
Algorithm 1: distributed 4ST P (Agent A, Plan P A )
1.
2.
3.
4.

consistency ← True
G ← Triangulate(P A )
QT ← Triangles(G)
while QT ∧ consistency do
4.1. QE ← empty list
4.2. hi, j, ki ← First(QT )
4.3. I 0 (i, j) ← I(i, j) ⊕ (I(i, k) ⊗ I(k, j))
4.4. if I 0 (i, j) 6= I(i, j) then
4.4.1. I(i, j) ← I 0 (i, j) and Enqueue((i, j), QE )
4.4.2. if i ∈ X B6=A or j ∈
/ X B6=A ) then inform(A, B, i, j, I(i, j))
0
4.5. I (i, k) ← I(i, k) ⊕ (I(i, j) ⊗ I(j, k))
4.6. if I 0 (i, k) 6= I(i, k) then
4.6.1. I(i, k) ← I 0 (i, k) and Enqueue((i, k), QE )
4.6.2. if i ∈
/ X B6=A or k ∈
/ X B6=A ) then inform(A, B, i, k, I(i, k))
0
4.7. I (j, k) ← I(j, k) ⊕ (I(j, i) ⊗ I(i, k))
4.8. if I 0 (j, k) 6= I(j, k) then
4.8.1. I(j, k) ← I 0 (j, k) and Enqueue((j, k), QE )
4.8.2. if j ∈
/ X B6=A or k ∈
/ X B6=A ) then inform(A, B, j, k, I(j, k))
4.9. if I(i, j), I(j, k) or I(i, k) is empty then
consistency ← False
4.10. if consistency then
4.10.1. forall (m, n) ∈ QE do
Tm,n ← all triangles containing (m, n)
forall hr, t, si ∈ Tm,n do
if hr, t, si ∈
/ QT then Enqueue(hr, t, si, QT )
4.10.2. QT ← Remove(hi, j, ki, QT )
5. Return consistency

example with a subnetwork of figure 1(b): X1A = A : leaveP 1, X2A = A : arriveP 2,
X3A = A : leaveP 2, X1B = B : leaveG2, X2B = B : arriveP 2, X1C = C : arriveP 1.
See figure 3 for the global STN and the two agent views on this STN, constructed
by the agents separately. The graph of agent A is defined by ST N A = ({u ∈
X|(u, v) ∈ E A }, E A ), where E A denotes all the constraints of agent A. Notice that
ST N A can contain some “foreign” nodes (i.e. u ∈
/ X A ), which are uncontrollable
for A, but are involved in his constraint set. Each agent starts with interval
values [−∞, ∞] for edges that he has no information about, e.g. I(0, B2) in agent
A’s network. During the construction of the minimal ST P A agent A calculates
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Figure 3: A part of the STN (a), separated in agent A’s constraint network (b)
and agent B’s constraint network (c). Mind that they have a common constraint
(I(A3, B2)) and some common nodes: X0 , X3A , and X2B .

I 0 (0, B2) = [23, 145]4 and as both I 0 (i, j) 6= I(i, j) and B2 ∈
/ X A this new value
I 0 (0, B2) is sent to agent B.
Agent B had already calculated I(0, B2) = [15, 60], but this edge is assigned
the new constraint [23, 145] ⊕ [15, 60] = [23, 60]. Following the steps in the 4ST P
algorithm, agent B now considers all triangles effected by the I(0, B2) update. The
edge (0, A3) will be updated to a new constraint interval [−15, 60] and because
A3 ∈
/ X B an inf orm(B, A, 0, A3, [−15, 60]) is sent out.
Agent A reconsiders the edge (0, A3) and assigns it the constraint value [−15, 60]⊕
[23, 115] = [23, 60]. Through this process all constraints are propagated and if no
agent finds an inconsistency (i.e. an empty interval) the global STN is consistent.

4.1

Incorporating Preference Levels

Until now we have only discussed constraints as 1-dimensional time intervals, without any further preference information. It is clear however, that there is some
slack in the STN, so improvements might be possible. Recall that we define the
preference function f ([a, b]) ∈ [0, max] for each constraint. In our example these
constraint preferences might be these:
X1A − X0 ∈ [10, 110], f ([10, 13) ∪ [65, 110]) = 1, f ([13, 15)) = 3, f ([15, 65)) = 2
X2A − X1A ∈ [5, 30], f ([5, 10) ∪ [20, 30)) = 1, f ([10, 15) ∪ [16, 20)) = 2, f ([15, 16)) = 3
We now have different sets of constraints, one for each preference level. The
question now is: what is the highest minimal preference level that still produces a
consistent STN? An efficient method to reach an STN with the highest preference
of all agents is through binary search. In our example we would initiate the search
process at preference level p = 2, so we use the distributed 4ST P algorithm
discussed in the previous subsection to determine whether all constraints (a, b)
with ∀t ∈ I(a, b) : f (t) ≥ p produce a consistent STN. Since these level-2 intervals
are the same as the ones used earlier in this section to produce a consistent STN
we can conclude that a level-2 STN is solvable.
The next step is to increase the preference level to p = 3 and see if an even
better network can be found. These constraints are tighter than before: X1A −
4 Essentially

I 0 (0, B2) ← I(0, B2) ⊕ (I(0, A1) ⊗ I(A1, A2) ⊗ I(A2, A3) ⊗ I(A3, B2)).
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X0 ∈ [13, 15], X2A − X1A ∈ [15, 16], X3A − X2A ∈ [6, 10], X1B − X0 ∈ [15, 18],
X2B − X1B ∈ [20, 24], and X2B − X3A ∈ [10, 20]
The distributed 4ST P algorithm will notice an inconsistency when agent A
calculates I 0 (0, B2) = I(0, B2) ⊕ (I(0, A3) ⊗ I(A3, B2)) = [23, 60] ⊕ ([34, 41] ⊗
[10, 20]) = [44, 61] and forwards this to agent B, who cannot fulfill this constraint
since he calculated I 0 (0, B2) = I(0, B2) ⊕ (I(0, B1) ⊗ I(B1, B2)) = [23, 60] ⊕
([15, 18] ⊗ [20, 24]) = [35, 42]. Both agents will find an empty interval, indicating
an inconsistency.
The preference level has to be adjusted now to a lower level. In our example,
we return to p = 2, for which all agents already found a feasible solution. In
general, the distributed 4ST P algorithm has to be performed at most log max
times if the preference function gives values from the range [0, max].

5

Changing Constraints and Repairing Solutions

If one or more agents change their temporal constraints, they might be forced
to reconsider their current plan based on the solution of the common distributed
STP. Most common changes in temporal constraints concern the tightening or
the relaxation of constraints. For temporal constraints specifying intervals, such
operations come down to contraction or dilatation of an interval [a, b] to an interval
[a0 , b0 ] where either a0 < a and b0 > b or a0 > a and b0 < b holds. Together with this
interval transformation, we have to consider the transformation of the associated
preference function f . Any transformation of f to f 0 that satisfies the semiconvexity condition for f 0 can be handled by the methods described below. We
will now only discuss the consequences for replanning of interval contraction, since
dilatation generally relaxes the constraints, possibly leading to new (and better)
solutions, but not posing a threat to the plan execution.
A contraction of the preference function between time points X and Y transforms the interval I(X, Y ) to I 0 (X, Y ) and in particular it changes Ip (X, Y ) =
[x ∈ I(X, Y )|f (x) ≥ p] to Ip0 (X, Y ) for preference level p. Let dp (X, Y ) denote the
(minimal) constraint between X and Y at preference level p in the network, and if
the network is consistent for preference level p then of course dp (X, Y ) ⊆ Ip (X, Y ).
Three cases need to be distinguished now. (Notice that in all scenarios the agents
don’t have to start the planning process from scratch, but can make use of the
current STN.)
Firstly, if dp (X, Y ) ⊆ Ip0 (X, Y ) then the constraint clearly is still satisfied and
the network is still consistent. Nothing needs to be changed or communicated.
Secondly, if the new preference interval only partially overlaps with the global
constraint network can be re-established by two methods: a) by restricting the
constraint to d0p (X, Y ) = dp (X, Y )⊕Ip0 (X, Y ) and restarting the distributed 4ST P
algorithm with QT ← all triangles containing (X, Y ); b) by searching for the lowest
p0 value that can fulfill dp (X, Y ) ⊆ Ip0 0 (X, Y ). The first option maintains the
optimal preference level at the cost of some communication and further restriction
of other agent’s constraints. The alternative is to accept the preference loss: the
agent might not achieve the highest preference value, but saves on computation
and communication effort. If such a value p0 can not be found then only option a)
is feasible.
Thirdly, if a contraction of the preference function results in two disjoint sets
(dp (X, Y ) ∩ Ip0 (X, Y ) = ∅) this implies that at the current p-level no solution can
be found: i.e. not all agents can be assigned time values of preference p. The
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agent again has basically two options: a) he checks his history for a preference
level p0 < p that satisfies dp (X, Y ) ∩ Ip0 0 (X, Y ) 6= ∅, i.e., is there a preference level
p0 for which the agent knows that the global constraints can be met by other agents
with minimal preference still p; b) he can use his history to find a p0 that makes a
solution possible at the global preference level p0 : dp0 (X, Y ) ∩ Ip0 0 (X, Y ) 6= ∅. The
first option does not require a global preference fall-back, so only the new constraint
between X and Y needs to be propagated. The second strategy does call for a
global preference return and possibly a number of iterative 4ST P loops to find
the optimal preference level. In both cases the agent communicates to others the
updated dp0 (X, Y ) = dp0 (X, Y ) ⊕ Ip0 (X, Y ) and will initiate the distributed 4ST P
algorithm with QT ← all triangles containing (X, Y ).
Let us illustrate a preference constraint contraction of the second type with
an example. Agent A changes his preference function for the interval between
X1A and X2A to the following: f ([8, 12) ∪ [19, 22)) = 1, f ([12, 15) ∪ [16, 19)) =
2, f ([15, 16)) = 3. This poses a threat for the plan quality, since the constraint
that assures a p = 2 solution is X2A − X1A ∈ [10, 17] –this can be deduced via
triangulation– and agent A’s new preference interval can no longer contain (and
satisfy) it: [10, 17] * [12, 19]. The agent will update the edge (X1A , X2A ) to the
value [10, 17] ⊕ [12, 19] = [12, 17] and restart the 4ST P algorithm with QT ← all
triangles containing (X1A , X2A ).

6

Conclusion

We have discussed the adaptation of an efficient algorithm for computing solutions
for an STN to distributed cases and the use of preference functions. We have shown
that the use of preference information can be easily used to accommodate for small
changes in the network, e.g., if some agents change their constraints. In such cases,
often it suffices to re-use previous computations for obtaining preference levels for
solutions of the original network.
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Abstract
Traditionally, the analysis of visual arts is performed by human art experts only. The
availability of advanced artificial intelligence techniques makes it possible to support
art experts in their judgement of visual art. In this paper image-analysis techniques are
applied to measure the complementary colours in the oeuvre of Vincent van Gogh. It is
commonly acknowledged that, especially in his French period, Van Gogh started
employed complementary colours to emphasize contours of objects or parts of scenes.
We propose a method to measure complementary-colour usage in a painting by
combing an opponent-colour space representation with Gabor filtering. Using this
method, the analysis of a dataset of 617 digitised oil-on-canvas paintings confirms artexpert’s knowledge about the global pattern of complementary-colour usage in Van
Gogh’s paintings. In addition, it provides an objective and quantifiable way to support
the analysis of colours in individual paintings. Our results show that art experts can be
supported by artificial-intelligence techniques.

1. Introduction
Attempting to mimic and amplify the perceptual impact of natural scenes,
Vincent van Gogh used complementary colours as a means to emphasize
contours and to enhance the vividness of natural colours (Hulsker, 1996).
Whereas early in his artistic career, he refrained from using bright colours, in his
later career, while residing in Paris and the South of France, Van Gogh made
abundant use of bright and complementary colours (Maffei & Fiorentini, 1999).
In analysing paintings of Van Gogh, art experts are particularly interested in the
usage of colour. AI techniques may aid the art expert in quantifying the
distribution of colours in Van Gogh’s oeuvre. Moreover, these techniques may
be used by art experts to test hypotheses on the development of Van Gogh as an
artist. To investigate the viability of applying AI techniques to support the study
of paintings, we focus on the digital analysis of colours in Van Gogh’s work.
More specifically, we perform a digital analysis of Van Gogh’s oil-on-canvas
paintings in an attempt to quantify and detect the transition in his usage of
complementary colours.
The outline of the remainder of the paper is as follows. Section 2 is a concise
introduction to colour and colour perception. Section 3 presents our method to
analyse complementary colours in digital reproductions of paintings. In section
4 we present the results of applying the method to a large part of Van Gogh’s
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oeuvre. In section 5 we discuss our approach. Finally, section 6 draws
conclusions and points at future work.

2. The perception of complementary colours
Colour is a mental construct (see, e.g., Mollon, 1990). Therefore, when digitally
analysing colour, the brain mechanisms responsible for generating a colour
experience have to be taken into account (insofar as possible). Our analysis of
Van Gogh’s paintings is guided by neuroscientific knowledge about how the
human visual system processes chromatic signals. Given the importance of
complementary colours in Van Gogh’s work and in the present study, we
discuss the psychological and biological basis of complementary-colour
perception.
By definition, complementary colours produce white light when added together
as lights1. The human visual system processes chromatic signals using three
types of retinal cone photoreceptors. The neural transformation of the signals
yields an opponent-colour representation in which chromatic information is
expressed in three channels: a red-green channel, a yellow-blue channel, and a
black-white (luminance) channel (Wandell, 1995; Zeki, 1999). Recent evidence
suggests that these opponent channels arise naturally from the chromatic
statistics of natural images (Lee, Wachtler, & Sejnowski, 2002). It is generally
believed that the perception of complementary colours is related to the existence
of opponent channels (Wandell, 1995).
The processing of colours in the human visual system proceeds through a twochannel system consisting of a red-green channel and a yellow-blue channel.
The pairs of colours associated with a channel are called opponent colours
because a colour is never perceived as a combination of the two colours (e.g., a
colour is never perceived as being “red-green”) and because prolonged
perception of one colour induces an after-effect of the opponent colour
(prolonged stimulation with red induces the perception of green; De Valois and
De Valois, 2000). Biological studies have revealed individual neurons in the
visual system to respond to opponent colours.
The biological plausibility of opponent channels as the basis for the perception
of complementary colours leads us to employ an opponent colour space
representation for our analysis in the next section.

1

This definition applies for additive color mixing only.
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3. The Analysis of Complementary Colours
The analysis of complementary colours is performed on digitised reproductions
of (almost) all oil-on-canvas paintings of Van Gogh. This section discusses the
data set, the transformation of the data, and the method of analysis.

3.1. The data set
The analysis of colours from paintings is hampered by two problems. First, the
physical appearance of colours on a painting depends on factors such as ageing
and the intensity and spectral composition of the light source. Second, the
appearance of colours in a digital reproduction of a painting depends on the
characteristics of the photosensitive film or CCD element in the camera and on
the specific effects of subsequent processes. In general, each operation (capture,
reproduction, scanning) introduces artefacts that may introduce a bias in the
analysis. Figure 1 illustrates the deviation in colours caused by scanning the
same printed reproduction of a painting with two different scanners (a HP
ScanJet 5370c and a Microtek ScanMaker 9800XL).

Figure 1. A polar plot of two hue histograms from the same printed image scanned by
two different scanners. The angle represents the hue value (the entire circle represents
the colour wheel), the amplitude the number of pixels with that hue value.
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The figure shows the hue histograms of both scanned reproductions as polar
plots. The angle corresponds to the hue value of the HSI-coded image and the
amplitude indicates the number of pixels with that hue value. Although both
histograms are fairly similar, clear deviations are visible. These deviations are
caused by differences in the scanning processes associated with the two
scanners.
Because of the unreliability of digital colour reproduction, great care has to be
taken in the selection of the data set and in the interpretation of the results of
their analysis. Anticipating our study of colour-calibrated digital reproductions
of Van Gogh’s paintings, in the present study we assume that the opponency is
relatively insensitive to the disturbing factors. We believe that this assumption is
warranted because a preliminary analysis of the hue histograms (based on those
hue values with more than 25% intensity and saturation only) revealed a fairly
consistent distribution of colours over the entire data set.
The data set consists of 617 reproductions of (almost) all oil-on-canvas
paintings made by Van Gogh. All images are stored in compressed jpg format.
The dimensions of the images vary with the dimensions of the paintings.
However, the dimensions in pixels do not reflect the true dimensions of the
paintings in a consistent way. Therefore, in our analysis scale is largely ignored
by averaging over a range of scales. The average resolution of the images in the
data set is about 5002 pixels.

3.2. Data transformation
The rgb-coded images contained in the data set are transformed into opponentcolour format. For this purpose we use the opponent-colour space representation
proposed by Wandell (Wandell, 1995) in which rgb vectors are transformed as
follows.

 Olum   0.2814
0.6938
0.0638  R 

 
 
 Org  =  − 0.0971 0.1458 − 0.0250  G 
 O   − 0.0930 − 0.2529 0.4665  B 
 
 yb  

(1)

In this equation, R,G, and B represent the normalized rgb values, and Olum
represents the luminance (black-white) value and Org and Oyb the red-green and
yellow-blue values, respectively. Applying the transformation (1) to the entire
image yields our artificial analogues of the human opponent channels, one
luminance channel and two chrominance channels.
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3.3. Opponent-colour Analysis
Application of the opponent-colour transform yields three images (one for the
luminance channel and one for each chrominance channel). Since our analysis
focusses on opponent-colour transitions, the two chromatic-channel images are
convolved with odd and even Gabor filters in four orientations (horizontal,
vertical and along both diagonals) and at four scales. For the four scales, the
support for the Gabor filters measured 82, 162, 322, and 642 pixels. The
opponency for each channel is defined as the total energy averaged over the
orientations and scales and divided by the number of pixels in the image. The
opponency value for a painting equals the summed opponencies of the red-green
and blue-yellow channels.

4. Results
The overall results of the analysis are shown in figure 2. This graph displays the
opponency values of the paintings as a function of the Jan Hulsker (JH) numbers
which reflect the chronological order of creation dates quite reliably (Hulsker,
1996). The dots represent the opponency values, the solid curve is a smoothed
function of the average.

Figure 2. Opponency values of the paintings as a function of the JH (Jan Hulsker)
numbers. The dots represent the opponency values, the solid line a smoothed
approximation of the average opponency.
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Standart
deviation

81 – 421

18

0.088

0.073

450 - 1192

202

0.113

0.065

1235 - 1356

76

0.172

0.061

1360 - 1686
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0.193

0.066

1693 - 1982

130

0.178

0.056

2010 - 2123

26

0.176

0.085

JH
numbers

Period
Earliest Paintings
(1881-83)
Nuenen /Antwerpen
(1883-86)
Paris (1886-88)
Arles (1888-89)
Saint-Rémy
(1889-90)
Auers-sur-Oise
(1890)

Number of
paintings

Avarage
Opponency

A clear transition in opponency is observed between JH numbers 1000 and
1500. The transition agrees well with the increased usage of complementary
colours by Van Gogh (Maffei & Fiorentini, 1999)..
To further elucidate the development of opponency in Van Gogh’s career, we
examine the opponency values averaged over six consecutive periods in his life.
These periods correspond to Van Gogh’s stays in cities and villages in the
Netherlands, Belgium, and France. The periods are designated as “Earliest
Paintings” (ranging from 1881 to about 1883), “Nuenen /Antwerpen” (1883 to
1886), Paris (1886-1888), Arles (1888-1889), Saint-Rémy (1889-1890), and
Auers-sur-Oise (1890). Table 1 lists the average opponencies for these six
periods along with the number of oil-on-canvas paintings analysed and the
standard deviations. As these results clearly show, the opponency increases with
the period starting at a very small value during the “Earliest Paintings” period
rising to twice the value while moving to “Paris” and remaining at that value
throughout the remaining French periods.

Table 1. Average opponencies for six periods during Van Gogh’s career.

5. General discussion
The global pattern of our results confirms the generally acknowledged transition
in complementary-colour usage by Van Gogh. As stated in the introduction, Van
Gogh used complementary colours to enhance or emphasize the contours of
objects in his paintings. To verify if large opponency values detected by our
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analysis corresprond to such enhanced contours, we projected regions with
opponency values exceeding a threshold onto the original painting. The
threshold was determined manually in an attempt to reveal contours of objects.
Figures 3a and 3b show two typical examples of paintings with a high
opponency value that where thresholded to reveal contours. Evidently, the
largest opponency values correspond to the contours of a person in both
paintings (inset of figure 3a and the right image in figure 3b).

(a)

(b)

Figure 4. (a) The painting “Landschap met bomen en vrouwelijke figuur” Saint-Rémy,
1889, (JH 1848). The inset displays the image obtained by thresholding opponency.
The contours of the female figure are clearly visible. (b) The painting “Portrait of
Adeline Ravoux” Auvers-sur-Oise, 1890, (JH 2035). The original painting is shown on
the left, the opponency-thresholded image on the right.

Despite these encouraging results, the validity of our analysis depends critically
on two factors: (1) the biological plausibility of our opponent-space
representation and Gabor filtering, and (2) the quality of the data set. We are
confident that our analysis is biologically plausible although further
improvements may be obtained by deriving the opponent-colour space and
Gabor filters automatically from the images using statistical techniques based on
independent component analysis and principal component analysis (Lee,
Wachtler, & Sejnowski, 2002). However, we do have some doubts about the
quality of the data set since we cannot match the colours in a straightforward
way to a golden standard. Therefore, in our future work we intend to replicate
our findings with a colour-calibrated set of images.

6. Conclusion and future work
Our analysis of the usage of complementary colours by Van Gogh is limited by
the quality of the digitial reproductions. However, since the projections of the
detected complementary-colour contours correspond to the contours of objects
in the painting, we are confident that our analysis is fairly reliable. We conclude
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that AI techniques allow the objective detection and quantification of visual
features in paintings. We foresee an increasing use of AI techniques in the
domain of visual arts to support art experts in their analysis and of paintings. In
our future work we expand our investigations covering the colour, texture,
shape, and composition of Van Gogh’s paintings using a calibrated data set.
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Abstract
The non-verbal content of speech carries information about the physiological and psychological condition of the speaker. Psychological stress is a
pathological element of this condition, of which one of the causes is accepted
to be workload. Objective, quantifiable correlates of stress are searched
for by means of measuring the acoustic modifications of the voice brought
about by workload. Different voice features from the speech signal to be influenced by stress are: loudness, fundamental frequency, jitter, zero-crossing
rate, speech rate and high-energy frequency ratio. To examine the effect
of workload on speech production an experiment was designed. 108 native
speakers of Dutch were recruited to participate in a stress test (Stroop test).
The experiment and the analysis of the test results will be reported in this
paper.

1

Introduction

Although speech is a vocal activity of which much is verbal, there are a number
of human vocalizations that are essentially non-linguistic. Non-verbal aspects of
speech are voice quality, prosody, rhythm and pausing. These phenomena stand
for a non-verbal signaling system, which intertwines with the verbal or linguistic
system. The non-verbal content of the voice carries, among other things, information about the physiological and psychological state of the speaker. Human beings
are able to identify different emotional states, because these are characterized by
clearly perceptible (non-verbal) behavior. Part of this non-verbal communication
takes place via other modalities like body movements and facial expressions [9].
The question that remains is how much of this information can be recovered from
non-verbal vocalizations only.
One of the most interesting research areas concerning non-verbal communication in relation to a person’s psychological state is the search for objective,
quantifiable correlates of stress. In the past this search focused primarily on physiological measures, but over the last years a broader range of behaviors has been
examined, especially non-verbal behavior. The advantage being that stress indexes
from non-verbal vocalizations can be obtained non-intrusively. From a practical
point of view this is critical in a situation in which co-operation for physiological
measurement is precluded, for example in the case of negotiating with terrorists.
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However, even when co-operation is possible, the presence of monitoring devices
needed for physiological measurement can be stressful and anxiety arousing or
simply not practical.
Objective, quantifiable correlates of stress are searched for by means of measuring the acoustic modifications of the voice brought about by workload [17].
These changes in the acoustic speech signal due to stress are mainly caused by the
physiological changes that accompany the stress-reaction. These changes also affect the organs of speech, such as the respiration and muscle tension (vocal cords)
and therefore the speech signal. Hence, it should be possible to establish whether
a person is stressed just by analyzing his voice.

2

Related Work

Much work on stress analysis in real life situations concentrates on air-ground
communication in aviation and space flight under dangerous conditions. In many
of these studies [1] an increase of the fundamental frequency (F0) of the voice in
situations of increasing danger is reported. Williams and Stevens [1] also reported
an increase in F0 range and abrupt fluctuations of F0 contour, with increasing
stress. In a Russian study [12] the voices of astronauts are examined and changes
in spectral energy distribution (spectral centroid moving to higher frequency) are
reported. Increase of the energy of high frequency components, has also been
reported by [13] in a study involving pilot communication. Scherer et al. found
depressive patients speak with higher F0 and a larger proportion of high frequency
components, just before the admission at a psychiatric hospital [6]. Jones [5] found
increases in fundamental frequency and statistically significant decreases of the
vocal jitter in recordings obtained from pilots training in a simulated AWACS
environment.
In many laboratory studies, stress is brought about by showing unpleasant
or disgusting slides or films, or by placing the subject in situations that produce
unpleasant emotions, such as stage fright. The degree of stress perceived will
vary from person to person depending on the persons experience and arousability.
Apart from these individual differences, some studies show an increase in intensity,
increased fundamental frequency [2, 14], stronger concentration of energy above
500 Hz [14] and an increase in speech rate [15].
More recently, many experiments were conducted in which cognitive or achievement tasks were used to induce stress on a subject [10, 7]. When persons were
subjected to a psychomotor task [3], the speaking fundamental frequency showed
an increase when the task became more difficult. In addition, word duration increased during the task, but decreased again when the task became more complex.
Brenner [8] also found an increase in average amplitude when subjects where performing a tracking task.
Table 1 summarizes the parameters that have been shown to be indicators of
the vocal expression of emotion, emotional disturbance or stress.
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Table 1: Overview of major acoustic parameters [6]
Parameter
F0 mean
F0 range
F0 variability
F0 perturbation or jitter
F0 contour
F1 mean
F2 mean
Intensity mean
Intensity range
Intensity variability
High frequency energy
Speech rate
Spectral noise
Zero crossings

3

Description
Fundamental frequency (vibration of the vocal folds
as averaged over a speech utterance)
Difference between highest and lowest F0 in an utterance
Measure of dispersion of F0
Slight variations in the duration of glottal cycles
Fundamental frequency values plotted over time
Frequency of first formant averaged over an utterance
Mean frequency of the second formant
Energy values for a speech sound wave averaged over
an utterance
Difference between highest and lowest intensity value
in an utterance
Measure of dispersion of the intensity values
Relative proportion of energy in the upper region
Length of an utterance
A-periodic energy components in the spectrum
Number of times a sound wave graph crosses zero

Experimental Design

To study the correspondence between human stress levels and speech production
and to assess the relevance of the features listed in Table 1, an explorative experiment has been conducted. 108 native speakers of Dutch were subjected to several
tasks that have been designed to place a cognitive workload on the subject. Cognitive workload is defined as the information-processing load placed on the human
operator while performing a particular task [17]. This information processing load
is considered to be correlated with the amount of attention that must be directed
to a task. It is assumed that cognitive workload increases with the difficulty of
the task. In the present investigation subjects performed three tasks. In the first
test subjects had to play a computer game that gradually became more difficult.
The second task required to simultaneously engage in two attention-demanding
activities. Finally, the participants were subjected to a psychological stress test.
During all tasks and during a controlled rest-condition before the tasks, the subjects produced utterances. Acoustical analyses of all utterances were made and
compared with the control condition and with the acoustical analyses of the other
utterances produced during the same task.
The psychological stress test, an instance of the Stroop test, proved to be the
most demanding task for the subjects thus providing the clearest results. Therefore
we will concentrate on the results of this task for the remainder of the paper.

173

3.1

Stroop Test

The Stroop test is a well-known psychological test [16] that exploits the fact that
for experienced readers, the reading of a word has become an automatism. In its
native form this test consisted of three cards: on the first card a great number
of little squares are drawn in the colors red, blue, green and yellow. On the
second card the words red, blue, green and yellow in black ink are placed on the
corresponding positions. On the third card, the conflict card, the same words as
on the second card are placed, but now using a non-corresponding ink-color. It
turns out that the time needed to name the colors on the conflict card is much
higher than the time taken for naming them on the first card. Furthermore, the
subjects tend to make more mistakes reading the third card and show signs of
tension (movement, sudden laughs).
In the current experiment a variation on the Stroop-test was used, in which a
gradual increase of the level of difficulty is incorporated. The names of the colors
(printed in different colored ink) were put on a computer screen one by one. The
difficulty of the task increased as the time between the appearances of the colors
was shortened every minute with half a second, thus decreasing from two and a
half seconds at the start to half a second in the final minute.

3.2

Jitter

During the experiments fundamental frequency, variation of fundamental frequency,
jitter, energy, high frequency energy ratio, duration and the number of zero crossings were monitored as candidate vocal stress correlates.
Jitter is the perturbation in the vibration of the vocal chords. This results in
a cycle-to-cycle variation of the fundamental frequency. [4] reported that about
20 cycles are enough for jitter analysis. Formally the term perturbation implies
a deviation from steadiness or regularity [11]. Let ai be any cyclic parameter
(amplitude, pitch period, etc.) in the ith cycle of the waveform. Then the steady
value of this parameter over a span of N cycles can be estimated from its arithmetic
mean:
N
1 X
a=
ai
(1)
N i=1
And the zeroth-order perturbation function as the arithmetic difference:
p0i = ai − a,

i = 1, . . . , N

(2)

Where the superscript gives the order of the perturbation function. Higher-order
perturbation functions can be obtained by alternately taking backward and forward differences of lower order functions. We will consider the first-order perturbation function:
p1i = p0i − p0i−1 = ai − ai−1 ,

i = 1, . . . , N

(3)

The first order perturbation function can be used to determine the fundamental frequency perturbation if in Equation 3 ai is taken to be the fundamental
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frequency. The fundamental frequency is computed only for the voiced parts of
speech. The fundamental frequency perturbation is defined as the average of the
absolute values of all these differences normalised to percentage:
N

jitter =

4

X
100
|ai − ai−1 |
(N − 1)a i=2

(4)

Experimental Results

In this section the results of statistical analysis of the acoustical data are described.
Table 2 reports the averages and standard deviations of the data collected during
the Stroop test. The conditional effects in relation to the observed effects in the
features will now be discussed from condition to condition. The first minute is
considered to represent normal conditions and is used for comparison.
Table 2: Results of the Stroop Test

Feature
Duration

Energy

F0

F0
variance

Time
1
2
3
4
5
1
2
3
4
5
1
2
3
4
5
1
2
3
4
5

Mean
454.74
438.05
437.77
487.66
475.00
922.18
1012.19
1202.56
884.97
998.17
114.28
119.52
115.70
122.20
119.86
7.36
7.38
8.59
9.86
10.11

Std. dev.
136.16
106.89
101.46
199.72
134.17
1386.65
1307.81
1651.32
1192.68
1584.43
25.26
26.98
24.19
27.63
29.22
12.57
14.12
16.42
14.78
24.05

Feature
High
Frequency

Jitter

Zero
Crossings

Time
1
2
3
4
5
1
2
3
4
5
1
2
3
4
5

Mean
52.85
45.06
49.97
32.26
40.30
1.24
1.05
1.05
1.04
0.94
3494.79
3535.42
3522.53
3716.09
3445.05

Std. dev.
15.39
18.50
14.44
17.48
19.07
0.51
0.49
0.55
0.49
0.43
1471.62
1530.14
1324.35
1404.14
1390.16

Stroop 2. During the second minute of the Stroop test an increase in the fundamental frequency and a decrease of the duration and jitter can be observed, as can
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be expected. However, the high frequency energy shows a decrease, which is even
more surprising when regarding the increase in the fundamental frequency and
zero crossings. Fundamental frequency variation stays approximately the same.
Stroop 3. The fundamental frequency shows a decrease compared to the previous condition, but is still slightly higher than the first minute. Duration, zero
crossing and jitter are stable at this point, but the high frequency energy ratio is
still low. Fundamental frequency variation shows an increase.
Stroop 4. A steep increase in fundamental frequency and F0 variation and zero
crossings is observed and still a stable jitter ratio, but high frequency is very low
here. Also an increase in the duration can be witnessed, which may be because
the color names differ significantly in the fourth minute of the test.
Stroop 5. A significant decrease in jitter ratio is observed in the last and most
intense minute of the test. Fundamental frequency and F0 variation are still significantly higher than at the beginning of the test and duration and high frequency
energy are still oppositely signed from the expected differences.
In summary the jitter ratio and partially the fundamental frequency show
expected results and especially the high frequency energy shows the total opposite
of what is presumed, showing an overall decrease where an increase is expected.
Fundamental frequency variation shows a consistent increase towards the end of
the test. However, before any conclusions are drawn the effect of the color names
on the different conditions will be examined.
In Table 3 the mean values are repeated but now they are split per color. Several
things can be noticed from these tables. The color yellow shows an overall decrease
in duration (dur.) even when other colors show an increase. In all cases the jitter
(jit.) shows a decrease. In practically all cases the fundamental frequency shows
an increase, but differences in increase vary among the colors, which is less the
case with jitter. Blue is the only color, which shows an increase in high frequency
energy ratio. HF differences of the same colors are all closely together, which may
point to dependence of the high frequency ratio on the verbal content, for example
through intonational patterns. However, when looking separately at the HF’s per
color, there appears a reasonable consistent increase in HF over the conditions
toward the end.
It can be concluded that the high frequency energy is highly dependent on
the name of the color, and the jitter the least dependent. The duration is highly
variable, but does show some consistency for the word yellow.

5

Conclusions

In this work the influence of stress on the human voice has been investigated.
Stress is thought of as being caused by the workload a human is confronted with
and involves a series of physiological and psychological changes. The physiological
changes will among others affect speech production organs and thus the voice.
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Table 3: Scores of Stroop conditions 2,3,4 and 5
Color

Nr.

Blue
Red
Green
Yellow
Brown
Misses
Total

58
4
0
24
0
2
88

Blue
Red
Green
Yellow
Brown
Misses
Total

4
0
21
41
15
7
88

Dur.
F0
Stroop 2
-10.00
2.37
-85.00
1.75

Jit.

HF

Nr.

-0.13
-0.49

0.42
-16.01

-11.25

-0.11

-22.80

56
22
1
0
4
5
88

5.45

-20.00
4.00
-15.68
4.41
Stroop 4
235.00 9.50

-0.79
-0.18

-12.27
-7.79

-0.22

-7.88

25.71
-8.05
24.49
241.43
31.60

-0.05
-0.29
-0.05
-0.29
-0.19

-34.78
-20.66
-5.85
-21.39
-20.63

12.53
4.49
2.46
7.67
6.84

16
1
12
21
32
6
88

Dur.

F0
Jit.
Stroop 3
5.18
-1.72 -0.23
-51.36
6.63 -0.21
370.00 8.00 -0.13

1.22
-11.48
-7.28

45.00
-25.00
-18.30

-0.13
-12.24
-2.92

47.50
80.00
1.67
36.50
10.33
238.33
17.93

5.00 -4.47
-9.00 0.72
0.62 -0.20
Stroop 5
0.60 -0.35
14.00 -1.00
10.73 -0.28
2.11 -0.26
2.59 -0.23
10.50 -0.39
5.08 -0.32

HF

3.24
-3.23
-37.26
-16.54
-6.10
-28.46
12.37

Whether or not this physiological reaction pattern is to some extent person specific
is still a point of discussion. It seems that the impact of a stressor is determined by
his experience and physique, but this only implies that some persons can become
more stressed than others.
Shifting towards the search for objective quantifiable vocal stress correlates, it
turns out that a number of non-verbal vocal characteristics are subject to change
when a person is speaking in a stressful situation. Among these are fundamental
frequencies, duration, intensity, jitter, high frequency energy and formant positions. The experiments discussed here have shown that the most important and
promising stress correlates are the fundamental frequency and the fundamental
frequency perturbation or jitter. The latter is especially useful as it is relatively
insensitive to prosodic patterns already present is speech, thus allowing assessment
of stress levels without knowledge of the words that are being spoken. As the ultimate goal of our research is to develop a stress-o-meter based on non-intrusive
techniques such as speech recognition we are planning to assess how well the vocal
stress features correlate with physiological measurements [18].
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Abstract
Learning algorithms can only perform well when the model is trained
using sufficient number of training examples with respect to the complexity
of the model. To obtain good generalization performance with a limited
training data set, it is essential that prior knowledge of the problem is included in the representation of the objects or in the model of the data. Here
we will consider image data and we propose to explicitly include the spatial
connectivity of pixels in image data into the (estimated) covariance matrix
of the data. This spatial regularization biases the model to solutions where
remote pixels are uncorrelated. This adjusted covariance matrix can then be
used in a supervised classification setting, or in unsupervised clustering or
PCA. Examples for classification and feature extraction on image data are
given.

1

Introduction

In pattern recognition and machine learning, one tries to fit a model to a limited
data set. But in order to avoid overfitting on a limited training sample, the data
model cannot be too complex [5]. Unfortunately, if the data distribution is complex, a simple model will not suffice. When just a few data examples are available,
the structure of the problem cannot be reliably extracted and poor generalization
will be obtained. In these cases prior knowledge on the problem should be included,
either in the representation or in the model (or both). Obvious approaches are to
choose a small set of informative features [10], constructing classifiers which exploit an assumed structure in the data or define suitable similarities or distances
between objects [9, 8, 14]. Another approach is to simplify a complex classifier by
applying regularization. An example is to regularize the (estimated) covariance
matrix for the Normal-based linear discriminant [1].
Because many pattern recognition problems deal with image data, many procedures for image classification have been proposed. Images form an interesting
challenge, because images consist of a large number of pixels, but their values cannot be expected to vary independently: pixels are heavily correlated. When we
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consider images from a class of objects and we represent them as feature vectors
of fixed size (say 256 features for 16 × 16 images), these images will be distributed
in a (generally non-linear) subspace in the pixel space. The different directions in
the subspace are due to scaling, rotation and translation of the object through the
image (see for instance [16, 6, 15]).
This non-linear subspace can be estimated when sufficient examples are available. When this is not the case, artificial examples can be generated by applying
the a priori assumed invariance transformations. This requires that we are able to
define and apply all these possible transformations (see also the discussion in [14].
In particular when non-rigid object transformations are considered (i.e. other than
translations, rotations and scalings), the number of possibilities is enormous.
To avoid this problem, we propose to define a more general spatial regularization for image data. We assume that neighboring pixels (in the spatial domain)
are (positively) correlated, but that remote pixels will be largely uncorrelated. It
means that close pixels will have their correlation increased, while for separate pixels the correlations will vanish. This correlation structure is used as a regularizer
for the (estimated) covariance matrix. Note that only when images are carefully
scaled and aligned, correlations over longer distances can be expected (in for instance face images [12]). Here we assume that it is generally not the case, and
we will therefore regularize this when it is encountered in the covariance matrix
estimated on a small sample.
Note that there is a fundamental difference between this approach and the
modeling of the scale and rotation invariance of objects in images. When a covariance matrix is constructed to incorporate the invariances of a specific class, in
principle, this matrix cannot be used for another class, because for different classes
different pixels will be used in the rotation or scaling of the objects. Clearly, when
these invariances per class can be estimated well, the model will have superior
performance on these specific data. But when just a few objects are available,
these class-specific invariances cannot be estimated reliably, and the performance
will suffer. In that case a more general regularizer might be preferred. In the
rest of the paper the use of this regularization for image data in dimensionality
reduction and classification.

2

Defining the spatial regularization

Assume that we have a set of objects, represented by feature vectors X tr = {xi , i =
1, .., N }, x ∈ Rp . To characterize the correlation structure in the data, the covariance matrix can be estimated:
Σ̂ =

N
1 X
(xi − µ̂)T (xi − µ̂),
N i=1

(1)

P
where µ̂ = i xi /N is the mean of data X tr . Entry Σ̂ij of this matrix indicates
how feature i is correlated with feature j, given these data X tr .1
1 Note that the entry Σ
ij is not directly the correlation coefficient ρij , but is actually scaled
by the standard deviations σi and σj of the individual features: Σij = σi σj ρij . When the data
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As argued before, when just a small sample is available, the entries of Σ̂ cannot
be estimated reliably. It is very likely that nonzero entries appear on places where
the true correlations should vanish. The standard way of regularizing a covariance
matrix, is by adding a constant to the diagonal:
Σ̂λ = Σ̂ + λI,

(2)

where I is the p × p identity matrix. The regularization parameter λ has to be
optimized by the user. Although this regularization can always be applied, it does
not take the structure of the data into account.
2

R

n

Σ̂
training set

data correlation

Σ̂σ,λ = (1 − λ)Σ̂ + λCσ
exp(−d2ij /σ 2 )
1 n+1
2

i

...

cy (i)

dij

i
j

cy (j)

Cσ

...

...

n−1
n 2n

2

n

cx (i)

cx (j)

j
spatial connectivity model

spatial distance in an image

Figure 1: Graphical illustration of the two tracks of obtaining the data covariance
matrix and the spatial regularization.
Now we consider images of a fixed size (for instance of size 16 × 16), and
represent them as feature vectors (in this case 256-dimensional). This is depicted
as the first step in the upper half of Figure 1. On these data we can estimate the
data covariance matrix and we obtain Σ̂. We now define the spatial regularization
matrix Cσ , which includes the prior knowledge what pixels which are close in
the spatial domain are expected to be highly correlated. We compute the spatial
distance between each pair of pixels. We index each pixel in the image by a number
between 1 and p (where in Figure 1 we considered square images with p = n2 ). The
Euclidean distance between pixels i and j is computed by considering their x and
y coordinates in the image. This is shown in the lower half of Figure 1. We define
the functions cx (i) and cy (i) which give the x and y coordinate of pixel number i.
The distance dij is now computed by: dij = |cx (i) − cx (j)|2 + |cy (i) − cy (j)|2 . The
are rescaled to have unit variance in all feature directions, σi = σj = 1, this distinction vanishes.
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spatial regularization matrix is now defined as:


dij
Cσ (i, j) = exp − 2 .
σ

(3)

A hyper-parameter σ is introduced to give the scale at which the spatial connectivity is expected. Cσ (i, j) will be high for pixels which are neighbors in the image,
but will be low for pixels which are far apart. How fast Cσ (i, j) will decrease with
increasing distance dij is determined by σ.
The first approach to regularize the data covariance matrix (1) is by Σ̃ = Cσ Σ̂,
where A B indicates the element wise product (or Hadamard product) of the
matrices A and B [13]. This procedure only suppresses spurious high covariances
in Σ̂. When the training set shows small (or zero) correlation between neighboring
pixels, it will not increase this correlation. Therfore, an alternative approach is
taken. Here the estimated covariance matrix is regularized by averaging with the
spatial regularization matrix:
Σ̂σ,λ = (1 − λ)Σ̂ + λCσ ,

(4)

where λ is the tradeoff parameter between the training data covariances and the
spatial connectivity model. This introduces an extra regularization parameter
λ, but the advantage is that it can overcome cases where training data fail to
show correlation between pixels, while there may be some. This regularization
actively forces the covariances to become positive for neighboring pixels, and zero
for remote pixels. In order to have λ in a reasonable scale between 0 and 1, the
data is rescaled to have unit variance for all features. In that case the entries in Σ̂
and Cσ have comparable values. We will therefore rescale all the features in the
coming experiments to have unit variance.
Note that matrix Cσ in Equation (3) may not be positive definite. Fortunately,
it appears that when the negative eigenvalues appeared, they stayed small, and
because we are mainly interested in the largest eigenvectors, we will ignore this
point further in this paper.

3

Experiments

In the coming sections we will show how the spatial regularizer Cσ improves the
performance for dimensionality reduction and classification. This is compared to
models without regularization, or with a standard regularization (I as given in
Equation (2)). In all cases, the models can be trained using very small sample
size, while retaining good generalization performance on new images.
Throughout the experiments we will use the NIST handwritten digits. The
NIST dataset contains 16 × 16 images, with 200 digits per class. The dataset used
in the experiments was taken from the Special Database 3 distributed on CD-ROM
by the U.S. NIST, the National Institute for Standards and Technology. Currently,
this database is discontinued; it is now distributed together with Database 7 as
Database 19 (see http://www.nist.gov/srd/spec19.htm). The pre-processing
used is described in [2].

182

3.1

Principal Component Analysis

Principal Component Analysis is one of the most well known and applied methods
for feature reduction. It reduces the number of features by projecting the data
onto these directions in which the variance of the original data is the highest, the
principal components of the data [11]. The principal components can be derived
by computing the eigenvectors of the (estimated) data covariance matrix.

Figure 2: The first nine principal components of PCA applied on class ’5’ of the
NIST handwritten digits (ordered according the eigenvalue). In the left picture
the estimated covariance matrix Σ̂ is used, in the middle the covariance matrix
Σ̂σ,λ , with λ = 0.75 and σ = 1.4 and in the right Σ̂σ,λ , with λ = 0.75 and σ = 4.
If a principal component is derived from image data, this component can be
interpreted as an image (see for an illustrative example [17]). In Figure 2 the
principal components are visualized for the class of digits ’5’. In total 200 images
of 16 × 16 are used, where each of the features (pixels) were rescaled to unit
variance. The left picture shows the first nine (standard) PCA components, using
the estimated covariance matrix. Some class invariances are captured here, like
the second component which encodes for moving the middle horizontal line up and
downwards. The higher components show noisy behavior. Due to the relative small
sample size, spurious correlations are found, which is reflected in the noisy principal
component image2 . The middle picture shows the first nine PCA components
using the Σ̂σ,λ , λ = 0.75, σ = 1.4. By the relatively small σ only ’local’ features
are described. The first two components describe the translation of the left and
right extremes of the fives. Larger structures are described when the σ is increased,
as it is shown in the right picture. Here, σ = 4 is applied, and parts of the original
digits can be clearly distinguished, similar to the results obtained by using Σ̂.
Although the components may look like independent components from an ICA [7],
it is actually almost impossible to get these independent components using this
small sample size. As in the PCA, the images have to be significantly smoothed,
or many artificial examples have to be added to get a similar result.

3.2

Classification problems

To show the performance on a classification task, we consider pairs of classes from
the NIST digit dataset. We model each of the classes by a single Gaussian, in
2 Note that this effect can be suppressed when the original images are smoothed. But when a
limited sample is used, it will never completely vanish.
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the hope that it captures the correlation structure of each of the classes, including
slight rotations, scalings and rotations. For increasing number of training objects per class, we trained a standard linear and quadratic Normal-density based
classifier[4] (called LD and QD respectively). When the covariance matrices are
not regularized, the classifiers cannot be computed. In order to get good performance, the following regularization scheme is used:
Σ̂λ,γ = (1 − λ − γ)Σ̂ + λdiag(Σ̂ii ) + γdiag(Σ̂)T 1/n,

(5)

where diag(Σ̂ii ) is a diagonal matrix containing the diagonal elements of Σ̂, and
diag(Σ̂)T 1/n is the average of the diagonal elements. Both regularization parameters λ and γ have to be optimized.
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Figure 3: Learning curves for classifiers trained on classes 3 and 8. (left) LD,
QD, spatial-regularized LD, spatial-regularized QD. (right) Learning curves for
the linear and quadratic support vector classifier, Nearest mean classifier and the
Fisher classifier.
For a fair comparison, the regularization parameters are optimized using a
cross-validation procedure on the training set (three times 10-fold). The parameters are often around the values λ = 0.3 and γ = 1e−9 . These classifiers are
compared with the spatially regularized classifiers, using σ = 1. With the same
approach (three times 10-fold crossvalidation) the λ parameter in (4) is optimized.
The errors are estimated in another crossvalidation loop (again three times 10fold). The learning curves show typical behavior for all the classes (except for the
classes which are very well separable and which are not shown here). In Figure 3
the results are shown for classes ’3’ and ’8’ (which show some overlap in the feature
space). The left subplot shows the performance of the LD, QD and their regularized versions. The results on some other two-class problems (between digits ’1’
and ’4’ and between ’7’ and ’9’) are shown in Figure 4. We see that the quadratic
discriminant QD never performs very well; even with optimized regularization it
is very hard to find something. The LD performs reasonable, but it requires very
careful optimization of the two parameters. The regularized QD and LD work
well, even when a fixed σ = 1 is used. Performance can be improved slightly when
σ is optimized further. In almost all cases the spatially regularized linear classifier
outperforms the quadratic one, except for the distinction between ’3’ and ’8’. Here
the spatial regularization, combined with the relative high variance of the orientation of the digits, ’closes’ the left sides of the ’3’ digits, such they appear more
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like an ’8’ digit. The normal LD performs better or comparable to the spatially
regularized classifiers.
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Figure 4: Learning curves for four classifiers on separating classes 1 and 4 (left)
and separating classes 7 and 9 (right).
The performance of some other classifiers, the Support Vector classifier [18]
with a polynomial kernel of degree 1 and 2 (called lin-SVC and quad-SVC, respectively), a nearest mean classifier and the Fisher classifier, are shown in the right
subplot of Figure 3. The results of the spat-LD and spat-QD are competitive with
the performance of the linear support vector classifiers, for which it is known that
it performs very well on small sample size problems.

4

Conclusions

In this paper we introduced a regularization for the covariance matrix of a class
of objects representing images. It forces pixels that are far apart in the image
to have vanishing correlations. Neighboring pixels, on the other hand, will be
highly (positively) correlated. This regularized covariance matrix can be applied
in any method where image data is characterized by models which utilize estimated
covariance matrices in the pixel feature space. This can be, for instance, in the
density estimation of a class, a cluster analysis of a dataset, in feature reduction
using PCA or in classifiers assuming Gaussian distributions (both in multiclass
classifiers as in outlier detection). This paper showed that all these methods gain
some generalization performance by the introduced bias, in particular when just a
few training objects are available. For larger sample sizes, this correlation structure
might be derived from the training data itself, and the performance increase might
be lower. This regularization can not only be useful for image data, but can also
be applied to other data where some correlation structure can be assumed. This
can be for instance time series data, where neighboring time points are correlated.
Acknowledgments This work was partly supported by the Dutch Organization for Scientific Research (NWO).
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Abstract
The ‘simulation hypothesis’ is an intriguing explanation for cognition, and holds
that ‘thinking consists of simulated interaction with the environment’ ([4], p.242).
However, the neuroscientific proof for a simulation mechanism in the brain is indirect. In this paper we present a minimal-model approach to investigate the ‘simulation hypothesis’. Our minimal model is called ACP ? and is an extension of the
Active Categorical Perception model (ACP) presented in [8]. In ACP ? , robots have a
neurocontroller with an output-input feedback mechanism that allows them to simulate perception and behaviour internally. Our experiments focus on the performance
of robots with three different types of neurocontroller (two feedforward and one recurrent type of neurocontroller). Their performance is compared over three experimental conditions in which the output-input feedback mechanism is functional for
variable durations. The results show that feedforward-neurocontrolled robots benefit
from output-input feedback, while recurrent-neurocontrolled robots do not. Based on
these results, two closely related conclusions are drawn: (1) the ‘simulation hypothesis’ may be too specific, and (2) predicting future perception may depend on neural
recurrency (i.e., internal feedback) in general, rather than on the ability to simulate
perception by feeding back actions.

1 Introduction
The ‘simulation hypothesis’ of cognition holds that, in humans, ‘thinking consists of simulated interaction with the environment’ ([4], p.242). Such simulation may occur by
imagining behaviour and predicting the perceptual changes the behaviour would cause.
The simulation hypothesis is widely supported by findings in neuroscience that show motor areas in the brain to exhibit similar patterns of activation during imagined and actual
behaviour (see, e.g., [5]). In addition, the activation patterns in sensory areas are similar
for imagined and actual perception [6]. These neuroscientific results suggest a relation between the motor and sensory areas of the brain and thinking (i.e., imagining). However, it
still remains to be established that a ‘simulation’ mechanism forms the actual foundation
for imagining and thinking.
We claim that, if the ‘simulation hypothesis’ is correct, having the ability to simulate
perception and behaviour should be advantageous for a systems’ performance on a cognitive task as compared to the same system lacking this ability. Therefore, we formulate
1 {mf.vandartel,

postma, herik}@cs.unimaas.nl
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the following research question: Do cognitive systems benefit from the ability to simulate
perception and behaviour internally?
According to Beer [1], debates on cognition should be grounded in concrete examples,
and the best examples to start with are minimal models (see, e.g., [1]). We employ an extended version of the minimal model of Active Categorical Perception (ACP), introduced
in [8], to explore whether situated agents benefit from the ability to simulate perception
and behaviour internally.
ACP, and its extended version ACP ? , are described in section 2. Section 3 presents
the experiments with ACP ? . The results of these experiments are provided in section 4.
In section 5 these results are discussed and our conclusions are given.

2 The model
In the Active Categorical Perception model (ACP), described in subsection 2.1, robots
are optimised to categorise two classes of falling objects by actively catching or avoiding
them. In ACP? , described in subsection 2.2, ACP is extended with three mechanisms.

2.1

ACP

ACP consists of the following five elements: the environment, an object, a robot, the
categorisation task, and the evolutionary algorithm that optimises performance on the
task.
The environment is defined as a two-dimensional grid Gt with positions (x, y), with
1 ≤ x ≤ xmax and 0 ≤ y ≤ ymax , and t the current discrete time step (0 ≤ t ≤ tmax , with
tmax = ymax − 1). The objects and robots are allowed to move through the left and right
boundaries of the environment, and to re-appear at the opposite side of the environment.
An object, represented in Gt by a sequence of ones, can start at any horizontal position
in the top row of Gt , and always moves one row down and two columns rightward or
leftward at each time step. An object always either moves rightward or leftward after
initialisation in the top row (y = ymax ) at time step t = 0. Only one object can be present
in Gt at a time step. Two classes of objects are defined: small objects (2 grid cells wide)
and large objects (4 grid cells wide).
A robot always starts in the middle of the environment at time step t = 0, it is restricted
to the bottom row of grid Gt (y = 0) at all time steps t, and it can move to any horizontal
position at any time step. A robot consists of a neurocontroller, an array of 4 sensors, and
a motor system. The neurocontroller is either a perceptron (P), a multi-layered perceptron
(MLP), or a recurrent neural network (RNN) (cf. [8]). The RNN is a simple Elman network with recurrent connections on the hidden nodes only. The sensors of a robot occupy
neighbouring grid cells in the bottom row of grid Gt , Gt (x, 0) for all t. The activation of a
sensor at position x at time step t is represented by I(x,t) and is defined as:
I(x,t) =

ymax

∑ Gt (x, y) = Gt (x, ymax − t)

(1)

y=1

A robot’s sensory state does not contain any information regarding its own position or its
distance to an object. The motor system rounds the output of the neurocontroller to the
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nearest integer value, expressed as st, which defines the number of grid cells moved to the
left (negative output) or right (positive output). If st = 0, the robot does not move. For a
sensor positioned at x, the new position after movement is defined by
(x + st) mod xmax .

(2)

Movement of a robot leads to a new position of the sensor array and, consequently, to
a new sensory state determined by the new position of the robot and equation 1. Figure
1 illustrates the movement of a robot and an object in the environment (grid Gt ) over
four consecutive simulation time steps (denoted by t = 4 to t = 7). The large object
(represented by 4 black grid cells) moves leftward. The four circles in the bottom row
of each grid represent the sensors of the robot; they are activated (grey circles) by the
presence of an object in the same column. In the figure, the robot moves four grid cells
leftward in each time step. The movement of the robot depends on the activation of the
sensors and on the structure of the robot.

Figure 1: Movement of a robot and object over four consecutive simulation time steps
(from t = 4 to t = 7 ). Black grid cells represent the object, and circles represent the
active (grey) and inactive (white) sensors of the robot (taken from [8]).
The categorisation task that a robot in ACP has to perform is to categorise the two
classes of objects (small and large) correctly. Robots are optimised to avoid large objects
and to catch small objects, thus exhibiting its ability to categorise. The behaviour of a
robot is evaluated when the object reaches row Gt (x, 1) at t = tmax . An object is caught by
the robot iff |cr − co| ≤ 4.5 (modulo the boundaries), with cr representing the centre of
the robot and co the centre of the object; an object is avoided iff |cr − co| > 4.5 (modulo
the boundaries).
The evolutionary algorithm determines the weight values for all randomly initialised
connections in a robot’s neurocontroller using the standard evolutionary techniques of
reproduction, crossover, and mutation [2]. The evolutionary algorithm is described in
detail in [8]. A robot’s fitness F, i.e., the success of a tested robot, is calculated as
F = (CC +CA) − (FC + FA)
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(3)
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Figure 2: Topology of two types of extended neurocontrollers (MLP and RNN). The
additional output nodes are labelled q1 to q4.
with CC the sum of correctly caught objects, CA the sum of correctly avoided objects,
FC the sum of caught objects that should have been avoided, and FA the sum of avoided
objects that should have been caught. Robots are tested on 80 trials, all possible starting
positions times the number of object classes times the number of directions (left or right)
in which objects can move (xmax · 2 · 2). The performance of a robot is expressed by its
success rate (∈ [0, 1]), which is calculated by (F + 80)/(2 · 80).

2.2

ACP?

To be able to address our research question, ACP is extended with three mechanisms to
form ACP? : (1) an output-input feedback mechanism, to enable robots to simulate perception and behaviour internally (subsection 2.2.1), (2) an occlusion mechanism, to occlude
robots from environmental input for a variable period of time (subsection 2.2.2), and (3) a
normalisation mechanism, to normalise the input received by the robot (subsection 2.2.3).
2.2.1

Output-input feedback mechanism

To enable robots to simulate perception and behaviour internally in ACP ? , all three types
of ACP neurocontroller (P, MLP, and RNN) are extended with an output-input feedback
mechanism that consists of an additional output node for each input node. The output
nodes are assigned indices that range from zero to the number of input nodes. The original
ACP output node is assigned the index zero, the additional output nodes the indices 1 to
the number of input nodes. The patterns that these extra output nodes produce constitute
internal input patterns. At time step t, the input nodes are excited by the superposition of
the external input (‘the environmental input’) and the internal input produced at time step
t − 1. To implement the output-input feedback mechanism, equation 1 is replaced by
I(x,t) = Gt (x, ymax − t) + tanh(O(q,t − 1))

(4)

with O(q,t − 1) the q-th element of the output pattern (i.e., the internal input pattern) at
time step t − 1, where q is defined as q = x − s + 1 with s the x position of the first sensor.
Figure 2 shows how the output-input feedback mechanism is embedded in the topology
of the three types of neurocontrollers (P, MLP, and RNN).
Each of the additional output nodes’ activation is initialised by assigning a value of 0
at t = 0, as was done for all other nodes’ activation of neurocontrollers in ACP ? . By optimising the weights between the output nodes with q > 0 and the input nodes, the internal
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input patterns constitute a recurrency much like the recurrent connections on the hidden
nodes of the RNN do. However, recurrent connections from output to input nodes allow
robots to predict future external inputs, i.e., simulate perception and behaviour internally,
while recurrent connections on hidden nodes do not.
2.2.2

Occlusion mechanism

To test the ability of robots to simulate perception and behaviour internally with ACP ? ,
we extend the model with an occlusion mechanism. The mechanism occludes the environmental input for a predefined period of time ot. We assume that the occlusion
mechanism encourages robots to simulate the future sensor states (i.e., environmental
input). Occlusion always occurs at the last ot consecutive time steps between t = 0 and
t = tmax . The occlusion mechanism is implemented by replacing equation 4 by equation
5 for t > ymax − ot.
I(x,t) = tanh(O(q,t − 1))
(5)
2.2.3

Normalisation mechanism

Whereas no normalisation of input occurred in ACP, in ACP ? activation of the input nodes
is normalised by
xmax

Inorm (x,t) = I(x,t) ∗ (2/ ∑ I(x,t))

(6)

x=1

max
If ∑xx=1
I(x,t) = 0, then equation 6 is ignored and the activation of all input nodes is
set to 0.5. The normalisation mechanism keeps the summed normalised input constant
(cf. [3]) at a value of 2 irrespective of the source of input (internal, external, or internal
and external), which enhances the biological plausibility of the model [7].

3 Experiments
For the experiments described below, robots are equipped with four sensors that directly
pass their binary activation on to the input nodes. The boundaries of grid Gt are set to
xmax = 20 and ymax = 10. For all experiments the evolutionary algorithm is applied for
20,000 generations with a population size of 100 robots (cf. [8]). Through optimisation of
a neurocontroller’s weights the evolutionary algorithm can optimise the input-output mapping, including the output-input feedback mechanism encoded in the weights between the
hidden nodes and the output nodes with q > 0. These weights are initialised by assignment of random values (cf. [8]), as was done with all other weights of neurocontrollers in
ACP? .
Experiments with ACP ? are conducted for all three types of neurocontrollers and for
three conditions in which output-input feedback was: (1) not present (no feedback), (2)
only present during occlusion (feedback during occlusion), or (3) present at all time steps
(feedback at all times).
In the first condition (no feedback) equation 1 is used for all time steps t to update the
input nodes. In the second condition (feedback during occlusion) equation 1 is replaced
by equation 4 for time steps t > tmax − ot to update the input nodes (hence, at t = 0 robots
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are only initialised in Gt and no input is received). In the third condition (feedback at all
times) equation 1 is replaced by equation 4 for all time steps t to update the input nodes.
All nine experimental conditions, i.e., the three types of neurocontroller and the three
output-input feedback conditions, are tested for all possible values of ot, 0 ≤ ot ≤ t max .
Each experiment is repeated 5 times, over which the success rates of the best-performing
robots are averaged. The results of the experiments are presented in section 4.

4 Results
To compare the three feedback conditions, we plotted the average success rates of robots
in each condition over the different occlusion times for each type of neurocontroller (see
figures 3(a), 3(b), and 3(c)). Standard deviations (sd) were computed for all data points,
but appear as single lines in figures 3(a), 3(b), and 3(c), because sd < 0.001 for all data
points.
Figure 3(a) shows the average success rate of P-controlled robots for the three feedback conditions. For most occlusion times, feedback during occlusion leads to the bestperforming robots on the active categorical perception task, and feedback at all times
leads to the second-best-performing robots. Figure 3(b) shows the average success rate
of MLP-controlled robots for the three feedback conditions. Again, feedback during
occlusion leads to the best-performing robots on the active categorical perception task,
and feedback at all times leads to the second-best-performing robots for most occlusion
times. Figure 3(c) shows the same results for the RNN-controlled robots. For most occlusion times, no feedback and feedback during occlusion are preferred over feedback at all
times. For RNN-controlled robots there seems to be no general preference for feedback
during occlusion over no feedback. Four relations between figures 3(a), 3(b), and 3(c) can
be observed. First, when ot = 0, robots with feedback during occlusion perform equally
well compared to robots that do not use the output-input feedback mechanism at all. The
reason is that the feedback is not operative for this value of ot. Second, when ot = 9
all robots perform at chance level, i.e., an average success rate of 0.5. For this value of
ot, the occlusion time extends over the entire simulation episode, i.e., no external input
is received. Third, the main variations in average success rates of the different robots
occur for intermediate occlusion times. Fourth, the average success rate does not vary
smoothly with the occlusion time for any of the robots. For instance, there is an increase
in performance for most robots when ot = 1 compared to when ot = 0, while, moreover,
an increase in ot results in a decrease in the average success rate. This can be attributed
to how the problem space relates to variables in ACP ? , such as occlusion time and neural
structure of a robot. Although it would be interesting to reveal the exact relation between
the problem space and the variables in ACP ? , such an analysis is beyond the scope of our
current research goal.
The main result of the simulations is that for both the P and MLP-controlled robots
there is a general preference, although small, for feedback (either during occlusion or at
all times) above no feedback at all (see figures 3(a) and 3(b)). This general preference
is not present in the average success rates of RNN-controlled agents (see figure 3(c)).
It implies that feedforward-controlled robots benefit from output-input feedback to cope
with occlusion from external input, while recurrent-controlled robots do not. Apparently,
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Figure 3: Average success rate of robots with three different types of neurocontrollers as a
function of occlusion time ot for (a) P, (b) MLP, and (c) RNN. The three conditions are (1)
no feedback (solid lines), (2) feedback during occlusion (dotted lines), and (3) feedback
at all times (dashed lines).
the advantage of internal simulation of perception and behaviour is restricted to robots
with feedforward neurocontrollers.

5 Discussion and conclusions
Our results show that, for this simple task, feedforward-controlled robots benefit from
the ability to simulate perception and behaviour internally. This benefit was also pointed
out by Ziemke, Jirenhed and Hesslow [9], who trained robots to follow ‘blindly’ corridors
without collision, using predictions of sensory input instead of real sensory input. Ziemke
et al. found robots with recurrent neurocontrollers to perform worse than robots controlled
by feedforward neurocontrollers. However, they did not compare these results with the
performance of robots without the ability to simulate perception and behaviour. Therefore, they failed to note that there is no benefit from internal simulation of perception and
behaviour for recurrent-controlled robots.
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RNN neurocontrollers without an output-input feedback mechanism are still able to
generate internal input, because they have recurrent connections on their hidden units.
However, the feedback produced by the output-input feedback mechanism differs from
RNN-type feedback in that the latter maps hidden activity onto the hidden layer, rather
than mapping output activity onto the input layer. Apparently, this difference is immaterial
to the success rate while coping with occlusion in the categorisation task.
Our results agree with those of Ziemke et al., but show in addition that the benefit from
internal simulation of perception and behaviour is restricted to robots with feedforward
neurocontrollers. Our results suggest that any recurrency, be it by means of an internal
input or by means of RNN-type feedback, suffices to deal with occluded external input.
On the basis of this finding, we draw two closely related conclusions: (1) the ‘simulation
hypothesis’ may be too specific, and (2) predicting future perception may depend on
neural recurrency in general, rather than on the ability to simulate perception by feeding
back actions. Further studies are needed to elucidate the types of recurrencies required to
deal with events or objects that are temporarily out of view.
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Abstract
Embedding a computational model of emotion in virtual agents is beneficial in a
variety of domains. These domains include gaming, VR training, HCI and electronic
tutors. Although these domains have different motives for embedding such a model,
they share the same overall approach. Once the requirements for the agent are clear,
first an emotion theory is chosen as basis for the computational model. Second, the
model is implemented and embedded into the virtual agent. Candidate emotion theories
are mostly cognitive, i.e. appraisal theories. Furthermore, theories used for this purpose
are mostly structural descriptions -usually represented by text and tables- of the
relations between events, evaluations of events and emotions. Structural descriptions
are abstract, but computational models are concrete. In this paper we explain the nature
of the gap between the level of abstraction of these structural descriptions of appraisal
theories and computational models of emotion. We also show that this gap introduces
several important problems that make it hard to evaluate the consistency between a
computational model of emotion and the appraisal theory it is based on. Lastly, we
propose a formalism to narrow this gap, which can be used to describe the structure of
appraisal. We believe that our formalism stimulates the consistency of computational
models based on appraisal theories and thereby increases the potential and plausibility
of emotions in virtual agents and robots.

1. Introduction
In cognitive psychology, emotion is often defined as a psychological state or process
that functions in the management of goals, desires, concerns and needs (we refer to these
four terms as goals). According to this definition, this state consists of physiological
changes, feelings, expressive behaviour and inclinations to act. Emotion is elicited by
the evaluation of an event as positive or negative for the accomplishment of the agent's
goals. Thus, an emotion is a heuristic that relates the events from the environment to the
agent's goals [7]. Additionally, emotions are used in non-verbal communication.
Inspired by this heuristic and communicative aspect of emotions, computational models
of emotion are embedded in virtual agents in a variety of domains, including:
• HCI and electronic tutors: emotions are embedded primarily because they can be
used as intuitive communication medium to better understand the human, to act
upon this understanding accordingly, or to express the state of the tutor [4].
• Games: emotions are embedded in the non-player-characters for entertainment and
realism purposes. The communicative aspect of emotional expression is used to
create a sense of realism [6].
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•

Virtual-reality safety-training environments: agents are embedded with emotions
primarily to create an enhanced sense of realism for the trainees, through the
emotional expression of the virtual agents in the training [3]. It is hoped that this
will increase training efficiency, resulting in fewer accidents.
• Decision-making and planing: there is a large body of literature on the embedding
of emotions in this area. It is more and more recognised that emotional models can
be used as useful heuristic for the construction and evaluation of plans [2][3].
The majority of computational models of emotion embedded into virtual agents are
based on appraisal theories, cognitive theories of emotion that attempt to explain why a
certain event results in one emotional response rather than another and why a certain
emotion can be elicited by different events. The key concept of appraisal theories is that
the subjective evaluation of the environment in relation to the agent's goals is
responsible for emotions [9]. This evaluation is called appraisal. Appraisal theories
contrast with, for example, the James-Lange theory. In this theory, an emotion is the
interpretation of the bodily reactions that are provoked by an event, while appraisal
theories assume that bodily reactions are a result of the emotion, which is a result of
cognitive evaluation. Appraisal theory also contrasts with the Schacter-Singer cognitive
theory. In this theory, an emotion results from the cognitive evaluation labelling the
arousal of the organism. Arousal results directly from events, and cognitive processing
is not needed for this. Thus, the emotion is based on arousal and differentiated by
cognitive evaluation, while appraisal theory assumes that arousal itself is a result of
cognitive evaluation. In short, appraisal theory focuses on emotion being a result of the
cognitive evaluation of the environment in relation to the agent's goals (desires,
concerns and needs), which explains its popularity in computational models of emotion.
Typically, appraisal theories that are used for computational models of emotion are
descriptions of the relations between events, appraisal of events, and emotions. Such
descriptions are abstract, but computational models are concrete. In this paper we
explain the nature of the gap between the level of abstraction of these structural
descriptions of appraisal theories and computational models of emotion. We also show
that this gap introduces several problems that make it hard to evaluate the consistency
between a computational model of emotion and the appraisal theory it is based on.
Lastly, we propose a formalism to narrow this gap, which can be used to describe the
structure of appraisal.

2. Structure, process and computation
One common classification of appraisal theories is based on structural versus processual
description [9]. Structural theories of appraisal (also called "black-box models" or
"structural models") describe the structural relations between (1) the environment of an
agent, (2) the agent's appraisal functions that interpret the environment in terms of
values on a set of subjective measures, called appraisal dimensions1 and (3) the
functions that relate these values to the agent's emotions. Process theories of appraisal
describe, in detail, the cognitive operations, mechanisms and dynamics by which the
1

An appraisal dimension is a variable - e.g., agency or valence -, used to express the
result of the appraisal of a perceived object - e.g., a friend - that influences emotion.
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appraisals, as described by the structural theory, are made [11]. From a computational
(or cognitive) point of view, a structural theory of appraisal thus aims at describing the
declarative semantics of appraisal, while a process theory of appraisal complements this
description with procedural semantics.
Computational models resemble, but differ from process theories of appraisal. On
the one hand, they both involve detailed operations. Computational models involve
operations that control a "Turing machine" device, while process models involve
operations that control a "cognitive device". On the other hand, process models of
appraisal in the literature are seldom detailed enough, or even suitable, to be directly
implemented as a computational model. In fact, detailed cognitive operations are rarely
(if ever) algorithmically described. As a consequence computational models of emotion
are often inspired by structural theories of appraisal. This relation between structural
theory and computational model is graphically represented in Figure 1 by the dotted
arrow. A prototypical model based on a structural theory of appraisal can be found in
[8]. In this paper, we use computational model when referring to computational models
of emotion and structural theory when referring to structural theories of appraisal.

Structural

Computational
Computational
Computational

Process
Process
Figure 1. "Basis-for" relations between structural, process and computational models.

3. Embedding computational models of emotion
Developing a computational model of emotion for a virtual agent involves several steps.
In general these steps are:
• Deciding what an emotion is and how it is used.
• Within a domain, the requirements for the virtual agent in need of an emotional
model are defined. These requirements constrain the set of possible theories that are
suitable for the model.
• A suitable structural theory is chosen and used as basis for a computational model.
• The model is designed and built, and finally embedded in the agent and then tested.
Developing a computational model based on a structural theory involves making a
number of assumptions that relate to computational aspects like timing, dependency
between appraisal functions, priority of appraisal functions, possible values of appraisal
dimensions and event categories related to appraisal functions, and so on. When an
event occurs in the environment, a computational model needs information about
when/if this event is appraised, which appraisal functions are involved, how long this
evaluation takes, which appraisal functions are responsible for the resulting emotion and
how these functions are related to one another. Systematic psychological study has only
recently started to give answers to these questions [10]. However, from a computational
point of view these answers still lack many details. Developing a computational model
still needs a number of assumptions that relate to computational aspects. Also, the
answers are often presented informally, which easily introduces interpretative errors.
This lack of formality and detail, needed as basis for computational models, is what we
call the representational gap between structural theories and computational models.
Several important problems arise from this gap:
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•
•

•

•

Inconsistency between computational model and structural theory. The theory and
the model might or might not be consistent, due to the many assumptions and
interpretations needed to develop a computational model.
Problematic identification of bugs versus features. If a computational model is
developed and subsequently tested in a virtual agent, the resulting emotions can be
different than what was expected. Since there is no specification of the structural
theory that is suitable for the model, there is no guideline for the correct
interpretation of a phenomenon as bug or not. This could be a major problem, if it
results in 'tweaking' the model, while actually the theory should be 'tweaked'.
Incorrect interpretation of all of the ramifications of a structural theory in an early
stage of development. Switching to a second theory - when the initial theory
appeared to be unsuitable - consumes precious development time and effort.
Lack of an implementation-independent formal description of a structural theory.
This has at least three drawbacks. First, the computational interpretations have to be
made over and over again, which is a loss of intellectual effort. Second, small but
potentially important changes to the theory can remain unnoticed for a long time.
Third, there is no way to compare one model with another both implementing the
same theory, while this could be very useful to identify potential inconsistencies in
the theory.

4. Attempting to narrow the representational gap
In a first attempt to narrow this representational gap we have developed a formal
notational scheme to specify the declarative semantics of a structural theory of appraisal.
Our formalism is built around sets of perception processes, appraisal processes and
mediating processes (Figure 2). The notation used for these three types of processes and
the accompanying terminology have been adopted from [11]. We now briefly describe
the components of the notation. The external world, W, is the set of all events that can
occur in, and objects that can reside in the environment. Perception processes - the set P
- filter, select and translate information from the external world, and produce mental
objects - representations of the external world suitable for appraisal. We understand the
set of mental objects - the set O - produced by the perception processes as the current
content of working memory. Appraisal processes - the set A - evaluate the mental
objects produced by the perception processes and assign appraisal dimension values represented by the set V - to these objects. Some appraisal processes may be relevant to
emotion only through their influence on other appraisal processes. In this case these
"indirect" appraisal processes assign only zero-values to evaluated mental objects.
Mediating processes relate appraisal information to emotions. Thus, mediating processes
- the set M - relate appraisal dimension values to emotion-component intensities - the set
I -.
The formalism also allows specification of perception processes that perceive the
agent's current appraisal dimension values and current emotion components. These two
kinds of information are translated to mental objects. Since only perception processes
put information in working memory, this means that in our formalism emotioncomponent intensities - the set I - and appraisal information - the set V - must be
perceived before the agent is able to use these two kinds of information as mental
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objects in appraisal. Separating conscious emotional influence - from V and I to P from unconscious emotional influence - from I to A - allows specification of appraisal
processes that are biased by a specific combination of emotional feedback (i.e. no
feedback, unconscious, conscious, both). This allows, for example, explicit specification
of appraisal processes involved in coping, re-appraisal and strategic use of emotions.
To specify the structure of the set of perception, appraisal and mediating processes,
our formalism allows the specification of process-dependencies. For example, some
process-dependencies can be defined as exhibitory relations, while others can be defined
as inhibitory relations between processes.

External
World (W)

P

Mental
Objects
(O)

A

Appraisal
Dimension
Values (V)

M

Emotion
Component
Intensities(I)

Figure 2. A graphical overview of the components of the formal notation. Dotted arrows
denote input for processes, while solid arrows denote potential process dependencies.

4.1. Formal Notation
Please note that in this paper n is used as arbitrary number to denote multiplicity. Two
sets both with n elements do not necessarily have the same number of elements. When
two sets do have the same number of elements another subscript is used, e.g. m.
World, perception processes and objects of appraisal.
Definition 1.1: W={w1,…,wn} is the set of all observable objects and events in the
environment of the agent.
Definition 1.2: O={o1,…,on} is the current content of working memory and is the
set of all mental objects currently perceived by the agent, with oi=(t,
object_name) and t∈OT, the set of mental object types as defined next.
Definition 1.3: OT={t1,…,tn} is the set of type names - (O)bject (T)ypes - used to
specify mental object types (e.g. belief, goal, like, dislike, stimulus modality type, etc).
Definition 1.4: If we define V as the set of appraisal dimension values (see definition
2.2) and I as the set of emotion-component intensities (see definition 3.2) then
P={p1,…,pm} is the set of all perception processes available to the agent, with
n
n
n
n
pi:W ×V ×I →O i. A perception process pi thus selects and translates one or more
objects and events in the agent's environment W, the agent's current appraisal dimension
values V and it's emotion-component intensities I, to a subset Oi of mental objects O.
n
n
n
The set P maps W ×V ×I onto the set O, resulting in O1∪…∪Om=O. Perception processes
are intimately linked with attention.
Appraisal processes, appraisal values and dimensions.
Definition 2.1 D={d1,…,dn} is the set of appraisal dimensions, containing
elements like agency and valence.
Definition 2.2: V={v1,…,vn} is the set of appraisal dimension values attributed to
mental objects, with vn equal to a one-dimensional value resulting from the appraisal of
n
one or more mental objects. V⊆O ×D×[-1,1] with D the set of dimensions, O the set of
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mental objects to which the appraisal dimension value is attributed, and [-1,1] the set
of real numbers representing possible values.
n
n
n
Definition 2.3: A={a1,…,am} with ai:O ×I →Vi , ai is an appraisal process,
mapping mental objects to elements from the appraisal-process-specific subset Vi⊆V of
possible appraisal dimension values. Vi is the appraisal-result of appraisal process i, and
V1∪…∪Vm=V. Appraisal can be unconsciously biased by the current emotion,
n
explaining I as input for the appraisal processes.
Formalising the mediating processes in R.
Definition 3.1: E={e1,…,en} is the set of emotion-components, like subjective
feelings, specific facial expressions, physiological reactions and action tendencies.
Definition 3.2: I={i1,…,in} is the set of emotion-component intensities.
I⊆E×[0,1] with [0,1] the set of real numbers representing the possible intensity,
and E as defined above.
Definition 3.3: M={m1,…,mm} are processes that mediate between appraisal
n
dimension values and emotion-component intensities. mj:V →Ij is a mediating process
typically mapping n elements from the set V of appraisal dimension values to a subset of
emotion-component intensities Ij⊆I, with I1∪…∪Im=I.
Process dependency and data constraints. Our formalism facilitates the representation
of the structure of processes using guarded process-dependencies. To be able to define
the notation for process-dependencies, we first define guards and dependency types.
Definition 4.1: The set G={g1,…,gn} of guards is the set of second-order predicates
over the elements of the sets P, O, A, D, V, M, E and I, and over the variable i, being
the actual value of elements in the set V and the intensity of the emotion-components in
the set I. This allows definition of conditional dependencies between processes.
Definition 4.2: The set LT={n1,…,nn} is the set of dependency type names - (L)ink
(T)ypes - used to identify the nature of the dependency between two processes (e.g.
inhibitory, causal, correlation, information flow, parallelism, etc).
Definition 4.3: Let L be the set L={l1,…,ln} with L⊆PP×PP×G×N and
PP=P∪A∪M. The elements of L define dependencies - (L)inks - between processes
constrained by: (∀x)(∃y) processing in qx is influenced iff ((py,qx,g,n)∈L ∧
g=true ∧ py,qx∈PP ∧ g∈G ∧ n∈N). If a dependency exists between a process
py and qx and the guard of that link is true, processing in qx is influenced in a way
denoted by the type n.
Definition 5.1: The set H={h1,…,hn} is the set of data constraints and is defined as
a set of second-order predicates just like the set G. These data constraints are global, and
not attached to process-dependencies. They enable specification of relations between
data that must hold according to the structural theory.

5. Discussion
Several extensions to the formalism (notably to O and P) can be found in [1], including
the rational for the different elements of the formalism approached from an appraisal
theoretic perspective and several examples of how to use the formalism. In this paper we
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briefly discuss one of these extensions, i.e. time, and explain how a formalism like ours
can actually stimulate the consistency of computational models of emotion in virtual
agents.
Time. We believe the current version of our formalism is a good first attempt to narrow
the representational gap, however the aspect of time is still missing. All sets in the
formalism are static sets. A formal model based on such timeless sets essentially
represents the appraisal-structure of the mind of an agent at either one instant or at all
possible instants in time (whatever suits best). If a computational model addresses
appraisal processes, including detailed aspects of environment evaluation and emotional
responses, and if we want to be certain that a computational model is consistent with the
structural theory it represents, then even a structural theory needs to consider time, and a
formalism dealing with structure thus needs to be able to represent time (see also [12]
for a comparable argument). In [1] we address this issue in detail, and we re-define all
sets that are used in our formalism as timed sets, by slicing them up in timed sub-sets.
This, in combination with add and remove operations on these timed sub-sets, allows for
a formal description of a large number of phenomena including developmental changes
to the appraisal structure of the agent, detailed causal relations between processes and
emotion reaction-time.
Theory and data exploration. With the addition of time, our formalism can be used to
specify both static structures of appraisal (i.e. a structural theory) and dynamic
experimental results. For example, at time t=0, the data sets O, V and I can be specified
to contain certain elements, while after the manipulation of the human subject (say time
t=10) the sets can be specified to have different elements, based on experimental results.
Formal modelling of both experimental results and structural appraisal theory using the
same formalism greatly facilitates four things. First, it allows detailed comparison of
theoretical predictions with experimental results using the same formal notation, and
second, it facilitates implementation of these results in a computational model. Third, it
facilitates the construction of a single formal database of results obtained from
experiments with human subjects (c.f. [12]) and results obtained from experiments with
computational models. Such a database can be used to evaluate the results generated by
new experiments with computational models. Fourth, appraisal theorists do many
experiments to test their theories, and the results are hard to keep up with for computer
scientists. Online formal databases that contain human-subject results, computational
results, and different structural theories can help to enhance the consistency of
computational models of emotion by, for example, automated theory-change tracking
and automated experimental-result consistency checks.

6. Conclusion
We have argued that formal models of structural appraisal theories are necessary for the
development of consistent computational models of emotion. We have presented a
formalism that attempts to narrow the gap between structural appraisal theories and
computational models of emotion. The formalism can be used to specify the declarative
semantics of a structural theory of appraisal, and it can be used to formalise
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experimental results obtained with computational models of emotion or human subjects.
This stimulates the consistency of computational models based on appraisal theories and
thereby increases the potential and plausibility of emotions in virtual agents and robots.
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Abstract
We discuss the application of model based diagnosis to (multi-)agent based planning. First, we model a plan as a system to be diagnosed, taking into account the
behavioural relations that might exist between several instances of actions occurring
in a plan. Then we consider the case of a spatially distributed agent planning system
where different agents are responsible for a part of the total plan.

1

Introduction

Model-Based Diagnosis (MBD) [1, 2, 4] is a well-known technique to infer abnormalities of (internal) components of a given system S from the input-output behaviour of S.
To this end a model of S is given where the possible behaviours of each of the components and the relations between the components have been specified. Usually, for each
component c at least two different health states are distinguished: a normal state and an
abnormal state1 . For each health state a specific behaviour of the component c is specified. The diagnostic engine is triggered whenever there is a discrepancy between the
output —as predicted from the model and the input observations— and the actually observed output. The result of the diagnostic process is an assignment of health states to
the components, called a diagnosis such that the actually observed output is consistent
with this state qualification or can be explained by the state qualification. Usually, one requires the diagnosis to be specified in such a way that the number of components behaving
abnormally is minimized.
Our contribution in this paper is an extension of MBD to both single agent and multiagent planning systems. First, we introduce a notion of plan diagnosis in a single agent
system, adapting MBD to deal with a plan as a system to be diagnosed. Here, the main
idea is that by applying model based diagnosis, observations during plan execution can
be used (i) to infer which already executed actions (the components of a plan) have to be
qualified as failed and (ii) to predict which future actions will fail and whether the goals of
the plan still will be achieved by executing the remaining part of the plan. An important
difference with classical system diagnosis is that here we have to take into account that in
1 In

a more general set-up, we often distinguish a partially ordered set of health states.
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a plan several related instances of actions occur and the health state of a subset of these
instances might be used to infer the health state of other instances related to them.
Secondly, we concentrate on multi-agent plan diagnosis. Here, the agents together are
assumed to execute a joint plan. This plan is partitioned over the agents. Each agent is
responsible for the execution of its sub-plan and has to respect the dependencies with subplans of other agents. Concepts from classical MBD are extended to cover plan diagnosis
for multi-agent systems.

2

Plan Based Diagnosis

States and Goals Unlike classical MBD, in plan-based diagnosis the model is not a
description of an underlying system but a plan of an agent. For our purposes, we prefer
to take an object or resource-based view on the world2 , assuming that, for the planning
problem at hand, the world can be described by a set Obj = {o1 , o2 , . . . , on } of objects,
their respective domains Si and and their (current) values vi ∈ Si . A state of the world
σ then simply is an element of the set S1 × S2 × . . . × Sn . The value vj ∈ Sj of the
object oj in the state σ will be denoted by σ(j). It will not always be possible to give
a complete state description . Therefore, we introduce a partial state π ∈ Si1 × Si2 ×
. . . × Sik , where 1 ≤ i1 < . . . < ik ≤ n. We will use O(π) to denote the set of objects
{oi1 , oi2 , . . . , oik } ⊆ Obj specified in π. The value of oj ∈ O(π) will be denoted by
π(j). Partial states can be ordered with respect to their information content: π is said to
be contained in π 0 , denoted by π v π 0 , iff O(π) ⊆ O(π 0 ) and π(j) = π 0 (j) for every
oj ∈ O(π). The value of an object oj ∈ O not occurring in a partial state π is said to be
undefined (w.r.t. π).
A goal G of an agent is specified as a set of partial states G = {g1 , g2 , . . . , gm } over
the domains S1 , S2 , . . . , Sn , at least one of which the agent wants to bring about, i.e., a
goal G is said to be satisfied by a partial state π if there exists a gi ∈ G such that gi v π.
Actions An action can be viewed as a function that replaces the values of a subset
of the objects in Obj by other values, dependent upon the values of a (possibly different) subset of objects. Hence, every action a can be modeled as a (partial) function fa : Si1 × . . . × Sik → Sj1 × . . . × Sjl , where 1 ≤ i1 < . . . < ik ≤ n and
{j1 , . . . , jl } ⊆ {i1 , . . . , ik }. That is, all objects whose value domains occur in ran(fa ),
denoted by ranO (a) = {oi1 , . . . , oik }, are contained in the analogously defined set of
objects domO (a) = {oj1 , . . . , ojl }. The function specification fa constitutes the normal behaviour of the action, denoted by fanor . The abnormal behaviour of a broken
action is specified by the function faab : Si1 × . . . × Sik → Sj1 × . . . × Sjl , where
faab (sj1 , sj2 , . . . , sjl ) = (>, >, . . . , >). Here, > denotes an arbitrary value of the corresponding object oi in the domain Si . We assume that this choice of values as the result
of a broken action always is observable, i.e., for every (si1 , si2 , . . . , sik ) ∈ dom(fa ),
faab (si1 , si2 , . . . , sik ) 6= fanor (si1 , si2 , . . . , sik ): there is always at least one value distinguishing faab from fanor .
Behavioural rules A plan P is conceived as a partially ordered set A of instances
of actions. The main difference with components in a classical system is that often in
2 In

contrast to the conventional approach to state-based planning, cf. [3].
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a plan the behaviour of different instances of actions are closely related. For example,
suppose that we have a plan for carrying luggage from a depot to a number of waiting
planes. Such a plan will contain several instances of a drive action pertaining to the
same carrier. Suppose that we detect that a drive action behaves abnormally because
of malfunctioning of the carrier. Then it is reasonable to assume that instances of the
same drive action that occur in the plan after this instance can be predicted to behave
abnormally, too. To capture such behavioural relations between related instances, we
specify a set of rules. Each such a rule is of the form {ai1 , . . . , aik } → {aj1 , . . . , ajl },
expressing that whenever a set {ai1 , . . . , aik } of instances of actions occurs as a subset of
the set of instances actions qualified as behaving abnormally, it is inferred that from that
time on all instances aj1 , . . . , ajl will be qualified as behaving abnormally, too. A set ΦA
of such rules3 is said to specify a behavioural theory for the set of instances A.
Given a subset Ab ⊆ A of abnormal instances of actions, the set ofSimmediate behavioural consequences of Ab using Φ is defined as the set BCΦ (Ab) = {β | α → β ∈
Φ | α ⊆ Ab}. We say that Φ is behaviourally closed if the following condition holds:
Whenever Φ contains two rules α → β and γ → δ such that β ∩ γ 6= ∅, then Φ also
contains a rule α0 → β 0 such that α0 ⊆ α ∪ (γ − β) and β ∪ δ ⊆ β 0 .
A simple example of a behaviourally closed set of rules is the following: Let ' be an
equivalence relation on A, where a ' a0 iff a and a0 are instances of the same action, e.g.,
the driving action we mentioned above. Let A0 be a union of some equivalence classes
in A/' specifying those types of actions where abnormal behaviour will be preserved.
That is, if a ∈ A0 is detected as behaving abnormally, then every future similar instance
a0 ' a will also behave abnormally. Then we can define a behaviourally closed set
Φ = {{a} → {a0 : a0 ' a} | a ∈ A0 } of rules indicating that from now on every instance
a0 similar to an instance a characterized as abnormal will be evaluated as abnormal, too.
If a rule set is behaviourally closed, two or more successive applications of rules
always can be obtained by applying just one single rule in Φ, i.e., the behavioural consequence operator BCΦ needs to be applied just once to obtain all the behavioural consequences of a subset Ab ⊆ A and the set Ab itself:
Proposition 1 Let Φ be a behaviourally closed set of rules for a set of instances A
and Ab ⊆ A. Define the inflationary operator4 BCΦ1 (Ab) = Ab ∪ BCΦ (Ab). Then
BCΦ1 (Ab) = BCΦ1 (BCΦ1 (Ab)).
Plans A plan P = hA, <, Φi is a triple consisting of the set of actions A, a partial
ordering < ⊆ A × A on the actions, and a set of behaviour rules Φ. The partial order
< specifies the dependencies between actions; e.g., a < a0 means that the action a must
finish before a0 may start. We will often denote the transitive reduction of < by , i.e.,
the transitive closure + of  equals <. Note that an action a may change the values of
the objects in the domain domO (a0 ) of another action a0 ; i.e., ranO (a) ∩ domO (a0 ) 6= ∅.
Obviously, if a plan P allows an action a to be executed concurrently with an other action
a0 , we would not allow that their domains and ranges do overlap. Therefore, we have the
following requirement:
3 Often

we will omit the subscript A in ΦA if the context of the set of actions is clear.
consequence operator T is called inflationary if T applied to A returns the set of all immediate consequences and A itself.
4A
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Concurrency Requirement: Let P = hA, <, Φi be a plan and a, a0 ∈ A two
actions such that neither a < a0 nor a0 < a holds. Then both ranO (a) ∩
domO (a0 ) = ∅ and ranO (a0 ) ∩ domO (a) = ∅ should hold.
Plan execution For simplicity, when a plan is executed, we will assume that every action
takes a unit of time to execute and we are allowed to observe the execution of a plan P at
discrete times t = 0, 1, 2, . . . , k where k is the depth of the plan, i.e., the longest <-chain
of actions occurring in P . Let depthP (a) be the depth5 of action a in plan P = (A, <, Φ),
i.e., depthP (a) = 0 if {a0 |a0  a} = ∅ and depthP (a) = 1 + max{depthP (a0 ) | a0 
a}, else. We assume that the plan starts to be executed at time t = 0 and that concurrency
is completely specified by the plan, i.e., if depthP (a) = k then execution of a has been
completed at time t = k + 1. Now all actions a with depth(a) = 0 are completed at time
t = 1 and every action a with depth(a) = k + 1 will be started at time k and will be
completed at time k + 1. The above specified concurrency requirement ensures that the
concurrent execution of actions leads to a well-defined result.
The effect of the execution of plan P on a given (partial) state π at some time t ≥ 0,
denoted by (π, t), can be defined
S as follows: Let Pt denote the set of actions a with
depth(a) = t and let P>t = t0 >t Pt . Moreover, let the partial state π restricted to a
given set O, denoted as π  O, be defined as π  O = π 0 where π 0 v π and O(π 0 ) =
O ∩ O(π). Now we say that (π 0 , t + 1) is (directly) generated by normal execution of P
from (π, t), abbreviated by (π, t) →P (π 0 , t + 1), iff the following conditions hold:
1. π 0  ranO (a) = fanor (π  domO (a)) for each a ∈ Pt with domO (a) ⊆ O(π), that
is, the consequences of all actions a enabled in π should be visible in π 0 ;
2. O(π 0 ) ∩ ranO (a) = ∅ for each a ∈ Pt with domO (a) 6⊆ O(π), that is, the values
of objects modified by an action a are left undefined in π 0 if a is not enabled in π;
S
3. π 0 (i) = π(i) for each oi 6∈ a∈Pt ranO (a), that is, every object not in the range of
an action at time t should remain unchanged.
For arbitrary values of t ≤ t0 we say that (π 0 , t0 ) is (directly or indirectly) generated
by normal execution of P from (π, t), denoted by (π, t) →∗P (π 0 , t0 ), iff the following
conditions hold: (i) if t = t0 then π 0 = π; (ii) if t0 = t + 1 then (π, t) →P (π 0 , t0 ); (iii) if
t0 > t + 1 then there must exists some state (π 00 , t0 − 1) such that (π, t) →∗P (π 00 , t0 − 1)
and (π 00 , t0 − 1) →P (π 0 , t0 ).
Qualifications In order to predict the result of a plan execution, we introduce the notion
of a qualified plan. A qualified version PQ of a plan P = (A, <, Φ) is a tuple PQ =
(A, <, Φ, Q), where Q ⊆ A is the set of abnormally behaving actions.6 For such a subset
Q we define the execution relation →Q;P as follows: (π 0 , t + 1) is (directly) generated by
execution of P where actions in Q are behaving abnormally from (π, t), abbreviated by
(π, t) →Q;P (π 0 , t + 1), if for all i = 1, . . . , n we have
1. π 0  ranO (a) = fanor (π  domO (a)) for each a ∈ Pt − Q with domO (a) ⊆ O(π),
2. O(π 0 ) ∩ ranO (a) = ∅ for each a ∈ Q,
5 If

the context is clear, we often will omit the subscript P in referring to the depth of an action a.
A − Q is the set of normally executed actions.

6 Hence,
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3. O(π 0 ) ∩ ranO (a) = ∅ for each a ∈ Pt with domO (a) 6⊆ O(π), and
S
4. π 0 (i) = π(i) for each oi 6∈ a∈Pt ranO (a).
Note that this leaves free the values of π 0 (i) for those objects affected by abnormal actions
a ∈ Pt ∩ Q. Furthermore, by definition, →∅;P =→P . The reflexive transitive closure
→∗Q;P is defined analogously.
Diagnosis Suppose that we have a (possibly partial) observation obs(t) = (π, t) of the
state of the world π at time point t and an observation obs(t0 ) = (π 0 , t0 ) at time point
t0 > t during execution of the plan P . Then, assuming a normal execution of the plan
P we can predict the state of the world at a time point t0 given the observation obs(t):
if all actions behave normally, we should have obs(t)→∗∅;P (π 00 , t0 ) where π 00 satisfies
(π 0  O(π 00 )) v π 00 . If not, the execution of some actions must have gone wrong. In
that case, we would like to determine which action may have failed. To this end, we may
apply the standard definition of MBD (cf. [2]):
S
Definition 1 Let P = (A, <, Φ) be a plan, let Beh = a∈A (fanor ∪ faab ) be the behavioural description of the actions A, let obs(t) = (π, t) and obs(t0 ) = (π 0 , t0 ) with
t < t0 be two (partial) observations, and let obs(t)→∗∅;P (π 00 , t0 ) be the normal execution of a plan. Moreover, let Q be a qualification and let obs(t)→∗Q;P (π 000 , t0 ) be the
plan execution given this qualification. The qualification Q is an O-plan-diagnosis of
hP, Beh, obs(t), obs(t0 )i iff
1. π 0  O = π 00  O,
2. π 000 is consistent with π 0 ; i.e., for every oj ∈ O(π 0 ) ∩ O(π 000 ): π 0 (j) = π 000 (j).
Choosing O = {oj | oj ∈ O(π 0 ) ∩ O(π 00 ), π 0 (j) = π 00 (j)} in 1. gives the strongest
diagnostic definition.7 Choosing O = ∅ results in consistency-based diagnosis [4].
In MBD normally either numerical minimum or subset minimal diagnoses are considered. Here, we will even further refine the set of diagnoses by taking the behavioural rules
Φ into consideration.
Behavioural Rules and Diagnosis Using the rule set Φ in establishing a diagnosis, we
could reason as follows: If a qualification Q has been established as a diagnosis, some
of the actions executed at some time t0 and detected as abnormal could easily occur as
the behavioural consequences of other abnormally behaving and earlier executed actions.
Hence, instead of a diagnosis Q, what has to be established is a minimum set Q0 of
abnormally behaving actions such that
1. the diagnosis Q can be generated using the rules in Φ from Q0 ,
2. no action in Q0 is the behavioural consequence of another action in Q0 and
3. Q0 is a minimum set of actions satisfying 1. and 2.
In a certain sense, the set Q0 has to be considered as a set of causes of the abnormal
behaviour under the set of rules Φ.
7 Note, however, that if one broken action may repair the effects of another broken action, this form of
diagnosis may overlook a correct plan-diagnosis.
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Definition 2 Let Q be a standard diagnosis of hP, Beh, obs(t), obs(t0 )i. We say that
Q0 ⊆ Q is a minimum causal explanation of Q using the rule set Φ if the following
conditions hold:
1. Q = Q0 ∪ BCΦ (Q0 ), i.e., Q0 and its set of immediate Φ-consequences generate the
diagnosis Q;
2. Q0 = Q0t ∪ Q0t+1 ∪ . . . ∪ Q0t0 where Q0t+i = Pt+i ∩ Q0 , that is Q0 can be split in
(disjoint) sets of abnormalities established at time points t, t + 1, . . . t0 ;
3. Q0t+i ∩ BCΦ (Q0t ∪ . . . ∪ Q0t+i−1 ) = ∅ for i > 0, i.e., no set of causes occurring at
time t + i can be explained by abnormalities occurring at some earlier time under
the rule set Φ.
4. Q0 is a smallest set of abnormalities such that the conditions above do hold.
Prediction of plan results Except for playing a role in establishing causal explanations,
the set of behavioural consequences also plays a major role in the prediction of the results
of the plan. The main purpose of plan diagnosis of course is to predict whether the goal G
still can be reached given the observations obs(t) during plan execution. This prediction
can be based on the diagnosis Q and the behavioural consequences of it established at time
t as follows: Let Q be the set of instances of actions qualified as abnormal as the result of
a diagnosis at time t. Let Qpred ⊆ A be defined as the set Qpred = BCΦ (Q) ∩ P>t , i.e.,
the set of to be executed actions that using Φ and Q can be inferred to behave abnormally,
(t0 −t)
too. Then the predicted output at time t0 > t equals the state τ such that obs(t) →Qpred ;P
(τ, t0 ). Suppose that t0 = depth(P ), i.e., the plan has been executed completely, then we
can check whether or not for some state σ ∈ G: σ v τ . If such a state does not exist, we
infer that given the abnormalities inferred, the goal G of the plan will not be achieved.

3

Multi-agent diagnosis of multi-agent plans

A group of collaborating agents often have to coordinate their actions. If the problem
addressed by the agents is complex, planning is required, resulting in a distributed multiagent plan.
Multi-agent plans A multi-agent plan is a partition of a plan P = (A, <, Φ) over
a group of agents Ag such that agent U
i is responsible for the execution of the sub-plan
Pi = (Ai , Ii , Oi <i , Φi ) where A = i Ai , Ii = {a ∈ (A − Ai ) | a  a0 , a0 ∈ Ai },
Oi = {a ∈ (A − Ai ) S
| a0  a, a0 ∈ Ai }, <i = (< ∩((Ai ∪ Ii ) × Ai )) ∪ (< ∩(Ai ×
(Ai ∪ Oi ))) and Φ = i Φi . Note that the set of actions Ii provide input for the plan of
agent i and the set of actions Oi of other agents receive output from the plan of agent i.
Here, agent i has to synchronize its action with other agents.
Multi-agent plan execution To enable agents to collectively determine the effect of
executing the plan P using only their local knowledge, requires that agents communicate
information about the state of the world. Since we use an object oriented view of the
world (i) agents only have to communicate in situations where they must synchronize their
actions with actions, Ii and Oi , of other agents, and (ii) they only have to communicate
the values of the objects required by the actions a ∈ Oi of another agent.
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Proposition 2 If the value of an object o required by an action a ∈ Ai is determined by
an action a0 ∈ Aj with i 6= j, then a0  a, a0 ∈ Ii and a ∈ Oj .
To derive the partial state π 0 at time t0 of a sub-plan Pi = (Ai , Ii , Oi <i , Φi ) given
an partial state π at time t, we must take into account the effect of the actions a ∈ Ii
such that for some a0 ∈ Ai with depthP (a0 ) < t0 , a  a0 . Let (π a1 , t1 ), ..., (π ak , tk )
with {aj ∈ Ii | depthP (ai ) < t0 }, tj = depthP (aj ) and O(π aj ) ⊆ ranO (aj ) ∩
S
0
a0 ∈Ai |aj a0 domO (a ) describe the known values of the objects in ranO (a) that are
relevant for agent i. Then we say that (π 0 , t0 ) is generated from (π, t) by the execution
of the plan of agent i given an qualification Qi ⊆ Ai , for i = 1, 2, ..., n, abbreviated by
(π, t), (π a1 , t1 ), ..., (π ak , tk ) →∗Qi ;Pi (π 0 , t0 ). Note that the value of an object o in O(π)
may (indirectly) be determined by one or more actions a ∈ Ii . We assume that there are
no inconsistencies between the value of o in π and the value of o that follows form the
action in Ii if this information is available in (π a1 , t1 ), ..., (π ak , tk ).
The multi agent plan presented here is closely related to the spatially distributed system of connected components discussed in [5]. In [5] it was pointed out that predicting
the behaviour of such a system is in general an NP-Hard problem. The underlying reason
was the possible existence of cyclic dependencies between components. In a (multi-agent)
plan similar cycles between actions do not occur. A cycle would imply that the input of
an action depends on the output of a future action. In fact predicting the execution of a
(multi-agent) plan can be done in linear time.
The diagnosis of a sub-plan An agent executing a sub-plan may make partial observation of the local state of the world at different times t and t0 with t < t0 . Agent i can
predict the expected state of the world at time t0 using the knowledge of its local plan
and information received from other agents about the expected effects of action in Ii . If
agent i notices a difference between the expected and the observed state of the world at
t, diagnosis is required. Since an observed discrepancy may be caused by the execution
of another sub-plan, agent i may also receive information from other agents about the
expected values of objects in domO (a) with a ∈ Oi .
Definition 3 Let Pi = (Ai , Ii , Oi <i , Φi ) be the sub-plan of agent i and let obs(t)
and obs(t0 ) with t < t0 be two observations. Moreover let (π a1 , t1 ), ..., (π ak , tk ) with
tj < t0 be the communicated information about the expected effects of aj ∈ Ii and let
0
0
(π a1 , t01 ), ..., (π ak , t0l ) with t < t0j be the communicated information about the expected
effects of plan Pi for the actions a0j ∈ Oi .
Then a local diagnosis is a plan-diagnosis according to Definition 1 of
0

0

hP, Beh, {obs(t), (π a1 , t1 ), ..., (π ak , tk )}, {obs(t0 ), (π a1 , t01 ), ..., (π ak , t0l )}i.
Multi-agent plan-diagnosis An important question is whether the combined diagnoses
of the individual agents lead to the same set of global diagnoses of the whole plan P . The
following two propositions show that this is the case.
Proposition 3 Let the qualification Q be a plan-diagnosis of hP, Beh, obs(t), obs(t0 )i.
Moreover, letS(π a1 , t1 ), ..., (π ak , tk ) be the (predicted) values of the objects O(π aj ) ⊆
ranO (aj ) ∩ a0 ∈Ai |aj a0 domO (a0 ) with aj ∈ Ii and t ≤ depthP (aj ) ≤ t0 , and let
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0

0

0

(π a1 , t01 ), ..., (π ak , t0l ) be the (predicted) values of the objects O(π aj ) ⊆ domO (a0j ) ∩
S
0
0
0
0
a0 ∈Ai |a0 a0j ranO (a ) with aj ∈ Oi and t ≤ depthP (aj ) ≤ t .
Then the qualification Qi = Q ∩ Ai is a plan-diagnosis of
0

0

hP, Beh, {obs(t), (π a1 , t1 ), ..., (π ak , tk )}, {obs(t0 ), (π a1 , t01 ), ..., (π ak , t0l )}i.
Proposition 4 Let the qualification Qi be a plan-diagnosis of
0

0

hP, Beh, {obs(t), (π a1 , t1 ), ..., (π ak , tk )}, {obs(t0 ), (π a1 , t01 ), ..., (π ak , t0l )}i
with aj ∈ Ii , t ≤ depthP (aj ) ≤St0 , a0j ∈ Oi and t ≤ depthP (a0j ) ≤ t0 .
Then the qualification Q = i Qi is a plan-diagnosis of hP, Beh, obs(t), obs(t0 )i iff
• S
(π a1 , t1 ), ..., (π ak , tk ) are the (predicted) values of the objects O(π aj ) ⊆ ranO (aj )∩
0
0
a0 ∈Ai |aj a0 domO (a ) with aj ∈ Ii and t ≤ depthP (aj ) ≤ t ; and
0

0

0

• S
(π a1 , t01 ), ..., (π ak , t0l ) are the (predicted) values of the objects O(π aj ) ⊆ domO (a0j )∩
0
0
0
0
a0 ∈Ai |a0 a0 ranO (a ) with aj ∈ Oi and t ≤ depthP (aj ) ≤ t .
j

To determine a global plan diagnosis without any agent having complete knowledge
of the multi-agent plan or even the global diagnosis itself, the protocol presented in [5]
can be applied. This protocol enables agents to efficiently determine a diagnosis. The
communication overhead of the protocol is linear in the product the number of agents and
of the number of action determining the observed object at time t0 (cf. [5]).

4

Conclusion

We have presented a new object-oriented model for describing multi-agent plans consisting of (related) instances of actions. This model enables agents to find causes for
discrepancies between the predicted and observed effects of a plan-execution by applying techniques developed for multi-agent model-based diagnosis. Moreover, we have
extended the diagnostic theory enabling the prediction of future failure of actions.
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Parameterless Information Extraction Using
(k,l)-Contextual Tree Languages
Stefan Raeymaekers, Maurice Bruynooghe
K.U.Leuven, Dept. of Computer Science, Celestijnenlaan 200A,
B-3001 Leuven
Abstract
Recently, several wrapper induction algorithms for structured documents
have been introduced. They are based on contextual tree languages and
learn from positive examples only but have the disadvantage that they need
parameters. To obtain the optimal parameter setting, they use precision
and recall. This goes in fact beyond learning from positive examples only.
In this paper, a parameter estimation method for a wrapper based on (k, l)contextual tree languages is introduced that is solely based on a few positive
examples. Experiments show that the quality of the wrappers is very close
to that of wrappers with the optimal parameter setting.

1

Introduction

Information extraction(IE) from structured documents (HTML, XML), aims at
extracting specific information from structurally similar documents. Often it is
referred to as wrapper induction. Examples are [10, 12, 14, 3, 8, 9, 15]. Most
interest is in learning from positive examples only. The elements of a HTML-page
can be divided between those to be extracted and the others. We define a positive
example as a HTML page where one of the elements to be extracted is marked
with a special marker and all other elements are unmarked. A HTML page with
multiple elements to be extracted can therefore result in multiple examples. As a
seminal result of [6] states that regular languages cannot be learned from positive
examples only, researchers focussed on identifying less expressive, but learnable,
subclasses of regular languages. Learnable subclasses of regular string languages
are defined in [2, 11, 5, 1]. More recently, also learnable subclasses of regular
tree languages have been introduced [4, 7, 15]. It is argued in [8, 9] that IE
from structured documents benefits from using the tree structure in the wrapper.
Indeed, the authors obtain superior results on various benchmarks. In [15], the
class of (k,l)-contextual tree languages, a subclass of the regular unranked tree
languages, is introduced. An inference algorithm for the class is given and it is
shown that a wrapper induction algorithm based on a variant of (k,l)-contextual
tree languages gives the best results to date.
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The algorithms in [8, 9] need one parameter; that of [15] needs two. The
common solution is to select the parameter(s) that give the best results when
evaluated on a test set. In [8], the optimal parameter is selected by cross-validation
on a completely marked training set. This implies that a field that is never
marked is in fact a negative example. Hence, at the conceptual level, one can
argue that the learning is not from positive examples only. At the practical level,
when using the algorithm to extract information from a new data set, one has to
mark every field to be extracted in each document used for training. In a truly
learning from positive examples setting, it should suffice to mark a few fields only.
In this paper we propose a true parameterless algorithm. We use the algorithm
presented in [15] and add a parameter estimation algorithm in an initial step, in
which the parameters are estimated on the training set alone. This algorithm
uses as extra information the number of extractions from some evaluation set
(consisting of unmarked trees) made with a wrapper learned from the training
set. This evaluation set consists of a number of unmarked documents. This set
can be the training set, with the markers stripped off. Or some other unmarked
documents from the domain of the extraction task.
We start in Section 2 with a brief sketch of the method from [15]. In Section 3
we give some observations about the evolution of the number of extractions and
introduce our method. We describe the details of our implementation in Section 4
and present an experimental validation of our approach in Section 5. We conclude
in Section 6.

2
2.1

The IE Algorithm
Preliminaries

We define the alphabet Σ as a finite set of symbols. The set of all unranked trees
over Σ is defined as T (Σ) = {f (s) | f ∈ Σ, s ∈ T (Σ)∗ }. We usually denote f (),
where  is the empty sequence, by f . A tree language is any subset of T (Σ).
The depth of a tree is the number of nodes on the longest path from the root,
i.e., depth(f ) = 1 and depth(f (t1 , . . . , tn )) = 1 + max({depth(t1 ), . . . , depth(tn )}).
The set of (k,l)-roots of a tree f (t1 , . . . , tn ) is the singleton {f } if l=1, otherwise
it is the set of trees obtained by extending the root f with k (k,l − 1)-roots taken
from successive children of f (all children if k < n).
Formally (using rk,l (t) to denote the elements of Rk,l (t)):
R(k,l)
(f (t1 . . . tn )) =
if l = 1
 {f }
{f (r(k,l−1) (t1 ), . . . , r(k,l−1) (tn ))}
if l > 1 and k > n

{f (r(k,l−1) (tp ), . . . , r(k,l−1) (tp+k−1 )) | p = 1, . . . , n−k+1} otherwise

Finally, a (k,l)-root of a subtree of t is a (k,l)-fork of t; hence the set of (k,l)-forks
is given by:
Sn
F(k,l) (f (t1 . . . tn )) = {t | t ∈ R(k,l) (f (t1 . . . tn ))} i=1 F(k,l) (ti )
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Example 1 Below we show graphically the (2,3)-forks of a tree t. The first 6 of
these forks, are the (2,3)-roots of t.
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2.2

Approach

In the learning phase, a wrapper is learned from positive examples. The learned
wrapper is expected to accept only correctly marked documents (This is with a
marker on a required element). In the extraction phase, several runs are performed
on each document. In each run, one single candidate target is replaced by the
marker; it is extracted when the automaton accepts the marked document.
The basic idea[15] is to represent the wrapper by a set of (k,l)-forks (generalizing the notion of k-grams[1]). To obtain better generalization, only forks that
contain the marker are taking into account. Learning the wrapper simply consists of collecting all forks (with a marker) from the examples. A run accepts a
document when all the forks that contain a marker occur in the wrapper; k and l
are the parameters of the algorithm, they determine the depth and width of the
context that is used to recognize a target field.
Another generalization concerns the text nodes in the leaves of the tree. Typically, many unseen text strings will occur during the extraction. Therefor, all
text fields are replaced by the same symbol. One exception is made for the so
called distinguishing context [9]. If all examples have the same text field on a fixed
distance to the target field, then such field (if several occur, the one most close to
the target is selected) is retained during learning and extraction.

3

Parameter Estimation

We define maxl as the maximal depth found in the trees of the training set, we
define maxk as the maximum number of children of a node found in the training
set. The search space of our parameters starts at (1,1)1 ; k and l are bounded by
respectively maxk and maxl. To evaluate the quality of a pair of parameters we
use the metrics precision(P ), recall(R) and F 1 score. Let E be the number of text
nodes extracted from the test set, C the number of correctly extracted text nodes,
and T the total number of text nodes in the test set. Then we can define these
metrics as P = C/E, R = C/T , and F 1 = 2P R/(P + R), the harmonic mean of
P and R. Given a training set and a test set, we define the optimal parameters
(k,l) as those parameters that result in the best F 1 score when a wrapper, learned
1 With l = 1, k does not matter; the wrapper consists of a single fork with the marker as single
node.
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from the given training set with these parameters, is evaluated on the given test
set. As stated before, we do not have the test set at our disposal, therefor we have
to estimate these optimal parameters based on the training set only.
As is the case for other local languages (k-contextual languages[11, 1], ktestable languages[5], and k-testable tree languages[4, 7]), (k,l)-contextual tree
languages[15] are monotone; i.e., if L and L0 are the languages learned (from
a given training set), for parameter settings (k,l) and (k 0 ,l0 ) respectively , then
k ≤ k 0 and l ≤ l0 implies that L0 ⊆ L. This property also holds for the variant we
use to learn wrappers. The k and l parameters define a kind of window around
the marked node. The language learned with the smallest window (k = 1, l = 1)
is the most general; it extracts everything hence recall is 100% and precision is
low. As the (k,l)-window is enlarged, more and more of the features surrounding
the marked node are taken into account, less fields are extracted and precision
increases, however, at least in the beginning, recall is likely to stay at 100%. If
the extraction task can be expressed with a contextual language then —if enough
examples are given— precision will reach 100% while recall is still at 100%. Typically, there will be a region of parameter settings for which the F 1-score remains
100%. In that region, the number of extracted fields remains constant. When
the (k,l)-window is further enlarged, a point will be reached where the number of
extracted fields start to drop again; while precision remains at 100%, recall (and
hence the F 1-score) start to drop again at a faster pace.
Hence, for the parameter setting (1, 1), all fields are extracted. As k and l
increase, the number of extracted fields quickly goes down; however one can expect
the number of extracted fields to stabilize in the region with optimal F 1-score and
then to further go down again. This behavior is illustrated in Example 2.
Example 2 Table 1 and Table 2 show the number of extractions for two data sets
where the wrapper is learned from five random examples (see Section 5 for details
about the data sets used). The extractions are performed on the (unmarked) pages
that contained the examples. In Table 1 we see a large region with 115 extractions
(corresponding to the optimal F 1-score). In Table 2 there is a region with 98
extracted fields (corresponding to the optimal F 1-score) that stretches over 2 lvalues, but it does not cover a 2 × 2 region.
Table 2: # of Extractions for bigbook-3

Table 1: # of Extractions for okra-1

l

k

1
2
3
4
5
6
7

1
1267
141
126
120
120
120
115

2

141
115
115
115
115
115

3

141
115
115
115
115
98

4

141
115
115
115
111
97

5

141
115
115
115
111
90

6

141
115
115
115
111
90

7

l

k

1
2
3
4
5

141
115
115
115
111
75

7
6
5
4
3
2
1
969
412 402 402 402 402 402 402
309 299 299 299 299 299 299
309 98 98 98 98 98 98
309 98 82 51 38 31 27

Starting from a parameter setting (1, 2), our implementation searches for a
region where the number of extracted fields changes minimally. However, the
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search is interrupted when it becomes clear that the model becomes too specific.
Two tests are used to check this:
• A clear indication of a too specific model is when the number of extractions
equals the number of examples.
• Another test checks whether a value of l is reached for which the number
of extractions keeps decreasing for increasing k-values. This behavior is
seen in lines 7 and 5 of respectively Table 1 and Table 2. The explanation
is that the depth of the marked forks (l) is becoming so large that they
contain a common ancestor of the target fields. For such l-value, the subtrees
containing a target have a different position (first, second, . . . , last) as a child
of the common ancestor. With increasing k, the automaton can distinguish
more and more of these positions and the number of extractions decreases
unless there is an example for every position.
Precision will never reach 100% when (k,l)-contextual tree languages cannot model
the extraction task. When it is expressive enough, but not enough examples are
available for learning, the F 1-score will not reach 100%. However, still, there is
likely a region where the F 1-score is optimal and the number of extracted fields
stabilizes.

4

Implementation

Let E be the training set, W (k, l) the wrapper learned for the parameters k and
l and T the evaluation set. The number of extractions made on T with W (k, l) is
denoted as ne(k, l). To evaluate the quality of a wrapper we consider a (2 × 2)region and calculate the sum of the differences between ne(k, l) and three of its
specializations, i.e., we define diff (k, l) = (ne(k, l)−ne(k, l+1))+(ne(k, l)−ne(k+
1, l)) + (ne(k, l) − ne(k + 1, l + 1)).
Algorithm 1 shows a high level description of our implementation. The initialization computes the bounds maxk and maxl on respectively k and l and an upper
bound maxdiff on diff (k, l). The algorithm searches for the parameter setting with
the minimal difference and returns the values closest to the origin (1, 1) in case the
corresponding parameter setting is not unique. The Manhattan distance is used
to measure the distance to the origin and the outer loop of the algorithm iterates
over the Manhattan distances.
The inner loop iterates over the possible l-values for a given Manhattan distance
(starting from l = 2 since l = 1 returns all candidate targets). After calculating the
corresponding k-value, diff (k, l) is computed. Doing so requires knowledge about
the number of extractions by W (k, l), W (k + 1, l), W (k, l + 1), and W (k + 1, l + 1).
The values ne(k, l), ne(k + 1, l), . . . are tabled (not shown in the code), so that the
number of extractions by each wrapper is counted only once. If the difference is
better than the best value so far, then the best values are updated. The second ifclause checks whether the optimal solution has already been found. This is the case
when bestdiff = 0 or one of the stopping criteria as described in Section 3 is met.
The latter is computed by the function tooSpecific(k, l) that also uses the tabled
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ne(. . .) values. More precisely, the function succeeds when either ne(k + 1, l + 1) =
#(E) or ne(1, l + 1), ne(2, l + 1), . . . , ne(k + 1, l + 1) contains more than 3 different
values. The stopcriterion is always met before the loop boundaries are reached.

Algorithm 1 Parameter Estimation
Input: The training set E and the evaluation set T .
Output: The estimated parameters as a pair (k, l).
1: (maxk, maxl) := calcBoundaries(E)
2: bestdiff := 3 ∗ ne(1, 1)
3: for d = 3 to maxk + maxl do
4:
for l = 2 to d − 1 do
5:
k := d − l
6:
if diff (k, l) < bestdiff then
7:
(bestk, bestl) := (k, l); bestdiff := diff (k, l)
8:
end if
9:
if bestdiff = 0 or tooSpecific(k, l) then
10:
return (bestk, bestl)
11:
end if
12:
end for
13: end for

5

Experiments

We evaluate our approach on the WIEN data sets (these are available at the RISE
repository[13]). Some of the sets are discarded since they do not include labels.
The other sets are split in different tasks: a task aiming at the extraction of a
n-tuple is splitted in n extraction tasks. We refer to each field extraction task,
with the name of the original data set together with the index of the field in the
tuple. From these tasks we keep only those that extract a complete node, resulting
in a total number of 36 extraction tasks. These are the same data sets used in
[15], where is shown that (k,l)-contextual tree languages are expressive enough to
model each of these extraction tasks.
For each task, 5 randomly picked examples are used as training set E. The
other examples are used as test set. The evaluation set T consists of the pages that
contain the examples from E. This set is smaller than the number of examples in
cases where several examples were selected from the same page. Each experiment
is performed 5 times, each time with a different set of random examples and the
mean F 1-score is computed. The results of this experiment are shown in Table 3.
The column Data set refers to an extraction task; the column ctx indicates whether
a distinguishing context was used for that task. The column opt. gives the F 1score obtained with the optimal parameter setting as computed in [15] and the
column est. the F 1-score obtained with out estimated parameters.
The estimated parameters are suboptimal on those tasks where the optimal
parameter setting gives an F 1-score below 100% (for only 5 examples in the train-
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Table 3: Results for data sets with 5 examples

Data set ctx opt. est. Data set
s13-2
100.0 100.0
s1-1
s13-4
98.7 93.4
s1-3
s14-3
100.0 100.0
s1-4
s15-2
100.0 100.0
s3-2
s19-4
100.0 100.0
s3-3
s20-3
100.0 100.0
s4-1
s20-4
98.9 94.7
s5-2
s20-5
100.0 100.0
s8-2
s20-6
100.0 100.0
s8-3
s22-2
100.0 100.0
s10-2
s23-1
100.0 100.0
s10-4
s23-3
98.5 98.4
s12-2

ctx

✔
✔
✔
✔

opt.
100.0
100.0
100.0
100.0
100.0
100.0
100.0
100.0
100.0
100.0
100.0
100.0

Data set ctx
est.
s25-2
100.0
s30-2
100.0
✔
iaf-1
100.0
✔
iaf-2
100.0
qs-1
100.0
qs-2
100.0
100.0 bigbook-2
100.0 bigbook-3
okra-1 ✔
100.0
okra-2 ✔
99.8
okra-3 ✔
100.0
okra-4 ✔
100.0

opt.
100.0
100.0
100.0
100.0
96.6
87.8
100.0
100.0
100.0
100.0
100.0
100.0

est.
100.0
96.0
100.0
89.4
65.6
36.8
97.3
96.9
100.0
100.0
100.0
100.0

ing set). A perfect F 1-score is obtained on all but 5 other tasks. Inspecting the
outcome of the 180 individual experiments learned us that the same F 1-score is obtained as with the optimal parameter setting for 153 experiments. The estimated
k- and l-values ranged respectively from 1 to 5 and from 2 to 5.
We also compared our parameter estimation method for (k, l)-contextual tree
languages with the method described in [8] (results reported in [15]). We obtained
a better F 1-score in 22 tasks out of the 36 and a worse score in only 3 tasks.

6

Conclusion

We have presented an parameterless wrapper induction algorithm. This algorithm
is a combination of an existing wrapper induction algorithm [15], based on automata for (k,l)-contextual tree languages, and a heuristic to estimate its parameters.
The parameter estimation heuristic is based on the assumption that the differences in the number of extracted fields reaches a minimum around the optimal
parameter setting.
The experimental results show the validity of this assumption. Most of the
time we obtain a F 1-score that is equal or very close to the score obtained with
the optimal parameter setting. The strength of our approach is that it learns
from a few positive examples only. Hence the user intervention in learning a new
extraction task is very limited.
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Wrapped Progressive Sampling Search for
Optimizing Learning Algorithm Parameters
Antal van den Bosch
ILK / Computational Linguistics and AI, Tilburg University
P.O. Box 90153, NL-5000 LE Tilburg, The Netherlands
Abstract
We present a heuristic meta-learning search method for finding a set
of optimized algorithmic parameters for a range of machine learning algorithms. The method, wrapped progressive sampling, is a combination of
classifier wrapping and progressive sampling of training data. A series of
experiments on UCI benchmark data sets with nominal features, and five
machine learning algorithms to which simple wrapping and wrapped progressive sampling is applied, yields results that show little improvement for the
algorithm which offers few parameter variations, but marked improvements
for the algorithms offering many possible testable parameter combinations,
yielding up to 32.2% error reduction with the winnow learning algorithm.

1

Introduction

It is common knowledge that large changes can be observed in the generalisation
accuracy of a machine learning algorithm on some task when instead of its default
algorithmic parameter settings, one or more parameters are given a non-default
value. The fundamental problem in algorithmic parameter selection (or model
selection) is that it is hard to estimate which parameter setting would lead to
optimal generalization performance on new data. One can estimate it on the
labeled data available for training purposes, but optimizing parameters on that
easily leads to overfitting. A remedy for overfitting is to use classifier wrapping
[7], which partitions the available labeled training material in internal training and
test data, and which performs cross-validation experiments to estimate a trainingset-internal generalization accuracy. Using this method, competitions can be held
among parameter settings, to determine the average best-performing setting to be
used later in the experiment on the real test data.
For many tasks and algorithms it is not feasible to test all possible combinations
of parameter settings and feature selections exhaustively. By opening up a vast
search space, exhaustive wrapping moves the burden of the optimization process
to raw computing power. On the other hand, search methods can offer heuristic
solutions to finding sufficiently good solutions in a large search space. This paper describes a method for optimizing algorithmic parameters based on wrapped
progressive sampling, a heuristic search method we describe in detail in the next
section. The method is based on classifier wrapping, but it does not venture into
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searching among all possible combinations of parameter settings exhaustively on
all training data available. Rather, it borrows a heuristic from progressive sampling [10]. The goal of progressive sampling is to iteratively seek a data set size
at which generalization performance on test material converges. The method is to
start at a small sample size training set, and progressively increase the training set
while monitoring the convergence – and halting the process at some training set
size when the error on test material has converged. In this study we do not actively
monitor convergence, but we do adopt the progressive sampling method in which
we test decreasing amounts of settings combinations with increasing amounts of
training data.

2

Wrapped progressive sampling

The wrapped progressive sampling (henceforth wps) algorithm takes as input a
data set of labeled examples D. An example is represented by a vector of feature
values, and labeled with one out of a set of possible output labels. This data set
is used as the basis for sampling smaller training and test sets. In the following
subsections we detail this process. We start by describing how the sizes of the
progressively-sampled training and test sets are computed in Subsection 2.1. We
then describe the wps process in Subsection 2.2.

2.1

Determining progressive sample sizes

The first action of the wps method is to determine the progressive sizes of the
wrapping data set samples that will be needed. Both training sets and test sets will
be needed; a single cut is made of the original data (after being suffled randomly) in
80% of the examples for internal training data, and 20% for internal test data. We
generate a frequency-clipped pseudo-quadratic series, according to the following
three-step procedure:
First, let n be the number of labeled examples in the 80% part of the data set
designated to extract internal training material √
from. A quadratic sequence of d
data set sizes is created by using a factor f = d n. In all experiments, d = 20.
Starting with a seed data set of one example, a sequence of i = {1 . . . d} data sets
with sizes sizei is created by letting size1 = 1 and for every i, sizei = sizei−1 ∗ f .
We then limit the generated list of 20 sizes down to a list containing only the data
sets with more than 500 examples. We also include the 500-example data set itself
as the first set. This leaves a clipped pseudo-quadratic series. For each of the
training sets, an accompanying test set is created by taking, from the tail of the
20% compartment of the full data set designated for test material, a set that has
20% of the size of its corresponding training set.

2.2

The wrapped progressive sampling procedure

The wps procedure is an iterative procedure over the clipped list of data set sizes.
The procedure operates on a pool of settings, S, where one setting is a unique
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combination of algorithmic parameter values of the chosen machine-learning algorithm A (next to data set D, A is given as input to the wps procedure). On the
outset, S contains all possible combinations of values of algorithm A’s parameters.
We refer to them as s1 . . . sc , c being the total number of possible combinations.
The first step of wps is to perform experiments with all settings in s1 . . . sc .
Each of these experiments involves training algorithm A on the first training set
(500 examples) and testing the learned model on the first test set (100 examples),
and measuring A’s test accuracy, viz. the percentage of correctly classified test examples. This produces a list of accuracies, acc(s1 ) . . . acc(sc ). As the second step,
badly-performing settings from the current set are removed on grounds of their low
score. Any such selection should be performed with some care, since it is unknown
whether a currently badly performing setting would perform relatively better as
compared to other settings when trained on more examples. Wps, therefore, does
not simply sort the list of accuracies and cuts away the lower-performing half or
some other predefined fraction. Rather, it attempts to estimate at each step the
subset of accuracies that stands out as the best performing group, whichever portion of the total set of accuracies that is. To this end, a simple linear histogram is
computed on all accuracies, dividing them in ten equally-sized bins, b1 . . . b10 (the
notation for the size of a bin, the number of accuracies in the bin, is |bi |).
Without assuming any distribution over the bins, wps enacts the following
procedure to determine which settings are to be selected for the next step. This
procedure produces a selection of bins, which in turn represents a set of settings
represented by the selected bins. First, the bin with the highest accuracies is
taken as the first selected bin. Subsequently, every preceding bin is also selected
that represents an equal number of settings or more than its subsequent bin,
|bi | ≥ |bi+1 |. This is determined in a loop that halts as soon as |bi | < |bi+1 |.
Next, all non-selected settings are deleted from S, and the next step is initiated.
This involves discarding the current training set and test set, and replacing them
by their next-step progressively sampled versions. On this bigger-sized training
and test set combo, all settings in S are tested through experiments, a histogram
is computed on the outcomes, etcetera. The process is iterated until either one of
these stop conditions is met: (1) After the most recent setting selection, only one
setting is left. Even if more training set sizes are available, these are not used,
and search halts, returning the one selected setting. Or, (2) after the last setting
selection on the basis of experiments with the largest training and test set sizes,
several settings are still selected. First, it is checked whether A’s default setting is
among them (we discuss default settings in the next Section). If it is, this default
setting is returned. If not, a random selection is made among the selected settings,
and the randomly chosen setting is returned.

3

Customizing wrapped progressive sampling to
classifiers

The wps procedure can operate on any supervised machine learning algorithm
(classifier) that learns from labeled examples and is able to label new data after

221

Algorithm
ripper
c4.5
maxent
ib1

winnow

Parameters varied
-F (1, 2, 5, 10, 20, 50); -a (-freq, +freq); -n (-n, -!n), -S
(0.5, 1.0, 2.0); -O (0, 1, 2); -L (0.5, 1.0, 2.0)
-m (1, 2, 5, 10, 20, 50, 100, 200, 500); -c (5, 10, 15, 20, 25,
. . ., 90, 95, 100); -g (not set, -g)
--gis or –lb-fgs, -g (0.0, 0.1, 0.2, 0.5, 1, 2, 5, 10, 20, 50, only
with --lb-fgs)
-k (1, 3, 5, 7, 9, 11, 13, 15, 19, 25, 35); -w (0, 1, 2, 3, 4); -m
(O, M, J); -d (Z, IL, ID, ED1, only with k > 1); -L (1, 2, only
with -mM or -mJ)
promotion (1.1, 1.2, 1.3, 1.5); demotion (0.5, 0.7, 0.8, 0.9);
threshold (1.0, 2.0, 3.0, 4.0, 5.0); -r (2, 3, 5); -S (0.0, 0.1,
0.2, 0.3, 0.4)

Combinations
648
360
11
925
1200

Table 1: Varied parameters (as they appear on the command line) with their
tested values and constraints between parentheses. Default values are printed in
bold. The right column lists the total number of combinations of these parameter
values, for the five tested algorithms.
learning. The procedure is only effective, naturally, to those algorithms which have
algorithmic parameters that change some significant bias aspect of the learning
algorithm.
Provided that the chosen algorithm has one or more parameters which can
all take two or more values, the wps method can be applied to all possible settings, each representing one particular combination of possible parameter values.
However, this simple procedure may not be applied blindly. Some algorithmic
parameters may be mutually exclusive; some parameters may only be selected in
combination with another parameter or some other parameter’s value. This implies that the method has to be customized for each classifier, using background
knowledge about the algorithm’s mutual parameter constraints (which are usually known and specified by the algorithm’s developers) and about the algorithms’
parameter value constraints (which may only be known as rules of thumb).
We customized wps to the following five well-known machine-learning algorithms. (1) Ripper [4] is a rule-induction algorithm that compresses a data set
of labeled examples into an ordered rule list. We employed implementation V1
Release 2.5 patch 1. (2) C4.5 [11] is an algorithm for the top-down induction of
decision trees. It compresses a data set of labeled examples into a decision tree
that has class labels at its nodes, and tests on feature values on its branches. We
employed implementation Release 8. (3) Maxent [6] is a probabilistic learner
in which the central probability matrix between feature values and class labels
is smoothed towards a state of maximum entropy. We used the implementation
by [8], version 20040315. (4) Ib1 [1] is an instance-based classifier based on the
k-nearest neighbor (k-NN) classification rule. We used an implementation that
supports a range of k-NN kernel plugins, TiMBL [5], version 5.0.0 patch 3. (5)
Winnow [9] is a linear-threshold classifier which learns weights on the model parameters (features) in a learning phase through an error-based weight update rule,
which at the side removes weights that end up below a threshold. We employed
SNoW [3], a sparse implementation of Winnow classifiers, version 3.1.3. Table 1
lists the parameters with their values that were varied, and the total number of
combinations of parameter settings tested in the first pseudo-exhaustive round of
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Task
audiology
bridges
soybean
tic-tac-toe
votes
car
connect4
kr-vs-kp
splice
nursery

examples
228
110
685
960
437
1,730
67,559
3,197
3,192
12,961

Number of
features
69
7
35
9
16
6
42
36
60
8

classes
24
8
19
2
2
4
3
2
3
5

Class
entropy
3.41
2.50
3.84
0.93
0.96
1.21
1.22
1.00
1.48
1.72

Table 2: Basic statistics of the six UCI repository data sets. On the top five tasks
normal wrapping is performed rather than wps.
wps.

4

Experimental setup

For our experiments we used ten benchmark data sets from the UCI repository [2].
Table 2 lists some data set statistics for the ten selected data sets, which all have
nominal attributes. Note that “soybean” is short for “soybean-large”, and “car”
is short for “car evaluation”. As the table illustrates, the selection displays a wide
variance in numbers of examples, features, classes, and entropy of the classes.
The top five data sets in Table 2 have less than 1000 examples. We apply
straightforward wrapping to these five, and apply wps to the bottom five tasks,
to allow for some comparison between the two approaches. The rationale for
this split is twofold; (1) it is feasible to run pseudo-exhaustive wrapping 10-fold
cross-validation experiments on the smaller datasets, while this is gradually more
infeasible with 10 or 100 times as much instances, as in the bottom five tasks; (2)
little progressive sampling is possible with under 500 or just over 500 instances,
which is the fixed size of the initial training set of wps.
All data sets were concatenated into one full set (if there were originally disjoint
training and test sets provided in the UCI repository), shuffled randomly, and
subsequently partitioned into ten 10% partitions. On these partitions 10-fold crossvalidation (CV) experiments were performed. All experiments had two variants: in
one variant, the default setting of the particular implementation was used for the
10-fold CV experiment. In the other variant, wps was performed. The difference
between the two variants was subject to a one-tailed unpaired t-test.

5

Results

Table 3 displays the effects of normal wrapping and wps on generalization accuracy
on the ten UCI benchmark data sets by ripper, c4.5, maxent, ib1, and winnow,
respectively. All tables give an average and the standard deviation for both the
default setting and the settings found by normal wrapping on the top five tasks,
and wps on the bottom five tasks, measured in 10-fold CV experiments. For
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Task
audiology
bridges
soybean
tic-tac-toe
votes
car
connect4
kr-vs-kp
splice
nursery

75.4
58.2
91.8
97.5
95.4
87.8
75.4
99.2
93.4
96.6

audiology
bridges
soybean
tic-tac-toe
votes
car
connect4
kr-vs-kp
splice
nursery

78.0
49.1
91.2
84.7
95.9
91.9
80.9
99.5
94.0
97.0

audiology
bridges
soybean
tic-tac-toe
votes
car
connect4
kr-vs-kp
splice
nursery

82.8
56.5
92.6
98.1
96.1
93.5
75.7
97.8
90.7
92.5

audiology
bridges
soybean
tic-tac-toe
votes
car
connect4
kr-vs-kp
splice
nursery

79.3
54.6
91.8
89.5
93.8
94.0
71.0
97.7
91.9
94.7

audiology
bridges
soybean
tic-tac-toe
votes
car
connect4
kr-vs-kp
splice
nursery

71.3
58.2
84.3
90.7
95.0
94.3
47.2
97.2
92.1
96.4

% Correct test instances
default
wrapping / wps
ripper
± 8.1
76.3
± 9.0
± 14.8
55.5
± 12.5
± 2.5
91.5
± 2.5
± 1.3
99.8
± 0.3
± 2.5
95.2
± 2.8
± 3.2
98.0
± 0.6
± 0.8
77.0
± 1.3
± 0.4
98.9
± 0.8
± 1.6
94.3
± 1.0
± 0.7
98.9
± 0.5
c4.5
± 8.0
82.4
± 7.0
± 6.0
52.7
± 7.9
± 2.9
92.4
± 2.5
± 4.8
85.9
± 3.1
± 2.6
95.4
± 2.5
± 2.2
93.2
± 1.9
± 0.4
79.4
± 1.7
± 0.3
99.6
± 0.2
± 1.6
93.7
± 1.7
± 0.4
97.5
± 0.7
maxent
± 9.3
81.5
± 8.3
± 16.7
57.3
± 15.2
± 2.3
92.3
± 2.3
± 1.0
98.2
± 0.9
± 2.3
96.3
± 3.0
± 1.7
93.2
± 1.7
± 1.4
74.7
± 1.7
± 0.9
97.1
± 1.0
± 2.2
94.5
± 2.8
± 0.5
92.5
± 0.4
ib1
± 9.7
79.8
± 8.7
± 8.1
50.9
± 13.6
± 3.1
94.6
± 2.9
± 2.6
99.2
± 0.6
± 3.7
95.9
± 3.2
± 0.9
96.6
± 1.2
± 0.3
77.9
± 2.1
± 0.5
96.8
± 0.7
± 2.0
95.4
± 1.0
± 0.5
99.3
± 0.2
winnow
± 14.7
77.0
± 11.8
± 15.9
56.0
± 13.2
± 5.9
88.2
± 6.1
± 3.0
94.3
± 2.1
± 2.7
95.4
± 2.9
± 2.1
96.4
± 1.7
± 5.8
69.5
± 2.5
± 0.9
97.0
± 1.0
± 2.0
94.7
± 1.6
± 0.7
98.4
± 0.4

% Error
reduction
3.6
-6.5
-3.5
93.2
-4.8
84.0
6.6
-30.9
13.3
66.4
19.9
7.1
13.4
8.1
-11.5
16.3
-7.8
20.0
-5.5
15.3
-7.6
2.1
-3.8
5.4
5.6
-5.4
-4.1
-29.3
41.3
-0.7
2.4
-8.0
34.0
92.1
33.7
43.3
24.7
-42.5
43.7
86.9
19.9
-5.3
24.9
38.2
9.2
36.4
42.2
-5.3
33.2
54.6

One-tailed
t-test

p < 0.001
p < 0.001
p < 0.01
p < 0.001

p < 0.01
p < 0.05

p < 0.01

p < 0.05
p < 0.001
p
p
p
p
p

<
<
<
<
<

0.001
0.001
0.001
0.001
0.001

p < 0.01
p < 0.05
p < 0.001
p < 0.01
p < 0.001

t = 0.233
t = 0.445
t = 0.258
t = 5.330
t = 0.187
t = 10.122
t = 3.373
t = 0.884
t = 1.447
t = 7.732
t
t
t
t
t
t
t
t
t
t

=
=
=
=
=
=
=
=
=
=

1.302
1.156
0.892
0.689
0.410
1.450
2.750
0.799
0.442
1.889

t
t
t
t
t
t
t
t
t
t

=
=
=
=
=
=
=
=
=
=

0.332
0.126
0.269
0.228
0.186
0.463
1.437
1.545
3.437
0.296

t = 0.119
t = 0.726
t = 2.053
t = 11.423
t = 1.346
t = 5.569
t = 10.171
t = 3.649
t = 4.932
t = 28.407
t = 0.959
t = 0.340
t = 1.457
t = 3.057
t = 0.372
t = 2.396
t = 11.087
t = 0.360
t = 3.272
t = 7.653

Table 3: Parameter optimization effects on learning ten UCI benchmark tasks by
the five tested learning algorithms.
convenience, each table displays an error reduction, measured as the percentage
of error that was saved by wrapping or wps – this quantity may be negative if
the wrapping method yields worse results. The t value of the one-tailed unpaired
t-test is reported, as well as the p level if it is smaller than 0.05. Accuracies in
bold mark the significantly better accuracies in a pair of outcomes for one data
set.
Two algorithms, ib1 and winnow, display marked improvements due to wps
on four or the five UCI tasks. Ripper is able to gain significant improvements
compared to the default settings on three of the five datasets. C4.5 performs
significantly better with wps on two tasks, and maxent shows the least effect;
only one task is significantly improved due to wps. Error reduction levels vary
widely; they are negative in 17 out of the total of 50 experiments, but only in
two cases the negative effect of wps is significant. On the positive side, of the 33
measured positive effects across the 50 experiments run with all five algorithms,
17 are significant.
To gain more insight into the effects of the two wrapping methods, Table 4 lists
the average error reductions for all five algorithms for each of the two wrapping
methods tested (i.e. each average is taken over the error reductions measured in five
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Algorithm
ripper
c4.5
maxent
ib1
winnow

Normal wrapping
Error reduct. Reduct./combin.
16.4
0.025
7.4
0.021
5.9
0.536
30.8
0.033
17.4
0.015

Error reduct.
27.9
7.7
0.4
31.2
32.2

wps
Reduct./combin
0.043
0.021
0.036
0.034
0.027

Table 4: Average error reduction levels yielded through normal wrapping and wps
and “gain per tested combination” statistic, for each of the five learning algorithms.
experimental outcomes). Apart from these averages, which range between 0.4%
for maxent with wps to 32.2% for winnow with wps, the table also displays
the relative contribution of each tested combination of parameter settings. For
example, the 32.2% error reduction of winnow is due to a search by wps among
1200 combinations; the average contribution from each combination is 32.2/1200 =
0.027%. Interestingly, this average contribution per setting is a fairly constant
number ranging between about 0.02 and 0.04. The single outlier is the high average
relative contribution of each of the 11 combinations of settings of maxent, which
can be considered accidental and unreliable as an average.

6

Discussion

In this paper we demonstrated the use of wrapped progressive sampling for algorithmic parameter optimization. We customized wps to five machine learning
algorithms, and ran experiments on UCI benchmark data sets comparing the algorithms’ default settings as provided by the employed implementations to the
settings found by wps for each fold of a 10-fold CV experiment. Furthermore, we
ran the same five algorithms and applied normal (pseudo-exhaustive) wrapping
to five smaller UCI tasks, which would not be feasible for the larger datasets on
which wps is applied.
The wps procedure appears to have the desired function. It tends to reduce
average error over the investigated UCI data sets at rates ranging from a negligible
0.4% with maxent to a considerable 27.2% (ripper), 31.2% (ib1), and 32.2%
(winnow). In 13 out of the 25 wps experiments, wps performs significantly better
than the default setting. As a computationally feasible alternative to normal
wrapping, which is tested on the smaller five datasets, wps offers at least as
promising results. There even appears to be a constant gain in error reduction
per tested combination of parameter settings, leading to higher gains when larger
parameter spaces can be explored – in our experiments, about 0.02–0.04% per
tested combination.
The fact that wps sometimes produces a lower generalization accuracy than
obtained with the default setting of an algorithm can partly be explained by the
general fact that wrapped estimations on training data may not carry over to test
data – simple wrapping also produces negative results. On the other hand, the
wps procedure is susceptible to discarding settings that would perform well on
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test data, but perform badly on small amounts of training data and are therefore
deleted early on in the process. More comparative experiments and deeper analyses
are necessary to investigate this potential cause of negative end results.
To conclude, wrapped progressive sampling is a meta-learning approach to algorithmic parameter optimization that does not produce much effect, unsuprisingly,
with algorithms that offer little variation in their parameters, such as maxent. It
is, however, able to make more improvements when more possible combinations
are available to search through.
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Abstract
Naive Bayesian classifiers are typically learned from data, yet in this paper
we address the construction of full and selective classifiers from information
provided in the literature. We use a paper that reports on an epidemiological
study in Classical Swine Fever, to build classifiers for discriminating between
pig herds with and without the disease. We show that even without the
original dataset, full as well as selective classifiers can be constructed. As in
our case study we had the original dataset at our disposal, we were able to
compare the accuracies of the constructed classifiers to those of the diagnostic
rules reported in the paper under study; we found that the accuracies of our
classifiers compared favourably to the accuracies of these rules.

1

Introduction

Naive Bayesian classifiers have proven to be powerful tools for solving classification
problems in a variety of domains. A Naive Bayesian classifier in essence is a model
of a joint probability distribution over a set of stochastic variables. It is composed
of a single class variable, modelling the possible outcomes or classes for the problem
under study, and a set of feature variables, modelling the features that provide for
distinguishing between the various classes; the feature variables are assumed to be
mutually independent given the class variable [1]. Instances of the classification
problem under study are presented to the classifier as a combination of values for
the feature variables; the classifier then returns a posterior probability distribution
over the class variable, that is, it yields a probabilistic summary for each class.
Naive Bayesian classifiers have been successfully applied in for example the medical
domain where they are used for solving diagnostic problems.
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Naive Bayesian classifiers are typically learned from data. Learning such a
classifier amounts to establishing the prior probabilities of the different classes and
estimating the conditional probabilities of the various features given each of the
classes. Not for every classification problem, however, will a dataset be available
that is rich enough to allow for reasonable probability estimates. We argue that in
the absence of data, a classifier may be constructed from information provided in
the literature. To support our observations, we construct various Naive Bayesian
classifiers for the domain of Classical Swine Fever based upon a paper that reports
on an epidemiological study of the clinical symptoms observed in pig herds during
the 1997/1998 epidemic of the disease in the Netherlands [2]. In the paper, the
sensitivity and specificity characteristics of 32 clinical symptoms are provided.
We show how to construct, from this information, a full Naive Bayesian classifier
containing 32 feature variables modelling the various symptoms.
For a classification problem under study, the more discriminative features are
generally distinguished from the less informative ones. The Naive Bayesian classifier then is built over just the selected subset of features; by constructing the
classifier over a subset of the features, a less complex model is yielded that tends
to have a better generalisation performance [3]. These restricted classifiers are
called selective Naive Bayesian classifiers. A well-known approach to singling out
the features to be included in a selective classifier, is the filter approach. With this
approach, an information-theoretic function capturing the separability between the
different classes is used as a criterion to decide upon inclusion of a feature variable.
We show that the sensitivity and specificity characteristics reported for the various
clinical symptoms of Classical Swine Fever allow feature selection with the filter
approach and, hence, provide for the principled construction of a selective Naive
Bayesian classifier.
In our case study in the domain of Classical Swine Fever, we had at our disposal
the original dataset that was used in the reported epidemiological study. The
reported study was aimed at the selection of readily observed symptoms for a
classification rule that could be used as a diagnostic test for the disease [2]. A
number of deterministic disjunctive rules resulted from the study. For each of
the selected subsets of features, we constructed selective classifiers, once again
building upon the reported sensitivity and specificity characteristics. Using the
original dataset, we could now compare the accuracies of the full and selective
Naive Bayesian classifiers constructed from the reported information to those of the
diagnostic rules. We found that the accuracies of the various classifiers compared
favourably to the accuracies of these rules. We found moreover, that the selective
classifier constructed with the filter approach included a feature that proved highly
discriminative for Classical Swine Fever, yet was missing from the rules.
The present paper is organised as follows. In Section 2, we briefly introduce
the domain of Classical Swine Fever and review the information available from an
epidemiological study of the clinical symptoms observed during an outbreak of the
disease. In Section 3, we show how full and selective Naive Bayesian classifiers
can be constructed from the available information. In Section 4, we compare the
accuracies of the constructed classifiers to those of the reported diagnostic rules.
The paper ends with our concluding observations in Section 5.
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2

A Reported Study in Classical Swine Fever

We review the information available from an epidemiological study in Classical
Swine Fever. Before doing so, we give some background knowledge of the disease.
Classical Swine Fever is a highly infectious viral disease of pigs that has a
potential for rapid spread. The virus causing the disease is transmitted mainly
by direct contact between infected and non-infected susceptible pigs, yet transmission by vehicles, farmers, veterinarians, and artificial insemination may also occur.
When a pig is infected, the virus first invades the lymphatic system and subsequently affects the blood vessels which may give rise to various bleedings. The
virus will ultimately affect several organs and the pig will die. As a consequence
of the infection, a pig will show different disease symptoms, among which are
fever, reduced feed intake, inflammation of the eyes, walking disorders, and haemorrhages of the skin. Classical Swine Fever is quite common in parts of Europe
and Africa, and in many countries of Asia, Central and South America [4].
Since the occurrence of Classical Swine Fever has a major impact on international trade of animals and animal products, extensive measures have been taken
within the European pig husbandry to prevent the introduction and spread of the
virus. Unfortunately, however, each year several outbreaks of the disease occur.
Such an outbreak has serious socio-economical consequences. In the 1997/1998
epidemic in the Netherlands, for example, 429 herds were infected and 12 million
pigs had to be killed. The total costs were estimated at 2.3 billion US dollars.
Clinical symptoms seen by the farmer or by a veterinarian are usually the
first indications of the presence of Classical Swine Fever in a herd. When an
early suspicion of the disease is reported to the ministry, a veterinary expert team
will visit the farm and inspect the pig herd. During the 1997/1998 epidemic in
the Netherlands, these teams regularly encountered herds in which the disease
was indicated. The body temperature of the diseased pigs was measured and
an anamnesis, or disease history, was recorded on an investigation form. In the
anamnesis, the presence of disease symptoms within the herd were recorded; if a
single pig within the herd was observed to suffer from inflammation of the eyes, for
example, then this feature was marked as being present. Pigs with apparent disease
symptoms and/or fever were killed and submitted to the Animal Health Service
for a post-mortem examination. If one or more pigs from such a submission proved
to be infected with the virus, then the herd was diagnosed as positive for Classical
Swine Fever. If all pigs from the submission were negative upon examination and
the herd remained to be so for at least six months after the submission, then the
herd was diagnosed as negative for the disease.
From the investigation forms that were available from 245 herds that were
diagnosed as positive for Classical Swine Fever and 245 herds that were diagnosed
as negative for the disease, a dataset was constructed; the 490 forms had been
filled in by 185 different veterinary inspectors. On the forms, a total of 32 distinct
clinical symptoms were recorded. Upon constructing the dataset, the recorded
symptoms were encoded as ’1’s for the appropriate variables; symptoms that were
not recorded explicitly were assumed to be absent and were encoded as ’0’s. In the
positively classified herds the mean number of recorded symptoms was 3.5 which

229

Table 1: The combinations of clinical signs and the associated sensitivity, specificity and accuracy of the three diagnostic rules.
Rule
Optimally
sensitive

Clinical signs

Sens.
0.890

Spec.
0.212

Acc.
0.55

Optimally
specific

Reduced water intake, low milk production,
raised hairs, pigs fatigued after small exertion,
blue colour of the ears, hard faecal pellets

0.086

0.980

0.53

Optimally
efficient

Walking disorder, reduced feed intake, not responding to antibiotics, inflammation of the
eye, hard faecal pellets

0.727

0.527

0.63

Walking disorder, reduced feed intake, not responding to antibiotics, inflammation of the
eye, apathy, haemorrhages, abortion, cyanosis
of the ears, not drinking water, dead pigs

was significantly higher than the mean number of 3.0 recorded symptoms in the
negative herds (Mann Whitney U-test, p < 0.01).
The collected data were analysed in an epidemiological study of the predictive
values of the various clinical symptoms of Classical Swine Fever [2]. The aim
of the analysis was to arrive at classification rules composed of readily observed
symptoms, that could be used as diagnostic tests for establishing the presence of
the disease in a herd. As the recorded symptoms are relatively sparse, disjunctive
rules were constructed. If at least one symptom mentioned in such a rule is present
in a herd, then the herd is diagnosed as positive for the disease; if all symptoms
from the rule are absent, then the herd is classified as negative. Logistic regression
with backward selection was applied to the data, with the classification of the herd
as the response variable and the clinical symptoms as explanatory variables; the
clinical symptoms that served to explain the variation in the classification the most
were thus selected. Subsequently, all possible rules that could be constructed from
the selected symptoms were evaluated using a receiver operating characteristic
(ROC) analysis; in the evaluation, the sensitivity and specificity characteristics of
the various rules were studied. The analysis resulted in three different diagnostic
rules: a rule with maximised sensitivity and specificity (’optimally efficient’), a rule
combining maximum sensitivity with the highest possible specificity (’optimally
sensitive’), and a rule with maximum specificity and the highest possible sensitivity
(’optimally specific’). The combinations of clinical symptoms mentioned in the
three rules, and their associated sensitivity, specificity and accuracy, are shown in
Table 1. Note that, as the numbers of positively and negatively diagnosed herds
are the same, the accuracy of a rule, that is, its proportion of correctly diagnosed
herds, simply equals the mean of the rule’s sensitivity and specificity.

230

3

Constructing Classifiers from the Literature

Naive Bayesian classifiers generally are learned from data. If for a classification
problem of interest appropriate data are not available, the literature in the domain
may provide sufficient information to construct a reliable classifier. We show how
both full and selective classifiers can be built from information provided in the
literature. We illustrate our observations by constructing various Naive Bayesian
classifiers for the domain of Classical Swine Fever based upon the reported results
of the epidemiological study reviewed in the previous section.
Constructing a full Naive Bayesian classifier starts by defining the class variable with its possible values and the feature variables with their values. For the
class variable, prior probabilities for the various classes discerned have to be established; for each feature variable, moreover, conditional probability distributions over its values given the different classes have to be defined. To build a
Naive Bayesian classifier for diagnosing Classical Swine Fever, we created a binary
class variable modelling whether or not a herd is infected with the disease, and
32 feature variables; each feature variable served to model the presence or absence of a specific clinical symptom. The prior probabilities for the class variable
were computed from the numbers of positively diagnosed and negatively diagnosed herds, that is, the probabilities of the two classes were established to be
p(CSF = yes) = p(CSF = no) = 0.5. For each feature variable, the required
conditional probabilities were established from the sensitivity and specificity characteristics reported for the corresponding clinical symptom. We recall to this end
that the sensitivity of a symptom equals p(symptom = yes | CSF = yes); its
specificity equals p(symptom = no | CSF = no). We would like to note that, as
the reported sensitivities and specificities were established from a relatively small
dataset, zero probabilities not necessarily indicate a logical impossibility of the
symptom occurring. To prevent inconsistencies when entering the data, therefore,
we replaced these probabilities in the specifications of our classifiers by 0.0001.
By including all 32 feature variables, we obtained a full Naive Bayesian classifier
for diagnosing Classical Swine Fever. By including just the appropriate subsets of
feature variables moreover, we obtained selective classifiers for the three diagnostic
rules that resulted from the original epidemiological study.
Building a selective Naive Bayesian classifier involves singling out the feature
variables that best serve to separate the different classes under study. The selection
of appropriate feature variables generally is based on data. With the well-known
filter approach to feature selection, an information-theoretic criterion is used to
decide upon inclusion of the various feature variables. The mutual information
I(X, Y ) of two variables X and Y is often used for this purpose, where
X
p(x, y)
I(X, Y ) =
p(x, y) · ln
p(x)
· p(y)
x,y
The feature variables then are taken for the variable X and the class variable
is taken for the variable Y . To decide upon inclusion, the property that 2 · N ·
I(X, Y ) asymptotically follows a χ2(r−1)(r0 −1) distribution is exploited, where r is
the number of possible values of X, r0 is the number of values of Y , and N is the
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size of the dataset used. With a level of significance of α = 0.01, for example, only
feature variables for which 2 · N · I(X, Y ) > 6.64 are included in the classifier.
Also in the absence of data can a principled selection of the feature variables to
be included in a selective classifier be made. To build a filter-based selective Naive
Bayesian classifier for Classical Swine Fever, we applied the mutual-information
criterion with the variable modelling the presence or absence of the disease for
the variable Y and each of the feature variables modelling a clinical symptom for
the
P variable X. We now observe that since p(x, y) = p(x | y) · p(y) and p(x) =
y p(x, y), all probabilities mentioned in the formula for I(X, Y ) can be rewritten
in terms of the numbers of positively and negatively diagnosed herds and the
sensitivity and specificity characteristics of the various symptoms. For each feature
variable, therefore, its mutual information with the class variable could be readily
established from the information that we had available from the epidemiological
study. To decide upon whether or not to include a feature variable in the classifier,
we used a significance level of α = 0.01 as indicated above. Four features variables,
or clinical symptoms, were thus selected for our classifier: ’walking disorder’, ’low
feed intake’, ’respiratory problems’, and ’not responding to antibiotics’.

4

An Experimental Comparison

For our case study, we had at our disposal not only the reported results from the
epidemiological study in Classical Swine Fever, but also the original dataset from
which the various diagnostic rules were constructed. We were able, therefore, to
compare the accuracies of the different Naive Bayesian classifiers that we built
using the reported information, to the accuracies of the rules.
Using the available data, we calculated the sensitivity, specificity and accuracy
of the full Naive Bayesian classifier, of the selective classifiers constructed from the
three diagnostic rules, and of the selective Naive Bayesian classifier constructed
with the filter approach; we also calculated the sensitivity, specificity and accuracy
of the three rules. The results are summarised in Table 2. The accuracies of the
’optimally efficient’, ’optimally sensitive’ and ’optimally specific’ classifiers were
equally good, or even better, than the accuracies of the corresponding diagnostic
rules. We found a large difference in characteristics between the optimally sensitive
rule and its corresponding classifier. This difference originates from the way in
which the two models interpret the available data. If a herd shows just a single
symptom from among the mentioned symptoms, the rule serves to classify the herd
as positive, thereby accounting for its high sensitivity and low specificity. The
classifier uses information of both the presence and the absence of the mentioned
symptoms and tends to classify herds with just a single symptom as negative, which
results in a much lower sensitivity and a higher specificity. No such differences
were found for the optimally specific rule and its corresponding classifier; as both
models include symptoms that are hardly ever observed, they both tend to classify
most herds as negative for the disease. We would like to mention that, while the
three rules were designed to be optimal in a particular sense, the corresponding
classifiers were not constructed with such an aim in mind, which renders a detailed
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Table 2: The sensitivity, specificity and accuracy, with their 95%-confidence intervals, for the various classifiers and diagnostic rules, calculated from the original
dataset (n = 490).
Classifier
’Optimally efficient’
’Optimally sensitive’
’Optimally specific’
Full Naive Bayes
Selective Naive Bayes
Rule
Optimally efficient
Optimally sensitive
Optimally specific

Sensitivity
0.66(0.61 − 0.72)
0.65(0.59 − 0.71)
0.09(0.05 − 0.13)
0.65(0.59 − 0.71)
0.63(0.57 − 0.69)
Sensitivity
0.73(0.67 − 0.78)
0.89(0.85 − 0.93)
0.09(0.05 − 0.12)

Specificity
0.59(0.53 − 0.65)
0.65(0.59 − 0.71)
0.98(0.96 − 1.00)
0.73(0.67 − 0.78)
0.67(0.61 − 0.72)
Specificity
0.53(0.46 − 0.59)
0.21(0.16 − 0.26)
0.98(0.96 − 1.00)

Accuracy
0.63(0.59 − 0.67)
0.65(0.61 − 0.69)
0.53(0.49 − 0.58)
0.69(0.65 − 0.73)
0.65(0.61 − 0.69)
Accuracy
0.63(0.59 − 0.67)
0.55(0.51 − 0.59)
0.53(0.49 − 0.57)

comparison of especially the optimally sensitive and optimally specific rules against
their corresponding classifiers less meaningful. For the optimally efficient rule, we
note that the full Naive Bayesian classifier has a significantly higher accuracy
(p = 0.03, proportions test) and that the filter-based selective classifier does not
show a significantly higher proportion of correctly diagnosed herds.
The three diagnostic rules that resulted from the epidemiological study, represent selections of clinical symptoms that are considered optimal in a particular
sense for distinguishing between infected and non-infected herds. With the filter
approach, also a subset of the symptoms was selected. The symptoms that were
selected for the optimally efficient rule and for the filter-based selective classifier
are shown in Table 3. We observe that the symptoms ’walking disorder’, ’not responding to antibiotics’ and ’low feed intake’ were selected for both models. The
symptom ’respiratory problems’ was selected for the classifier only, while ’hard
faecal pellets’ and ’inflammation of the eyes’ were only selected for the rule. We
would like to note that, with the filter approach, ’inflammation of the eyes’ would
have been selected as the next symptom to be included in the selective classifier,
based upon its mutual information with the class variable. It is the absence, from
the diagnostic rule, of the highly discriminative symptom ’respiratory problems’
that constitutes the more striking difference between the two models. The data
Table 3: The selected clinical symptoms.
Optimally efficient rule
Walking disorder
Not responding to antibiotics
Low feed intake
Hard faecal pellets
Inflammation of the eyes

Filter-based selective classifier
Walking disorder
Not responding to antibiotics
Low feed intake
Respiratory problems
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reveals that respiratory problems were encountered more often in herds that were
negative for Classical Swine Fever than in positive herds. The symptom therefore
is an indication against rather than for the disease. Because of the construction
of the optimally efficient rule, however, the presence of a symptom can only be
used as an indicator for the disease. The ’respiratory problems’ symptom could
therefore not show up in the rule. Note that taking the absence of respiratory
problems as an indicator for the disease would serve to classify the majority of the
herds as positive, which would significantly decrease the rule’s specificity.

5

Conclusions

We illustrated, by means of a case study in Classical Swine Fever, that information
from the domain literature can provide for the principled construction of full and
selective Naive Bayesian classifiers. The classifiers that we constructed for our
domain of application from published information, were shown to exhibit good
performance on the data that we had available. We note that feature selection
based upon published information is necessarily restricted to the filter approach.
An alternative approach to feature selection is the wrapper approach in which the
accuracy of the resulting classifier is used to guide the search for a suitable subset
of features. As for this purpose the availability of a dataset is imperative, wrapperbased feature selection cannot be performed based upon information provided in
the literature only. We conclude by observing that there are many classification
problems in domains where datasets are not readily available. We feel that for
these problems it might be profitable to screen the literature for information that
provides for the construction of full and selective classifiers.
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Abstract
Requirements about the quality of medical guidelines can be represented
using schemata borrowed from the theory of abductive diagnosis, using temporal logic to model the time-oriented aspects expressed in a guideline. In
this paper, we investigate how this approach can be mapped to the facilities offered by a theorem proving system for program verification, KIV. It
is shown that the reasoning that is required for checking the quality of a
guideline can be mapped to such theorem-proving facilities.

1

Introduction

Health-care is becoming more and more complicated at an astonishing rate. Medical doctors are increasingly expected to take decisions balancing benefits for the
patient against financial costs. Guidelines are documents supporting health-care
professionals in managing a disease in a patient to avoid substandard practices or
outcomes. Their aim is to promote standards of medical care.
AI researchers see guidelines as good real-world examples of highly structured,
systematic documents that are amenable to formalisation. The quality of medical
guidelines can be studied by carrying out a formal analysis of the text itself, which
is an object-level analysis. Here, we are concerned with the meta-level analysis
of guideline quality, which consists of formalising general properties to which a
guideline should comply, and then investigating whether this is the case. For
example, a good-quality medical guideline regarding treatment of a disorder should
preclude the prescription of redundant drugs. Carrying out such checks could be
valuable, in particular during the process of designing medical guidelines.
In this paper we study the use of logical deduction using temporal logic to
formally establish whether a guideline fulfils particular quality requirements. For
this purpose use was made of the theorem prover KIV [1]. This is a somewhat
unusual approach, as KIV and its underlying logics are especially targeted at the
verification of parallel programs, whereas here we are concerned with a type of
reasoning that comes from AI.
1 This work has been partially supported by the European Commission’s IST program, under
contract number IST-FP6-508794 Protocure II.
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Step 1: diet
Step 2: if Quetelet Index (QI) • 27, prescribe a sulfonylurea drug;
otherwise, prescribe a biguanide drug
Step 3: combine a sulfonylurea drug and biguanide (replace one of these
by a fi-glucosidase inhibitor if side-effects occur)
Step 4: insulin with optionally an oral antidiabetic

Figure 1: Tiny fragment of a clinical guideline on diabetes mellitus type 2.

2

Temporal Logic and Guideline Representation

The design of a medical guidelines is far from easy. Firstly, the gathering and classification of the scientific evidence underlying and justifying the recommendations
mentioned in a guideline is time consuming, and requires considerable expertise in
the medical field concerned. Secondly, medical guidelines are very detailed, and
making sure that all the information contained in the guideline is complete for the
guideline’s purpose, and based on sound medical principles is hard work. Fig. 1
shows a tiny portion of the guideline for general practitioners about the treatment
of diabetes mellitus type 2, which will be used as a running example in this paper.
As medical management is a time-oriented process, diagnostic and treatment
actions described in guidelines are performed in a temporal setting. It has been
shown previously that the step-wise, possibly iterative, execution of a guideline,
such as the example in Fig. 1, can be described precisely by means of temporal
logic [6]. This is a modal logic, where relationships between worlds in the usual
possible-world semantics of modal logic is understood as time order, i.e. formulae
are interpreted in a temporal structure F = (T, <, I). We will assume that the
progression in time is linear, i.e. < is a strict linear order. For the representation
of the medical knowledge involved it appeared to be sufficient to use rather abstract temporal operators as proposed in literature [5]. The language of standard
logic, with equality and unique names assumption, is augmented with the modal
operators G, H, P and F. Semantically, t ² Gϕ is defined as ∀t0 ≥ t : t0 ² ϕ (ϕ
is true now and at all future times) and t ² Hϕ as ∀t0 < t : t0 ² ϕ (ϕ has always
been true in the past). The last two operators are simply defined in terms of the
first two operators where Pϕ ≡ ¬H¬ϕ (somewhere in the past) and Fϕ ≡ ¬G¬ϕ
(somewhere in the future). For a full axiomatisation of this logic, see Ref. [7].
Even though this logic was shown to be suitable for representation purposes,
we had to map it to the temporal logic underlying KIV, which we had chosen
as the system to be used for formal verification. The interactive theorem prover
KIV offers support for future-time linear temporal logic [2]. Reactive systems
can be described in KIV by means of state-charts or parallel programs; here we
use parallel programs. A state of a system can be described by first-order logic.
Furthermore, static variables v, which have the same values at each time point, are
distinguished from dynamic variables V . A specialty of KIV is the use of primed
and double-primed variables: a primed variable V 0 represents the value of this
variable after a system transition, the double-primed variable V 00 is interpreted
as the value after an environment transition. System and environment transitions
alternate, with V 00 being equal to V in the successive state.
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The supported future-time temporal operators include a 2 operator and a 3
operator which are equivalent to the G and F operators. Furthermore it includes an
until operator such that t ² ϕ until ψ iff ∃t0 ≥ t(t0 ² ψ ∧ ∀ t • t00 < t0 : t00 ² ϕ)
(ϕ holds until ψ eventually holds).
In addition, parallel programs can be written in KIV. A temporal logic property
for a parallel program is verified in KIV by symbolic execution with induction.
Hence, there is a major difference between the temporal logic underlying KIV and
the one discussed above for representing medical knowledge, both in intention and
in expressive power.

3

Application to Medical Knowledge

It is assumed that two types of knowledge are involved in detecting the violation
of good medical practice. Firstly, knowledge concerning the (patho)physiological
mechanisms underlying the disease, and the way treatment in uences these mechanisms. We call this background knowledge. The knowledge involved could be causal
in nature, and is an example of object-knowledge. Secondly, knowledge concerning
good practice in treatment selection; this is meta-knowledge. Below we present
some ideas on how such knowledge may be formalised using temporal logic.
We are interested in the prescription of drugs, taking into account their mode
of action. Abstracting from the dynamics of their pharmacokinetics, this can be
formalised as (G d∧r) → G(m1 ∧· · ·∧mn ), where d is the name of a drug or possibly
of a group of drugs indicated by a predicate symbol, r is a (possibly negative or
empty) requirement for the drug to take effect, and mk is a mode of action, such
as decrease of release of glucose from the liver, which holds at all future times.
The modes of action mk can be combined, together with an intention n (achieving normoglycaemia, i.e. normal blood glucose levels, for example), a particular
patient condition c, and requirements rj for the modes of action to be effective
such that (Gmi1 ∧ · · · ∧ Gmim ∧ r1 ∧ · · · ∧ rp ∧ Hc) → Gn.
Good practice medicine can then be formalised as follows. Let B be background
knowledge, T µ {d1 , . . . , dp } be a set of drugs, C a collection of patient conditions,
R a collection of requirements, and N a collection of intentions which the physician
has to achieve. A set of drugs T is a treatment according to the theory of abductive
reasoning if [4]:
(1) B ∪ GT ∪ C ∪ R 2 ⊥ (the drugs do not have contradictory effects), and
(2) B ∪ GT ∪ C ∪ R ² N (the drugs handle all the patient problems intended to
be managed)
If in addition to (1) and (2) condition (3) Oϕ (T ) holds, where Oϕ is a metapredicate standing for an optimality criterion or combination of optimality criteria
ϕ, then the treatment is said to be in accordance with good-practice medicine. A
typical example of this is subset minimality O⊂ :
O⊂ (T ) ≡ ∀T 0 ⊂ T : T 0 is not a treatment according to (1) and (2)
i.e. the minimum number of effective drugs are being prescribed.
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4
4.1

Management of Diabetes Mellitus Type 2
Diabetes Type 2 Background Knowledge

Since diabetes mellitus is a very complicated disease one would expect that the
diabetes mellitus type 2 guideline is also complicated. This, however, is not the
case, as may already be apparent from the guideline fragment shown in Fig. 1.
This indicates that much of the knowledge concerning diabetes mellitus type 2 is
missing from the guideline, and that without this background knowledge it will be
impossible to spot the sort of aws we are after. Hence, the conclusion is that a
deeper biological analysis is required, the results of which are presented below.
The protein hormone insulin, which is produced by the B cells in the Langerhans islets of the pancreas, has two major effects. Firstly, it increases the uptake
of glucose by the liver, where it is stored as glycogen, and inhibits the release of
glucose from the liver. Furthermore, it increases the uptake of glucose by insulindependent tissues, such as muscle and adipose tissue.
At some stage in the natural history of diabetes mellitus type 2, the level of
glucose in the blood is too high (hyperglycaemia) due to the decreased production
of insulin by the B cells.
Treatment of diabetes type 2 consists of a combination of four types of drugs.
The use of sulfonylurea (SU) drugs, such as tolbutamid, stimulate the B cells in
producing more insulin, and if the cells are not completely exhausted, the hyperglycaemia can thus be reverted to normoglycaemia (normal blood glucose levels).
Secondly, biguanides (BG) drugs, such as metformin, inhibit the release of glucose
from the liver. Finally, injection of insulin can be prescribed, which is the ultimate
causal treatment.
The background knowledge concerning the (patho)physiology of the glucose
metabolism as summarised above is formalised using temporal logic, and kept as
simple as possible. The specification is denoted by BDM2 :
(1) G Drug(insulin) → G (uptake(liver, glucose) = up ∧
uptake(peripheral-tissues, glucose) = up)
(2) G(uptake(liver, glucose) = up → release(liver, glucose) = down)
(3) (G Drug(SU) ∧ ¬capacity(B-cells, insulin) = exhausted) →
G secretion(B-cells, insulin) = up
(4) G Drug(BG) → G release(liver, glucose) = down
(5) (Gsecretion(B-cell, insulin) = up ∧ capacity(B-cells, insulin) = subnormal ∧
QI • 27 ∧ H Condition(hyperglycaemia)) → G Condition(normoglycaemia)
(6) (Grelease(liver, glucose) = down ∧ capacity(B-cells, insulin) = subnormal ∧
QI > 27 ∧ H Condition(hyperglycaemia)) → G Condition(normoglycaemia)
(7) ((Grelease(liver, glucose) = down ∨ Guptake(peripheral-tissues, glucose) = up) ∧
capacity(B-cells, insulin) = nearly-exhausted ∧
Gsecretion(B-cells, insulin) = up ∧
H Condition(hyperglycaemia) → G Condition(normoglycaemia)
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(8) (Guptake(liver, glucose) = up ∧ Guptake(peripheral-tissues, glucose) = up) ∧
capacity(B-cells, insulin) = exhausted ∧ HCondition(hyperglycaemia))
→ G(Condition(normoglycaemia) ∨ Condition(hypoglycaemia))
(9) (Condition(normoglycaemia) ⊕ Condition(hypoglycaemia)
⊕ Condition(hyperglycaemia))
where ⊕ stands for the exclusive OR. Note that when the B-cells are exhausted,
increased uptake of glucose by the tissues may not only result in normoglycaemia
but also in hypoglycaemia (something not mentioned in the guideline).

4.2

Quality Check

The consequences of various treatment options were examined using the method
introduced in Section 3. Hypothetical patients are considered, and treatment is
selected according to the guideline fragments given in Fig. 1. Firstly, consider a
patient with hyperglycaemia due to nearly exhausted B-cells:
BDM2 ∪ G T ∪ {capacity(B-cells, insulin) = nearly-exhausted} ∪
{HCondition(hyperglycaemia)} ² GCondition(normoglycaemia)
holds for T = {Drug(SU), Drug(BG)}, which also satisfies the minimality condition
O⊂ (T ). Prescription of treatment T = {Drug(SU), Drug(BG), Drug(insulin)} for
a patient with exhausted B-cells, as is suggested by the guideline, yields:
BDM2 ∪ G T ∪ {capacity(B-cells, insulin) = exhausted} ∪
{HCondition(hyperglycaemia)} ²
G(Condition(normoglycaemia) ∨ Condition(hypoglycaemia))
In the last case, it appears that it is possible that a patient develops hypoglycaemia
due to treatment; if this possibility is excluded, then the minimality condition
O⊂ (T ) does not hold. In either case, good practice medicine is violated, which
is to prescribe as few drugs as possible, taking into account costs and side-effects
of drugs. Here, three drugs are prescribed whereas only two should have been
prescribed (BG and insulin), and the possible occurrence of hypoglycaemia should
have been prevented.

5

Quality Checking using KIV

In the previous section we have seen that temporal logic can be used to formally
check a medical guideline, but so far only from a theoretical point of view. Here
we will study how such proofs can be constructed semi-automatically in terms of
symbolic execution with induction using the theorem prover KIV.

5.1

Specification

For the specification, we translate the constructs that were employed in the formalisation in the previous section. Firstly, the universal quantification of the axioms
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over all points in time is made explicit. Secondly, the modal operators have to be
translated. The only modal operators that were used were G and H. As stated, the
operator G is semantically equivalent to KIV’s 2 operator. However, KIV does not
support past-time operators, but it is possible to translate any temporal formula
with past-time operators to an equivalent temporal formula with only future-time
operators that includes ‘until’ [3]. This implies that after translation it is possible,
at least in principle, to verify the temporal formulas introduced in sections 3 and
4.
In KIV, functions and predicates are static, i.e. they do not change over time.
Therefore, for the formalisation in KIV functions and predicates were mapped
to dynamic variables. For example, secretion(B-cells, insulin) was mapped to a
dynamic variable named BsecretionI. KIV’s specification is based on algebraic
structures. Since variables in axioms of algebraic specifications are universally
quantified, a procedure with name ‘patient’ was used to bind these variables.
This gives each relevant variable a context and prohibits instantiations of axioms
with variables that have different names.
The axioms (3), (4) and (7) were selected and translated to KIV’s syntax as
described above. In addition, a number of variables were primed to deal with the
consistency condition mentioned in Section 3, as will be discussed in Section 5.3.
This yielded the following three sequents, denoted by A:
[patient(; Drugs, Condition, UptakeLG, UptakePG, ReleaseLG
BcapacityI, BsecretionI, QI)] `
2 (((2 SU ∈ Drugs) ∧ BcapacityI 6= exhausted) → 2 BsecretionI 0 = up);
[patient(; Drugs, Condition, UptakeLG, UptakePG, ReleaseLG
BcapacityI, BsecretionI, QI)] `
2 ((2 BG ∈ Drugs) → (2 ReleaseLG0 = down));
[patient(; Drugs, Condition, UptakeLG, UptakePG, ReleaseLG
BcapacityI, BsecretionI, QI)] `
¬(Condition = hyperglycaemia until
¬((((2 ReleaseLG0 = down) ∨ (2 UptakePG = up))
∧(BcapacityI = nearly-exhausted) ∧ 2 BsecretionI 0 = up)
→ (2 Condition0 = normoglycaemia)));
Now define B 0 DM2 as the conjunction of the right-hand-sides of A. We will show
how the meta-level properties follow from these right-hand-sides. The procedure
patient only acts as a placeholder.
For the rest of the paper define Ψ as
Ψ(T ) = ¬(Condition = hyperglycaemia until
¬(((2 Drug = T ) ∧ BcapacityI = nearly-exhausted)
→ (2 Condition0 = normoglycaemia)));
which is semantically equivalent to
G(G T ∧ capacity(B-cells, insulin) = nearly-exhausted ∧
HCondition(hyperglycaemia) → GCondition(normoglycaemia))
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5.2

Proof

Again, consider a patient with hyperglycaemia due to nearly exhausted B-cells
and T = {Drug(SU), Drug(BG)}. The following sequent was proven by KIV in
about 50 steps: [patient(...)] ` Ψ({SU, BG}). The proof relies on the fact that
the axioms can be inserted with the appropriate (program-)variables, after which
the patient procedure can be removed from the sequent and the real work starts.
Hence, the consequent of the sequent is deduced from the axioms B 0 DM2 . This
yields B 0 DM2 ` Ψ({SU, BG}).
An outline of the proof follows. The proof obligation Γ ` ∆, ¬(ϕ until ψ)
is equivalent to Γ, ϕ until ψ ` ∆. The sequent is proved by induction over the
number of steps it takes to satisfy ψ. For this, introduce a fresh dynamic variable
N and generalise the sequent to (N = N 00 + 1 ∧ ϕ) until ψ, Γ ` ∆. The equation
N = N 00 +1 ensures that N decreases in each step. Now, we can perform induction
with induction term N which yields (N = N 00 + 1 ∧ ϕ) until ψ, Γ, V
N = n,W2(N <
n → IndHyp) ` ∆, where IndHyp = ((N = N 00 + 1 ∧ ϕ) until ψ) ∧ Γ → ∆ and
n is a new static variable. We move to the next state by symbolically executing the
temporal formulae. For example, ϕ until ψ ⇔ ψ ∨ (ϕ ∧ ◦(ϕ until ψ)) is used to
execute the until operator. In this case, the induction hypothesis can be applied
in all possible successive states.

5.3

Disproofs

The final part of this section we will show disproofs of properties that do not follow
from B 0 DM2 by using program verification techniques. In the previous section we
reasoned with the given axioms A, but here we use a more extensive implementation of the patient procedure as discussed in Section 5.1, which not only binds
variables, but implements part of the therapeutic reasoning.
S
Now, define the theory M = {[patient(...)]} ∪ x6=Drugs {2 x0 = x00 }
where the last term denotes that variables, except for Drugs, are not altered by
the environment, but only by the program itself. In about 400 steps using KIV it
was proved that M ` B 0 DM2 , which implies M ² B 0 DM2 assuming KIV is sound.
From this and the fact that M is consistent (since a program is consistent and the
environment is not altered), we have shown that B 0 DM2 2 ⊥. The number of steps
shows that this proof was significantly harder. The reason is that in many cases
an invariant could only be defined after an initial symbolic execution. This caused
an explosion of states that had to be considered. Furthermore, the invariants that
had to be formulated were less straightforward.
Now showing that this set of drugs is a minimal treatment, as discussed in
Section 4, we construct for all T 0 ∈ ℘{SU, BG}, T 0 6= {SU, BG}:
MT 0 = M ∪ {2 Drugs0 = Drugs00 , Condition = hyperglycaemia,
BsecretionI = down, BcapacityI = nearly-exhausted,
ReleaseLG = up, UptakePG = down, Drugs = T 0 }
Again, MT 0 is consistent. It was proved in about 25 steps with KIV that MT 0 `
¬Ψ({T 0 }). Because of monotony of temporal logic and M ² B 0 DM2 , we have
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MT 0 ² B 0 DM2 . Since MT 0 is consistent, we can conclude that B 0 DM2 2 Ψ({T 0 }).
Hence, T = {Drug(SU), Drug(BG)} is a minimal treatment. As one might expect,
it shows that after the construction of the appropriate countermodel, disproofs are
fairly easy.

6

Discussion

The quality of guideline design is for the largest part based on its compliance with
specific treatment aims and global requirements. To this purpose, use was made
of the theory of abductive, diagnostic reasoning, i.e. we proposed to diagnose
potential problems with a guideline using abduction [4]. This is a meta-level
characterisation of medical guideline quality. What was diagnosed were problems
in the relationship between medical knowledge, suggested treatment actions in the
guideline text and treatment effects; this is different from traditional abductive
diagnosis, where observed findings are explained in terms of diagnostic hypotheses.
In this paper, we have made use of the interactive theorem prover KIV [1] to
actually quality check a medical guidelines using the theory of quality of guidelines developed previously [5]. This complements the earlier work on object-level
verification of medical guidelines using KIV [6]. About half of the steps that
were needed to complete the proofs had to be done manually. However, most of
the interactive steps were rather straightforward, and thus, we expect that with
more specific heuristics, the proposed meta-level approach can be almost fully
automated.
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Abstract
Discrete Tomography (DT) is concerned with the reconstruction of binary
images from their horizontal and vertical projections. In this paper we consider an evolutionary algorithm for computing such reconstructions. We show
that the famous Japanese puzzles are a special case of a more general DT
problem and successfully apply our algorithm to such puzzles.

1

Introduction

Discrete Tomography (DT) is concerned with the reconstruction of a discrete image
from its projections. One of the key problems is the reconstruction of a binary
(black-and-white) image from only two projections, horizontal and vertical (see
Figure 1): for every row and column the number of black pixels is known. In
1957 Ryser [4] presented a polynomial time algorithm for finding a reconstruction
— in fact, he characterized even all of them. However, the problem is usually
1
4
5
6
4
3
2
2 3 2 3 4 6 4 1

Figure 1: A binary image with its horizontal and vertical projections.
highly underdetermined and a large number of solutions may exist. In order to
compute meaningful reconstructions, all available a priori information about the
image (besides the projections, that can be considered as hard constraints) has to
be taken into account. Suppose that we are able to define an evaluation function,
which assigns a value to each of the solutions, re ecting how good a particular
solution is in our context. An algorithm that maximizes the evaluation over the
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set of all solutions will then yield the most desirable solution. The first author has
described such an algorithm in [1] and demonstrated that it works well for several
types of evaluation functions.
Japanese puzzles, also known as nonograms, are a form of logic drawing: the puzzler
gradually makes a drawing on a grid, by means of logical reasoning. This task
can be mimicked by using techniques from Artificial Intelligence. The solution is
usually unique. Japanese puzzles are very popular in the Netherlands nowadays
and are sold at every newspaper-stand.
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Figure 2: Left: an image and its line descriptions. Right: the corresponding
Japanese puzzle.
Similar to the two-projection DT problem, the puzzler is provided with information
about the horizontal and vertical arrangement of the black pixels along every line.
Figure 2 shows an image and its corresponding horizontal and vertical description.
For each line, the description indicates the sizes of the segments of consecutive
black pixels, in the order in which they appear on the line. Summation of these sizes
brings us back to the original DT problem. The problem of solving Japanese puzzles
is NP-complete; several complexity results concerning Japanese puzzles, e.g., on
uniqueness, were derived in [5]. Surprisingly, by choosing a suitable evaluation
function, the evolutionary algorithm for discrete tomography can also be used to
solve Japanese puzzles.
In the next section we will give a short description of the evolutionary algorithm.
We refer to the original paper for further details. Subsequently, we show how this
algorithm can be applied to Japanese puzzles.

2

Algorithm overview

We have designed a problem-specific evolutionary algorithm (cf. [3]) for solving DT
problems when an evaluation function is given. The algorithm optimizes exclusively
over the set of all images that satisfy the prescribed projections. At the end of
each generation all candidate solutions have the prescribed horizontal and vertical
projections. This requires a suitable crossover operator, that is not only capable of
mixing features from both parents, but also of ensuring that the produced children
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generate initial population P0 of size λ, consisting of matrices in A(R, S);
perform a hillclimb operation on each image in P0 ;
t := 0;
while (stop criterion is not met) do
begin
Pt0 = ∅;
for i := 1 to µ do
begin
generate a child image C, by crossover or mutation;
perform a hillclimb operation on C;
Pt0 := Pt0 ∪ {C};
end;
select new population Pt+1 from Pt ∪ Pt0 ;
t := t + 1;
end
output the best individual found;

Figure 3: Outline of the evolutionary algorithm.
adhere to the prescribed projections. Similar requirements apply to the mutation
operator.
Our algorithm is a memetic algorithm (see [2] for another view on this approach):
after every crossover or mutation operation a stochastic hillclimb is performed
until the solution has reached a local optimum. In this way, individuals always
represent local optima in the search space.
Let m, n be the image height and width and R, S be vectors that contain the
prescribed row and column projections. We denote the class of all images that have
these projections by A(R, S). Figure 3 summarizes our algorithm. The parameters
λ and µ are the population size and the number of children that are created in
each generation, respectively.
An important operation often used in our algorithm is the computation of an image
X = (xij ) ∈ A(R, S), given R and S: the hard constraints have to be satisfied. We
use a network ow approach for computing these matrices. First, we construct a
directed graph N . The set V of nodes consists of a source node T1 , a sink node
T2 , one layer V1 , . . . , Vm of nodes that correspond to the image rows (row nodes)
and one layer W1 , . . . , Wn of nodes that correspond to the image columns (column
nodes). Figure 4 shows the topology of the graph in case of a simple example. We
refer to the top layer of arcs as row arcs and to the bottom layer as column arcs.
Every arc in the middle layer corresponds to an entry (cell) of X, so we refer to
these arcs as cell arcs. We assign a capacity to each of the arcs: every row arc is
assigned the corresponding row projection, every column arc the corresponding
column projection and every cell arc is assigned a capacity of 1. It is not difficult
to see that a maximum integral ow from T1 to T2 in N corresponds directly to
a solution of the tomography problem: set xij = 1 if arc (Vi , Wj ) carries a ow
of 1 and set it to 0 otherwise. Moreover, by assigning an additional set of costs
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Figure 4: A 3 £ 3 image instance and its corresponding network ow
to the cell arcs, and solving a min-cost max- ow problem in N , it is possible to
express a preference among the solutions of the max- ow problem. In particular,
for a given image M , we can compute in this way the matrix X ∈ A(R, S) which
has the same value as M in as many cells as possible. We refer to [1] for the details
of this procedure.
The crossover operator is one of the main parts of our algorithm. The input of
the operator consists of two parent images. The output is a child image, which
has certain features from both parents. Because all matrices in the population are
members of A(R, S), the resulting image should have the prescribed projections.
First, a crossover mask Y = (yij ) ∈ {0, 1}m×n is computed, which determines for
each pixel from which parent image it is copied. The value 0 means that the child
image inherits from the first parent, 1 means that the second parent is used. The
mask generation procedure is designed so that it assigns around half the pixels to
each parent and so that it assigns large connected areas to each parent. In this
way, local features in the parent images are often inherited as a whole by the child
image.
From the crossover mask and both parent matrices P = (pij ) and Q = (qij ), a
model image M = (mij ) is computed, as follows:
½
pij
if xij = 0
mij =
qij
if xij = 1
Subsequently, we again use the weighted network ow model to construct a child
image C, which has the same value as M in as many entries as possible. This will
result in a child image that is in A(R, S), resembles the first parent in a certain
part and resembles the other parent in the rest of the image. Figure 5 shows two
parent matrices (having the same projections), a crossover mask, the corresponding
model image and the resulting child image. In this example, we use the number of
neighbouring pairs of black pixels as the evaluation function. Although the child
image resembles both parents in their corresponding parts, it is clear that the
child image is far from a local optimum with respect to the evaluation function.
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To ensure that the child image has sufficient quality, we apply a local hillclimb
operator after the crossover operation. Figure 6 show the basic principle of the
hillclimb operator. Pairs of black and white entries are swapped as long as it is
possible to improve the evaluation function in this way.
The mutation operator uses similar principles. First, a mutation mask is generated
which determines a small part of the image that will be distorted. By using the
network ow method and subsequent hillclimbing a child image is generated that
adheres to the prescribed projections.
first parent
second parent

a. first parent

b. second parent

c. crossover mask

d. model image

e. child image

f. after hillclimb

Figure 5: The crossover operator combines two parent matrices into a child image.

























 





 
 











 
 
 



 






























 






Figure 6: Swapping pairs of black and white pixels in the indicated way does not
change the projections.

3

Solving Japanese puzzles

We now turn to the problem of solving Japanese puzzles. As summation of the
segment sizes of a line yields the total number of black pixels on that line, Japanese
puzzles can be considered to be a special form of the DT problem, in which extra
a priori information is available.
We will construct an evaluation function which encapsulates all this extra information. The evaluation function should re ect the deviation of a given image from
the horizontal and vertical descriptions. We consider this deviation separately for
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each (horizontal or vertical) line. We can then obtain an evaluation function for the
whole image by summation of the deviations of all lines. The minimal deviation
possible, 0, should of course correspond to a solution of the puzzle.
We refer to the evaluation of a pixel line ` which has description s by ds (`). Ideally,
the function ds should make full use of all information available: the value of the
pixels on ` and the prescribed description s of `. Let (`1 , `2 , . . . , `k ) be the pixel
values of ` (where k = n if ` is horizontal, k = m if ` is vertical). We call the
operation of changing the value of one pixel of ` a bitflip operation. We now define
ds (`) to be the minimal number of bit ip operations required to make ` conform
to s.
This definition of ds has several advantages. Firstly, it is a very intuitive way of
defining the “distance” between a given line of pixels and its prescribed description
and it uses all available information. If a line ` adheres to its description s, we have
ds (`) = 0, as desired. Secondly, ds has the property that performing a single bit ip
operation on `, yielding a line `0 , can change the value of ds by no more than 1.
In a discrete sense, ds can be regarded as a fluent function of `.
Surprisingly, ds (`) can be computed quite efficiently by means of dynamic programming. This is of course necessary since the algorithm requires many of these
computations. Suppose that the prescribed description s of ` consists of h segments of black pixels, (s1 , . . . , sh ). Without loss of generality, we may assume that
` starts and ends with a white pixel: adding white pixels at the beginning or end
of a line does not change its description.
We define a line segmentation `ˆ = (`ˆ1 , . . . , `ˆ2h+1 ), corresponding to the number h
of black segments in s:
½
0 (white) if i is odd
ˆ
`i =
1 (black) if i is even

1

3

4

1

Figure 7: A line description (top), the corresponding line segmentation (middle),
and an actual line that adheres to the description (bottom). The arrows indicate
the links between the line and the segmentation.
The entries of the line segmentation correspond to the alternating black and white
segments in the description (where we consider the white segments to be implicitly
present). Figure 7 shows a line description s, its corresponding line segmentation
`ˆ and a realisation of s, which is a line ` that adheres to s. The arrows indicate for
each pixel of ` to which entry of `ˆ it corresponds. If pixel i corresponds to entry j
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ˆ we say that pixel i is linked to entry j of the line segmentation. We call the
of `,
corresponding mapping a link mapping.
If ` does not correspond to s, we can also link every pixel i consecutively to an
ˆ In that case, however, there are pixels in ` that do not match the
entry j of `.
colour of the entries of `ˆ to which they are linked. Some bit ip operation will have
ˆ with the given links.
to be applied to these pixels in order to make ` conform to `,
Valid link mappings must satisfy several requirements: consecutive pixels should
ˆ The number
be linked either to the same entry of `ˆ or to consecutive entries of `.
ˆ
of pixels linked to each black entry `j must be sj/2 . There must be at least one
ˆ
pixel linked to each white entry of `.
A valid partial link mapping from (`1 , . . . , `i ) to (`ˆ1 , . . . , `ˆj ) satisfies the same requirements as a total valid link mapping. In addition, if pixel i is linked to a black
entry `ˆj , the pixels (`i−sj/2 +1 , . . . , `i−1 ) should also be linked to entry j.
We now introduce δ(i, j) (for 1 • i • k, 1 • j • 2h + 1), the minimal number of bit ip operations, over all valid partial link mappings from (`1 , . . . , `i ) to
(`ˆ1 , . . . , `ˆj ), that has to be applied to ` in order to make it conform to the partial
link mapping (so that all pixels have the same colours as the entries to which they
are linked). We remark that δ(k, 2h+1) is the minimal number of bit ip operations
that is required to transform ` into a line that adheres to s. We can directly use it
as the evaluation function for our algorithm. Fortunately, δ(i, j) can be computed
efficiently by means of dynamic programming. For both the case that j is odd
and the case that j is even, it is possible to construct a recurrence relation which
computes δ(i, j) from other values δ(i0 , j 0 ) where always i0 < i. By using a nested
loop, which iterates over all pairs of (i, j) in the right order, each value δ(i, j) can
be computed from table-values that are already known.

Figure 8: Test images for the Japanese puzzle variant of the algorithm.

4

Results and Conclusions

We implemented the evaluation function and performed several test runs. We used
λ = 1000, µ = 500 for the experiments. Figure 8 shows the test images that we
used. The first two examples, of size 25 £ 25, are from the Dutch “Puzzelsport”
series and are known to have a unique solution. We performed one test run for each
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Figure 9: Reconstruction result for the second test image.
image. The first image was reconstructed perfectly on a Pentium IV at 2.4 GHz in
80 minutes after 15 generations of the algorithm. The second image proved to be
much harder: the algorithm converged to a local optimum. The resulting (incorrect)
reconstruction is shown in Figure 9. Note that the reconstruction is quite different
from the original image, yet it adheres to nearly all line descriptions.
Surprisingly, the third test image, a random 30 £ 30 image (50% black), was reconstructed perfectly in about 12 hours. Although the reconstruction process took a
long time to complete, this is still a very positive result, since random images are
very hard to reconstruct using only logic reasoning. Branching seems inevitable
for that type of image.
Future research includes a detailed analysis of the performance on puzzles of different difficulty levels and different types (e.g., more than two colours).
The fact that the evolutionary algorithm from [1] can also be used to solve Japanese
puzzles, which it was not specifically designed for, clearly demonstrates its versatility.
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Abstract
This paper approaches multi-agent system programming with dialogue
games allowing the semantics of communicative acts to be a component in
multi-agent architectures. We present a dialogue game for enquiry enabling
agents to answer questions in a distributed fashion. In addition, we propose
a reasoning game that defines when agents are allowed to make decisions, in
the current case, decisions to accept to believe propositions. These games
are brought together in a deliberation cycle and are implemented in Prolog.

1

Introduction

This paper proposes a programming approach for multi-agent system (MAS) development in which distributed problem solving emerges from communication and
reasoning protocols. This approach provides relief for developers from developing questioning, inquiring and answering processes allowing them, for example, to
focus on knowledge acquisition and representation issues.
FIPA proposed ACLs in which the semantics of communicative acts are specified with pre and post-conditions. Our semantics is similar; however, with the
difference that the post-conditions define how the listener perceives the speaker,
and not what the actual state of the speaker is. Other approaches include goal
directed agent programming in 3APL; our approach does not use goals but instead unbalanced cognitive states to motivate communication. We contribute to
the MAS development, reasoning and communication protocols.
In Section 2, the agent’s cognitive state (CS) is given and a deliberation cycle
is provided stating when communication and reasoning is to be done. Next, dialogue games and reasoning games are presented that define, given the agent’s CS,
whether communicative acts are allowed to be uttered (Section 3) or decisions to
be made (Section 4). In the current paper, communicative acts are about question
handling, and decisions are about deciding to believe propositions. These games
are to a certain extent independent of the agents’ specification. In Section 5,
conclusions and a sketch of the implementation are given.
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2
2.1

Agent Programming with Games
The Agent’s Cognitive State

An agent’s cognitive state (CS) consists of a finite number of mental states, which
are theories of multi-valued logic1 . For our current needs it is sufficient to know
that theories are sets of propositions; see [3] for a formal specification. We will
not present a full repertoire of all possible mental states agents have regarding
themselves and others; only those are identified that are used in the present paper.
In the remainder, set A denotes the set of agent identifiers.
Agent x’s private belief state is denoted Bx ; ψ ∈ Bx states that x believes
proposition ψ. An agent x’s private desire to believe Dx Bx is the set of propositions
that x desires to believe; ψ ∈ Dx Bx states that x desires that it believes ψ. Bx By is
the set of manifested beliefs of y that x is aware of; ψ ∈ Bx By states that x is aware
that y believes ψ. An agent can be aware of other agents’ desires; ψ ∈ Bx Dy By
states that x is aware that y desires to believe ψ. Manifested ignorance state Bx Iy
is the set of propositions that x is aware that y does not believe; ψ ∈ Bx Iy states
that x is aware that y does not believe ψ. In addition, higher-order manifested
mental states are defined likewise, e.g. Bx By Bx , Bx By Ix ; for manifested desires
we use Bx By Dx Bx and Bx By Bx Dy By .

2.2

Deliberation Cycle

An agent consists of its CS and a deliberation cycle that describes when changes
are made to its CS. The deliberation cycle contains three choices and the execution
of five rules. See Figure 1 for a graphical depiction.
Step 1. Choose an applicable reasoning rule and go to step 2 to execute this rule.
If there are no applicable rules, go to step 4 to check whether communicative acts
have been received.
Step 2. Execute the selected reasoning rule from step 1. Note that execution of
reasoning rules does not have observable effects for other agents. Go to step 3 to
update the agent’s CS accordingly.
Step 3. Execute the appropriate update rule for the selected reasoning rule from
step 2. Go to step 1 to check whether more reasoning can to be done.
Step 4. Check whether communicative acts are received, that is, acts that are
directed to the agent, take the oldest act from the queue of received acts. Go to
step 5 to update the CS accordingly. If the queue of received acts is empty, go to
step 6 to check whether communication is allowed.
Step 5. Execute the appropriate update rule for the selected communicative act
from step 4. Go to step 1 to check whether reasoning can be done.
Step 6. Choose an applicable dialogue rule and go to step 7 to execute this rule.
If there are no applicable rules, go to step 4 to check whether communicative acts
have been received.
1 A multi-valued logic allows to represent a lack of belief, partial belief, and inconsistent belief;
these states are used in our dialogue games and therefore need to be represented explicitly.
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Step 7. Execute the selected dialogue rule from step 6. Execution has the effect
of uttering a communicative act directed at some other agent. Go to step 8 to
update the CS accordingly.
Step 8. Execute the appropriate update rule for the uttered
communicative act from step 7.
Go to step 1 to check whether
reasoning can to be done.
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and communication protocols
can be added as components to agents.

3

Dialogue Game for Handling Questions

Two agents participate in the following games: unless states otherwise, Sarah is
the speaker and John the listener; denoted with variables s and j respectively.

3.1

Posing Questions

An agent is in the state of being motivated to utter a question when she has an
unbalanced belief and desire state, cf. [1]. Stated differently, if Sarah desires to
believe a proposition ψ, and she does not yet believe ψ, then she has a motive to
utter a question to John whether she may add ψ to her belief state, because answers
to the question may balance her belief and desire state. This communicative act
is called a question for belief addition (qba for short). These two criteria are part
of the pre-conditions of the qba.
(ψ ∈ Ds Bs ), (ψ 6∈ Bs ) ∈ pre(qba(s, j, ψ))
The Gricean maxims [2] are principles of cooperative dialogue and provide restrictions for uttering acts. These maxims state that utterances of communicative
acts should be informative: i.c. Sarah may not already be aware of John’s answer,
that is, she may ask for ψ if she does not believe that John believes ψ, and that
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she does not believe that John is ignorant of ψ.
(ψ 6∈ Bs Bj ), (ψ 6∈ Bs Ij ) ∈ pre(qba(s, j, ψ))
Given the motivation to utter a qba(s, j, ψ), listener John can derive properties
of Sarah’s CS: he may derive that Sarah has the desire to believe ψ, and that she
does not believe ψ; John’s CS should change yielding the following post-conditions.
(ψ ∈ Bj Ds Bs ), (ψ ∈ Bj Is ) ∈ post(qba(s, j, ψ))
In addition, John is aware that Sarah is not aware of his answer; however, these
post-conditions are not used in the dialogue game.
The speaker may assume that for a listener equal post-conditions hold. Consequently, after uttering a qba(s, j, ψ), Sarah may derive that John is aware that
she desires to believe ψ, and that she may be aware that John is aware that she
does not believe ψ. After the utterance, Sarah’s CS has changed according to the
following post-conditions.
(ψ ∈ Bs Bj Ds Bs ), (ψ ∈ Bs Bj Is ) ∈ post(qba(s, j, ψ))
Communicative acts should be informative, i.e. agents may not utter communicative acts more than once. To realize this restriction, at least one of the previous
post-condition must not hold. A criterion is added to the set of pre-conditions to
restrict situations in which a question may be uttered.
(ψ 6∈ Bs Bj Ds Bs ) ∈ pre(qba(s, j, ψ))

3.2

Affirmative Answers to Questions

Apart from giving restrictions, Gricean maxims provide motivations to answer
questions: a question should be answered either affirmative or negative. Sarah is
motivated to respond affirmative to a question from John regarding ψ, if Sarah
believes that John has the desire to believe ψ, and Sarah believes ψ. gqba is short
for granting a question for belief addition.
(ψ ∈ Bs Dj Bj ), (ψ ∈ Bs ) ∈ pre(gqba(s, j, ψ))
Given the motivation for an affirmative response, listener John may derive
properties of Sarah’s CS. If a gqba(s, j, ψ) is uttered, John may deduce that Sarah
believes ψ, and that Sarah is aware that John desires to believe ψ. Based on the
post-conditions for John’s CS, Sarah’s post-conditions are given next.
(ψ ∈ Bj Bs ), (ψ ∈ Bj Bs Dj Bj ),
∈ post(gqba(s, j, ψ))
(ψ ∈ Bs Bj Bs ), (ψ ∈ Bs Bj Bs Dj Bj )
To prevent the gqba from being superfluous, Sarah may not be aware she
uttered the act before; she can be sure about this if at least one of her previous
post-conditions does not hold.
(ψ 6∈ Bs Bj Bs ) ∈ pre(gqba(s, j, ψ))
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3.3

Posing Counter-Questions

Counter-questions are questions about propositions that are related to other propositions that agents desire to believe. These questions are syntactically indistinguishable from the question defined in Section 3.1. However, counter-questions are
different communicative acts from a semantic perspective: they have a different
motivation; nevertheless, post-conditions and other pre-conditions are no different
from the ordinary question. To differentiate between questions, counter-questions
are indexed 2 and 3.
Sarah is motivated to utter counter-question 2 regarding ψ, if she desires to
believe ϕ, she does not believe ϕ, and adding ψ to her belief base results in believing
ϕ. Addition to a belief state is adding a proposition set theoretically and taking
the closure (Cn) under a set of deduction rules2 , for details, see [3].
(ϕ ∈ Ds Bs ), (ϕ 6∈ Bs ), (ϕ ∈ Cn(Bs ∪ {ψ})) ∈ pre(qba2 (s, j, ψ))
Sarah is motivated to utter a counter-question 3 regarding ψ, if she is aware
that John desires to believe ϕ, she is not aware that John believes ϕ, and she does
not herself believe ϕ, however, adding ψ to her belief state results in believing ϕ,
then we necessarily have ψ 6∈ Bs .
(ϕ ∈ Bs Dj Bj ), (ϕ 6∈ Bs Bj ), (ϕ 6∈ Bs ),
∈ pre(qba3 (s, j, ψ))
(ϕ ∈ Cn(Bs ∪ {ψ}))
Note that only motivations are presented and that the other pre-conditions
of a qba are also applicable. Also note that these counter-questions create new
enquiry dialogues that are related to existing dialogues; initial unbalanced beliefdesire pairs introduce new unbalanced pairs which results in distributed enquiry
yielding a distributed solution.

3.4

Negative Answers to Questions

Sarah is motivated to utter a negative response to a question from John regarding
ψ, if she believes that John has the desire to believe ψ, she does not believe ψ, and
she ran out of options i.c. counter-questions to help him. The formal treatment
of the last pre-condition is left out due to lack of space. dqba is short for denying
a question for belief addition.
(ψ ∈ Bs Dj Bj ), (ψ 6∈ Bs ) ∈ pre(dqba(s, j, ψ))
Listener John may derive properties of Sarah’s CS from the motivations of a
dqba(x, y, ψ). Sarah may derive properties of John’s CS.
(ψ ∈ Bj Bs Dj Bj ), (ψ ∈ Bj Is ),
∈ post(dqba(s, j, ψ))
(ψ ∈ Bs Bj Bs Dj Bj ), (ψ ∈ Bs Bj Is )
To prevent that the dqba is superfluous, at least one of Sarah’s post-conditions
must not hold.
(ψ 6∈ Bs Bj Is ) ∈ pre(dqba(s, j, ψ))
2 We

only use R3: If ψ  ϕ ∈ Bs and ψ ∈ Bs then also ϕ ∈ Bs .
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3.5

Dialogue and Update Rules

Dialogue rules prescribe which communicative acts agents are allowed to utter
given their CS’s. A dialogue rule for a communicative act λ states that if all
criteria in the set of pre-conditions of λ hold according to the agent’s CS, then the
rule may be executed by the agent, that is, λ may be uttered. Update rules define
the contents of an agent’s CS after λ is uttered or received. Update rules states
that if λ is received by an agent, then the post-conditions of λ hold for that agent.
Dialogue games consist of these rules.
We analysed dialogue games for desirable properties such as termination, confluence, or whether unbalanced belief-desire states are resolved in the terminating
CS’s. The dialogue game for handling questions is proven to be terminating, and
confluent for belief states with term rewriting systems [5] (proofs not presented).
Termination property is essential in the deliberation cycle: if it is violated decisions
may never be made and communicative acts may never be uttered due to eternal
cycling. Confluence makes the choice of dialogue rule in step 1 unimportant from
a semantic point of view which allows straightforward implementation.

3.6

Other Communication Protocols

Another communication protocols concern offering of beliefs, i.e. requesting agents
to add propositions to their belief states. Offering propositions has the intended
effect of the propositions being part of the listeners’ belief states, opposed to
questions which have the intended effect of propositions being part of the speakers’
belief states. The motivation to utter an offering of belief addition (oba for short)
is given next, the dialogue game is elaborated in Lebbink et al. [4].
(ψ ∈ Ds Bj ), (ψ 6∈ Bs Bj ) ∈ pre(oba(s, j, ψ))
Protocols for belief retraction can be given in a similar fashion: a question for
belief retraction (qbr for short) directed at John is motivated when Sarah has the
desire to be ignorant about ψ and she believes ψ.
(ψ ∈ Ds Is ), (ψ ∈ Bs ) ∈ pre(qbr(s, j, ψ))
A request for a belief retraction (rbr for short) directed at John is motivated
when Sarah has the desire that John is to be ignorant about ψ, and she is not
aware that John is ignorant about ψ.
(ψ ∈ Ds Ij ), (ψ 6∈ Bs Ij ) ∈ pre(rbr(s, j, ψ))
Special care must be taken that introducing other games does not break termination properties of existing games.

4

Reasoning Game for Believing

Our objective is to propose a programming approach to MAS development with
dialogue games. These dialogue games presuppose reasoning rules defining when
agents are allowed to accept to believe propositions, i.c. when questions for belief
addition are answered affirmative.
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4.1

Protocol for Deciding to Believe Propositions

The agent’s reasoning processes are based on her private beliefs, desires and her
beliefs of other agents’ mental states. Similar to the semantics of communicative
acts, the agents’ decisions to add propositions to their belief states are sets of
criteria that need to hold in their current CS’s. We use a simple conformism
protocol. Sarah is allowed to add ψ to her belief state, if she believes that John
believes ψ, and she does not believe ψ itself. ba is short for belief addition.
(ψ ∈ Bs Bj ), (ψ 6∈ Bs ) ∈ pre(ba(s, ψ))
The effects of the ba is that Sarah believes the propositions.
(ψ ∈ Bs ) ∈ post(ba(s, ψ))
Other criteria may restrict the ba to add only those beliefs that have a purpose,
i.c. contribute to balance belief-desire pairs, or add only those beliefs coming from
an authority, like users or sensors, but this is beyond the scope of the paper.
Reasoning rules and associated update rules are defined like dialogue rules.
Similar issues for termination and confluence hold for reasoning games.

4.2

Other Reasoning Protocols

Other reasoning protocols may concern agents becoming aware that they have
irresolvable disagreements and that they want to agree to disagree [4]. Yet another protocol may define when agents are allowed to forget beliefs, i.e. remove
propositions from their belief state. br is short for belief retraction.
(ψ ∈ Bs ), (∀j ∈ A (ψ ∈ Bs Ij )) ∈ pre(br(s, ψ))
This protocol will interfere with the protocol for belief addition; future research
centres on the question what a protocol for retraction should look like that if it is
to work with a protocol for belief addition. Agents performing belief revision in a
distributed fashion could be implemented with these reasoning protocols.

5

Implementation and Conclusions

The agents’ CS’s, dialogue and reasoning games, and the deliberation cycle are
implemented in SWI-Prolog [6] resulting in a multi-agent implementation. For
every mental state a separate Prolog engine with database is created that captures
the state of an agent. The database is used to store the propositions part of the
mental state. Engines with databases are called ‘modules’ in SWI-Prolog and are
used in the following fashion: e.g. mc(b(s)) is the identifier for Sarah’s belief
state. Reasoning and dialogue rules are implemented by taking the pre-conditions
of decisions and communicative acts as the body of Prolog clause. Update rules for
listener and speaker are the actions of asserting propositions if they were not yet
present in the modules. The dialogue rule to utter a qba, and the corresponding
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update rules are implemented in Figure 2. Reasoning rules are implemented in
analogous fashion. Preliminary tests have been performed with up to 40 agents
resulting in good performance.
Dialogue and reasoning games
dialogue_rule(qba(S, J, Prop)) :mc(d(S), b(S)):Prop,
are implemented enabling agents
mc(b(S)):not Prop,
to communicate and make decimc(b(S), b(J)):not Prop,
sions. The semantics of commumc(b(S), i(J)):not Prop,
nicative acts and decisions are demc(b(S), b(J), d(S), b(S)):not Prop.
fined by formulating the rules of usupdate_listener(qba(S, J, Prop)) :age, being pre-conditions that need
add(mc(b(J), d(S), b(S)), Prop),
to hold in the speaker’s or reasoning
add(mc(b(J), i(S), b(J)), Prop),
agent’s CS, and post-conditions that
update_speaker(qba(S, J, Prop)) :need to hold when communicative
add(mc(b(S), b(J), d(S), b(S)), Prop),
acts are uttered or decisions made.
add(mc(b(S), b(J), i(S)), Prop).
The agent’s ability to utter counteradd(Prop, MC) :questions results in distributed enMC:not Prop -> MC:assert(Prop); true.
quiry and a distributed answer. Different dialogue games and reasoning
Figure 2: Prolog listings.
games can be deployed for different
tasks, like problem solving or belief revision. Confluence of the dialogue game
for question handling makes the order of permissible communicative act utterance unimportant. And termination property states that answers to questions (if
any) are found. Tests resulted in good performance providing an indication in the
feasibility of the programming approach.
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Abstract
We develop an abstract framework for modelling multi-agent systems. The framework splits the state of an agent into a mental state and a set of observables. In the
execution model, an agent performs either an observation step, a reasoning step, or an
external step, i.e. an action that affects other agents observables. We use this framework to model the game Mafia as a multi-agent system.

1 Introduction
In this paper we report on ongoing research in the design of multi-agent systems (MAS).
We intend to contribute to a methodology for design of and reasoning about MAS, based
on mathematical semantics. We see MAS as a special kind of concurrent systems, and
therefore we base our work on existing theories related to concurrency [1, 8]. We work
out a mathematical framework, based on the distinction between internals (the mental
state of the agents) and externals (things in the outside world that can be observed by the
agents). We focus on the structure of the mental states and the kind of reasoning that takes
place. As a test case, we apply our framework to model the social interaction game Mafia.
Current multi-agent frameworks focus on the matter of the agent programming language, or on the architecture. Agent0 [11] emphasizes the formal semantics of the mental
state of an agent, but offers no formal language for programming these agents. AgentSpeak(L) [10] and 3APL [6] provide such languages. In [2] the compositional architecture
framework DESIRE is used to specify a real world multi-agent system. The focus there is
on what knowledge is needed for what agents. A characteristic of agents is that they are
usually described in intentional terms such as beliefs, knowledge, desires, intentions etc.
In general a (modal) logic is used for these intentional terms.
In earlier work ([4], [5]), we investigated the semantics of knowledge-based programs,
focusing on the resolution of a circularity: the knowledge of an agent is defined in terms
of possible behaviours of the program, while the possible behaviours are determined by
actions that depend on the knowledge of agents. The link with the work reported here is
that we use the same mathematical starting point (trace theory), but the emphasis is here
on the structure of the mental state of the agents.
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In section 2 we present our abstract framework. The game Mafia is described in
section 3. In section 4, the game is formalized with some strategies for the players. We
end with some discussion and ideas for further work in section 5.

2 Abstract Agent Model
Let A be the set of all agents in the system. Each agent a ∈ A has an internal state I a .
Agents can observe (part of) the external world, and so we let E be the set of externals. Agents can perform actions that change the external world, and thus influence the
externals of other agents.
We concentrate on a core of three activities present in most agent frameworks. These
three activities of an agent are making observations, reasoning about the observations and
taking actions. This is a common design known as sense-reason-interact-cycle.
The essence of these three activities is captured by
sense a : Ia × E _ Ia ,
reason a : Ia _ Ia ,
act a : Ia × E _ E.
An agent may change her internal state due to externals, or by reasoning. The external
world is changed by an agent when she takes actions. The choice of action is based on
her internal state.
The multi-agent system in itself has a global state, the internal states of the agents
and the state of the external world. That is, the global state space X is defined as X =
Πa Ia × E. An execution of the multi-agent system is a sequence of global states i.e. an
element from X ∗ , such that subsequent pairs of elements are related via one of the three
functions sense a , reason a or act a of some agent a. The set of all executions is regarded
as the semantics of the system.
For the moment we place no restriction on the order in which the agents perform their
activities. This is in contrast to [12], where reasoning should precede (inter)action. We
prefer a more general framework: if a specific order is needed this can be coded into the
activities.

2.1 A more concrete framework
In this section we pin down the formalism more strictly. For the sake of incremental
design, it is advantageous to model sense a , reason a , and act a as binary relations rather
than functions. In these relations, we also change the arguments for sensing, reasoning or
acting, so that the agent “knows” about its own steps and need not repeat them unwittingly.
We distinguish a set Obs of observables and a set Act of action symbols. With each
action symbol f ∈ Act an interpretation [[f ]] ⊆ E × E is associated. Each agent a
has a mailbox Ea ⊆ Obs of observables that have not yet been processed. The set E
of externals is refined to E = Πa Ea . For 1-to-1 communication we introduce a primitive action symbol send(Receiver, Message) where Receiver ∈ A and Message ∈ Obs.
Similarly, we introduce a primitive broadcast(Message). Interpretation of these primitives is quite standard: the action symbol send(r, m) has the interpretation given by
(ΠEa , ΠEa0 ) ∈ [[send(r, m)]] iff Er0 = Er ∪ {m} and Ea0 = Ea for all a 6= r.
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Figure 1: local state of an agent, and relations between components

We model the activities sense, reason and act nondeterministically, i.e. as relations
rather than functions. Relation sense moves an observable from mailbox E a and places it
into the internal state Ia . Relation reason updates beliefs based on the new observations,
and plans actions to be executed. The relation act arbitrarily executes a planned action.
The internal state Ia of agent a is a triple (γ, σ, α) of performed observations γ ⊆ Obs,
a mental state component σ and a representation α ⊆ Act of planned actions. All agents
have the same sense and act relations, the difference (and complexity) will be in the
reason relation.
The relation reason implements the strategy of the player, and may be split up into
updating the beliefs based on observations, further deliberation, and selecting an action
based on beliefs. That is, reason is a choice between observe, deliberate and decide:
reason = observe ∪ deliberate ∪ decide.
Figure 1 illustrates the state of an agent and relations between components. For simple
agents the relation deliberate will be the empty relation, since no higher order reasoning is
done. This relation will play a role when the mental state represents higher order beliefs,
or beliefs on strategies of other agents.
The framework offers a programming language in which the designers of the multiagent system can define these relations for her agents. A program is a nondeterministic
choice over some guarded commands. Each guarded command is preceded by a [] and
consists of a guard and a body (actions) separated by an arrow. The guard expresses a
condition on the internal state (γ, σ, α) of the agent. The body expresses how the internal
state changes. Free variables in a guarded command are implicitly existentially quantified.

3 The game Mafia
To investigate our framework we have chosen to model a simple social game called Mafia;
see [7] for some versions of this game. The behaviour of the players within the rules of
the game is unrestricted. Strategies of the players can vary wildly, and may be as complex
as one wants. As a consequence no exact analysis of (winning) strategies is possible.
Simulation on the other hand is quite feasible. The game can be seen as a situation that
might be studied in the social sciences. We chose this game since it serves to investigate
the framework. It is not our aim to find winning strategies.
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In the game Mafia the players are either civilians or mafiosi. At the beginning of
the game the game-master secretly assigns some players as mafia. Only mafiosi know
who are mafia, i.e. mafia-membership is common knowledge for the mafia. Civilians are
ignorant who might be mafia. A civilian knows herself to be civilian.
The task of the civilians is to expose who are mafia, while the mafiosi try to eliminate
all civilians. The mafiosi are allowed to settle on a strategy, before the game proceeds.
Civilians have no common strategy. The game proceeds in rounds of day and night.
During the day the players, civilians and mafiosi, publicly discuss and accuse each
other of being mafia. After some time the game-master calls for a voting round. Each
player publicly nominates one other player as a mafiosa. The game-master keeps track of
the votes. A player with the most votes is out of the game.
After a player has been voted out of the game, the game-master announces that it has
become night. During the night mafiosi shoot at civilians: each mafiosa secretely communicates to the game-master at whom she shootes. Each mafiosa must shoot precisely
once during the night. When all mafiosi have fired, the game-master announces who were
killed during the night. A player is killed if she is shot at least twice during the same
night. If there is only a single mafiosa remaining, a single shot is fatal. The game ends
when all civilians or all mafiosi have been eliminated.

4 Modelling the game Mafia
In this section we fill in the framework from 2.1, such that we can model the game Mafia
and show how simple strategies can be defined. We start by defining the external world in
terms of observables and action symbols. For the internal state the mental state component
σ must be defined.
We assume a set A of agents, that is partitioned into a set of players A p and a gamemaster denoted by gm.
Actions in the game are accusing, voting for or shooting at players. Other actions are
the announcements by the game-master. We define a set of observables by
Obs = {accusing, voting, shooting, eliminated(a),
accuse(a, b), vote(a, b), shoot(a, b) | a, b ∈ Ap }
The intended meaning of accuse(a, b) is that player a accuses player b of being a mafiamember. All communications are broadcast, except for the shots of the mafia, so the set
of action symbols is
Act = {broadcast(accusing), broadcast(voting), broadcast(shooting),
broadcast(eliminated(a)), broadcast(accuse(a, b)),
broadcast(vote(a,b)), send(gm, shoot(a, b)) | a, b ∈ Ap }
We must choose how to represent the beliefs. Only civilians have beliefs on who
might be mafia while mafia know who are mafia. Civilians may also believe players not
to be mafia. So the mental component σ of civilian a may contain propositional atoms
ismafia(b) or isnotmafia(b) (b ∈ Ap ) expressing that a believes b to be mafia or believes
that b is not mafia. For a mafiosa, the set σ contains propositions ismafia(b) for all players
b that are mafia.
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The component σ should also track which players are still in the game, since accusing, voting or shooting at players that are already out of the game is not useful. Therefore, alive(b) ∈ σ means that player b is known to be in the game. The propositions
accusing, voting, shooting indicate the phase of the game.

4.1 Initial state
Initially nothing has been communicated, and the γ component and the mailbox for all
agents is the empty set. The players have not yet planned any action, so the α component for all players is the empty set. Only the game-master has an action planned, viz.
announcing that the players may accuse each other.
The mental state component σ is a bit different. For a mafiosa (and also the gamemaster) the component σ contains propositions ismafia(b) for all players b that belong to
the mafia. Player a is a civilian if and only if isnotmafia(a) ∈ σ(a). For a civilian a,
the mental state component may contains ismafia(b) or isnotmafia(b) for some arbitrary
players b. That is, initially civilians have random beliefs on who might be mafia. The
mental state component σ for all agents also contains propositions alive(b) for all players
b.

4.2 Game-master
The game-master coordinates the game. The game-master is reactive, i.e. she performs
no real reasoning to decide what actions to take. We present the program as a nondeterministic choice between alternatives.
[]
[]
[]
[]
[]

eliminated(b) ∈ γ
accusing ∈ γ
voting ∈ γ
shooting ∈ γ
VotingDone

[] ShootingDone
[] AccusingDone

−→
−→
−→
−→
−→

γ := γ \ {eliminated(b)}, σ := σ \ {alive(b)}
γ := γ \ {accusing}, σ := σ ∪ {accusing}
γ := γ \ {voting}, σ := σ ∪ {voting}
γ := γ \ {shooting}, σ := σ ∪ {shooting}
α := α ∪ {broadcast(shooting} ∪ VoteOffAPlayer,
γ := γ \ {vote(b, c) | b, c ∈ Ap }, σ := σ \ {voting}
−→ α := α ∪ {broadcast(accusing} ∪ KillPlayers,
γ := γ \ {shoot(b, c) | b, c ∈ Ap }, σ := σ \ {shooting}
−→ α := α ∪ {broadcast(voting},
γ := γ \ {accuse(b, c) | b, c ∈ Ap }, σ := σ \ {accusing}

where VotingDone, ShootingDone and AccusingDone are conditions on γ and σ. For
brevity we only define ShootingDone. This holds when shooting holds and all living
mafiosi have fired:
shooting ∈ σ ∧
(∀ b ∈ Ap . ismafia(b) ∈ σ ∧ alive(b) ∈ σ ⇒ (∃c ∈ Ap . shoot(b, c) ∈ γ))
The abbreviation VoteOffAPlayer is a singleton set of the form {broadcast(eliminate(p))}
where p is a living player with the maximal number of votes. Similarly, KillPlayers is a
set of actions to eliminate players that have been killed by the mafia.
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4.3 Mafia
For reasons of simplicity, we assume that the mafia is not organized. A mafia-member
accuses, votes and shoots at civilians as she pleases. Just like the game-master, the mental
state component σ keeps track of what phase the game is in, which players have been
eliminated, and who are mafiosi. The program for a mafia-member does not differ much
from the game-master, but a mafiosa may only act when she is still in the game.

4.4 Civilian
We present a program for a civilian in parts. The mental state component σ represents
what phase of the game an agent is in, and which players are still in the game. The first
part of the program is similar to that of a mafiosa. A civilian that is out of the game may
not act.
[]
[]
[]
[]

eliminated(b) ∈ γ
accusing ∈ γ
voting ∈ γ
shooting ∈ γ

−→
−→
−→
−→

γ
γ
γ
γ

:= γ \ {eliminated(b)}, σ := σ \ {alive(b)}
:= γ \ {accusing}, σ := σ ∪ {accusing}
:= γ \ {voting}, σ := σ ∪ {voting}
:= γ \ {shooting}, σ := σ ∪ {shooting}

Next, the actions that a civilian takes are specified. These actions are prescribed by
her strategy. A strategy can be seen as a complete description of an agent, that specifies
how the agent reasons about new observations and chooses her actions given her mental
state. For simplicity, we only consider simple strategies, that do not include higher order
beliefs or beliefs on other agents’ strategies.
We can decompose a strategy of a civilian into strategies for accusation, voting and
updating of beliefs. For example, a civilian accuses any player that she believes to be
mafia.
[] accusing ∈ σ ∧ ismafia(b) ∈ σ ∧ alive(b) ∈ σ −→
σ := σ \ {accusing}, α := α ∪ {broadcast(accuse(self , b))}
She may vote for a player that she believes to be mafia and that has been accused by some
other trustworthy player.
[] voting ∈ σ ∧ ismafia(b) ∈ σ ∧ alive(b) ∈ σ ∧ accuse(c, b) ∈ γ ∧ isnotmafia(c) ∈ σ
−→ σ := σ \ {voting}, α := α ∪ {broadcast(vote(self , b))}
Civilians may not shoot, so they pass over this stage of the game and clear the past accusations and votes. One might have more complex strategies where all communication is
remembered.
[] shooting ∈ σ −→ γ := γ \ {accuse(b, c), vote(b, c) | b, c ∈ Ap }, σ := σ \ {shooting}
Updating of beliefs can be done in various ways. Believing the accusations made by
players believed not to be mafia is expressed by
[] accuse(b, c) ∈ γ ∧ isnotmafia(b) ∈ σ ∧ c 6= self −→
σ := σ ∪ {ismafia(c)} \ {isnotmafia(c)}
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Dropping a belief that player c is mafia when c is accused by a player believed to be mafia:
[] accuse(b, c) ∈ γ ∧ ismafia(b) ∈ σ ∧ ismafia(c) ∈ σ −→ σ := σ \ {ismafia(c)}
This is by no means a complete specification of a civilian. A civilian may have multiple strategies for accusing, voting and updating of beliefs.

5 Discussion and Further Work
We have presented a simple framework for designing MAS. We do not a priori choose
the mental state of an agent to be a sentence in some formal language. This gives us the
flexibility e.g. to assume that the mental state contains a priority queue of aims, without
the need to encode such priority queues. Also, the mental state may contain a belief
base, where every belief is tagged with a fidelity factor. Of course, everything can be
expressed in a suitable formal language, but we prefer to specify in the universal language
of mathematics and to delay the choice of specific encodings as long as possible.
As yet, our design has no higher-order reasoning in the agents, but we plan to incorporate beliefs, desires, and strategies of an agent in its mental state, in a textual form so
that the agent can reason about them.
The amount of parallelism of our framework is good for general MAS systems, but
somewhat inconvenient in this specific game since the game imposes a strict sequential
ordering of the activities: all agents are in the same phase, be it accusing, voting, or
shooting (being shot at). This however is an aspect of the game to be modelled and not
an intrinsic property of multi-agent systems. It has been treated therefore in the gamespecific code. Most of it is done in the code for the game-master. In more general, or
more flexible multi-agent systems, we expect that the great potential for parallelism is an
asset.
The relational, i.e. nondeterministic, flavour of our framework is very important for
a successful design process. Even if one aims at deterministic agents, it is useful to
program the agents first in a nondeterministic way such that they operate correctly in the
given environment. In a later stage of the design, one can then reduce the nondeterminism
so that the agent still operates correctly but now more according to her own desires. The
relational style of the programs is easily translated to an implementation in a relational
programming language such as Prolog.
It is important that every agent has its own set of externals to observe. This gives us
the possibility of peer-to-peer communication. On a more technical level, it allows us to
discard information that has been processed by the agent, so that we need no time stamps
to distinguish new facts from older ones.
Even the present low-level representation in our modelling of the Mafia game will
enable us to simulate the game using Prolog with several randomized strategies for the
players. It will be interesting to see whether we can predict the outcomes based on the
amount of Mafia members and the strategies of the civilians.
The Mafia game is a good test case to test frameworks and methodologies for the
design of multi-agent systems. It is also an interesting case since the possibility for variations allow for further investigations in different areas of multi-agent systems.
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Dunin-Kȩplicz, R. Verbrugge (eds.): FAMAS’03, ETAPS 2003, Warsaw, Poland.
pp. 117-132.
[5] H.W. de Haan, W.H. Hesselink, G.R. Renardel de Lavalette, Knowledge-based asynchronous programming, Fundamenta Informaticae, 2004 (to appear)
[6] K. Hindriks, Agent Programming Languages: Programming with Mental Models,
Utrecht University, SIKS Dissertation Series No. 2001-2, ISBN 90-393-2590-1.
[7] http://www.princeton.edu/˜mafia/
[8] Z. Manna, A. Pnueli: Temporal verification of reactive systems: safety. SpringerVerlag, 1995.
[9] J.P. Müller, ’Control Architectures for Autonomous & Interacting Agents: A Survey’, in Intelligent Agent Systems: Theoretical and Practical Issues, L.Cavedon,
A.Rao, W.Wobcke (eds.), LNCS 1209, Springer-Verlag, Berlin, 1996, pp. 1-26.
[10] A.S. Rao, AgentSpeak(L): BDI Agents Speak Out in a Logical Computable Language, in W. van der Velde & J. Perram (eds.), “Agents Breaking Away”, LNAI
1038, Springer-Verlag, 1996, pp. 42-55.
[11] Y. Shoham, Agent-oriented programming, Artificial Intelligence 60, 1993, pp. 5192.
[12] W. de Vries, Agent Interaction: Abstract Approaches to Modelling, Programming
and Verifying Multi-Agent Systems, Utrecht University. SIKS Dissertation Series No.
2002-14, ISBN 90-393-3197-9.

266

On the Convergence Error in Loopy Propagation
Janneke H. Bolt

Linda C. van der Gaag

Institute of Information and Computing Sciences, Utrecht University
P.O.Box 80.089, 3508 TB Utrecht, The Netherlands
{janneke,linda}@cs.uu.nl
Abstract
Reasoning with a Bayesian network amounts to computing probability distributions for the network’s variables. Pearl’s propagation algorithm provides
for efficient reasoning with singly connected networks. When applied to a
multiply connected network, the algorithm no longer yields exact probabilities, yet has been reported to result in good approximations. In this paper
we provide some theoretical background to the algorithm’s performance on
multiply connected networks. We indicate the two types of error that can
arise in the probabilities computed by the algorithm and analyse the different
factors that govern one of these errors.

1

Introduction

Bayesian networks [1] by now are generally accepted as powerful models for capturing the knowledge of complex problem domains along with the uncertainties involved. A Bayesian network consists of a directed acyclic graph in which each node
represents a statistical variable and each arc expresses a probabilistic relationship
between the connected variables; to capture the strengths of these relationships,
each variable has associated conditional probability distributions that describe the
effect of all possible combinations of values for its parents on the probabilities of
its values. A Bayesian network uniquely defines a joint probability distribution
and as such provides for computing any probability of interest over its variables.
Reasoning with a Bayesian network amounts to computing (posterior) probability distributions for the variables involved. For networks without any topological
restrictions, this reasoning task is known to be NP-hard [2]. For networks with
specific restricted topologies, however, efficient algorithms are available, such as
Pearl’s propagation algorithm for singly connected networks. Also the task of
computing approximate probabilities with guaranteed error bounds is NP-hard in
general [3]. Although their results are not guaranteed to lie within given error
bounds, various approximation algorithms are available that yield good results on
many real-life networks. One of these algorithms is the loopy-propagation algorithm. The basic idea of this algorithm is to apply Pearl’s propagation algorithm
to a Bayesian network regardless of its topological structure. While the algorithm
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results in exact probability distributions for a singly connected network, it yields
approximate probabilities for the variables of a multiply connected network. Good
approximation performance has been reported with the algorithm [4].
Many researchers have addressed the performance of the loopy-propagation
algorithm [5, 6]. Weiss and his co-workers more specifically investigated its performance by studying the application of an equivalent algorithm on pairwise Markov
networks; their use of Markov networks for this purpose was motivated by the
relatively easier analysis of these networks and justified by the observation that
any Bayesian network can be converted into a pairwise Markov network. They derived an analytical relationship between the exact probabilities and the computed
approximate probabilities for the loop nodes in a network including a single loop.
In this paper we study the application of the loopy-propagation algorithm on
Bayesian networks directly, and thereby enhance the insight into its performance.
We argue that two types of error can arise in the approximate probabilities yielded
by the algorithm, which we term the cycling error and the convergence error. A
cycling error arises when messages are being passed on within a loop repetitively
and old information is mistaken for new by the variables involved. A convergence
error arises when messages that originate from dependent variables within a loop
are combined as if they were independent. As a first step towards its understanding, we analyse the various factors that govern the convergence error in binary
networks with loops of restricted topology. We argue that these factors pertain
to the degree of dependence between the variables from which the combined messages originate and the extent to which this dependence can affect the computed
probabilities.
The paper is organised as follows. In Section 2, we provide some preliminaries
on Bayesian networks; in addition, we detail Pearl’s propagation algorithm for
singly connected networks. In Section 3, we indicate the two types of error that
can arise when Pearl’s algorithm is applied to a multiply connected network. In
Section 4, we study the different factors that govern the convergence error. The
paper ends with our conclusions and directions for further research in Section 5.

2

Preliminaries

In Section 2.1 we provide some preliminaries on Bayesian networks; in Section 2.2
we review Pearl’s algorithm for reasoning with singly connected networks.

2.1

Bayesian Networks

A Bayesian network is a graphical model of a joint probability distribution Pr
on a set of statistical variables. For ease of exposition we assume all variables to
be binary, taking one of the values true and false; we will write a for A = true
and ā for A = false. Each variable is represented by a node in a directed acyclic
graph; from now on, we will use the terms node and variable interchangeably. The
probabilistic relationships between the variables are captured by the digraph’s set
of arcs. The absence of an arc A → B between the variables A and B indicates
that there is no direct influence between them. If all trails between A and B are
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Pr(d) = 0.5
Pr(a | d) = 0.5
¯ = 0.9
Pr(a | d)
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Figure 1: An example Bayesian network.

D

t (B)
πC

C

λtC (B)

Figure 2: The example network with
the messages of Pearl’s propagation
algorithm.

blocked by evidence, moreover, then there also is no indirect influence of A on B
or vice versa. We say that a trail between A and B is blocked by the available
evidence if it includes either an observed variable with at least one outgoing arc,
or an unobserved variable with two incoming arcs and no observed descendants.
If there are no direct or indirect influences between A and B, then the variables
are taken to be conditionally independent given the evidence. Associated with the
digraph are numerical quantities from the modelled distribution: for each variable
A, a set of conditional probability distributions Pr(A | π(A)) is specified, where
π(A) denotes the set of parents of A in the digraph. As an example, Figure 1
depicts a small Bayesian network. If no observations have been entered as yet, its
variables A and B are dependent along the trail A ← D → B. The two variables
become independent as soon as an observation for the variable D is entered. If
observations are entered for both D and C, then the variables A and B may be
dependent again, this time along the trail A → C ← B.
In the sequel, we distinguish between singly connected and multiply connected
Bayesian networks. A network is singly connected if there is at most one trail
between any two variables in its digraph. If there are multiple trails between
variables, then the network is multiply connected. A multiply connected Bayesian
network includes one or more loops, that is, one or more cycles in its underlying
undirected graph. A node that has two or more incoming arcs on the loop will be
called a convergence node. The Bayesian network from Figure 1 is an example of
a multiply connected network. The trail A ← D → B → C ← A constitutes a
loop in the network’s digraph; node C is the only convergence node in this loop.

2.2

Pearl’s Propagation Algorithm

Pearl’s propagation algorithm was designed for probabilistic reasoning with singly
connected Bayesian networks [1]. The algorithm is based upon the idea of message
passing between neighbouring variables. In the algorithm, each node X is looked
upon as an autonomous object that applies a limited number of simple computation rules. Using these rules, the node can compute its probability distribution
Pr(X | e) given the available evidence e, from the messages it receives from its
neighbours. Node X in turn computes the messages it has to send to its neighbours
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to enable them to compute their probability distributions. The computation rules
are applied by the various nodes in parallel. In each iteration of the algorithm, a
node takes the messages it received in the previous time step for its input. The
rule used by node X for computing the probability distribution Pr(X | e) now is
Prt (x | e) = α · λt (x) · π t (x)
where λt (x) is computed from the diagnostic messages λtYj (x) it receives from each
of its children Yj :
Y
λtYj (x)
λt (x) =
j
t

t
(Ui ) it receives from each of
and π (x) is computed from the causal messages πX
its parents Ui :
!
X
Y
t
πX
(Ui )
π t (x) =
Pr(x | U1 . . . , Un ) ·
i

U1 ,...,Un

The rule for computing the diagnostic message to be sent to its parent Ui is


X
X
Y
t
Pr(x | U1 , . . . , Un ) ·
λt (x) ·
πX
(Uk )
λt+1
X (ui ) =
x

Uk :k6=i

k6=i

and the rule for computing the causal message to be sent to its child Yj is
Y
(x) = β · π t (x) ·
λtYk (x)
πYt+1
j
k6=j

where α and β are normalisation constants. Figure 2 indicates, as an example, the
various messages that are sent between the variables of the network from Figure 1.
We note that in the prior state of a network all diagnostic messages are equal to
1. An observation for a node X can be entered into the network by multiplying
λt (x) by 1 for the observed value of X and by 0 for the other value(s).

3

Errors in Loopy Propagation

When applied to a singly connected Bayesian network, Pearl’s propagation algorithm results in exact probabilities. When applied to a multiply connected
network, however, the computed probabilities may include two types of error.
The first type of error arises when messages are being passed on in a loop
repetitively and old information is mistaken for new by the variables involved.
As an example, we consider again the multiply connected network from Figure 1.
After an observation for node C has been entered, the diagnostic message that it
sends to node A will consist of information about its own conditional probabilities
combined the probability distribution of node B. Node A passes this information
on to node D which in turn sends it to B. Node B misinterprets its own information
for new and includes it into its probability distribution. Node B then sends a
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different message to node C and the updating process is repeated. The error that
thus arises will be termed a cycling error.
The second type of error originates from the combination of causal messages
by the convergence nodes of the loops. A convergence node combines the messages
from its parents as if they come from independent sources. In a singly connected
network the parents of a node indeed are independent, the parents of a convergence
node, however, may be dependent. By assuming independence upon combining
the causal messages, a convergence error may then be introduced.

4

The Convergence Error

To study the size of the convergence error, we apply the loopy-propagation algorithm to the example Bayesian network from Figure 1. In the prior state of the
network, all diagnostic messages equal 1 and the nodes receive informative messages from their parents only. In this state, moreover, the algorithm establishes
exact probability distributions for the nodes A, B and D. Node D sends a causal
message with its exact prior probability distribution to A and B. These nodes
combine the message they receive from D with their own conditional probabilities
in a mathematically correct way. They subsequently send their exact prior probability distributions to the convergence node C which combines the two messages
to establish its own (approximate) probability distribution. Since node C does not
pass on any information to nodes A and B, only a convergence error arises during
the propagation. Studying the prior state of the network therefore allows us to
investigate the convergence error in isolation.
Upon receiving the exact prior probability distributions of the nodes A and B,
node C establishes the following approximate probability:
X
f
Pr(c | AB) · πC (A) · πC (B)
Pr(c)
=
A,B

=

X

Pr(c | AB) · Pr(A) · Pr(B)

A,B

f to distinguish approximate probabilities from exact ones. The
where we use Pr
computation rule used for the derivation explicitly builds upon the assumption
that the two parents A and B of C are independent. This assumption holds for
the singly connected networks for which the algorithm was developed, yet does
not hold for multiply connected networks in general. In the network from Figure 1
more specifically, nodes A and B are dependent, thereby violating the assumption
underlying the computation rule which in turn gives rise to a convergence error.
f
To establish the size of the convergence error in the computed probability Pr(c),
we compare it against the exact probability Pr(c); the latter probability equals

271

Pr(c)

=

X

Pr(c | AB) · Pr(AB)

A,B

=

X

Pr(c | AB) · Pr(AB | D) · Pr(D)

A,B,D

=

X

Pr(c | AB) · Pr(A | D) · Pr(B | D) · Pr(D)

A,B,D

Note that the derivation builds upon the observation that the parents A and B of
C are independent given D. The difference between the exact and approximate
probabilities now is
f
Pr(c) − Pr(c)
=w·x·y·z
where

x =
y =

Pr(c | ab) − Pr(c | ab̄) − Pr(c | āb) + Pr(c | āb̄)
¯
Pr(a | d) − Pr(a | d)
¯
Pr(b | d) − Pr(b | d)

z

Pr(d) − Pr(d)2

w

=

=

We observe that the size of the convergence error is governed by four factors.
These factors are illustrated in Figure 3; for the construction of the figure we
used the probabilities from Figure 1. The surface shown in Figure 3 captures the
f
approximate probability Pr(c)
computed for the convergence node C as a function
of the probabilities Pr(a) and Pr(b); for any particular Pr(a) and Pr(b), therefore,
f
the corresponding Pr(c)
is a point on this surface. The figure further shows a line
segment that has its two endpoints on the depicted surface. This line segment
expresses the exact probability Pr(c) as a function of Pr(d); for a particular Pr(d),
resulting in a particular Pr(a) and Pr(b), therefore, the corresponding Pr(c) is a
point on the line segment. Note that while the surface depicts the probability
of c under the assumption of independence of A and B, the line segment takes
the dependence between these two nodes into consideration. The convergence
error now equals the distance between the point on the line segment that matches
Pr(d) and its orthogonal projection on the surface; for Pr(d) = 0.5, the difference
f
between Pr(c)
and Pr(c) is indicated by the vertical dotted line segment.
The impact of the various factors on the convergence error now is as follows:
• The factor w captures the curvature of the surface. The more curved the
surface is, the larger the distance between a point on the line segment and
its projection on the surface will be. The larger the factor w, therefore, the
larger the convergence error. The factor ranges between −2 and 2. For our
example network, we have a maximal curvature of the surface and w = 2.
• The distance between a point on the line segment and its projection on the
surface is maximal for the segment’s midpoint and minimal for its endpoints.
The impact of the location of this point on the convergence error is reflected
by the factor z. The value of z ranges between 0 and 0.25. For our example
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Figure 3: The probability of c as a function of Pr(a) and Pr(b), assuming independence of the parents A and B of C (surface), and as a function of Pr(d), assuming
independence of A and B given D (line segment).
network, with Pr(d) = 0.5, the exact probability Pr(c) is located at the midpoint of the line segment and z is maximal. Would Pr(d) have been equal to
0 or to 1, then the probability Pr(c) would have been located at an endpoint
of the line segment and, hence, would have lied on the depicted surface.
Note that with these values of Pr(d), the nodes A and B would have been
independent and exact probabilities for C would indeed have been found.
• The distance between a point on the line segment and its projection on the
surface further depends on the location of the line segment. The distance
is zero if the projection of the line segment on the Pr(a), Pr(b)-plane of
the figure is orthogonal to one of the axes; it is maximal if the projection
equals one of the plane’s diagonals. Moreover, the distance is zero if the two
endpoints of the line segment coincide; it is maximal if these points have
maximal distance. The impact of the location of the line segment on the
convergence error is expressed by the factors x and y. These factors range
between 1 and −1; in our example network, we have x = −0.4 and y = −0.8.
Informally speaking, the factors x, y and z with each other capture the degree
of dependence between the nodes A and B along the trail through node D and
the factor w indicates to which extent this dependence can affect the computed
probabilities. From the above considerations, we note that the error ranges between −0.5 and 0.5. We now conclude our analysis by establishing the size of
the convergence error for node C in the example network. For the four factors
that govern the error, we found that w = 2, x = −0.4, y = −0.8 and z = 0.25,
from which we establish a convergence error of 0.25 · −0.4 · −0.8 · 2 = 0.16. Using
the loopy-propagation algorithm, we compute from the network the approximate
f
probability Pr(c)
= 0.5. Note that our closed formula for the convergence error
f + 0.16 = 0.66.
enables us to establish the exact probability to be Pr(c) = Pr(c)
So far, we analysed the size of the convergence error just for the example
network from Figure 1. Our analysis readily extends to binary networks in which
each convergence node has just two loop nodes among its parents. While for our
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example network we could establish the various factors that govern the error’s size
directly from the network’s specification, however, this may no longer be possible
for networks of more complex topology.

5

Conclusions

We investigated the errors that arise when Pearl’s propagation algorithm for reasoning with singly connected networks is applied to a multiply connected Bayesian
network. We identified the two types of error that are introduced by the algorithm
in the computed probabilities, which we termed the cycling error and the convergence error. For binary networks with loops of restricted topology, moreover, we
detailed the various factors that govern the size of the convergence error. This type
of error arises when a convergence node in a loop combines the messages it receives
from its two parents as if originating from independent sources. The size of the
error is subject, among other factors, to the degree of dependence between the two
parents. Informally speaking, the less dependent these two nodes are, the smaller
the convergence error will be. By studying the application of the algorithm directly
on Bayesian networks, we enhanced the insight into its performance, compared to
previous research that used pairwise Markov networks for this purpose.
We studied the convergence error only in binary networks in which each convergence node has just two loop nodes among its parents. When a convergence
node has more than two incoming arcs from loop nodes, the formula expressing
the convergence error will be much more complicated. We expect, however, that
also the more general expression will bear information about the degree of dependence among the parents involved. Also, we studied the size of the convergence
error only in the prior state of a network. When observations are entered into the
network, the convergence error will change in size. We hope to report new results
from our further analysis of these issues in the near future.
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Abstract
Forecasting scores, such as the Brier score, are used to assess the quality
of a forecaster. It was demonstrated previously that the Brier score can
be successfully applied to establish the forecasting quality of a Bayesian
network. Existing forecasting scores, including the Brier score, assume that
the eventual outcome of a predicted event can be observed with certainty.
In practice, however, there is often uncertainty as to what the truth is. We
propose a new score which takes this additional uncertainty into account.

1

Introduction

A Bayesian network is a compact representation of a joint probability distribution
over a set of statistical variables [2], which enables efficient computation of prior
and posterior distributions for any variable of interest. In various domains, the
results of such network computations can be regarded as probabilistic forecasts for
the variable of interest. Bayesian networks can thus be considered probabilistic
forecasters and forecast verification methods can be used to assess the quality of
their forecasts. In fact, in the context of Bayesian networks the use of the Brier
score was previously illustrated [1].
Measures for assessing forecasting quality exist for both deterministic and probabilistic forecasts, both for discrete (binary and multi-valued) and for continuous
events. The quality of probabilistic forecasts for discrete events is usually measured by a scoring rule, such as the Brier score [3, 4]. Existing scoring rules assume
that a forecast for an event is followed by a subsequent observation of the true
outcome of the event. In practice, however, this true outcome generally results
from observations which may be erroneous or an uncertain indication of the truth.
Consider, for example, a prognosis of the progression of a patient’s disease, which
can only be monitored using tests and not truly verified until after the patient’s
death; the results from these tests are typically uncertain. Current scoring rules
ignore such uncertainty, under the assumption that the uncertainty in the observation is much smaller than the expected uncertainty in the forecast. To the best of
our knowledge, no forecast verification methods exist that take uncertainty about
the truth of the observation into account.
In this paper we present a preliminary definition of a scoring rule for forecasters
that probabilistically predict events that are not observable without some uncertainty. The new scoring rule is a generalisation of the Brier score. In Section 2 we
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review the Brier score, followed by the introduction of our new score in Section 3.
In Section 4 we compare our score to the Brier score; we present some conclusions
and directions for further research in Section 5.

2

The Brier score

In the remainder of this paper we will use the term forecaster to refer to a Bayesian
network, a human forecaster, or any other system that produces a discrete probability distribution for some variable of interest.
Consider a forecaster which provides m ≥ 1 probability distributions, or forecasts, for a variable C with n ≥ 2 possible outcomes c1 , . . . cn . Let fk (C) represent the probability distribution of the kth forecast. In forecast verification, it is
assumed that each forecast is eventually followed by an observation of the true
outcome for the variable of interest. The true outcome of C following forecast k
is captured by an outcome indicator sk (i), i = 1, . . . , n, such that
½
1 ⇐⇒ ci is the true outcome corresponding to forecast k
sk (i) =
0 ⇐⇒ ci is not the true outcome for forecast k
The Brier score B now is the average value of the squared error between forecast
and outcome for variable C over m sequential forecasts [3]
B=

n
m
´2
1 X X³
fk (ci ) − sk (i)
m
i=1
k=1

The lowest score is obtained iff, for all i and k, fk (ci ) = sk (i); that is, the best
score B > is obtained for a correct deterministic forecast B > = (1 − 1)2 + (n − 1) ·
(0 − 0)2 = 0. The worst score B ⊥ results from an incorrect deterministic forecast
B ⊥ = (1 − 0)2 + (0 − 1)2 + (n − 2) · (0 − 0)2 = 2. The Brier score is a strictly
proper scoring rule, awarding the forecaster for stating what it believes: a (strictly)
proper scoring rule (uniquely) optimises the expected score if the forecaster states
forecasts that match its subjective probabilities for the outcomes of the variable
of interest. Not all scoring rules are proper [4].
The Brier score is most easily computed without explicit use of the outcome
indicator; let ct be the observed true outcome of variable C following forecast
fk (C), that is, sk (t) = 1, then the Brier score for the k-th forecast can be computed
from the following equivalence
n ³
X
i=1

n
´2 ³
´2 X ³
´2
X
fk (ci )−sk (i) = fk (ct )−1 +
fk (ci )−0 = 1−2fk (ct )+
fk (ci )2
i6=t

i=1

Note that the last term can already be computed before knowing the outcome that
follows the forecast. From here on we will often consider a only single forecast and
drop the subscript k if no confusion is possible.
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3

A new score

The Brier score, like all forecasting scores, builds upon the idea that the quality
of a forecaster can be established from some relation between prediction and true
outcome. This true outcome generally results from observations, which may be
erroneous or an uncertain indication of the truth. Current scoring rules ignore
such uncertainty. In this section we propose a new score that also allows for
taking uncertainty about the truth into account. We identify the benefits and
drawbacks and compare results from both this new score and the Brier score.

3.1

Forming a definition

In this section, we work our way towards a definition for a new scoring rule. We
take the Brier score as a point of departure, because the Brier score is a (strictly)
proper scoring rule with a finite range of possible values; that is, unlike some
scores, the Brier score never assigns an infinite penalty to an incorrect deterministic
forecast.
As an example, consider a forecaster who presents a forecast f (c1 ), f (c2 ) for a
binary variable C with values c1 and c2 . Assume that the true outcome of variable
C can only be observed indirectly and that the possible values of these indirect
observations are captured by variable O with w values o1 ,. . . , ow . Let the set
of conditional probability distributions Pr(C | O) describe the relation between
observed and true values of the forecasted variable.
Now assume that the observed outcome following a given forecast is value ot
of variable O. If ot is an indication of the true value c1 , then the prediction f (c1 )
corresponds to a prediction for the true outcome. For the Brier score this would
mean that with a probability of Pr(c1 | ot ) the term (f (c1 ) − 1)2 is included in
the score. On the other hand, with probability 1 − Pr(c1 | ot ) the same prediction
f (c1 ) corresponds to a prediction for an incorrect outcome, in which case the
term (f (c1 ) − 0)2 is included in the Brier score. Similarly, for prediction f (c2 ):
with probability Pr(c2 | ot ) this is a prediction for the true outcome, and with
probability 1 − Pr(c2 | ot ) it is a prediction of the incorrect outcome. To account
for the uncertainty regarding the true outcome following a forecast, we take all
four mentioned factors as ingredients of a new score S
¡
¢2
¡
¢2
S = p1t · f (c1 ) − 1 + (1 − p1t ) · f (c1 ) − 0 +
¡
¢2
¡
¢2
+ p2t · f (c2 ) − 1 + (1 − p2t ) · f (c2 ) − 0
X
¡
¢2
=
pit · f (ci ) − 1 + (1 − pit ) · f (ci )2
i=1,2

=

X ¡

f (ci ) − pit

¢2

+ pit · (1 − pit )

i=1,2

where pit represents the probability Pr(ci | ot ), i = 1, 2. The previous argument
lies at the basis of our new score.
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3.2

Definition for a single forecast

Again consider the problem of assessing the quality of a forecaster. We assume
that a single probabilistic forecast is presented for a variable C with n possible
true outcomes, c1 , . . . cn . These true outcomes can only be observed indirectly
and the possible values of the indirect observations are captured by variable O.
In the previous section, we assumed that variable O had w values; here we argue
that most often we will have that w = n: if variable O has more than n values,
then some of them should be grouped in order to be able to compare forecasts
and outcomes; if variable O has less than n values, then some of the categories of
C should be grouped in order to be able to compare a forecast and an outcome.
Here we indeed assume that w = n and that each oi is an (uncertain) indication
of ci , i = 1, . . . , n.
To establish the quality of a forecaster which forecasts a distribution for variable
C, where only values of variable O can be observed, we require a relationship between observation and truth. This relationship is modelled by a set of conditional
probability distributions Pr(C | O), where we write pij to denote the probability
Pr(ci | oj ). We assume that we have estimates for the n · (n − 1) required probabilities available, or are able to compute them from estimates such as Pr(O | C),
and Pr(C) or Pr(O). We again use an outcome indicator s(i), i = 1, . . . , n, which
now captures the observed outcome rather than the true outcome:
½
1 ⇐⇒ oi is the observed outcome corresponding to the forecast
s(i) =
0 ⇐⇒ oi is not the observed outcome for the forecast
The new score S for a single forecast is now given by the following formula
S=

n
X

s(j) ·

j=1

n ³
´
X
¡
¢2
f (ci ) − pij + pij · (1 − pij )
i=1

This score can be also be computed without explicit use of the outcome indicator: let ot be the observed value of variable O corresponding to the forecast
under consideration, that is, s(t) = 1, then the new score can be computed using
the equivalence
n
n ³
´
X
X
¡
¢2
f (ci ) − pij + pij · (1 − pij )
s(j) ·
S =
j=1

= s(t) ·

i=1

n
X

³¡
´
¢2
f (ci ) − pit + pit · (1 − pit ) +

i=1

+

=

1·

X
j6=t
n
X

s(j) ·

n ³
X
¡

f (ci ) − pij

¢2

´
+ pij · (1 − pij )

i=1

´
³¡
¢2
f (ci ) − pit + pit · (1 − pit ) + 0

i=1

Note that for a binary variable C (n = 2), this is exactly the formula established
in the previous section.
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3.3

Properties of the single-forecast score

We argued earlier that the Brier score ranges from a best value of zero to a worst
value of two. The range of the new score depends on the values of Pr(C | O) and
should be normalised in order to facilitate the comparison of scores for different
forecasts and forecasters. Recall that for observed outcome ot of variable O, the
new score for a single forecast can be written as
S=

n
n
X
¡
¢2 X
pit · (1 − pit )
f (ci ) − pit +
i=1

i=1

where the last summation represents a constant not influenced by the forecast.
To receive a good score, a forecaster should therefore try to minimise, for each
¢2
¡
Pn
i, the term f (ci ) − pit in such a way that it is ensured that i=1 f (ci ) = 1.
It
minimised whenever f (ci ) = pit (note that
Pnis obvious that these terms are
>
p
=
1).
The
best
value
S
of
the new score is therefore
it
i=1
S> =

n
X

pit · (1 − pit ) = 1 −

i=1

n
X

pit 2

i=1

¡Pn

¢2
From the fact that i=1 pit 2 ≤
= 1 (all pit s are non-negative), we
i=1 pit
have that S > is always in the interval [0, 1i. Note that if the forecaster predicts a
probability of 1 for the value ct of C that is implied by the observed outcome ot
of O, then we get the following (higher = worse) score
Pn

n
¢2 X ¡
¢2 X
¡
pit · (1 − pit ) = 2 · (1 − ptt )
0 − pit +
S = 1 − ptt +
i=1

i6=t

A bad score is obtained for a forecaster who maximises
n
n
n
X
X
X
¡
¢2 X
f (ci ) − pit =
f (ci )2 − 2 ·
f (ci ) · pit +
pit 2
i

i

i

i

the last term
P of which the forecaster has no control over. The first term is maximised if i f (ci )2 = 1, which is only achieved by assigning a probability of 1 to
a single ci and zero to all other cj , j 6= i. The second term should be minimised,
which is achieved by assigning a probability of 1 to that value cr of C for which
Pr(cr | ot ) has the smallest value in the Pr(C | ot ) distribution, and zero to all
other cj , j 6= r. The worst possible score S ⊥ then corresponds to a deterministic
forecast and becomes
S⊥

=

¡

1 − prt

¢2

+

X¡

0 − pit

¢2

+

n
X

pit · (1 − pit ) = 2 · (1 − prt ) ≤ 2

i=1

i6=r

The new score is not a proper scoring rule, since the best expected score is
obtained using a strategy in which the forecaster presents forecasts that match
Pr(C | ot ) rather than its (subjective) beliefs concerning the outcomes of the
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variable of interest. This can be considered a drawback of the score, but a number
of arguments can be given to support the score. First of all, the use of a nonproper scoring rule does not imply that a forecaster can easily obtain a good
score. For one thing, the forecaster obviously does not know in advance what
the observed outcome will be, and therefore will not know which Pr(C | oi ) to
predict. In addition, the forecaster may not be aware that its forecasts are verified,
and if it is, may not know which scoring rule is used; without this knowledge
the forecaster cannot choose a clever strategy with the sole purpose of getting
a good score. Especially non-human forecasters will be unaware of verification
and the methods used. Secondly, although the new score punishes forecasters
for predictions more extreme than the Pr(C | ot ) distribution, the uncertainty
inherent in the observations allows us no way to verify if the forecaster is right in
being so sure of itself.

3.4

Definition for multiple forecasts

In the previous section we demonstrated that the range of the new score for a
single forecast depends on the distribution Pr(C | ot ) and thus on the outcome
corresponding to the forecast. Therefore, the range of the score may differ from
forecast to forecast. In order to compare different forecasts and forecasters and,
especially, to compute an average score over m forecasts, we normalise for each
forecast k the single-forecast score Sk to the score Ŝk . Let okt denote the observed
value of variable O corresponding to forecast k, that is, sk (t) = 1; let pkit = Pr(ci |
okt ), and let Sk> and Sk⊥ denote the best and worst values, respectively, of the score
Sk for forecast k, then
¢
P ¡
k 2
Sk − Sk>
i fk (ci ) − pit
=2·
Ŝk = 2 · ⊥
P ¡ ¢2
Sk − Sk>
1 − 2pkrt + i pkit
where pkrt = min{Pr(ci | okt )}. Note that we assume all forecasted events to
i

be independent; for the k-th forecast, 1 < k ≤ m, however, we can also consider
) and Pr(C | o1t . . . okt ) instead. The new score for m ≥ 1 forecasts
fk (C | o1t . . . ok−1
t
now ranges from zero (best value) to two and is given by
S=

m
1 X
Ŝk
m
k=1

4

The new score versus the Brier score

The new score is inspired by the Brier score and is in fact a generalisation of the
Brier score for uncertain observations concerning the truth. This implies that if
there is no uncertainty in our observations, that is, if Pr(ci | oi ) = 1 for all i and
Pr(ci | oj ) = 0 for all i 6= j, then our new score is equivalent to the Brier score. To
demonstrate this, consider again a single forecast upon which value ot is observed
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for variable O. Then,
S

=

1·

n ³
´
X
¡
¢2
f (ci ) − pit + pit · (1 − pit ) + 0
i=1

´
X ³¡
¢2
¢2
¡
f (ci ) − pit + pit · (1 − pit )
= f (ct ) − ptt + ptt · (1 − ptt ) +
i6=t
n
¢2 X ¡
¢2 X
¢2
¡
¡
f (ci ) − 0 =
f (ci ) − s(i)
= f (ct ) − 1 +
i=1

i6=t

As the best and worst possible scores are now independent of the forecast under
consideration, normalisation is not required and the score for m forecasts reduces
to the Brier score over m forecasts as well.
We present a few examples to investigate when the new score and the Brier score
differ and in what way. We consider five (different) forecasters Fi , i = 1 . . . , 5,
which all provide a forecast for a variable C with two possible true outcomes c1
and c2 . We assume that outcomes c1 and c2 can only be observed with some
uncertainty through outcomes o1 and o2 , respectively. Consider the forecasts and
probability distributions shown in Table 1. Note that each of the forecasters
predicts c1 as the more likely value of C and hence expects to observe o1 .
We now compare the Brier score B and the new score S for m = 1 forecasts for
all forecasters and both outcomes; these scores are shown in Table 1 (right). The
Brier score is computed under the assumption that o1 corresponds to c1 and o2
to c2 ; the uncertainty in the observations is thereby disregarded. From the table,
we can make a number of observations. Firstly, a uniform forecast (F1 ) results in
equal Brier scores for all outcomes, but not in equal S scores. The scores with the
new score are in fact better, because less extreme scores are rewarded given the
uncertainty in the observations. For a deterministic forecast (F5 ) we observe the
opposite: a forecast more extreme than Pr(c1 | o1 ) is considered perfect using the
Brier score, but is punished for possible overconfidence using the new score.
The Brier scores given different outcomes almost display the behaviour of communicating vessels: if one goes up, the other goes down. The S scores show a very
different pattern: scores given outcome o1 decrease until the prediction corresponds
to Pr(c1 | o1 ) and then increase again; for outcome o2 the decreasing predictions
Pr(C | O)
c1
c2
P
i

pij 2

o1
0.80
0.20

o2
0.10
0.90

0.68

0.82

F1 :
F2 :
F3 :
F4 :
F5 :

forecast
f (c1 ) f (c2 )
0.50
0.50
0.75
0.25
0.80
0.20
0.90
0.10
1.00
0.00

B
0.50
0.13
0.08
0.02
0.00

o1

S
0.28
0.18
0.00
0.03
0.13

o2
B
0.50
1.13
1.28
1.62
2.00

S
0.40
1.04
1.21
1.58
2.00

Table 1: (left) Distribution Pr(C | O). (right) Forecasts with their Brier score B
and new score S, per outcome.
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result in increasing scores. In essence, however, both scores basically display the
same behaviour, in that the closer the assessment f (ci ) is to Pr(ci | ot ) (either 1
or 0 for the Brier score) the better the score for outcome ot is.

5

Conclusions and further research

In this paper we proposed a new scoring rule for assessing the quality of probabilistic forecasters in situations in which there is uncertainty concerning the subsequent
observations. The new score requires knowledge of the actual uncertainty in the
observations, which is information that is often available. In medical domains, for
example, test-characteristics and incidence rates provide the ingredients necessary
for establishing the required probability distributions.
The new score is based on the Brier score, but is no longer a proper scoring
rule. We argued that this is not necessarily a problem and that, for example for
extreme forecasters, it may well be unwished for to create a proper scoring rule
that takes the uncertainty in observations into account. Instead of basing a new
score on the Brier score, it is also possible to consider other existing scoring rules
such as, for example, the logarithmic score − log f (ct ). Drawbacks of this latter
score are, however, that only the prediction of the outcome that subsequently
occurs is considered and not the entire forecast, and that a deterministic forecast
for the wrong outcome is punished with an infinitely large score.
We do not claim that our new score is the answer to the problem posed, but it
is at least a step in the right direction. It is possibly the combination of both Brier
score and new score that gives the most insight in the quality of a forecaster. Also,
decompositions of the new score, similar to those existing for the Brier score [5],
may be useful to this end. Further research is required to establish if the current
score can be improved upon.
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COllective INtelligence with Sequences of Actions
extended abstract1
P.J. ’t Hoen

S.M. Bohte

CWI, Centre for Mathematics and Computer Science P.O. Box
94079, 1090 GB Amsterdam, The Netherlands
{hoen,sbohte@cwi.nl}
Agents in a multi-agent system (MAS) contribute to some part of the collective
through their private actions. The joint actions of all agents derive reward from
the outside world that is divided among the individual agents where each agent
aims to increase its received reward by some form of learning. Unless special
care is taken as to how this reward is shared, there is a risk that agents in the
collective work at cross-purposes. The COllective INtelligence (COIN) framework
[2], as introduced by Wolpert et al., suggests how to engineer (or modify) the
rewards an individual agents receives for its actions (and to which it adapts to
optimize) in private utility functions so as to optimize the reward received by the
collective. As a case study, we investigate the performance of COIN extended for
sequences of actions for representative token retrieval problems found to be difficult
for agents using classical Reinforcement Learning (RL). We further investigate
several techniques from RL (model-based learning, Q( λ )) to scale application of
the COIN framework. The interested reader is referred to [1] for details.
Wolpert et al. propose the Wonderful Life Utility (WLU) as a private utility
function that is both learnable and aligned with the global utility G for the joint
action ζ of the MAS, and that can also be easily calculated. The WLU for agent
η is defined as:
(1)
W LUη (ζ) = G(ζ) − G(CLSηef f (ζ))
The function CLSηef f (ζ) “clamps” agent η and returns the utility of the system
without the effect of agent η on the remaining agents η̂ with which it possibly
interacts. The WLU hence has a built in incentive for agents to find actions that
add to the global utility and also to avoid actions that deduct from the utility of
other agents as otherwise the second term in Equation 1 will increase.
In Figure 1(a), as taken from [1], differently valued tokens are placed on the
edge of a 11×11 grid and eight agents take five steps in one epoch of learning; they
are able to pick up all tokens only if they cooperate perfectly by each focusing on a
distinct token. Reward for retrieval of each token is proportional to its size. This
problem is representative of a complex set of tasks which must all be completed
by one of the agents, but the different tasks have varying priorities.
In Figure 1(b), we show the fitness, the fraction of total value of tokens retrieved, for agents as Q-learners using three types of utility measures. The first
1 The

full version of this paper appeared in [1].
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Figure 1: A difficult coordination problem
two utility measures are commonly applied in RL, but may fail to result in a MAS
with a high fitness. Agents using a Selfish Utility (SU), i.e. agents are only concerned with their own reward, are attracted to the high token values and ignore
the low value tokens. With increasing competition for the high value tokens, the
positive reinforcement signal for these targets decreases and the agents become
indecisive. For the Team Game (TG), i.e. the total reward is evenly divided over
all the agents, a maximum fitness (even after 50, 000 epochs) of ≈ 0.7 is slowly
reached as the agents are unable to effectively target a token due to the low signalto-noise ratio. However, when using the WLU with the extension of a penalty for
revisiting states, the agents are able to learn to pick up all the tokens. A fitness
of 0.5 is quickly reached and after an agent has chosen “its” token, the extended
WLU drives the competing agents to look elsewhere on the grid.
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The aim of the Semantic Web is to make information on the World Wide Web more
accessible using machine-readable meta-data. In this context, the need for explicit models
of semantic information (terminologies and background knowledge) in order to support
information exchange has been widely acknowledged by the research community. Several different ways of describing information semantics have been proposed and used in
applications. However we can distinguish two broad approaches which follow somehow
opposite directions:
Ontologies are shared models of some domain that encode a view which is common to
a set of different parties;
Contexts are local (where local is intended here to imply not shared) models that encode
a party’s view of a domain.
Contexts and ontologies have both strengths and weaknesses. It can be argued that
the strengths of ontologies are the weaknesses of contexts and vice versa. On the one
hand, the use of ontologies enables the parties to communicate and exchange information. Shared ontologies define a common understanding of specific terms, and thus make
it possible to communicate between systems on a semantic level. On the weak side,
ontologies can be used only as long as consensus about their contents is reached. Furthermore, building and maintaining them may become arbitrarily hard, in particular in a very
dynamic, open and distributed domain like the Web. On the other hand, contexts encode
not shared interpretation schemas of individuals or groups of individuals. Contexts are
easier to define and to maintain. They can be constructed with no consensus with the
other parties, or only with the limited consensus which makes it possible to achieve the
desired level of communication and only with the “relevant” parties. On the weak side,
since contexts are local to parties, communication can be achieved only by constructing
explicit mappings among the elements of the contexts of the involved parties; and extending the communication to new topics and/or new parties requires the explicit definition of
new mappings.
Our approach in the paper is as follows. We take the notion of ontology as the core
representation mechanism for representing information semantics. To this end, we start
1 This paper is a summary of a longer version that appeared in the proceedings of the international semantic
web conference ISWC’03 [1]
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from the standard Web ontology language OWL. Notice that from OWL we inherit the
possibility to have shared ontologies. We show, providing some motivating examples, that
OWL cannot model certain situations . Finally, we provide an extension of OWL, that we
call Context OWL (C-OWL). C-OWL integrates in a uniform way the, somehow orthogonal, key architectural features of contexts and ontologies and the consequent semantic
level differences.
The main idea of the proposed contextual semantics for OWL is split to up the global
interpretation of different OWL ontologies into a set of local interpretations for each ontology. In order to make the alignment of ontologies with contradicting definitions possible, the notion of a hole is introduced which makes every statement in an ontology
satisfiable. As a consequence statements are allowed to hold in one ontology but not in
another one.
The definition completely separates the interpretations of different ontologies. As our
aim is, however, to represent and reason about alignment between different ontologies,
we have to introduce a way of connecting their domains. C-OWL does this by means
of so-called bridge rules that define the semantic relations between concepts in different
ontologies. C-OWL defines the following kinds of bridge rules stating that a concept from
an ontology Oi is more general, more specific, equivalent, disjoint or overlapping with a
concept from another ontology Oj :
v

w

≡

i : x −→ j : y, i : x −→ j : y, i : x −→ j : y,
⊥

∗

i : x −→ j : y, i : x −→ j : y,
A mapping between two ontologies is a set of bridge rules between them. A context space
is a pair composed of a set of OWL ontologies {hi, Oi i}i∈I and a family {Mij }i,j∈I of
mappings from i to j, for each pair i, j ∈ I. To give the semantics of context mappings
the definition of an OWL interpretation with local domains is extended with the notion
of domain relation. A domain relation rij ⊆ ∆Ii × ∆Ij states, for each element in ∆Ii
to which element in ∆Ij it corresponds to. The semantics for bridge rules from i to j
can then be given with respect to rij . The interpretation for a context space is composed
of an OWL interpretation with holes and local domains and the an interpretation domain
relation from i to j, which is a subset of ∆Ii × ∆Ij . As suggested above, the definition
of bridge rules introduces semantic relationships between concepts in different ontologies
thereby constraining the global interpretation. As the way bridge rules are interpreted
is important with respect to the possibilities for reasoning about alignments we give the
formal definition of satisfiability of bridge rules. An interpretation for a context space is
a model for it if all the bridge rules are satisfied.

References
[1] Paolo Bouquet, Fausto Giunchiglia, Frank van Harmelen, Luciano Serafini, and
Heiner Stuckenschmidt. C-OWL: Contextualizing ontologies. In D. Fensel,
K. Sycara, and J. Mylopoulos, editors, Proceedings of the Second International Semantic Web Conference, number 2870 in Lecture Notes in Computer Science, pages
164–179. Springer Verlag, October 2003.

290

Foundations for Service Ontologies:
Aligning OWL-S to DOLCE
Peter Mika

a

a

Daniel Oberle b
Marta Sabou a

Aldo Gangemi

c

Vrije Universiteit Amsterdam, The Netherlands
b
University of Karlsruhe, Germany
c
National Research Council, Rome, Italy

The full version of this paper appeared in the Proceedings of the Thirteenth
International World Wide Web Conference, New York, USA, May 2004.

1

Foundational and Web Service Ontologies

Clarity in semantics and a rich formalization of this semantics are important requirements for ontologies designed to be deployed in large-scale, open, distributed
systems such as the envisioned Semantic Web. Foundational ontologies fulfill these
requirements being conceptualizations that contain specifications of domain independent concepts and relations based on formal principles derived from linguistics, philosophy, and mathematics. DOLCE, the Descriptive Ontology for Linguistic and Cognitive Engineering, is a foundational ontology that is (1) designed
to be minimal in that it includes only the most reusable and widely applicable
upper-level categories, (2) rigorous in terms of axiomatization and (3) extensively
researched and documented[2].
Expressive formal semantics are also important for ontologies describing Web
Services, which should enable complex tasks involving multiple agents. OWL-S
[1], one of the first initiatives of the Semantic Web community for semantically
describing Web Services, is an ontology of general concepts aiming at automatic
discovery, composition and invocation of Web Services. We identified problematic
aspects of this ontology and suggested enhancements through alignment to the
foundational ontology. Another contribution of our work is the Core Ontology of
Services that fills the epistemological gap between the foundational ontology and
OWL-S and can be used to align other Web Service description languages as well.

2

Alignment to Foundational Ontologies

We found that OWL-S suffers from conceptual ambiguity. Since there is no clear
conceptual framework behind OWL-S, it is often difficult for users to understand
the intended meaning of some concepts, the relationship between these concepts
as well as how they relate to the modelled services. Also, OWL-S lacks concise axiomatization: there is no firm concept or relation hierarchy. A further problematic
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aspect of OWL-S is its entangled design, caused by the purpose of OWL-S to provide descriptions of various views on Web Services required to support a number
of different service related tasks (discovery, composition). Finally, the currently
narrow scope of OWL-S needs to be extended to represent real world services that
naturally cross the lines between information systems and the physical world.
Alignment to a foundational ontology means relating the concepts
and relations of an ontology to the
basic categories of human cognition
investigated by philosophy, linguistics or psychology. The ontology
Figure 1: Ontology Stack.
stack in Figure 1 summarizes our
alignment effort. We used DOLCE as a foundational ontology and extended it
by the Descriptions & Situations (D & S) module, capable of describing various
notions of context or frame of reference (topics, plans, beliefs etc.). As the epistemological gap between OWL-S and D & S is too large, we constructed a Core
Ontology of Services, which was used to align OWL-S and a concrete domain ontology. Our method was a combination of a bottom-up and a top-down approach.
On the one hand, ontologies in the lower layers provided representation requirements for the higher layers, which abstracted their concepts and relationships. On
the other hand, the upper layers provided design guidelines to the lower layers.
This also meant that although our goal was to preserve the structure of OWL-S,
our method suggested a rearrangement of the ontology based on the backbone
provided by the D & S ontology.
Our exercise of giving an ontological foundation to OWL-S is useful both for
better understanding OWL-S and enriching it with additional formal semantics.
As an example, ontological analysis explained the difference between an information object, its application domain counterpart and the role it plays in an
information system. This indicated possible enhanced modelling: since the same
information object is modelled both in the ServiceProfile and ServiceModel parts
of OWL-S, it is more logical to consider a single instance playing multiple roles.
This improvement is already implemented by the OWL-S coalition.
We see the presented results as an example for the benefits of alignment to
foundational ontologies as our methodology is applicable also to other standards.
As a matter of fact, our Core Ontology of Services can be applied as a framework
for harmonizing the ongoing efforts to characterize Web Services (e.g. the ontology
of the Web Services Architecture (WSA) Working Group of the W3C), because it
does not commit to a specific software design reference framework, and it is based
on a generic, social notion of service.
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Thesauri and The Semantic Web

Semantic Web applications require multiple ontologies or vocabularies for indexing
and querying [1]. For example, the submissions to the SW Challenge at ISWC’04
often used simple thesauri for annotation purposes2 . However, existing resources
such as the MeSH (Medical Subject Headings) thesaurus and the WordNet lexical
database are often not available in RDF(S) or OWL.
In this paper, we describe a method for converting existing source material from
their native representation to RDF(S) and OWL. The problem that is addressed in
this method is how to convert these representations without altering the original
material, and at the same time assign semantics to these representations that is
(presumed to be) compatible with the intended semantics of the source.

2

Method

The method can be divided into a syntactic and a semantic stage (stages 1 and
2), which are described below. In each step decisions have to be taken with
respect to the syntax or semantics of the resulting representation. A few of the
guidelines supporting these decisions are mentioned in the description of the steps.
An important goal of this method is to separate between “as-is” conversion (steps
1a through 2a), and specific interpretations of the thesaurus (step 2b).
The first step (step 1a) in the conversion process is a structure-preserving
syntactic conversion from the source format to RDF(S). We assume that a data
model of the source (e.g., XML DTD, text format, UML) is available. From
the data model an RDF(S) schema is derived, where classes with properties are
defined. When the source is represented in XML some elements do not have to
be represented as classes when they only serve as containers for other elements.
For example, the element <TermList> used in the MeSH thesaurus is only used
1 In: C. Bussler, J. Davies, D. Fensel and R. Studer (eds.), Proceedings of the First European
Semantic Web Symposium (ESWS2004), pp. 299–311.
2 http://www-agki.tzi.de/swc/swc2003submissions.html
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to group <Term> elements. Therefore, <TermList> can be directly mapped to
the property [DescriptorRecord] hasTerm [Term].
When an RDF(S) schema is established, the data elements from the source can
be converted to instances of the schema. In this structural conversion step, ideally
no information is lost or added.
The next step (step 1b) in the conversion process focuses on the explication
of information that is implicit in the original data format but that is intended
by the conceptual model. For example, thesauri with an origin in the bibliographic sciences are often structured as a set of records, with fields for hierarchical
relations. Such a thesaurus is MeSH, which has <DescriptorRecord>s with a
<TreeNumber> stated in each. These TreeNumbers can be used to create (and
are intended to signify) a hierarchy, e.g. by adding a subTreeOf property between
instances of the class Descriptor.
The second stage deals with semantic conversion. In step 2a, the RDF(S) instances
generated in the syntactic stage are augmented according to the intended semantics of the source conceptual model. For example, if the properties broaderTerm
and narrowerTerm are used to represent the hierarchical relation between Terms,
they can be defined in OWL as inverse property of each other and as transitive
properties.
In step 2b, RDFS or OWL semantics are added which may or may not be
intended by the original authors (i.e., reinterpretation). One metamodeling technique for reinterpretation is defining hierarchical relations such as subtreeOf in
MeSH to be a subproperty of rdfs:subClassOf. This creates an interpretation of
the source as a proper subclass hierarchy. This technique is not without a price, as
the resulting schema is in OWL Full. To process such a schema, an RDF toolkit
is needed that is able to interpret subproperties (e.g., Triple20 [2]).

3

Case Studies

Three case studies have been performed using the AAT, MeSH and WordNet
thesauri. Based on these case studies, the method has been extended and applied
to MeSH and WordNet. Full conversions of MeSH and WordNet are available at
http://thesauri.cs.vu.nl/ for use in Semantic Web applications.
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A knowledge-based program (KBP) is a description of the behaviour of agents
in terms of knowledge that an agent must have before (s)he may perform an action.
The definition of the meaning (semantics) of KBPs is problematic, since it involves
a vicious circle; on the one hand, the meaning of a KBP depends on the meaning of
the knowledge operators for the agents involved, on the other hand, the meaning
of the knowledge operators depends on the collection of possible executions of
the KBP, i.e. on the meaning of the KBP. In the standard approach, given by
Fagin, Halpern, Moses and Vardi in their book Reasoning about Knowledge (1995),
the semantics of a KBP is a collection of runs (sequences of states), implicitly
defined by the composition of protocols (not involving knowledge) via synchronous
parallellism. The implicit definition avoids the circularity mentioned above, but
uniqueness is not guaranteed.
Our approach aims at an explicit and unique definition of the sematics of KBPs.
It is based on the observation that the implicit definition of the meaning of a KBP
can be read as a fixed point of an automorphism. We work this out as follows.
A KBP is a non-deterministic choice of guarded commands: P = (ϕ1 → f1 ) ∪
. . . ∪ (ϕn → fn ), where the ϕi are epistemic formulae and the fi : X → X are
actions on the state space X. The intended meaning of guarded command ϕi → fi
is: if ϕi holds, then perform action fi . More formally: given parameter B ⊆ X + ,
a collection of traces, we define the interpretation [[ϕ]]B ⊆ X + of formulae ϕ and
[[P ]]B ⊆ (X + × X + ) of programs P . Here B ⊆ X + , the collection of possible
traces, is a parameter required for the interpretation of knowledge operators:
[[Ki ϕ]]B = {xs ∈ X + | ∀ ys ∈ B(xs ≈i ys ⇒ ys ∈ [[ϕ]]B )}
where xs ≈i ys means: agent i cannot distinguish trace xs from ys. In general
xs ∈ [[ϕ]]B iff ϕ holds in xs, and (xs, ys) ∈ [[P ]]B iff P leads from xs to the
extension ys of xs.
We define the automorphism F : P(X + ) → P(X + ) by F (B) = X0 [[P ]]B , the
collection of traces in [[P ]]B that start in some initial state x0 ∈ X0 . Now we define
the unique meaning of P as an iteration of F , in such a way that it allows as much
well-justified knowledge as possible without introducing contradictory knowledge.
If F is monotonic, this iteration is the greatest fixed point of F.
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Moreover, our approach is based on asynchronous parallellism, which is more
realistic in the context of multi-agent systems than synchronous parallellism, using
an interleaving semantics with possible delay via stutterings. A stuttering of a
trace is obtained by repeating certain elements: e.g., abbbcddeee is a stuttering of
abcde. Two traces are stuttering-equivalent if they are both stutterings of a third
trace. The definition of our indistinguishability relation ≈i is based on both an
indistinguishability relation of states, and the stuttering equivalence.

The Unexpected Hanging Paradox
We justify our definition of the semantics by a number of examples, including
the Unexpected Hanging Paradox. A convicted prisoner is to be executed at noon
within seven days, but the judge tells him that he will not know the day of his
execution, even on the beginning of that day itself. The prisoner might then
reason that he cannot be executed on day 7, because when he would still be alive
at the beginning of day 7, he would know that he would be executed that day. By
backward induction he might reason that he cannot be executed without knowing
that he will be executed. Yet, on e.g. day 3, the prisoner is surprised to meet the
executioner.
Let us formulate this situation as a KBP. The state space is
X = {(t, n, d) | t ∈ N, n ∈ {1, . . . , 7}, d ∈ {true, false}}
with initially t = 1, n arbitrary and d = false. The prisoner p can observe only t
and d. The program is
(t 6= n → t := t + 1) ∪ ((t = n ∧ ¬Kp (t = n) ∧ ¬d) → (d := true; t := t + 1))
If n < 7, the program has an execution with d being set to true. If n = 7 however,
the prisoner will know this at t = 7, and the program deadlocks. In our approach,
deadlock is modeled by forced stutterings. Since no fairness assumptions are given
(so there is no guarantee that time progresses), the prisoner cannot use backward
induction to exclude execution sequences that lead to deadlock, and this resolves
the paradox. This is in agreement with the analysis, based on dynamic epistemic
logic, by Gerbrandy in his Ph.D. thesis Bisimulations on Planet Kripke (1999).

Directions for future research
We have not found a suitable subclass of KBPs for which the automorphism F is
monotonic. It would be useful to study what conditions, if any, would guarantee
monotonicity of F .
In our current framework we do not consider temporal formulas. No fairness
assumptions or progress properties can be expressed. It would be interesting to
extend the framework to infinite traces (runs) and progress properties.
Another direction of research would be to study refinement relations between
KBPs in our framework. A KBP can then gradually be refined to a knowledgefree program. This would eliminate the need to explicitly calculate an iteration
sequence.
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Substantial progress has been made in the logic of law. Abstract topics like
defeasibility and the process of argumentation have been formally analyzed with
greater theoretical satisfactoriness, and concrete topics like precedent-based and
statute-based reasoning have been formally analyzed in more detail and with
greater empirical adequacy. Among the topics addressed are exceptions to rules,
rule applicability, inconsistency handling, reasoning with priorities, the
weighing of reasons, case comparison, analogy, the role of principles, values
and goals, argument attack and defeat, burden of proof and the dynamics of
reasoning.
In this research, many formal patterns of legal reasoning have been
explicated, which has resulted in a deeper understanding of these reasoning
patterns. Nevertheless - and notwithstanding offhand claims of some of the
researchers involved - no formalism has gained the status of the canonical logic
of law.
Although there are signs of convergence it is not easy to get a coherent
unified view on the different opinions and approaches that have been proposed.
Recently some attempts towards unification have been made to bridge the
unwarranted gap between precedent-based and statute-based reasoning models
(cf. the work of Hage 1993, 1997 and Prakken and Sartor 1996, 1998), but this
integrative task has not yet been completed to full satisfaction. Recent work by
Bench-Capon and Sartor (2003) on the role of values in precedent-based
reasoning adds to the diversity of approaches. A reason can be that there still is
no common set of primitive notions that has turned out sufficiently flexible and
expressive to accommodate the different approaches.
The present paper proposes the use of argumentation schemes - a concept
borrowed from the field of argumentation theory - as the main tool of analysis.
A model of dialectical argumentation with argumentation schemes is presented
as an attempt to provide a unifying approach to the formal modeling of legal
reasoning, i.e., an approach to legal logic.
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A four-step methodology for the investigation of argumentation schemes is
proposed:
1.
2.
3.
4.

Determine the relevant types of sentences
Determine the argumentation schemes
Determine the exceptions blocking the use of the argumentation schemes
Determine the conditions for the use of the argumentation schemes

Step 3 is related to the defeasibility of argumentation schemes: there can be
exceptional situations in which the scheme should not be used. Step 4 has to do
with the contingency of schemes: it can be the case that the use of a scheme
depends on certain conditions.
The methodology is inspired by previous formal work on dialectical
argumentation and concrete argumentation schemes (e.g., Verheij 1999b,
2001a). A deep issue concerning argumentation schemes raised by the proposal
is their specifiability. To what extent can argumentation schemes be specified at
all? Argumentation schemes are variable, flexible and robust: people use the
schemes all the time, and do not seem to encounter difficulties in adapting a
scheme to neatly fit new circumstances. The example of a concrete logic
discussed in the paper (Reason-Based Logic) is illustrative in this respect: it has
been described in many versions, each with its own specific characteristics and
purpose. How to deal with the issue of specifiability of argumentation schemes
other than in the pragmatic way of specifying what is needed in a specific
context is beyond our current state of understanding and reminds of deep
questions concerning language use and cognition.
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Abstract
Temporal reasoning has always been a major test case for knowledge representation formalisms. In this paper, we develop an inductive variant of the situation calculus using the
Logic for Non-Monotone Inductive Definitions (NMID). This is an extension of classical logic that allows for uniform representation of various forms of definitions, including
monotone inductive definitions and non-monotone forms of inductive definitions such as
iterated induction and induction over well-founded posets [1].
Here, we demonstrate an application of NMID-logic. The aim is two-fold. First, we
illustrate the role of NMID-logic and non-monotone inductive definitions for knowledge
representation by presenting a variant of the situation calculus which we call inductive
situation calculus. We show that ramification rules can be naturally modeled through a
non-monotone iterated inductive definition. Second, we illustrate the use of our recently
developed modularity techniques for NMID-logic in order to translate a theory of the
inductive situation calculus into a classical logic theory of Reiter’s situation calculus [3].
There are several points of interest in this experiment. The first one is our observation that complex non-monotone inductive definitions not only occur in mathematics,
but also in common sense reasoning. In particular, we believe that the original Reiterstyle situation calculus contains hidden forms of definitions which we explicitate in the
inductive situation calculus. The second point is the fact that different forms of inductive definitions, which have a uniform representation in NMID-logic, can be formalised
in classical (first- or second-order) logic as well, but not in a uniform way: different
sorts of definitions require different formalisation. As a consequence, our formalisation
is simpler, more uniform and more modular than Reiter-style situation calculus. The third
point is that NMID-logic is closely connected to logic programming. In particular, it formally extends logic programming (LP) and abductive logic programming (ALP) under
the well-founded semantics. The strong connection with LP and ALP can be exploited to
build implementations of NMID-logic and of inductive situation calculus theories. Moreover, NMID-logic has an important advantage as a knowledge representation language

299

— contrary to logic programming, it does not automatically impose the domain closure
assumption (although the domain closure axiom can be expressed if needed).
To illustrate the above ideas, let us describe a simple idealized mechanical system
of two connected gear wheels. Suppose fluents T1 , T2 represent the fact that the first
(respectively, the second) wheel is turning. The external events that make a wheel start or
stop turning is denoted by action Start1 , Start2 , Stop1 , or Stop2 , respectively.
The core of the representation of this example is a simultaneous definition defining
the fluents and causation predicates. Each of the two fluents are defined by the following
rules:
∀a∀s (T1 (S0 ) ← IT1 ),
∀a∀s (T1 (do(a, s)) ← CT1 (a, s)),
∀a∀s (T1 (do(a, s)) ← T1 (s) ∧ ¬C¬T1 (a, s))
∀a∀s (T2 (S0 ) ← IT2 ),
∀a∀s (T2 (do(a, s)) ← CT2 (a, s)),
∀a∀s (T2 (do(a, s)) ← T2 (s) ∧ ¬C¬T2 (a, s))
In this, Ti is the fluent symbol, ITi represents Ti in the initial state, CTi (a, s) represents
that action a makes Ti to become true in state s and C¬Ti (a, s) represents that action a
makes Ti to become false in state s. The first rule of this subdefinition simply associates
the fluent in the initial situation with its initial situation predicate. The second rule says
that if a fluent is caused to hold in a situation, then it holds in that situation. The third rule
models the inertia law.
The following rules specify direct and indirect effects of actions:
∀a∀s (CT1 (a, s) ← a = Start1 ),
∀a∀s (C¬T1 (a, s) ← a = Stop1 ),
∀a∀s (CT1 (a, s) ← CT2 (a, s)),
∀a∀s (C¬T1 (a, s) ← C¬T2 (a, s)),

∀a∀s (CT2 (a, s) ← a = Start2 ),
∀a∀s (C¬T2 (a, s) ← a = Stop2 ),
∀a∀s (CT2 (a, s) ← CT1 (a, s)),
∀a∀s (C¬T2 (a, s) ← C¬T1 (a, s))

Each rule represents a local property of the system, namely an individual causal effect.
By combining them we obtain a modular description of the entire system. Notice that the
causal dependencies form a positive cycle.
All fluents are defined by simultaneous induction on the well-ordered set of situations. Ramifications describing propagation of effects of actions are modeled as monotone inductions at the level of situations. The result is an iterated inductive definition with
alternating phases of monotone and non-monotone induction.
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This paper proposes a computationally efficient class of nonparametric binary
classification algorithms that generate nonlinear separating boundaries, with minimal tuning of learning parameters. We avoid the computational pitfalls of using
extensive cross validation for model selection. For example, in Support Vector Machines (SVMs) [6], both the choice of kernels and corresponding kernel parameters
is based on extensive cross validation experiments, making generating good SVM
models computationally very difficult. Other algorithms, such as Minimax Probability Machine Classification (MPMC) [5], Neural Networks, and even ensemble
methods such as Boosting, can suffer from the same computational pitfalls.
The Minimax Probability Machine for Classification (MPMC), due to Lanckriet
et al. [5], is a recent algorithm that has this characteristic. Given the means and
covariance matrices of two classes, MPMC calculates a hyperplane that separates
the data by minimizing the maximum probability of misclassification. As such,
it generates both a classification and a bound on the expected error for future
data. In the same paper, the MPMC is also extended to non-linear separating
hypersurfaces using kernel methods. However, MPMC then has similar complexity
as SVM algorithms.
We propose an efficient, scalable, nonparametric approach to generating nonlinear classifiers based on the MPMC framework: the class of Polynomial MPMC
Cascades (PMCs). PMCs are motivated by cascading algorithms like cascadecorrelation [1] and Tower [3], which sequentially add levels that improve performance. However these algorithms applied to real world problems often suffer from
overfitting and generally scale poorly to larger problems due to the increasing
number of variables used in subsequent levels of the cascades.
In our cascading algorithm, for levels, instead of neural networks, we use low
dimensional polynomials, after Grudic & Lawrence’s Polynomial Cascade algorithm for regression [4], which efficiently builds very high dimensional nonlinear
regression surfaces using cascades of such polynomials. In this manner, we avoid
the growth in learning complexity in cascade-correlation type algorithms by always projecting the intermediate outputs onto a two-dimensional state-space, and
proceed from there. Since the rate of convergence (as a function of the number of
training examples) of a basis function learning algorithm depends on the size of the
1 Full

paper to appear in the proceedings of ICML 2004, July 4-8 2004, Banff, Canada
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state-space (i.e. the number of basis functions), these low dimensional projections
lead to stable cascade models.
The proposed Polynomial MPMC Cascade algorithms generate a nonlinear hypersurface from a cascade of low-dimensional polynomial structures. The optimal
choice for each level of the cascade is determined using MPMC to select the next
most discriminating structure. From one level to the next, these additional discriminating structures are added to the cascade using MPMC, such that at each
step we obtain the next most discriminating polynomial cascade; we construct
PMC variants that use different ways of constructing the initial polynomial structures. By using MPMC to guide the addition of new cascade levels, we maintain
a current performance and current maximum error bound during construction.
The addition of new structures to the cascade is stopped when the error bound no
longer improves.
We show that the proposed PMC algorithms yield competitive results on benchmark problems, while providing maximum error bounds. The PMCs are efficient
in that their complexity is 1) linear in the number of input-dimensions, 2) linear in
the number of training examples, 3) linear in the number of levels of the cascade.
Additionally, the PMC algorithm is efficient in that there are no parameters that
need fine-tuning for optimal performance. Unlike approaches like boosting [2], the
PMC generates a single model, a polynomial, instead of an ensemble of several
models while still being fast and scalable to large datasets. We recently completed
work on classification of datasets with many millions of datapoints, demonstrating excellent classification performance while being linear in computing time with
respect to the number of datapoints [Breitenbach, Bohte & Grudic, submitted].
To summarize, we believe that the contribution of this paper lies in effectiveness
and speed of the proposed class of PMC algorithms: while being solidly rooted
in the theory of MPMC, their linear time complexity and nonparametric nature
allow them to essentially be a “plug & play” solution for classification problems,
yielding results competitive with algorithms like MPMC with Gaussian kernels
and non-linear SVMs.

References
[1] S.E. Fahlman and C. Lebiere. The cascade-correlation learning architecture. In D. S.
Touretzky, editor, NIPS, volume 2, pages 524–532, Denver 1989.
[2] Y Freund. An adaptive version of the boost by majority algorithm. In COLT: Proc.
Workshop on Comp. Learning Theory, 1999.
[3] S. Gallant. Perceptron-based learning algorithms. IEEE Trans. on Neural Networks,
1(2):179–191, 1990.
[4] G.Z. Grudic and P.D. Lawrence. Is nonparametric learning practical in very high
dimensional spaces? In Proc. 15th Intern. Joint Conf. on AI (IJCAI-97), pages
804–809, San Francisco, 1997.
[5] G. Lanckriet, L. El Ghaoui, C. Bhattacharyya, and M.I. Jordan. A robust minimax
approach to classification. J. of Machine Learning Research, 3:555–582, Dec 2002.
[6] B. Schölkopf and A. Smola. Learning with Kernels. MIT Press, MA, 2002.

302

Protocol-based Communication for Situated Agents
Danny Weyns

Elke Steegmans

Tom Holvoet

AgentWise, DistriNet, K.U.Leuven
Celestijnenlaan 200A, 3001 Leuven, Belgium
The full version of this paper appeared in: Proceedings of The 3th International
Joint Conference on Autonomous Agents and Multi Agent Systems, Eds. N. Jennings, C. Sierra, L. Sonenberg, M. Tambe, ACM Press NY, 2004, pp. 118-127.

1

Introduction

Collaborations in situated, behavior-based agent systems typically have to emerge
from the individual selected actions of the agents. Usually, communication happens indirectly, e.g. by depositing pheromone trails in the environment. In this
paper we outline an approach for situated agents to set up explicit collaborations.

2

Roles and situated commitments

Explicit collaborations are reflected in mutual commitments. We use the notion
of a situated commitment as a basis for collaboration. Contrary to the traditional
approaches on commitment that take a psychological viewpoint, i.e. commitments
are based on the agents’ mutually dependent mental states and a goal-oriented
plan, a situated commitment is a social attitude, i.e. situated commitments are
based on the roles of the involved agents and the local context they are placed in.
We use a model for action selection that is based on a hierarchical, free-flow
architecture. The hierarchy is composed of nodes which receive information from
internal and external stimuli in the form of activity. The nodes feed their activity
down through the hierarchy until the activity arrives at the action nodes where a
winner-takes-it-all process decides which action is selected.
Existing free-flow architectures are designed from the viewpoint of individual
agents. They lack explicit support for social behavior. We extend free-flow architectures with the concepts of a role and a situated commitment to enable explicit
social behavior. A role may consist of a set of sub-roles, and sub-roles of sub-subroles etc. All roles of the agent are constantly active and contribute to the final
decision making by feeding subsets of actions with activity. However, the contribution of each role depends on the activity it has accumulated from the affecting
stimuli of its nodes.
A situated commitment defines a relationship between one role, called the goal
role, and a non-empty set of other roles, i.e. the source roles, of an agent. Situated
commitments are characterized by a well-known name, a relations set, a context,
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an activation condition and deactivation condition. The relations set contains the
identity of the related agent(s) in the situated commitment. The context describes
contextual properties of the situated commitment such as descriptions of objects in
the local environment. Activation and deactivation conditions are boolean expressions based on internal state, perceived information or information derived from
a received message. When the activation condition becomes true, the situated
commitment is activated. The situated commitment then injects an additional
amount of activity in the goal role relatively to the activity levels of the source
roles. As such, the agent gives preference to the goal role over the source roles.
As soon as the deactivation condition becomes true, the situated commitment is
deactivated. Then the situated commitment no longer influences the activity level
of its goal role. Contrary to traditional approaches of commitment (e.g. a joint
commitment) where the agents have the obligation to mutually communicate with
each other when the conditions for a committed cooperation no longer hold, for a
situated commitment it is typically the local context in which the involved agents
are placed that regulates the duration of the commitment. This approach fits the
general principles of situatedness and robustness of situated multi-agent systems.

3

Protocol-based communication

Communication in multi-agent systems is traditionally based on speech act theory.
Speech act theory treats communication as actions, however the communicative
acts are considered in isolation. E.g., the original KQLM specification only suggests an implicit sequencing of messages in agent interactions. In practice speech
acts are mostly part of logically related series of communicative acts. In addition,
communicative acts are typically specified in terms of mental states which imposes
consequences on the nature of the agents. Communication specified in terms of
protocols shifts the focus of communication from reasoning upon individual messages towards the relationship between the exchanged messages.
A communication protocol specifies a well-defined sequence of messages, each
message referring to a speech act. We consider both binary and n-ary communication protocols. Protocol-based communication is the interaction between agents
based on the exchange of messages according to a specific communication protocol.
We use the notion of a conversation to refer to such an ongoing interaction. A conversation is initiated by the initial speech act of a communication protocol. At each
stage in the conversation there is a limited set of possible speech acts. Terminal
states determine when the conversation comes to an end. During a conversation
agents typically modify their state implied by the communicative interaction.
Explicitly naming roles and situated commitments enable agents to set up explicit collaboration. During collaboration setup, agents exchange messages. If the
agents agree, i.e. when the conditions prescribed by the protocol hold, this results in mutual situated commitments. A situated commitment affects the agent’s
decision making in favor of the role it plays in the collaboration. The collaboration typically ends when the context of the involved agents changes such that the
conditions to continue the collaboration expire.
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Recent years have seen a surge of interest in negotiation technologies,
seen as a key coordination mechanism for the interaction of providers and
consumers in future electronic markets that transcend the selling of
uniform goods. Such technologies could prove especially useful in the
case of multi-attribute negotiations, where the agents have an incentive to
cooperate in searching for jointly profitable outcomes. Negotiations of
this type represent non-zero sum games, where “as values shift along
multiple directions it is possible for both parties to be better off” [3].
One of the main obstacles that arises in applying the results from
cooperative game theory is the assumption that complete information of
both parties is available in order to compute optimal outcomes. This does
not usually hold in many applications, for a variety of reasons (e.g. fear
the other may abuse this information to get a better deal, privacy
concerns). In classical multi-attribute-utility theory [2], the solution
proposed is the use of an independent, trusted mediator. However, in an
electronic or open system settings, it can be difficult to establish whether
a mediator is indeed impartial or trustworthy. By contrast, our approach
is to use a distributed design, in which each agent computes its own bids,
possibly using partial information about the preferences of the opponent.
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Our negotiation follows an alternating-offers protocol. A bid in such a
negotiation has the form of values assigned to a number of attributes. We
distinguish between two types of attributes: discrete-valued (i.e. having a
finite set of values, assigned evaluations by the user) and continuousvalued. The overall utility of a bid is then computed as the weighted sum
of attribute evaluations (such as in [2]). If the negotiation is about the
sale of a car, for example, the discrete-valued attributes are the
accessories to be provided (having different quality levels), while price or
mileage are continuous-valued (see [1] for a detailed example).
Our paper pursues two main directions of research:
• A novel mechanism where the agents are allowed to exchange and
take into account partial preference information from the negotiation
partner (in the form of attribute preference/importance weights) is
proposed and studied.
• A heuristic by which an agent can estimate the preferences of the
other using his past bids is also studied. Here we start from the
assumption that the way the negotiation partner is bidding may reveal
something about his preferences. For this mechanism we use the term
“guessing” to clearly show it is a heuristic.
Experimental results show that the proposed model is an efficient one,
in which sharing some partial preference weights and guessing can lead
to gains in the negotiation outcome for both parties. These gains scale up
with the level of asymmetry in preference for different attributes between
parties. We also found that a combination of partial preference
information sharing and guessing can lead to Pareto-optimal outcomes,
even in the absence of complete information about the preferences of
both parties (such as in [2]).
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Combining two or more items and selling them as one good, a practice called bundling,
can be a very effective strategy for reducing the costs of producing, marketing, and selling products. In addition, and maybe more importantly, bundling can stimulate demand
for (other) goods or services, although this requires knowledge of customer preferences.
Traditionally, firms first acquire such aggregate knowledge, for example through market
research or sales data, and then use it for determining which bundle-price combinations
they should offer. Especially for online shops, an appealing alternative approach would be
to negotiate bundle-price combinations with customers: in that case, aggregate knowledge
can be used to facilitate an interactive search for the desired bundle and price.
In this paper, we present an approach that allows a shop to use aggregate knowledge
about many customers, in negotiations with individual customers. These negotiations
concern selecting a subset from a collection of goods or services, viz. the bundle, together with a price for that bundle. Our method finds promising alternatives to the bundle currently under negotiation, so that the shop can recommend an alternative bundle
when the current negotiation stalls. Specifically, when the shop deems the progress in
the customer’s consecutive offers too slow to expect that a deal about current bundle b is
imminent, he selects from the neighborhood of b the most promising alternative bundle b 0 ,
given his assessment of which bundle the customer is most interested in (the customer’s
‘interest bundle’), and recommends negotiating about bundle b 0 . Depending on the customer’s response to this recommendation, the shop either (a) updates his assessment of
the customer’s interest bundle when the customer’s response exceeds a certain threshold
τ , or (b) recommends another alternative bundle from the neighborhood of b when the
customer’s response implies that b0 is even worse than b was, or (c) simply continues
negotiating about bundle b0 in intermediate cases.
In our approach, aggregate knowledge is used for estimating customers’ preferences
for bundles, for the purpose of assessing which bundles are promising—in the current
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paper, aggregate knowledge means that the shop has access to the distribution underlying his customers’ preferences.1 In order to determine the performance of our proposed
mechanism, we tested it against many simulated customers using a variety of different
negotiation heuritics, and equipped with preferences drawn from various distinct random
distributions. Results are presented in Figure 1, which distinguishes our system (‘s’) from
a benchmark (‘b’) that recommends random rather than ‘promising’ bundles from the current bundle b’s neighborhood. The three columns represent the customers using different
negotiation strategies.
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Figure 1: Various results when the customers use different negotiation strategies. The
difference with the benchmark is indicated by the ‘(s-b)’-graphs.
The top row of graphs in Figure 1 shows how, irrespective of the negotiation strategy
used by the customers, and for a range of values for the shop’s threshold τ , our system
‘s’ reaches more deals than the benchmark ‘b,’ and uses less rounds to reach those deals.
The bottom row of graphs presents the quality of the deals reached as a percentage of
the difference between the maximum and the minimum quality attainable (‘pct.’), and as
a percentage of the difference between the maximum quality and the quality of the first
bundle negotiated about (‘rel. pct.’). These graphs also witness our system’s superior
performance as compared to the benchmark, over the whole range of threshold values;
the threshold keeps the system from adjusting its estimation of the customer’s ‘interest
bundle’ too easily, and from unchecked exploration without exploitation.
1 In a different paper (Proceedings 6th International Conference on Electronic Commerce, ACM Press), we
let the shop learn the required aggregate knowledge online, continuously testing and adapting his estimations
over the course of interactions with many customers.
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It has been widely argued that the establishment of a solid paradigm for contextual knowledge representation and reasoning is of paramount importance for
the development of sophisticated theory and applications in Artificial Intelligence.
McCarthy [7] pleaded for a formalization of context as a possible solution to the
problem of generality, whereas Giunchiglia [4] emphasized the principle of locality:
reasoning based on large (common sense) knowledge bases can only be effectively
pursued if confined to a manageable subset (context) of that knowledge base. Indeed, in contemporary settings like those of the Grid [2] and the Semantic Web [1]
the notion of local, distributed knowledge has become an indispensable requisite.
In general, modern architectures impose highly scattered, heterogeneous knowledge fragments, which a central reasoner is not able to deal with. This engenders
a high demand for distributed, contextual reasoning procedures.
Contextual knowledge representation has been formalized in various ways.
Most notable are the propositional logic of context (PLC) devised by McCarthy,
Buvač and Mason [8, 9], and the multi-context systems (MCS) developed by
Giunchiglia and Serafini [5], which have later become associated with the local
model semantics (LMS) introduced by Giunchiglia and Ghidini [3]. MCS has been
proven to be both conceptually and technically more general than PLC [12].
We seek to characterize the computational complexity of contextual reasoning.
Our most significant results are an equivalence theorem with bounded modal logic,
and the so-called bounded model property for propositional multi-context systems.
This property yields a rather general insight into the inherent difficulty of contextual reasoning. It allows us to prove NP-completeness for MCS and to obtain new
complexity bounds for both MCS and PLC, in the latter case improving earlier
results due to Massacci [6]. Moreover, it provides for an encoding of contextual
satisfiability into purely propositional satisfiability, which paves the way for the
implementation of contextual reasoners based on already existing Sat solvers.
1 A full-fledged version of this paper appears in the proceedings of the National Conference on
Artificial Intelligence [10]. A complimentary account of concrete decision procedures for contextual reasoning has been presented during the European Conference on Artificial Intelligence [11].
All material is available from http://home.student.uva.nl/f.roelofsen/.
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In this paper, the process of (business) organisational change is
analysed in more detail. Methods used in this analysis are those of
formalisation, simulation and verification. As every business process, the
process of organisation change has to be organised in one way or the
other. To organise such a change process, a generic organisation model
for organisational change is introduced and formalised. This organisation
model incorporates both multi-agent co-operation aspects and individual
cognitive aspects in the form of the internal mental states (e.g., beliefs) of
those involved in the change.
Given an organisation that needs to undergo change, Lewin [1] states
that there are two opposing forces at work: forces that resist the change,
and forces that drive towards the newly desired organisation, see Figure
1. Lewin considers the process of organisational change to consist of
three stages (see the top part of Figure 1): unfreezing, movement, and
refreezing.
Unfreezing

Desired state

Movement

Refreezing

Resistant forces

Status quo
Driving Forces

Time
Figure 1: Movement of an organisation from a status quo to a desired state

1

In: Proc. of the Sixth International Workshop on Agent-Oriented Information Systems,
AOIS’04. To be published by Springer Verlag.
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The approach adopted in this article for modelling an organisation is
the Agent-Group-Role (AGR) approach [2] extended with dynamic
expressions. Modelling the forces indicated in Lewin’s model entails
attributing these forces to roles. Given an existing organisation model that
does not model organisation change, there are two basic choices that can
be made: assigning these forces to roles already in the model, or
extending the model with additional organisational elements. Attributing
them to the existing roles is counterintuitive, because different roles have
been identified to specify different behaviours. The resisting and driving
behaviours are of a different category. The way chosen in this article, is
to recognise that all agents part of the realisation of the organisation have
one thing in common: they are all members of the organisation. Some
members of the organisation might be in favour of change, some against,
and this might change over time. This is modelled by adding the role
Member to the organisation model, and attributing driving and resisting
forces to that role. Given that the organisation changes from one stable
situation to a new stable situation, there is a need to model the focus
existing in the organisational change. For this reason the role of Change
Manager is added to the organisational model. The Change Manager is
attributed with driving forces. The new roles are grouped together in an
organisational element called the Change Group.
In change processes the internal (mental) states of those involved in
the organisation are important. Therefore, also internal states of
individuals have to be part of a model for organisational change. In
particular, beliefs and their changes are incorporated in the model. In
addition also a distinction is made between automated and non-automated
(more conscious) role behaviour. For the latter case an internal model for
(reflective) reasoning about expected role behaviour is included.
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Negotiation is a process by which a joint decision is made by two or
more parties [1]. Typically one of the parties starts a negotiation by
offering the most preferred solution from the individual area of interest. If
an offer is not acceptable to the other parties they make counter-offers in
order to move them closer to an agreement. Multi-issue negotiation (also
called multi-attribute negotiation) is often seen as a more cooperative
form of negotiation than single-issue negotiation, since often an outcome
exists that brings joint gains for both parties, see [2].
The first purpose of this paper is to present a System for Analysis of
Multi-Issue Negotiation (SAMIN). SAMIN is designed to analyse
negotiation processes between human negotiators, between human and
software agents, and between software agents. Basically, the system
needs three different inputs:
(1) a negotiation trace (or a set of traces)
(2) a set of dynamic properties that are considered relevant for the
negotiation process
(3) the negotiation profiles of the participants
A trace is a sequence of bids by the negotiators. A dynamic property is an
(informal, semi-formal or formal) expression that can or cannot hold for a
certain trace. An example of a simple dynamic property is bid-alternation,
i.e., after communicating a bid to another agent, the agent remains silent
1

In: Proceedings of the Third International Joint Conference on Autonomous Agents
and Multi-Agent Systems, AAMAS’04. IEEE Computer Society Press, 2004.
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until it has received a new bid from the other agent. A negotiation profile
is a description of the preferences of the agent within the particular
negotiation domain. The profiles together define the space of possible and
efficient outcomes and are, therefore, essential for the creation of a
complete analysis of the performance of a negotiator. SAMIN can check
automatically whether selected properties hold for the traces under
analysis. Such an analysis provides a means to improve bidding strategies
and bidding protocols, both for human negotiators and for software
agents in automated negotiation systems.
The second purpose of the paper is to present the results of using
SAMIN to analyse empirical traces obtained from 74 people negotiating
with each other in pairs. The multi-issue negotiation concerned second
hand cars. SAMIN proved to be a valuable tool to check the dynamics of
human-human closed negotiation against a number of dynamic
properties. Our analysis shows that humans find it difficult to guess
where the Pareto Efficient Frontier is located, making it difficult for them
to accept a proposal. The Pareto Efficient Frontier is the set of bids, such
for each bid in the set there is no alternative bid that is better for both
parties, for furter info the reader is referred to [2]. Although humans
apparently do not negotiate in a strictly Pareto-monotonous way, when
considering larger intervals, a weak monotony can be discovered. The
results of such an analysis are useful in two ways: to train people in
negotiation, and/or to improve the strategies of software agents. Amongst
our plans for future research are:
• to analyse the dynamics of expert human negotiators
• to analyse the dynamics of automated negotiation systems
• to test the effectiveness of training methods for negotiation
• to extend SAMIN to provide feedback to a negotiator during a
negotiation, where SAMIN only has access to the same information
as the negotiator. Note that for a thorough analysis of a negotiation,
the systems needs the profiles of both negotiators.
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1. Verification and validation of business rules
Business Rules (BR) are a common knowledge representation in commercial
environments. They describe and automate the business function in a declarative
manner [1].
Gathering correct and complete knowledge is one of the greatest difficulties.
Usually, the acquired rules are contradictory and/or insufficient. Their
maintenance is a non–trivial challenge, because it often introduces unnoticed
inconsistencies, contradictions and other anomalies [1]. Therefore, BR need to
be verified and validated after their specification for a certain application
environment. The verification issue is well developed. Based on long-term
experience of developing verification techniques and tools, the authors of [2] list
up requirements derived from practice and have developed the successfully
applied verification tool called VALENS. For the validation of rules in Knowledge
Based Systems, promising methodologies and techniques are developed [3]. The
authors started embedding the test case generation step in VALENS.

2. Scenarion to Perform Validation
The rules are analyzed with the objective to compute a so called Quasi
Exhaustive Set of Test cases (QuEST) with the following characteristics: 1)for
each of the system’s possible final output there is at least one test data tj 2
QuEST. 2) the test data are able to reflect the boundary conditions between
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different system outputs, i.e. they ”frame” each boundary with so–called
”scanning distance” to it. 3) the cardinality of QuEST is as small as possible.

The procedure to compute QuEST is formally described in the full paper.

3. Ivory Tower Ideas vs. Practice
Rules in Commercial business rules engines (BRE) follow the association
from the point of AI. Formally, they fall into the class of HORN clauses of the
propositional calculus, but their expressivity is much more powerful than this,
because their premises and conclusions are not limited to logical statements.
Commercial business rules engines provide a Forward– and backward–Chaining
rule processing with or without the control of rules’ priorities. Furthermore, an
implicit inference is performed by the inheritance within the class hierarchy.
The developer of the validation approach assumed that an output is just a
propositional statement that can be true or false. The practice taught, that a
written attribute is considered an output. By associating a particular value, it
becomes a logic statement and thus, an output in the eye of the validation
approach developer. Another big issue is the assumption that a rule is a
completely logic item. This sounds quite naturally, but is far away from
practice. Difficulties occurred with elements like function– or method calls in
the rules. "Normalizing" the rule base to one that is free of such calls could
solve this.
Since there is still a long way until BR applications can enjoy the benefits of
validation approaches, the research in both communities BR knowledge
engineering and V &V of intelligent systems need to adapt their terminologies
and approaches to each other’s requirements.
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Organizations are an important metaphor for developing multiagent
systems. Organizations provide a template of rules for agents to follow to
accomplish large-scale tasks [1]. When designed modularly,
organizations make it possible to divide a large-scale task among small
groups of practice and coherently put together the individual outputs of
the groups to accomplish the large-scale tasks of interest. We consider the
problem of designing organizations. Such an organization design process
for example starts by formally specifying requirements for the overall
organization behavior. The requirements express the dynamic properties
that should hold if appropriate organizational building blocks, such as
groups and roles and their interactions, are glued together appropriately
[2]. In addition, there could be requirements on the structure of the
desired organization that is going to be designed. Given these
requirements on overall, organizational structure and organizational
behavior are designed and formally specified so that the requirements are
fulfilled. However, designing the individual groups from scratch is laborintensive, requiring expertise and domain knowledge.
We argue that once designed and formally specified, parts of an
organization can be reused by other organizations. The approach we take
is the following:
1. Groups are characterized from an external perspective by abstract
identifiers at different levels of abstraction.
1

Full paper to appear in Proceedings of the AAMAS Workshop on Agent-Oriented
Software Engineering (AOSE’04), 2004.
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2. The complete group specification (from an internal perspective) is
stored in the library, and indexed with the identifiers obtained in 1.
3. An organization designer queries the library for a group based on
certain information expressed in terms of the characterizing identifiers.
4. The library returns all groups that match the query, based on a
matching function.
5. The organization designer reviews the returned groups and
incorporates one of them possibly modifying it as necessary.
The methodology indexes organizational components based on abstract
identifiers that capture their functionality (what it does) and additional
metadata that provide information on the workings of the component
(how it does). Such metadata can include factors such as environmental
assumptions or realization constraints. The components are indexed with
identifiers that are structured in multi-dimensional taxonomies [3], which
allow a designer to find the same component by formulating a query in a
variety of dimensions. An organization designer can interactively search
a library of components to find a component that fits her needs and
possibly tailor it to her needs. Further, the system can exploit the library
structure interactively to help designers reformulate their queries more
precisely. If a system designer does not manage to formulate a precise
query, the system will find an identifier of interest that lies higher in the
taxonomy. Then, the system will help the designer by posing different
branches of the tree as optional identifiers.
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Meetings are important tools in most organizations to structure decision
processes and to disseminate information throughout the organization.
Typically the members of a group come together on a regular basis to
inform each other of new developments, to discuss problems, and
propose solutions. While many organizations depend on face-to-face
meetings, it is notoriously difficult to hold a focused and effective
meeting. There is an abundant literature on guidelines on how to carry a
successful meeting; e.g., [1, 2]. These guidelines are rather informal,
which makes it hard to put into practice and hard to evaluate.
This paper formalizes a domain-independent meeting protocol that can
be used in various meetings. A generic role interaction protocol for
meetings was formalized. Moreover, desirable overall properties for a
meeting were formally specified. The formalization captures many
intuitive ideas that are also mentioned in meeting guidelines, hence is
compatible with most meeting guidelines. The meeting protocol is
studied for an empirical trace and a simulated trace. The empirical trace is
based on observations of a real meeting in the Artificial Intelligence
Department of the Vrije Universiteit Amsterdam. The observer wrote
down the conversations of the meeting in an informal language. Later
these informal texts were formalized to analyze and reason about the
meeting. The simulated trace is generated in a simulation. The two traces
are compared in terms of desirable properties. Based on differences
revealed in this comparison, a more human-like refined protocol was
*
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specified and used as a basis for another simulation, closely resembling
the empirical data.
The simulations of interest are generated using a logic-based
simulation environment. Using this environment, executable temporal
rules are specified so that the simulation environment can generate a
trace. Traces are analyzed with an automated logic-based checker. This
checker takes as input a property of interest about the trace and logically
validates the property by the trace. If the property holds in the trace, the
checker outputs success otherwise it outputs fail.
As shown in the analysis, a real meeting may deviate from a meeting
correctly following the generic protocol in the following ways:
• sometimes, by exception, protocol properties are violated by one of
the members
• strategies are employed to handle these exceptions and get the
meeting on the right track again
An interesting question is whether the generic meeting protocol can be
refined by including such exception handling strategies to provide a more
robust protocol. To experiment with such a refined protocol, a second
simulation was developed, where a number of the rules for the simulation
were adapted to reconstruct the empirical trace as precisely as possible.
The generated trace indeed closely resembles the real meeting.
The work reported in the current paper contributes some first steps in
formal analysis of meetings. It is shown how meeting simulations
following widely accepted guidelines in a rigid manner, do not resemble
human meetings, which exploit more sophisticated strategies. It is pointed
out how this discrepancy can be overcome by allowing by exception
violations of the protocol, and by including exception handling strategies
within the protocol. Future research will address this theme further.
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Abstract
This paper introduces and describes new protocols for proving knowledge
of secrets without giving them away: if the verifier does not know the secret,
he does not learn it [1]. An implementation van be found in this volume [2].

1

Introduction: Proving Secrets

In application domains where sensitive information plays an important role, such
as police research, intelligence, finance and the medical domain, one may want
to ask whether someone knows a specific fact. Because of the sensitivity of the
information concerned, it is often undesirable for the specific fact itself to be told
by way of posing the question. For example posing the question “Did you know
that Geertje is pregnant?” will inform the asked person about a fact. If it is the
aim to ask this very question without informing the asked person about the fact,
we need dedicated protocols for asking such questions in a multi-agent context.
In these protocols, we recognise a prover and a verifier. Three role configurations exist for this type of protocols: (1) the prover may want to pro-actively
prove knowledge of a secret, (2) a verifier may ask someone to prove knowledge of
a secret, or (3) two players may mutually prove knowledge of a secret.
In essence, these protocols consist of the verifier asking the prover to modify
the secret in a way chosen by the verifier, and to show the cryptographic hash
value of this “altered secret”. The number of computations needed for this can be
reduced if we allow encrypted communication between the prover and the verifier.
The three role configurations together with the decision whether to use encryption, gives a total of six protocols, all shown in the extended paper [1].

2

Problem description

The following is a more precise description of when this type of protocols is needed.
Victor is a secret agent, and keeping secret his intelligence has a high priority.
However, his mission is to protect Peggy from great dangers, so when needed,
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protecting Peggy takes priority over keeping his information secret. Now he is
confronted with the following situation: Victor does not know whether certain
information known to him, is also known to Peggy. (“Peggy is kindly invited for
a dinner at Mallory’s place.”)1 Victor knows that Mallory is a very malicious
person. If Peggy does know that she is kindly invited, Victor would like to send
her a warning message (“Don’t go there, it is a trap. You will get killed in case you
go there.”). However, if Peggy has somehow not received the invitation, Victor
would like to keep his warning for himself, as well as his knowledge of Peggy’s
invitation. Therefore, Victor asks Peggy to prove her knowledge of the invitation.
Only after the proof, Victor will disclose his warning to Peggy.
Peggy is willing to prove her knowledge of the invitation, but only if she can
make sure Victor does not cheat on her, and actually finds out about the invitation
because he tricks her into telling him (she has been invited). That is, she only
wants to prove her knowledge of the invitation if Victor actually knew about the
invitation beforehand.
The protocols described in the long version of this article facilitate the described
situation. Both Victor and Peggy can initiate the protocol. Victor will not learn
any property of the secret my means of the protocol. In the protocol, Peggy does
not learn whether Victor actually knew about the invitation, other than from his
possible next actions, such as sending a warning.

3

The ANITA project

The research contributing to the protocols and this demonstation is the Administrative and Normative Information-Transaction Agents project, ANITA for short.
Its aim is to use multi-agent systems to provide methods for both complete and
legitimate information exchange of sensitive information, such as in the Dutch
police domain. The Dutch police offers us a very interesting application area for
our protocols. Police investigation teams typically want to keep their files secret,
but do want to know whether other teams are investigating on the same persons
or locations. If indeed multiple teams are investigating on the same person, they
would better co-operate, or at least make sure they do not hinder one another.
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7KHSUREOHPVRIDXWRPDWHGGLVWDQFHOHDUQLQJV\VWHPV
FRPPXQLW\IRUPDWLRQ
$OH[HL6KDUSDQVN\NK
9ULMH8QLYHUVLWHLW$PVWHUGDP

'HSDUWPHQWRI$UWLILFLDO,QWHOOLJHQFH

'H%RHOHODDQD+9$PVWHUGDP7KH1HWKHUODQGV
HPDLOVKDUS#FVYXQO


7KH IXOO YHUVLRQ RI WKLV SDSHU DSSHDUHG LQ -RXUQDO RI ,QIRUPDWLRQ &RPPXQLFDWLRQ
7HFKQRORJLHVLQ(GXFDWLRQ


2QH RI WKH PDLQ LVVXHV LQ WKH GLVWDQFH OHDUQLQJ ILHOG LV WKH
HQKDQFHPHQWRIIXQFWLRQDOLW\DQGXVDELOLW\RIDGLVWDQFHOHDUQLQJV\VWHP
'/6  IRU LWV SRWHQWLDO XVHUV HJ WXWRUV VWXGHQWV PDQDJHUV DQG
DGPLQLVWUDWRUV 
7KHSDUWLDOVROXWLRQIRUWKLVSUREOHPLVDXWRPDWLRQRIDFWLYLWLHVZLWKLQ
D '/6 SURJUDP HQYLURQPHQW 7DNLQJ LQWR FRQVLGHUDWLRQ WKDW DOPRVW DOO
'/6 VXEV\VWHPV DUH DXWRQRPRXV DQG HDFK VXEV\VWHP LQWHUDFWV DFWLYHO\
ZLWK RWKHU VXEV\VWHPV DQG DQ HQYLURQPHQW D PXOWLDJHQW PRGHO FDQ EH
FRQVLGHUHG DV D VXLWDEOH EDVLV IRU WKH DXWRPDWHG '/6 $'/6 
UHSUHVHQWDWLRQ ,Q DGGLWLRQ WR WKH PXOWLDJHQW EDVLV D PRUH HIIHFWLYH
VROXWLRQ WR WKH HDUOLHU SRVHG LVVXH LV SURSRVHG LQ WKH SDSHU 1DPHO\ D
QHZ DSSURDFK WR PRGHO LQWHUDFWLRQ DPRQJ $'/6’ LQ WKH IRUP RI D
FRPPXQLW\ LV SURSRVHG 'LIIHUHQW $DLS’ DUH FDSDEOH WR LQWHUDFW ZLWK
HDFKRWKHUPDNLQJXVHRIFRPPRQRQWRORJ\EDVLV
7KHLVVXHVRI$'/6FRPPXQLW\IRUPDWLRQKDYHQRWEHHQLQYHVWLJDWHG
EHIRUH %XW WKHUH DUH VHYHUDO HVVHQWLDO DGYDQWDJHV LQ FUHDWLRQ RI VXFK
FRPPXQLWLHVPHPEHUVRIFRPPXQLWLHVFRXOGVKDUHWKHHOHPHQWVRIWKHLU
LQVWUXFWLRQ PDWHULDOV FRQGXFW FRPPRQ FRQVXOWDWLRQV RUJDQLVH VKDUHG
SURMHFWVDQGFROODERUDWLYHSUREOHPVROYLQJ
,QRUGHUWRPDNHWKHIRUPDWLRQRIVXFKFRPPXQLWLHVSRVVLEOHVHYHUDO
SUHUHTXLVLWHVDUHFRQVLGHUHG
• ,QIRUPDWLRQPXVWEHUHSUHVHQWHGDQGVWUXFWXUHGHIIHFWLYHO\
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• &RPPRQEDVHWHUPLQRORJ\IRUGLIIHUHQW$'/6’ LVWREHFUHDWHG
• 5HJLVWUDWLRQ DQG LQGH[LQJ VHUYLFHV DV ZHOO DV FRPPRQ SURWRFROV
IRULQWHUDFWLRQKDYHWREHSURYLGHG
2QH RI WKH PRVW SURPLVLQJ ZD\V WR VROYH WKH ILUVW LVVXH LV WR XVH
FRQFHSWRULHQWHG VWUXFWXUHV >@ WKDW FDQ EH XVHG HIIHFWLYHO\ IRU
PDQDJHPHQWSURFHVVLQJDQGYLVXDOization of ADLS’ domain concepts
&UHDWLRQ RI WKH FRPPRQ WHUPLQRORJ\ RU FRQFHSWXDOL]DWLRQ RI WKH
DSSURSULDWHGRPDLQDUHDVFDQEHFDUULHGRXWE\PHDQVRIRQWRORJLHV
,Q DGGLWLRQ WR GHFODUDWLYH FRQFHSW RQWRORJLHV SUREOHP VROYLQJ WDVN 
RQWRORJLHV DUH FRQVLGHUHG 7KH ODWWHU DUH XVHG LQ WKH PDFKLQH GHGXFWLRQ
DOJRULWKPV IRU LQVWUXFWLRQDO VFHQDULR FUHDWLRQ DXWRPDWHG WDVNV DQG WHVWV
DVVHVVPHQWDQGDXWRPDWHGJHQHUDWLRQRIDQVZHUVWRstudents’ TXHVWLRQV
5HJLVWUDWLRQDQGLQGH[LQJVHUYLFHVSOD\DNH\UROHLQDFRPPXQLW\DQG
KDYHWKHIROORZLQJIXQFWLRQV
• 6XSSRUWLQJ RI WKH $'/6PHPEHUV OLVW DQG XSWRGDWH LQIRUPDWLRQ
DERXWWKHP
• 3URYLGLQJ RI H[WHQVLYH VHDUFK IDFLOLWLHV RI LQIRUPDWLRQ DERXW WKH
UHVRXUFHVJUDQWHGE\HYHU\PHPEHURIDFRPPXQLW\
• 6WRULQJRIGRPDLQGHSHQGDQWDQGGRPDLQLQGHSHQGHQWFRQFHSWDQG
WDVN RQWRORJLHV ZLWK WKHUHIHUHQFHV WR WKH DSSURSULDWH LQVWUXFWLRQDO
PRGXOHVZKHUHWKH\DUHEHLQJXVHG
• 6XSSRUWLQJ RI WKH PXOWLPHGLD OLEUDU\ WKDW LV EHLQJ IRUPHG RI WKH
HOHPHQWVIURPGLIIHUHQWLQVWUXFWLRQDOPDWHULDOV
• 5HDOL]DWLRQRIDWUXVWUHODWLRQVKLSVSROLF\LQDFRPPXQLW\
7ZRVFKHPDWDRIWKHWUXVWUHODWLRQVKLSVSROLF\LPSOHPHQWDWLRQQDPHO\
ZLWK WKH GHGLFDWHG FHQWHU   DQG EDVHG RQ WKH HTXDOLW\ SULQFLSOH IRU DOO
FRPPXQLW\’ s PHPEHUV  DUHGLVFXVVHGLQWKHSDSHU
7KH SUDFWLFDO H[DPSOH RI LQWHUDFWLRQ EHWZHHQ WKH UHJLVWUDWLRQ DQG
LQGH[LQJ VHUYLFH DQG WZR GLIIHUHQW $'/6’  GXULQJ GLVWDQFH FRXUVH
GHYHORSPHQWLVJLYHQLQWKHSDSHU

5HIHUHQFHV
>@ %UXVLORYVN\ 3 5LFFDUGR 5 $GDSWLYH +\SHUPHGLD 0DSEDVHG
KRUL]RQWDOQDYLJDWLRQLQHGXFDWLRQDO+\SHUWH[W,Q3URFHHGLQJVRIWKH
WKLUWHHQWK FRQIHUHQFH RQ +\SHUWH[W DQG K\SHUPHGLD SDJHV 
86$ 0DU\ODQG 
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Novel approximations for inference and learning in
nonlinear dynamical systems
Alexander Ypma

Tom Heskes

SNN, Geert Grooteplein 21, 6525 EZ, University of Nijmegen
Abstract. We formulate the problem of inference in nonlinear dynamical systems (NLDS) in the Expectation-Propagation framework, and propose two novel
inference algorithms based on Laplace approximation and the unscented transform (UT). The algorithms are compared empirically and employed as an improved E-step in a conjugate gradient learning algorithm. We illustrate its use
for data mining with two high-dimensional time series from marketing research.
This contribution is based on work that appeared in [1] and [2]. More information can be obtained via www.snn.kun.nl/~ypma/papers/list_of_papers.html
or ypma@snn.kun.nl. The work is supported by STW, project NNN.5321 “Graphical models for data mining”. Data was provided by BrandmarC.
Model. We consider dynamical systems with nonlinearities in the state- and
observation equations and additive Gaussian noise,
xt = f (xt−1 ) + vt , vt ∼ N (0, Q);

yt = g(xt ) + wt , wt ∼ N (0, R)

(1)

where f (·) and g(·) are nonlinear functions. In the well-known Kalman filter and
smoother all functions are assumed linear and posterior beliefs on the hidden states
can be computed exactly. In the nonlinear model, forward and backward messages
cannot be computed exactly any more, so one has to resort to approximations.
Inference with unscented and Laplace approximation. One can express inference in a graphical model as a sequence of multiplications and a summation (or
integral) of local Q
factors and messages.
Q In the NLDS model, p(x1:T , y1:T ) factorizes:
p(x1:T , y1:T ) = t Ψt (xt−1 , xt ) = t p(xt |xt−1 )p(yt |xt ). Beliefs p(xt |y1:T ) are
computed by p(xt |y1:T ) = α̂t (xt )β̂t (xt ), where α̂t (xt ) and β̂t (xt ) are the forward
and backward messages at xt . We express a two-slice belief as a product of a twoslice potential and ’incoming messages’, p̂t (xt−1 , xt ) ∝ α̂t−1 (xt−1 )Ψt (xt−1 , xt )β̂t (xt ).
Belief qt (xt ) is obtained as qt (xt ) = collapse p̂t (xt−1 , xt )dxt−1 , where “collapse” involves projection to a Gaussian and marginalization (in this case over xt−1 ). In our
first approach we collapse the nongaussian marginal onto a Gaussian by applying
Laplace approximation. In our second approach, we use the unscented transform to
collapse the nongaussian two-slice joint pt (xt−1 , xt ) to a Gaussian, in three steps:
1. prediction: approximate α̂t−1 (xt−1 )Ψat (xt−1 , xt ) p∗t (xt−1 , xt ) with UT;
2. correction: compute p∗t (xt ) by marginalization; approximate p∗t (xt )Ψbt (xt , yt )
with a Gaussian p∗t (xt , yt ) using UT; incorporate evidence into p∗t (yt |xt ) =
p∗t (xt , yt )/p∗t (xt ), resulting in p∗∗
t (yt |xt );
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3. combination: compute qt (xt−1 , xt ) = p∗t (xt−1 , xt )p∗∗
t (yt |xt )β̂t (xt ), and obtain qt (xt−1 ) and qt (xt ) by marginalization.
We use UT for computing moments of the joints p∗t (xt−1 , xt ) and p∗t (xt , yt ). For
example, in the prediction step we need to compute
Z Z
X
α̂t−1 (xt−1 )Ψat (xt−1 , xt )h(xt−1 , xt )dxt−1 dxt ≈
wi Fh (χi )
(2)
i

Here we denote with h(xt−1 , xt ) a generalization of Giτ (xt−1 , xt ) that also includes
the cross-moment of xt−1 and xt . This is needed since we need to compute all
first- and second-order moments of the two-slice posterior p∗t (xt−1 , xt ) using UT.
With Fh we express that the ’effective nonlinearity’ through which the samples
have to be propagated is now determined by h(xt−1 , xt ) as well.
Conjugate gradient learning. We parameterize the nonlinearities in (1) with
radial basis functions ρif (dynamics) and ρig (observer), and include weighted inputs
PIf i i
ut . E.g. for the dynamics, xt+1 = i=1
hf ρf (xt )+Af xt +Bf ut +bf +vt ≡ θf Φft +vt
i
where vt ∼ N (0, Q) and ρf (xt ) are Gaussians in xt space. We then compute the
gradient of the loglikelihood L with respect to Q and θf as
1 −1
J
Q SQ−1 − Q−1
2
2
!
X f f,T
X
f,T
−1
∇θf (L) = Q
hxt+1 Φt it − θf
hΦt Φt it
∇Q (L) =

t

(3)

t

Results. In experiments with a one-dimensional nonlinear dynamical system, our
unscented algorithm proved to be robust and consistently better than extended and
unscented Kalman filtering. Our Laplace algorithm allowed for the best estimates
of the hidden state means, but also proved less robust to high observation noise. We
then applied our combined inference-learning algorithm to the task of data mining
of marketing time series, where the underlying assumption is that a marketing
steering variable has both an immediate influence on the output (via the observer)
and a delayed influence via the dynamics (e.g. when ’the general opinion’ about a
brand gradually changes as a result of PR activities).
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Simulation and Analysis of Shared Extended Mind*
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Universiteit Utrecht, Department of Philosophy
Heidelberglaan 8, 3584 CS Utrecht, The Netherlands
Some types of animals exploit patterns created in the environment as external
mental states, thus obtaining an extension of their mind. In the case of social
animals the creation and exploitation of such patterns can be shared [1], which
supports a form of shared extended mind or collective intelligence. This paper
explores this shared extended mind principle for social animals in more detail.
Clark and Chalmers [2] point at the similarity between cognitive processes in
the head and some processes involving the external world. This similarity can be
used as an indication that these processes can be considered extended cognitive
processes or extended mind. We will call this the ‘isomorphism’ criterion. As
the patterns in the external world have to be created and sensed, interaction with
the external world will be more intensive, compared to the case where internal
mental states are created and exploited.
This paper includes a case study in social ant behaviour in which shared
extended mind plays an important role. The analysis of this case study
comprises multi-agent simulation based on identified local dynamic properties,
identification of dynamic properties for the overall process, and verification of
these dynamic properties.
Dynamic properties can be specified at different aggregation levels, varying
from (local) dynamic properties for the basic mechanisms and (global)
properties of a process as a whole. This paper introduces local dynamic
properties for the basic mechanisms; they are used to specify a simulation
model. The world in which the ants live is described by a labeled graph as
depicted in the Figure below. Locations are indicated by A, B,…, and edges by
*

The full version of this paper appeared in: Proceedings of the First Joint Workshop on
Multi-Agent and Multi-Agent-Based Simulation, MAMABS’04, 2004.
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l1, l2,… The ants move from location to location via edges; while passing an
edge, pheromones are dropped. The objective of the ants is to find food and
bring this back to their nest. In this example there is only one nest (at location
A) and one food source (at location F).
l1

A
(nest)

B
l6

l2

C

l3

D

l4

E
l5

l10

l9

l7

G

l8

H

F
(food)

A special software environment has been created to enable the simulation of
executable models. Based on an input consisting of dynamic properties, the
software environment generates simulation traces. Experiments have been
performed with a population up to 50 ants.
The paper also addresses dynamic properties of a global nature, and their
verification. Such properties for example include the successfulness of food
delivery, returning to the nest and food being delivered to the nest by multiple
ants. These and a number of other global properties have been formalised and
using a checking software environment have been (automatically) verified in
simulation traces.
In [2], four criteria are given for extended mind: (1) the external information
is a constant in the agent'
s life - when the information is relevant, he will rarely
take action without consulting it; (2) the external information is directly
available; (3) the agent endorses retrieved external information; (4) the external
information has been endorsed at some point in the past, and is there as a
consequence of this endorsement. Our investigation reveals insights into how far
these criteria apply to the ants case. For the first one, indeed an ant always
senses the pheromone before choosing a direction. Secondly, at each location
the pheromone is immediately accessible for sensing. Thirdly, the decision for
the direction indeed is always based on the pheromone. Finally, the external
information is endorsed in the past: the pheromone was dropped at the direction
from which one or more ants came.

References
[1] Bonabeau, J. Dorigo, M. and Theraulaz, G. (1999). Swarm Intelligence:
From Natural to Artificial Systems. Oxford University Press, New York,
1999.
[2] Clark, A., and Chalmers, D. (1998). The Extended Mind. In: Analysis, vol.
58, 1998, pp. 7-19.
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The full version of this paper appeared as: S. Malki, L. Spaanenburg and
N. Ray. Neural vision sensors for surface defect detection. Proceedings
IJCNN’04, Vol. IV, Budapest, pp. 3155 – 3160, 2004.

1. Introduction
Cellular Neural Networks (CNNs) are widely used for real-time image
processing applications. Though the Cellular Neural Network as a
concept is characterized by a strict locality of operation, the large-scale
digital implementation has been far from trivial. The intense interaction
of a CNN node with all others within a specified neighbourhood poses
severe interconnection requirements. Already 8 input and output values
need to be communicated for the minimal 1-neighbourhood. The attached
problem is the need for massively parallel and accumulated
multiplications to implement the basic cell functionality.
The earliest CNN realization was targeted on exploiting the benefits of
analogue circuitry to handle high communication bandwidth requirements
as well as dense footprint multiplication. Added to the analogue core is a
digital framework to universally integrate the CNN machine in a
programmable environment. Today this technology style has created an
impressive 128 by 128 capacity [1].
In a first digital realization, Szolgay discusses the use of the 2nd
generation Field-Programmable Gate-Array (FPGA). From an analysis on
the mapping of the major arithmetic blocks on the FPGA function blocks,
he concludes that a further increase in packing density can be achieved in
future generations [2]. This is confirmed by ILVA, where the memory
and multiplier macro facilities on the Virtex-II are exploited [3]. Such
leaves the impression that even more can be gained by moving the local
broadcast of data from circuit switching to packet switching.
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2. The Effect of a Network-on-Chip
The operation of a DT-CNN on images covers many dimensions. The
local operation is performed in a two-dimensional plane (width & length)
and iterates in time. Due to the limited capacity of the CNN
implementation this has to be repeated over image slices and iterates over
the surface to handle potential wave propagation. Finally the operation is
performed on sequences of images. All this has to be facilitated on the
two-dimensions in a Field-Programmable Gate-Array. Consequently, the
dominating architectural question is: how to reduce the dimensions from
the functional requirements to the platform facilities?
The key issue seems to be whether access to image information stored
off-chip can be kept outside the inner loops of the computation. This is
clearly exemplified in the original ILVA architecture [3], where the
computation is unrolled on the nodal iteration dimension at the expense
of the on-chip image salvage. The consequence is that image stream
manipulations will involve a bandwidth problem with respect to the
external image RAM.
The principle of broadcasting processing elements, loosely coupled
through a packet switching network retains the potential of image stream
handling. Of course, in the present generation of FPGAs, the amount of
distributed memory seems large enough to store a number of images. The
new designs provide a similar high speed of 500 Mpixels per second as
the original ILVA design after detailed optimization, but the capacity has
been raised from a pipeline of 20 nodes in a line to a full parallel network
of 128 neurons. The designs are developed using ISE, ModelSim, and
Synplify; they are targeted for the Virtex-II Pro P30 on a Memec FF1152
development board.
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The full version of this paper appeared in the proceedings of the Second Workshop on Semantics in peer-to-peer and Grid Computing (SemPGRID’04) held at
the WWW’04 conference in New York [1]. In that paper, we describe the design
and implementation of Bibster, a Peer-to-Peer system for exchanging bibliographic
data among Computer Science researchers. Bibster is fully implemented on top of
the JXTA platform1 , and is now being rolled out for field testing. This submission
is also a kind request for participating in the system test2 .
Currently, many researchers in Computer Science keep lists of bibliographic
metadata in BibTeX format, that they must maintain manually, for which they
do not have an easy overview, and that has greatly varying quality. At the same
time, many researchers are willing to share these resources, provided they do not
have to invest work in doing so.
The following characteristics make this domain an interesting use case for a
semantics-based peer-to-peer system:
• a centralized solution does not exist and cannot exist, because of the multitude of informal workshops that researchers refer to, but that do not show
up in centralized resources such as DBLP3 .
• The use of Semantic Web technology is crucial in this setting. Although
a small common core ontology of bibliographic information exists (title, author/editor, etc), much of this information is very volatile and does not allow
user specific add-ons, like private comments.
Next, we describe how the use of ontologies are used in all the steps of Bibster:
importing data, formulating queries, routing queries, and processing answers.
Firstly, the system enables users to import their own bibliographic metadata
into a local repository. This bibliographic metadata is made available under two
common ontologies: the first ontology (SWRC4 ) describes different generic aspects
1 http://www.jxta.org
2 http://bibster.semanticweb.org
3 http://www.informatik.uni-trier.de/~ley/db/
4 http://ontobroker.semanticweb.org/ontos/swrc.html
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of bibliographic metadata, the second ontology (ACM Topic Hierarchy5 ) describes
specific categories of literature for the Computer Science domain. Bibliographic
entries that are made available to Bibster by a user are automatically classified
under these two ontologies.
Secondly, users can send queries to other peers looking for bibliographic metadata. These queries are formulated in terms of the two ontologies and are translated into the RDF query language SeRQL to be answered by the different peers
in the network.
Thirdly, these queries need to be routed across the peer-network, and again the
ontologies play a crucial role. Queries are routed through the network depending
on the expertise models of the peers. Such an expertise model describes which
concepts from the ACM ontology a peer can answer queries on. A matching function determines how closely the semantic content of a query matches the expertise
model of each peer. Routing is then done on the basis of this semantic ranking.
Finally, answers are returned for a query. Due to the distributed nature and
potentially large size of the peer-to-peer network, this answer set might be very
large, and contain many duplicate answers. Because of the semi-structured nature
of bibliographic metadata, such duplicates are often not exactly identical copies.
Again in this step, we exploit ontologies, this time to measure the semantic similarity between the different answers, and to remove apparent duplicates as identified
by the similarity function.
In order to measure the effectiveness of our semantics-based approach, we are
currently doing an extensive evaluation study, measuring both user-related aspects (such as user satisfaction with interface or performance), and system-related
aspects (such as average number of hops for a query or number of duplicates
detected).
The Bibster system is one of the first ontology-based peer-to-peer systems
ready for fielded deployment, which uses ontologies in all its steps. Particularly
interesting will be to see how its performance will compare to related systems such
as P-Grid and Edutella.
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N -grams have had a great impact on the state of the art in natural
language parsing. They are central to many parsing models [2, 3, 6, 4],
and despite their simplicity n-gram models have been amazingly successful. Modeling with n-grams can be viewed as an induction task. Given a
sample set of strings, the task is to guess the grammar that produced that
sample test. Grammar induction is a problem that consists of two parts:
choosing the class of languages amongst which to search and designing
the procedure for performing the search. By using n-grams for grammar
induction one addresses the two parts in one go. In particular, the use
of n-grams implies that the solution will be searched for in the class of
probabilistic regular languages. However, the class of probabilistic regular
languages induced using n-grams is a proper subclass of the class of all
probabilistic regular languages.
Besides N -grams, there is a variety of general methods capable of inducing all regular languages [5, 1, 7]. Their relevance for natural language
parsing is that regular languages are used for describing the bodies of rules
in a grammar. Consequently, the quality and expressive power of the resulting grammar is tied to the quality and expressive power of the regular
languages used to describe them. And the quality and expressive power
of the latter, in turn, are influenced directly by the method used to induced them. These observations give rise to a natural question: can we
gain anything in parsing from using general methods for inducing regular
languages instead of methods based on n-grams? Specifically, can we de∗

The full version of this paper appeared in Proc. of the ACL04, pages 452–462. 2004
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scribe the bodies of grammatical rules more accurately and more concisely
by using general methods for inducing regular languages?
In our paper, our main question is aimed at understanding how different
algorithms for inducing regular languages impact the parsing performance
with those grammars. A second issue that we explore is how the grammars perform when the quality of the training material is improved, that is,
when the training material is separated into part of speech (POS) categories
before the regular language learning algorithms are run.
Our experiments support two kinds of conclusions. First, they suggest
that modeling rules with algorithms other than n-grams not only produces
smaller grammars but also better performing ones. Second, the procedure
used for optimizing the automata reveals that some POS behave almost deterministically for selecting their arguments, while others do not. These
findings suggests that splitting classes that behave non-deterministically
into homogeneous ones could improve the quality of the inferred automata.
We saw that lexicalization and head-annotation seem to attack this problem. Obvious questions for future work arise: Are these two techniques
the best way to split non-homogeneous classes into homogeneous ones? Is
there an optimal splitting?
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More and more people regard the Internet as an important source of information
for work and private activities. For example, many scientists use web-pages,
newsgroups and e-mail to remain well-informed about their research areas.
Important activities include searching for new publications, monitoring research
progress and keeping track of citations to their own publications. Publishers,
such as IEEE, ACM, Elsevier, Kluwer, MIT Press, and Springer, recognize
these needs and provide online digital libraries. Other organizations, e.g. DBLP,
CiteSeer and Ingenta, offer additional services, such as maintaining indices on a
per-author basis. Some of these organizations offer public access to digital
versions of publications, while others provide such access on a subscription
basis. Subscribers can be organizations themselves, such as universities and
research institutions. Usually, a subscription applies to an entire organization;
for example for a university, it includes access for employees, students and
guests. The access policy, however, is ’campus-based’: off-campus access is
limited.
The paper explores the current usage of the Elsevier ScienceDirect1 digital
library in the context of the contract of the Vrije Univesiteit Amsterdam (VUA)
with Elsevier and analyses possibilities and consequences for on- and offcampus access involving software agents.
Agent technology is a promising and enabling technology [1], not only useful
for e-commerce applications, but also for information retrieval applications.
Software agents offer business and scientific opportunities for all involved
parties. ScienceDirect may make its products more attractive by providing new
1

ScienceDirect® is a registered trademark of Elsevier B.V.
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facilities for (remote) automated access. The VUA may benefit from gaining
more control on the use of ScienceDirect, e.g. by enforcing access policies and
volume-restrictions on agent-based access. In addition, VUA may offer different
services than other universities, for example, employees could train their own
agents with a set of publications to find similar publications by searching
through publications in ScienceDirect’s database. VUA employees and students
may benefit by acquiring 24/7 access to ScienceDirect together with possibilities
to better search for relevant publications and be better informed about new
developments.
A leading question in our research was whether agents are allowed to access
the ScienceDirect website, according to the VUA contract. If not, then our
agent-based scenarios would be in violation of the contract. Surprisingly, the
contract allows access from alternative platforms and even expresses the
willingness of ScienceDirect to cooperate and assist in the development. Thus, it
can be concluded that the legality of using software agents in this context is no
longer questionable.
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Abstract

The full version of this paper appeared in the proceedings of the Second International Workshop on Declarative Agent Languages and Technologies (DALT’04).
An important concept in agent theory, agent logics and agent programming is
the concept of a goal. In agent theory, goals are introduced to explain and specify
an agent’s (proactive) behavior. In this view, agents are assumed to have their
own objectives, for the achievement of which they initiate behavior [10, 6, 2, 3].
Various logics have been introduced to formalize the concept of goals and reasoning
about goals [7, 1]. In these logics, a goal is formalized as a set of states. What is
important in these logics, is which conclusions can be drawn from the existence of
a certain goal set, i.e. which other goals can and cannot be inferred, etc.
Many agent programming languages have been proposed to implement (represent and process) an agent’s goals [4, 3]. The way in which goals are dealt
with varies from language to language. For example, different languages propose
programming constructs that capture different aspects of the concept of a goal.
Also, in some programming languages goals are interpreted in a procedural way as
processes that need to be performed while in other programming languages goals
are interpreted in a declarative way as states to be reached. In this paper, we
are interested in this declarative interpretation of goals. Declarative goals have a
number of advantages in agent programming. They for example provide for the
possibility to decouple plan execution and goal achievement [9]. If a plan fails, the
goal that was to be achieved by the plan remains in the goal base of the agent. The
agent can then for example select a different plan or wait for the circumstances
to change for the better. Furthermore, agents can be implemented such that they
can communicate about their goals [5]. Also, a representation of goals in agents
enables reasoning about goal interaction [8].
During the execution of an agent, a goal can be adopted and might disappear
again when there is for example no feasible plan to reach it. This paper aims to
analyze these dynamics of declarative goals in the context of agent programming.
We will do this by distinguishing and formalizing various notions of goal dropping
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and goal adoption. Also possible motivations for an agent to drop or adopt goals
are identified. Based on these motivations, we define specific mechanisms for
capturing dropping and adoption in agent programming languages. Furthermore,
we show how these mechanisms are related to the general definitions of dropping
and adoption.
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Abstract
A method is described for hierarchical reinforcement learning. High-level
policies automatically discover subgoals; low-level policies learn to specialize
for different subgoals. Subgoals are represented as desired abstract observations which cluster raw input data. Experiments shows that this method
outperforms several flat methods. The full paper can be found in [1].

Introduction. The promise of scaling up reinforcement learning (RL) through
hierarchical RL (HRL) is widely acknowledged. The idea is that low-level policies,
which emit the actual “primitive” actions at a fast timescale, solve only parts of the
overall task. Higher-level policies work on a slower timescale, solving the overall
task by sequentially invoking lower-level policies, considering only a few abstract
high-level observations and actions (macro-actions, options). Thus each level’s
search space is reduced, temporal credit assignment is facilitated, and low-level
policies become easily reusable within the task and in different tasks.
In most previous HRL work the hierarchical structure was prewired by a designer. To minimize the latter’s responsibility, however, we would like to learn the
hierarchical structure as well. This work [1] presents a step in that direction. We
propose the HASSLE (Hierarchical Assignment of Subgoals to Subpolicies LEarning) algorithm, in which high-level policies automatically discover subgoals, and
low-level policies learn to specialize for different subgoals. In what follows the
intuition behind HASSLE is explained, [1] contains a more formal description.
The HASSLE algorithm. Both high-level and low-level policies learn using
essentially standard value function-based reinforcement learning algorithms. The
high-level value function covers the complete state space at a coarse level. It
is updated based on “external” rewards, received through interaction with the
environment. Low-level value functions cover only parts of the overall state space,
at a fine-grained level. They are updated based on “internal” rewards provided
by the high-level policy.
Each action of the high-level policy is the selection of a subgoal in response
to a new high-level observation. A standard value function-based RL algorithm
is used to learn this mapping, using external reward signals received when goals
are reached as defined by the task. High-level observations correspond to clusters
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of low-level observations (e.g. obtained through an unsupervised clustering algorithm). Both the current high-level observation and the subgoal come from this
set of high-level observations; thus, the subgoal is the high-level observation that
the high-level policy “wants to see next”. The use of high-level observations (state
abstraction) is one difference with most existing HRL algorithms.
It is the job of the low-level policies to reach the subgoal selected by the highlevel policy. There is a limited, fixed set of low-level policies. None of them is
initially associated with any of the possible subgoals. However, in addition to a
standard state-action value function, every low-level policy contains a table of Cvalues (initially set to 0). Each C-value represents the “Capability” of this low-level
policy to reach one of the subgoals. Based on the C-values of all low-level policies
for the current subgoal, one low-level policy is selected (stochastically). This one
then attempts to reach the current subgoal. If it reaches the subgoal, it receives
a positive internal reward, which is used to update the C-value for this subgoal,
making future selection more likely. If it does not reach the subgoal, it receives zero
internal reward, the C-value is updated accordingly, and future selection becomes
less likely. In this way, a low-level policy may learn that it can reach subgoal
A but not subgoal B. This realizes specialization. But it may also learn that
its capability encompasses multiple subgoals. This realizes generalization. Thus,
low-level policies will specialize when they have to, but generalize when they can.
This idea of low-level policies learning to specialize based on learning additional
values is another important difference with most existing HRL algorithms.
The internal reward provided by the high-level policy to the active low-level
policy is also used to update the latter’s state-action value function, again using a
standard RL algorithm. Function approximators are used to represent these stateaction value functions, such that each low-level policy can learn to focus on those
parts of the low-level observation space which are relevant to its specialization.
Experiments. Experiments were done in two large “office navigation” MDPs,
one of which stochastic, in order to test HASSLE and compare it to standard,
“flat” RL methods. Results indicate that, in the example MDPs at least, HASSLE
works well and learns significantly faster than several flat RL methods, if the latter
worked at all. Low-level policies develop meaningful specializations: for instance,
in the office navigation task one low-level policy is used to exit rooms (and this
is all it can do), and another low-level policy is only used to navigate through
corridors.
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1

Introduction

Imitation in robotic agents has received considerable attention in the last decade, especially as it is a powerful means to transfer skills between agents in a way that comes
natural to humans. Most robotic studies emphasize on constructing artifacts that implement a particular form of learning by demonstration. Typically, in this form of learning
a pre-defined repertoire of behaviors is transferred from one agent (a teacher) to another
(the student). The repertoires of behaviors and the roles of the imitating agents are
fixed. Hence the focus of that kind of work lies on machine learning methodologies for
imitation. Our work, on the other hand, takes a different point of view. Instead of constructing an imitation application, we study imitation as an adaptive and flexible way to
acquire new behavior using a robotic multi-agent system.
The experiments have been performed on a robotic arm that uses four degrees of
freedom and a stereoscopic camera. Using the arm and camera as embodiment, agents
engage in games where they try to imitate the action they saw the other agent perform.
Actions are not coupled to meaning, so it is not a model of the cultural learning of
real gestures. The only feedback between agents during the experiment is given by the
initiator of the game as one bit of information on whether he judges the game’s outcome
as successful. It turns out that a population using a scheme as simple as described in this
paper is able to develop a shared repertoire of action categories in a very robust manner.
We are particularly interested in the constraints posed by the embodiment of the
agents. Their perception and their physical implementation poses limits to what they
can observe and what actions they can perform. This principally influences the behavior
that can be successfully imitated, and determines the collective behavior that will be
sustained in a population of imitating agents.
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2

The imitation game

The imitation between agents is implemented as an imitation game. The imitation game
was introduced in the context of research into speech. In this context it is logical to
use imitation as a learning mechanism, as children learn to speak through imitation, but
imitation was also used as a means to put pressure on agents to develop sounds that are
as distinctive as possible. Thus, the aim of the imitation game was to develop a repertoire
that contains as large a number of clearly distinctive speech sounds as possible. At the
same time, these sounds had to be distinguishable and learnable under the physical and
cognitive constraints of production, perception and learning. It turned out that this
imitation game is also very useful when developing a repertoire of actions.
The generic imitation game (whether for speech or actions) is based on a population
of agents that each have an open repertoire of categories. In principle, imitation games
can be played in a population of just two agents, but the population size can be much
larger. Crucial is that the agents in the population do not have fixed roles, nor do they
start with pre-defined categories in their repertoires. They start out empty and no agent
can therefore be the teacher from which the other agents learn their categories. A shared
repertoire emerges through repeated interactions between the agents.
In any imitation game, two agents are randomly selected from the population. One
agent is randomly assigned the role of initiator ; the other gets the role of imitator. To
start the imitation game, the initiator selects one random category from its repertoire
(unless its repertoire is empty, in this case it starts with creating a random category). It
then expresses this category (by uttering speech, or in this paper, by making a gesture
with a robot arm). The imitator perceives this expression and finds the nearest category.
The imitator then expresses the category it found. It is perceived by the initiator,
who, like the imitator, finds its closest category. If this closest category is the same as the
category it initially expressed, the game is successful. Apparently both agents’ categories
are equally similar and sufficiently distinguishable such that twice-repeated categorical
perception of imperfect expressions does not change the category. However, when the
category the initiator perceives is not the same as the category it initially selected, the
game is a failure. Apparently, the agents’ categories are not sufficiently similar, or perhaps
they are not sufficiently distinguishable. In each case, the initiator gives feedback to the
imitator. This feedback consists of a single bit of information saying whether the game
succeeded or failed. Now both agents can update their repertoires in order to improve
expected future performance at the imitation game. In the implementation game as
implemented here, the imitator makes the most important changes.

3

Results

We have implemented the imitation game as described above on a real robot arm and
with a real vision system. In order to facilitate image processing and stereo vision, a
coloured ball us attached to the gripper of the arm. Currently only the position of this
ball is focussed on when observing an action. Particularities of the vision system are
described in more detail in the original paper.
Using this experimental setup, we investigate how a population of agents succeeds
in constructing a shared repertoire of action categories, while high imitative success is
maintained. A set of qualitative measures is introduced to evaluate the success of the
imitative attempts under various conditions.
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Introduction This paper presents an initial exploration of the use of random
forests in a relational context. Random forest induction is a bagging method that
builds decision trees by selecting in each node the ”best” feature, not out of all
available features, but out of a random subset of features (which may be different
for each node). The motivation for this work is based on two observations.
On the one hand, random forests have been shown to work well when many
features are available. Hence, their use seems especially interesting for relational
data mining, for which it is typical that there is a large number of features, many
of which are expensive to compute.
On the other hand, using random forests allows an extension of the feature
space by including aggregate functions, possibly refined with selection conditions
on the set to be aggregated.
This combination of aggregation and selection in relation learning is not a
trivial task, because the feature set grows quickly, and because the search space
is less well-behaved due to the non-monotonicity problem. However, the use of
random forests tackles both problems.
A Random Forest Approach to Relational Learning Our implementation
started from Tilde, which is included in the ACE data mining system. Tilde is a
relational top-down induction of decision trees (TDIDT) algorithm, using logical
queries in the tree nodes.
A filter that allows only a random subset of the tests to be considered at each
node, was built in. Around this procedure a bagging wrapper was built. These
two mechanisms together result in a random forest induction method.
Moreover, the feature set considered at each node in the tree was expanded
to consist of the regular features (with aggregate conditions included), augmented
with any refinements of aggregate conditions used on the path from the root to the
current node. For example, consider the following concept, which covers persons
X if they have more than two children:
a(X) :- count(Y, child(X,Y), C), C>2.
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The concept can be refined by adding a literal inside the count aggregate, to cover
persons with more than two daughters:
a(X) :- count(Y, (child(X,Y), female(Y)), C), C>2.

We want to point out that the use of random forests tackles the difficulties that
arise when combining aggregation and selection in relational learning. First, the
size of the search space is limited because only a subset of the possible features
at each node in a tree is considered. Second, using decision trees, the comparison
operators “<” and “>” are equivalent up to switching branches. This means that
we can restrict ourselves to using monotone aggregate conditions.
Experimental Results and Conclusions The strength of random forests and
the use of (refined) aggregates were experimentally validated in a relational setting.
Experiments were performed along three dimensions, both on a business domain
(Financial) and a structurally complex data set (Mutagenesis). To examine the
influence of the number of trees in the random forests, we experimented with 3,
11, and 33 trees. To determine the optimal degree of randomness, we used a
sample size of 100% down to 10% and the square root of the number of features.
To investigate the performance of random forests in the context of aggregation,
we performed experiments without aggregates, with (simple) aggregates and with
refined aggregates, where conditions on the set to be aggregated are added.
Figure 1 clearly shows the benefit of adding more trees. Concerning the size of
the sample set, if we randomly decrease the feature set at each node in a tree down
to a certain level, the classification performance is at least as good as bagging,
so we profit from the gain in efficiency. In our chosen data sets, the optimal
level turned out to be 25% of the features, below this threshold classification
performance decreased. Including aggregates yielded a large performance boost.
Refining aggregates added another slight improvement. However, some effects are
still unclear and therefore, further investigation is needed.
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Figure 1: Accuracy for random forests using 25% of the features. Results are shown
for refined aggregates (RA), simple aggregates (SA) and not using aggregates (NA)
on the two data sets, both with 3, 11 and 33 trees.
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Disasters are unforeseen events that cause great damage, destruction
and human suffering. The key element is the distinction between
incidents and disasters. Incidents are disturbances in a system that can
lead to an uncontrollable chain of events, a disaster, when not acted on
properly.
To manage an incident usually many parties have to cooperate. This
means that incident management has a distributed or multi-agent
character. A specific type of errors likely to occur in such situations has
to do with interaction and coordination between these parties. Organising
this multi-agent cooperation in a dynamic and adaptive manner, while
minimising the number of errors is one of the main challenges.
1

In: Proceedings of the International Workshop on Information Systems for Crisis
Response and Management '04, Brussels, Belgium. 2004.

349

The project CIM (which stands for Cybernetic Incident Management),
started in 2003, addresses the problem of automated support for incident
management. The aim of the project is to gather knowledge in order to
create a constantly adapting system that encompasses both people and
supporting software and that has the ability to process and assess
information in an adaptive, interactive and intelligent fashion to support
human decisions.
One specific part of the project (contributed in particular by the Vrije
Universiteit Amsterdam) deals with development of methods to provide
automated support for the analysis of what may have gone wrong in
specific (simulated or empirical) traces of incident management.
In this paper an informal analysis of traces of two real life case studies
(the Hercules disaster and the Dakota incident) is presented, and some
first categorisation of the types of errors is made.
The following categories of errors were identified: incomplete
information, contradictory information, incorrect information, exception
handling, and work overload.
Informal traces of events can be formalised using the formal language
TTL (Temporal Trace Language) [1]. Formalising such a trace has at
least two benefits. Firstly, specific properties which should hold for a
trace can be verified. Secondly, the protocol for the disaster prevention
organisation can be improved.
The paper discusses a number of dynamic properties that have been
formalised and automatically checked for the formalised traces.
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Re-use of software components is standard practice in software design and
development in which humans play an important role. In many dynamic
environments, however, (semi-)automated configuration of systems is required.
Three such domains are examined: Agent Factories, Web service configuration,
and general software composition. The differences and similarities, and the
progress that is being made, are discussed.
Internet applications require flexibility to accommodate changes in their
environment. As manual adaptation is not pragmatic when multitudes of agents
and Web services are in use, automation becomes a necessity. Unfortunately, the
current state of the art, even in software engineering, does not include fully
automated component-based adaptation. Current research focuses on
component-based configuration of agents, Web services, and software
composition: a pre-condition for adaptation.
For each of these three domains, a number of specific research approaches
are discussed and compared. Agent Factories provide facilities for (semi-)
automated creation and optionally adaptation of software agents (e.g., Brazier &
Wijngaards, Colier & O’Hare, and Cossentino et al). Web service configuration
combines well-described Web services into more complex services (e.g., Casati
et al. (Eflow), and Cardoso & Sheth). Component-based software engineering
often includes semi-automated composition (e.g., De Bruin & Van Vliet
(Quasar)). See our full paper for more detail.
The comparison shows differences with respect to the following:
Component definitions. Web service approaches employ standards, are used by
a large community, and build on existing (Web-)protocols for inter-component
communication. Agent Factories and the more general component-based
software engineering methods are gray-box approaches, offering hooks for
composition.
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Component annotation. Only the Web service community has emerging
computer-interpretable annotation standards. Though the human-interpretable
general software engineering annotations, e.g. UML, are more widely applied
and accepted. The Web service annotation standards currently do not extend
software engineering standards. Within the agent community these standards are
more generally accepted, e.g. AUML.
Component availability. Annotated Web services are becoming widely
available with a large supportive community. The creation of semantic
descriptions is part of the Web service development process. The more general
component-based software engineering methods have also resulted in a critical
mass of components. Agents are not often developed for reusability, leading to a
scarce availability of agent components. Software engineering methods and
Agent Factories, in general, lack publicly available semantic descriptions of
their components.
Configuration processes. Fully automated configuration is not widely
available. The Agent Factories have made the most progress in this area. Web
services focus on limited configuration, and software engineering focuses
explicitly on semi-automated configuration, though research on automated
configuration and adaptation is appearing (e.g. self-managing/healing systems).
In conclusion, much needed interdisciplinary research may be most fruitful
when (1) combining configuration- with annotation-expertise, (2) generalising
and standardising reusable, configurable (non-black box) components, (3) using
sound software engineering practices.
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In this paper we discuss development methodologies for multiagent systems. Besides
guidelines for the analysis and design phase, a methodology should also provide guidelines for the implementation phase, and explain how the design concepts can be mapped
onto instructions of an available programming language. For applications that are best understood in terms of norms and social structures, that implies that a methodology should
indicate in which ways norms can be designed and implemented. For example, a general
norm can be hardwired into the environment, but can also be translated into norm-abiding
goals of the individual agents. This choice has important consequences for the internal
design of an agent. Therefore we believe that a methodology should not only consider
inter-agent, but also intra-agent aspects.
Issues We selected four dedicated agent-oriented software methodologies and made a
review. The methodologies are Gaia [8], AAII [6], SODA [7], and Tropos [1]. We identified a number of issues that are problematic for these methodologies.
– There is no agreement on how to identify and characterize roles in the analysis
phase and agent types in the design phase.
– The concepts used in the methodologies, like responsibility, permission, goals and
tasks do not have a formal semantics or explicit formal properties.
– There is a gap between the design models of the methodologies and the existing implementation languages. To bridge the gap, a methodology should either introduce
design models that can be directly implemented, or use a dedicated agent-oriented
programming language.
– The methodologies that do include an implementation phase, such as Tropos, do
not explain how to implement reasoning about beliefs, reasoning about goals and
plans, reasoning about planning goals, or reasoning about communication.
– It is widely recognized that an agent may enact several roles. None of the methodologies address reasoning about playing different roles.
– The methodologies, with the exception of [8], ignore organizational norms and do
not explain how to specify and design them.
– Open systems are not really supported. The methodologies implicitly suppose that
agents are purposely designed to enact roles in a system. But as soon as agents
1 This

abstract summarizes [3].
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from the outside may enter, the analysis, design and implementation need to treat
agents as given entities.
– In the analysis, methodologies do not consider the environment in which a system
will be embedded. The structure of the organization in which a system will be embedded, has a large influence on the type of organizational structure of the system.
Towards a Solution To overcome some of these problems, we propose an alternative
multiagent methodology. The analysis phase is based on OperA [5], which captures,
among other aspects, the notion of norms and organisation structure. The design phase
is based on the design models of the methodologies discussed above, extended with design models of individual agent types (intra-agent design). The implementation phase
is based on the 3APL programming language [2, 4], which provides programming constructs to capture the intra-agent issues, social and cognitive concepts, and the multiagent
environment.
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When agents transfer information, they need a conceptualisation of the domain
of interest and a shared vocabulary to communicate facts with respect to this
domain. The conceptualisation can be expressed in a so-called ontology, which is
often defined in a formal language, such as a programming language or a formal
logic. An ontology abstracts the essence of the domain of interest and helps to
catalogue and distinguish various types of objects in the domain, their properties
and relationships (see, e.g. [3, 4]).
In successful communication and in collaborative performance of tasks, agreement between different agents with respect to the ontology is crucial or, at least,
the agents should be aware of existing discrepancies. In case of discrepancies, various troublesome situations may arise. One of the agents, for instance, by mistake
may assume that a particular concept is shared, while the other has no knowledge
about it. Or worse, both dialogue partners have different conceptualisations, while
the relevant discrepancy remains unnoticed. Ontological discrepancies may cause
serious communication flaws and the generation of adequate feedback in order to
repair these flaws is an essential part of modelling a proper communication process.
In principle, there is a range of approaches to achieve ontological agreement.
In this paper, we aim at the design of a mechanism that solves ontological discrepancies during the communication process. In particular, it will be shown how
ontological discrepancies can be detected during a communicative situation and
how a dialogue participant can react to these observed discrepancies. Agents may
detect discrepancies by, for instance, type conflicts, ontological gaps and particular
inconsistencies that emerge during the conversational process. Depending on the
kind of discrepancy, the agent generates a particular feedback message in order to
establish alignment of its private ontology with the ontology of the sender. For
that, we will adopt an approach in which agents have a dynamic mental state that
contains ontological information about the domain of interest in terms of simple
type theoretical contexts.
The decision criteria for discrepancies will be expressed in terms of type theory
where the addition of particular information to ontologies yields so called legal or
illegal contexts. A legal context is a context where the addition of new information
1 This

abstract summarises the main findings of [2].
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was adhered to the rules of the type system. For instance, the introduction of new
predicates is only possible if the type of its arguments is already included in the
ontology; otherwise, the context is illegal. If we would like to add, for instance, the
assumption that ‘whales are heavy’, we must at least have a notion of ‘heaviness’
and ‘whale’ in our current state.
In the detection stage of the interpretation process of an incoming message,
particular information – so called presuppositions – is extracted from the message.
In cases where the addition of presuppositions to the ontology of the receiver yields
an illegal context, the receiving agent has to generate particular feedback. In other
words, possible ontological discrepancies are detected by comparing the presuppositions from an incoming message with with the existing ontology of the receiver.
In case the presuppositions follow from the ontology; there is no discrepancy; in all
other cases, for instance, if the presuppositions are in conflict with the receiver’s
ontology, feedback has to be generated.
Essential to our approach, is the starting point that ontological discrepancies
are treated at the level of agents themselves, without the aid of an external observer. The framework accounts for the detection and handling of ontological
discrepancies by the agents themselves, on the basis of their own subjective view
on the world. This means that there is no reference to any (implicit) third ontology. It also means that the framework abstracts from a notion of truth which is
inherent to model-theoretic approaches. Agents work towards agreement on the
basis of their belief states and communicative acts. We believe that this approach
is both theoretically and practically important for multiagent systems.
Future work will include the extension of the basic framework to richer ontologies and more complex type theoretical constructs. Important research questions
are (in line with [1]): How does the initial feedback change the belief state of
the agents and and how can subsequent dialogue contributions be modelled? To
answer these questions we must consider a variety of additional constructs such as
agent roles and various types of beliefs and speech acts. Furthermore, we believe
that our approach is applicable to important other aspects of communication in
multiagent systems, such as argumentation and negotiation. We also expect the
approach to be fruitful with regard to ontology alignment and merging.

References
[1] R.J. Beun and R.M. van Eijk. A cooperative dialogue game for resolving ontological
discrepancies. In F. Dignum, editor, Advances in Agent Communication, volume 2922
of Lecture Notes in Artificial Intelligence, pages 349–363, 2004.
[2] R.J. Beun, R.M. van Eijk, and H. Prust. Ontological feedback in multiagent systems.
In Proceedings of the 3rd International Joint Conference on Autonomous Agents and
Multiagent Systems, pages 110–117. ACM Press, 2004.
[3] B. Chandrasekaran, J.R. Josephson, and V.R. Benjamins. What are ontologies and
why do we need them? IEEE Intelligent Systems, 14(1):20–26, 1999.
[4] T.R. Gruber. A translation approach to portable ontology specifications. Knowledge
Acquisition, 5(2):199–220, 1993.

356

Analysis of Design Process Dynamics
(extended abstract) 1
Tibor Bossea

Catholijn M. Jonkera Jan Treura,b

a

Vrije Universiteit Amsterdam
Department of Artificial Intelligence
De Boelelaan 1081a, 1081 HV Amsterdam, The Netherlands
URL: http://www.cs.vu.nl/~{tbosse, jonker, treur}
b

Universiteit Utrecht, Department of Philosophy
Heidelberglaan 8, 3584 CS Utrecht, The Netherlands
Providing automated support to manage the dynamics of a design
process is in most cases not trivial. For example, in [3] some of the
requirements put forward are that (1) a complete design process
representation is needed, (2) with sufficient detail to allow for direct
execution. Also by [1], [2] it is put forward that supporting the
management of the dynamics of a design process is an important
challenge to be addressed. This indeed is the aim of the current paper.
The type of design considered is the design of component-based (e.g.,
software) systems for dynamic applications. In such application areas
often components can be (re)used for which the properties are known. By
composing a number of such components in a component-based design,
the required overall dynamics is obtained. As holds for many design
processes, designing component-based systems can be a rather complex
and dynamic process, for which a number of tasks play a role, for
example in this specific case:
1. maintaining of specifications of properties of (reusable) components
2. maintaining of requirements on the overall system to be designed
(usually in close contact with a stakeholder)
3. refinement and revision of requirements
4. determination of reusable components based on their properties, to
find a system that satisfies the requirements
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5. checking whether a system (a design object description) satisfies the
requirements
6. revision of a design object description that does not satisfy the
requirements
Most of these tasks essentially involve the dynamics of design as a
process. The analysis of this design process dynamics is the subject of the
current paper. In particular, the dynamics of a design process has been
analysed in such a precise way that properties of the process as a whole
can be specified and, moreover, part of the analysis contains enough
detail to allow for simulation. The result of simulation has been checked
against the properties of the design process as a whole.
Compared to the references mentioned above, the approach put
forward is a declarative, logical approach supported by a formal language
TTL for specification of dynamic properties of design processes, which
has a high expressivity. Furthermore, also simulation models are
specified in a declarative, logical manner, which allows using these
specifications in logical analysis as well.
The paper shows the potential of this formal analysis as a technique
for analysis at a high level of abstraction, and for constructing
simulations at an abstract level to experiment with dynamics of a design
process. The simulation actually is entailed by the analysis and requires
no additional programming.
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Summary
We present an expectation-maximization (EM) algorithm that yields topology
preserving maps of data based on probabilistic mixture models. Our approach
is applicable to any mixture model for which we have a normal EM algorithm.
Compared to other mixture model approaches to self-organizing maps, the function
our algorithm maximizes has a clear interpretation: it sums data log-likelihood and
a penalty term that enforces self-organization. Our approach allows principled
handling of missing data and learning of mixtures of self-organizing maps. We
present example applications illustrating our approach for continuous, discrete,
and mixed discrete and continuous data.
The self-organizing map, or SOM for short, was introduced by Kohonen in
the early 1980’s; it combines clustering of data with topology preservation. The
clusters found in the data are represented on a, typically two dimensional, grid,
such that clusters with similar content are nearby in the grid. The representation
thus preserves topology in the sense that it keeps similar cluster nearby. The
SOM allows one to visualize high dimensional data in two dimensions, e.g. on a
computer screen, via a projection that may be a non-linear function of the original
features in which the data was given. The clusters are sometimes also referred
to as ‘nodes’, ‘neurons’ or ‘prototypes’. Since their introduction, self-organizing
maps have been applied in many engineering problems, see e.g. the list of over
3000 references on applications of SOM in [2].
Probabilistic mixture models are densities that can be written as a weighted
sum of component densities, where the weighting factors are all non-negative and
sum to one [3]. By using weighted combinations of simple component densities
a rich class of densities is obtained. Mixture models are used in a wide range
of settings in machine-learning and pattern recognition. Examples include classification, regression, clustering, data visualization, dimension reduction, etc. A
mixture model can be interpreted as a model that assumes that there are, say k,
sources that generate the data: each source is selected to generate data with a
probability equal to its mixing weight and it generates data according to its component density. Marginalizing over the components, we recover the mixture model
as the distribution over the data. With a mixture model we can associate a clustering of the data, by assigning each data item to the source that is most likely to
have generated the data item. The expectation-maximization (EM) algorithm [1]
is a popular algorithm to fit the parameters of a mixture to given data.
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Several variations of the original SOM algorithm have been proposed in the
literature, they can be roughly divided into two groups. First, different distance
measures have been proposed to assign data points to clusters when using different types of data. Second, alternative learning algorithms for SOMs have been
proposed. In this paper we show how to combine the benefits of self-organizing
maps and mixture models. We present a general learning algorithm, similar to
Kohonen’s original SOM algorithm.
In contrast to Kohonen’s original algorithm, ours is guaranteed to converge
and can be interpreted as maximizing an objective function that sum the data
log-likelihood and a penalty term. The algorithm is the standard EM learning
algorithm using a slightly modified expectation-step. Our contribution can be
considered as one in the category of SOM papers presenting new learning algorithms. Since we merely modify the expectation-step, we can directly make a
self-organizing map version of any mixture model for which we have a normal EM
algorithm. We only need to replace normal E-step with the modified E-step presented here to obtain a self-organizing map version of the given mixture model.
Thus, because our modified EM algorithm can be applied to any mixture model for
which we have a normal EM algorithm, it can be applied to a wide range of data
types. Prior knowledge or assumptions about the data can be reflected by choosing an appropriate mixture model. The mixture model will therefore, implicitly,
provide a suitable distance measure. We can thus state that our work also gives
a contribution of the first type: it helps to design distance measures implicitly by
specifying a generative model for the data. Like many other probabilistic models,
our approach also allows for principled handling of missing data values and offers
the ability to learn mixtures of self-organizing maps.
In our paper [4] we first review self-organizing maps and the EM algorithm
for mixture models and motivate our work. After the presentation of our mixture
model based approach to self-organizing maps, we compare it to related existing
work. We also present experimental results obtained by applying our method to
several example data sets with discrete variables, continuous variables and a data
set which has both.
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1

Introduction

A multiagent system (MAS) consists of a group of agents that can potentially
interact with each other [2]. We are interested in fully cooperative multiagent
systems, in which the agents have to learn to select individual decisions that result
in jointly optimal decisions for the group.
In principle, a multiagent system can be regarded as one large single agent, in
which each joint action is represented as a single action. The optimal Q-values
for the joint actions can then be learned using standard single-agent Q-learning.
We will refer to this method as MDP learners. At the other extreme, we have
the independent learners (IL) approach in which the agents ignore the actions and
rewards of the other agents, and learn their strategies independently. However,
the standard convergence proof for Q-learning does not hold in this case, since the
transition model depends on the unknown policy of the other learning agents.
On the other hand, in many problems agents only have to coordinate with a
subset of the agents when in a certain state (e.g., two cleaning robots cleaning the
same room). In this paper we describe a multiagent Q-learning technique, Sparse
Cooperative Q-learning, that allows a group of agents to learn how to jointly solve
a task given the global coordination requirements of the system.

2

Sparse Cooperative Q-Learning

In our paper, we first examine a compact representation of the state-action space
in which the agents learn Q-values based on full joint actions in a predefined set
of states. In all other (uncoordinated) states, the agents learn based on their
individual action. Then we generalize this approach using a context-specific coordination graph (CG) [1]. In a CG each node represents an agent, while an edge
defines a dependency between two agents. The global coordination problem is now
decomposed into a number of local problems that involve fewer agents.
In a CG, value rules can be used to specify the dependencies between the agents.
These rules define a (local) payoff for a subset of all state and action variables.
In our method, the global Q-value for a state equals the sum of the payoffs of all
applicable value rules. After every state transition, the payoff of every applicable

361

25
MDP Learners
Independent Learners
Manual Policy
Sparse Cooperative Q−learning

capture time

20

15

10
0

1

3

2
episode

5

4

5

x 10

Figure 1: Capture times during the first 500,000 episodes (averaged over 10 runs).
rule is updated based on a Q-learning rule that adds the contribution of all involved
agents. Effectively, each agent learns to coordinate only with its neighbors in a
dynamically changing CG. This allows for a sparse representation of the joint
state-action space of the agents, resulting in large computational savings.

3

Results

We demonstrate the proposed technique on the ‘predator-prey’ domain in which
two predators have to coordinate to capture a single prey in a 10 × 10 world.
As is seen in Fig. 1, both the IL approach and our proposed method learn
quickly in the beginning with respect to the MDP learners since learning is based
on fewer state-action pairs. However, the IL approach does not converge to a
single policy since the agents do not model the action of the other agent in the
coordinated states. These dependencies are explicitly taken into account for the
other two methods. For the MDP learners, they are modeled in every state which
results in a slowly decreasing learning curve. For the context-specific approach they
are considered only for the coordinated states, resulting in a quicker decreasing
learning curve with comparable performance to the optimal policy. Our method
thus achieves a good trade-off between speed and solution quality.
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A new recognition memory model, the natural input memory (N IM) model, is proposed
which differs from existing models of human memory in that it operates on natural input.
A biologically-informed pre-processing method, which is commonly used in artificial intelligence [8], takes local samples from a natural image and translates these into a feature
vector representation. Existing memory models (e.g., the R EM model, [9]; the model of
differentiation, [5]) lack such a pre-processing method and often make simplifying assumptions about item representations. These models represent an item by a vector of
abstract features. The feature values are usually drawn from a particular mathematical
distribution, which describes the distributional statistics of real-world perceptual features.
Since these models artificially generate representations, they do not address the informational contribution of the similarity structure intrinsic to natural data. However, we believe
that the similarity structure of natural data contains important information. Therefore, the
N IM model operates on natural input and represents the similarity structure of the input.
The N IM model encompasses the following two stages: (1) a perceptual pre-processing
stage, and (2) a memory stage. The perceptual pre-processing stage derives the similarity
structure from high-dimensional natural images by applying a multi-scale wavelet decomposition followed by a principal component analysis. This is an often applied method in
the domain of visual object recognition to model the first three stages of processing of
information in the human visual system (i.e., retina/LGN, V1/V2, V4/LOC; [7]). Preprocessing a high-dimensional image, results in a number of low-dimensional featurevectors, which reside in a so-called ‘similarity space’ [1]. In this space, representations
of perceptually similar images reside in close proximity of each other. The memory stage
comprises two processes: (a) a storage process, and (b) a recognition process. The storage
process simply stores feature vectors. The recognition process compares feature vectors
of the image to be recognized with previously stored feature vectors.
Simulations with the N IM model showed that it is able to produce a number of recent
findings from experimental recognition memory studies that relate to the similarity of

363

the input. In our simulations we investigated the ability of the N IM model to produce
the following effects found in experimental recognition memory studies [6, 4, 2]: the
effect of the similarity between targets and lures on the list-strength effect, the effect of
the similarity between targets and lures on the list-length effect, and the false memory
effect. The N IM model successfully replicated these effects. Moreover, simulation results
reported elsewhere [3] showed that the N IM model also produces a strength-mirror effect
and a length-mirror effect, two effects memory models are often tested for.
Our results increase the validity of the proposed model by by-passing assumptions
about distributional statistics of real-world perceptual features. We show that a single
straightforward process for recognition can accommodate a wide range of recognition
memory effects when using the similarity structure of natural input.
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It is well known that natural visual systems rely on attentional mechanisms that select
and process relevant objects in an efficient way. Similarly, artificial visual systems need
attentional-selection mechanisms to reduce the computational burden of processing entire
images. So, their aim is to focus on the parts containing the object of interest. In the
domain of natural vision the locus of selection has been debated for many years (see [1]
for an overview). The two extreme views are (1) that selection takes place at an early stage
of visual processing (i.e., early selection), and (2) that it takes place at a late stage (i.e., late
selection). In early selection, attention is guided by conspicuous changes in elementary
features, such as colour, texture, or spatial frequency. Models of early selection contain
so-called saliency maps that contain the response respond to conspicuous changes in a
single feature, e.g., [4]. The activities in these maps represent locations to be attended.
In late selection, attention is guided by complex feature combinations or even objects
[7]. Models of late selection rely on object templates that are matched to the contents of
images [6].
From a computational point of view, both early and late selection pose considerable
problems. In early selection, the likelihood of mistakes is large, since in natural images
many changes of elementary features occur. As a result, the attentional mechanism has
to visit many locations of which only a few correspond to objects of interest. The objectbased guidance of attention in late selection renders the selective function useless, as late
selection requires the location (identity) of the objects to be known in advance.
Several models have attempted to combine saliency maps with template matching
(see, e.g., [4]). Below, we propose a novel approach, the COBA (COntext BAsed) model
of attentional selection. The main idea underlying the COBA model is that the spatial
context of an object is important for its localisation, as illustrated in the left panel of
Figure 1. The two small square images (left in the figure) are enlarged versions of the
square regions indicated by boxes in the large images. Considered in isolation, both small
images are highly similar to faces. When considered in their natural context, the small
images will not be interpreted as faces [2].
In the COBA model, attentional selection is guided by an object saliency map. Active
locations on the map indicate likely locations of objects. Using automatic learning, the
object saliency map is generated from feature combinations that form a likely spatial context for objects. In this paper we focus on applying the COBA model to spatial contexts
and on the detection of faces in natural images. Our method is related to the more global
selection method proposed by Torralba and Sinha [8].
The COBA model consists of three stages. In the first stage, windows are taken from
natural images at a grid of scales and locations. The contents of these windows are pre1 This is a summary of a paper accepted for the European Conference on Artificial Intelligence ECAI 2004,
August 2004, Valencia, Spain.
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Figure 1: Left: Example of a pattern that is similar to a face, but that is clearly not faces when
viewed in its context. Right: Example image and obtained object saliency map.

processed by transforming them into feature vectors by means of a standard multi-scale
wavelet transformation [5].
In the second stage, the feature vectors (representing the contents of the context windows) are transformed into estimates of object locations. A cluster-weighted modelling
technique [3] is used to obtain a probability density function for the location of the object.
The third stage is the addition of the PDFs obtained at all locations and scales in the
image to yield a global object saliency map; an example is shown in the right panel of
Figure 1 The COBA model of attentional selection has been evaluated on a face-detection
task. In active regions (i.e., regions with a high object saliency) a face detector [9] is
applied to detect the presence of a face. Results on a 775-image test set containing 1, 885
labelled faces indicate that the false-positive rate can be reduced from 20 false positives
per image to 1 false positive per image, while the detection rate drops only slightly from
91.4% to 80.4%.
An analysis of the trained models shows that context-based attentional selection is an
efficient and viable way of dealing with the early-versus-late selection dilemma. From
the results, we may conclude that context-based selection reduces the number of false
detections and the size of the search space. As a consequence, it can be readily applied in
artificial visual systems.
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Question answering (QA) is one of several recent attempts to realize information
pinpointing as a refinement of the traditional document retrieval task. In response
to a user’s question, a QA system has to return an answer instead of a ranked list
of relevant documents from which the user has to extract an answer herself.
Ontology-based Answer Type-Checking. Open domain QA systems have
to bridge the potential vocabulary mismatch between a question and its candidate answers. One can view this as a recall problem and address it accordingly.
Recall oriented strategies to QA may generate considerable amounts of noise. To
combat this, many open domain QA systems contain a filtering or re-ranking
component, and in many cases this involves checking whether the answer is of
the correct semantic type. Particular classes of questions expect specific answer
types to which all of their answers should belong. The expected answer type(s)
(or EAT(s)) of a question restrict(s) the admissible answers within a particular
domain, such as the geography domain, to more specific classes, such as river or
country. In our approach, answer types are WordNet synsets. The EATs of
a question can often be reliably determined by simple extraction patterns. We
compare two strategies for answer type checking. One is redundancy-based reranking and uses the redundancy of information available on the web to estimate
the amount of implicit knowledge which connects an answer to a question. The
other is knowledge-intensive filtering and exploits structured and semi-structured
data sources to determine the semantic type of suggested answers.
Filtering and Re-Ranking. If a candidate answer is known not to be an instance of any EAT associated with a question, it can immediately be excluded
from the answer selection process. We will refer to this use of EATs as answer
type checking by filtering. For filtering, a knowledge-intensive approach seems ideally suited: for each candidate answer we try to extract a found answer type (FAT)
from knowledge and data sources, i.e., a most specific semantic type of which it
is an instance. To determine the FATs of an answer we use WordNet and two
Geographical Name Servers (GNS and GNIS) as external data sources. An answer
is kept if there is a FAT that is at least as specific as one of the EATs.
Because of the inherent incompleteness of knowledge and data sources in open
domain applications, it may be impossible to determine a FAT for every candidate
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answer. Instead, we propose to determine the likelihood that the expected answer
type is indeed a correct semantic type for a candidate answer and to re-rank
the candidate answers according to this measure. For re-ranking, redundancybased strategies are an obvious choice, the assumption being that the number
of co-occurrences of answers and answer types allows us to quantify the relation
between a question’s EAT and a candidate answer. As statistical measures we use
conditional type probability: CTP (E|A) = P (E, A) = hc(E+A)
hc(A) , where hc(T ) is the
hit-count of T , i.e., the number of web pages on which a term T occurs. That is,
the probability that the expected answer type E occurs in a document given that
it contains the candidate answer A. Secondly, we introduce normalized conditional
type probability (NCTP) which in addition normalizes over the occurrences of hits
of the answer.
Experiments. We evaluated the output of our QA system on 839 location questions; the list of candidate answers returned by the system was subjected to answer
type checking. To establish an upper-bound on the performance of answer type
checking we determined how much human type-checking can improve the results.
Then, we compared the performance of knowledge intensive filtering and redundancy based re-ranking. To study the influence of the use of databases on filtering,
we ran a dressed down version of algorithm to find the FATs, using only WordNet. We denote the latter method by KIF-WN, and the full version as KIF.
The experimental reStrategy
correct answers % correct answers
sults show that type
No type-checking
244
29%
checking KIF can sigHuman type-checking 331 (+36%)
36.4%
nificantly improve the
KIF
271 (+11%)
32.3%
overall performance of
KIF-WN
292 (+20%)
34.8%
a QA system for geogRBRR-CTP
248 (+2%)
30%
raphy questions, but
RBRR-NCTP
249 (+2%)
30%
that even the best
available strategy performs significantly worse than a human expert. Redundancy
based re-ranking failed to make a difference on the overall performance. Both
problems can be explained by the semantic ambiguity of the candidate answer;
the types of candidate answers are determined incorrectly, essentially because no
use is being made of the question’s context. We have explored two methods combining knowledge intensive and redundancy-based approaches and implemented
one of them with promising first results. Our evaluation is specific for the geography questions that we considered — this is an ideal domain for knowledge
intensive approaches. To port our approaches to other domains an ontology of
types, mechanisms to extract the EATs and mappings to FATs are required. The
redundancy-based approach is obviously domain independent. Hence, we expect
to be able to apply substantial parts of our general strategy in other domains.
Acknowledgments. Thanks to Gilad Mishne for help. This research was supported by the Netherlands Organization for Scientific Research (NWO) under
project number 220-80-001. Maarten de Rijke was also supported by NWO under
project numbers 612-13-001, 365-20-005, 612.069.006, 612.000.106, 612.000.207,
612.066.302, and 264-70-050.
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Introduction. The importance of document length normalization is a recurring
theme in information retrieval (IR). The advent of the Text Retrieval Conferences
(TREC) in 1992 introduced large-scale test collections with full-text documents.
Documents in these collections were much longer than documents in collections
previously used for evaluation purposes (mostly based on abstracts), and had more
length variety. In particular, full-text retrieval necessitated a revision of document
length normalization. The introduction of XML retrieval marks a similar revolution in IR. Although a text collection of XML documents may have a similar
number of articles as standard TREC-sized collections, the number of XML elements in the collection takes us to quite a different scale. There are millions of
XML elements that can potentially be retrieved as an answer to a query, having
a great variety in length (ranging from single words or phrases put in italics or
in titles, to full-blown articles). XML retrieval prompts us to revisit the issue of
length normalization.
XML retrieval. In XML element retrieval, each of the text elements into which
XML documents are divided, is an object that can in principle be returned in
response to a query. The INitiative for the Evaluation of XML retrieval (INEX)
was launched in 2002 to assess the effectiveness of retrieval methods for XML
document and element retrieval. We focus on so-called content-only (CO) topics,
which are traditional IR topics written in natural language. Length-wise there
are several noteworthy aspects of the INEX test collection. First, the collection
has over 12,000 articles, but nearly 7,000,000 XML elements. Second, the XML
element length distribution is much more skewed than normal document length
distributions. Third, in XML element retrieval the assessors have a strong bias
toward retrieval of long elements. By accounting for these length aspects of XML
elements during retrieval, systems can improve performance.
Aims. Main components that affect the importance of a term in a text are the
term frequency, the inverse document frequency, and document length. In the
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generative language modeling approach that we adopt in this paper, these three
aspects are captured by the model(s), smoothing procedures, and priors. Our
overall motivation is to identify effective XML retrieval methods that are highly
portable across XML collections in the sense that they only exploit statistical
aspects (both content and non-content) of XML documents, and do not depend
on specific schemas or tag sets. Specifically, in this paper we aim to understand
how priors and smoothing affect XML element retrieval performance.
Priors. For the priors aspect, we need to bridge the gap between the average
element length and average relevant element length. Since we want to balance
the “pinpointing” nature of the XML element retrieval task with the (apparent)
importance of long elements, we want to do something more intelligent than only
returning the longest possible elements (i.e., articles) in the collection. Priors allow
one to import “non-content” features of documents (or elements) into the scoring
mechanism. Document length is a good example of information about a document
that is not directly related to its contents, but might still be related to the possible
relevance of the document. For ad hoc document retrieval, there is a correlation
between document length and a priori probability of relevance.
Smoothing. Our other main issue in this paper is smoothing for XML element
retrieval. Since document (and element) language models may suffer from inaccuracy due to data sparseness, a core issue in language modeling is smoothing, which
refers to adjusting the maximum likelihood estimator for the document (or element) language model by combining it with a background language model. Two
things are at stake: first, since element scores are constructed from very short
amounts of text, improving the probability estimates is very important. Second,
smoothing facilitates the generation of common terms (a tf · idf like function).
Smoothing plays a special role in XML retrieval: With smoothing, short elements
containing only one or a few of the query terms will receive a high relevance score.
Main findings. We perform a comparative analysis of the length of arbitrary
elements versus that of relevant elements, and highlight the importance of length
as a parameter for XML retrieval. Within the language modeling framework, we
investigate techniques that deal with length either directly or indirectly: length
priors, index cut-off, and the amount of smoothing. We observe a length bias introduced by the amount of smoothing, and show the importance of extreme length
priors for XML retrieval. When used with extreme length priors, the smoothing parameter regains its normal function of controlling term importance. Furthermore,
we show that simply removing shorter elements from the index (by introducing
a cut-off value) does not create an appropriate document length normalization.
After restricting the minimal size of XML elements occurring in the index, the
importance of an extreme length bias remains. The combination of length priors
with index cut-off does lead to a slight further improvement.
The value of the approach has been demonstrated by the top ranking results of a
system implementing the approach at the INEX 2003 workshop.
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We developed new techniques for offline writer identification that use probability distribution functions (PDFs) extracted from scanned images of handwriting to characterize
writer individuality. Our methods operate at two levels of analysis: the texture level and
the character-shape (allograph) level.
At the texture level, a generic descriptor that can be used to characterize individual
handwriting style is the probability distribution of edge-angles p(φ). While this classical
texture feature proves to be effective for writer identification, we obtained significant
further improvements in performance by designing more complex features that use the
edge orientation as a building block. These new features are bivariate edge-angle probability distributions (p(φ1 , φ2 ), p(φ1 , φ3 )) computed separately on the upper and lower
halves of text lines and then adjoined (see fig. 1a). They encode, besides orientation,
also curvature and location specific information, giving an intimate characterization of
the individual handwriting style (see fig. 1b).
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Figure 1: a) Extraction of the edge-based texture features on letter ”a”, b) Examples of
lowercase handwriting from two different subjects and the corresponding polar diagrams
of the ”split-line” edge-direction distribution p(φ).
In our analysis at the allograph level, the writer is considered to be characterized by a
stochastic pattern generator, producing a family of connected components. A codebook of
connected-component-contours (COCOCOs or CO3 s) is generated from an independent
training set of handwritten samples using a Kohonen self-organizing map (see fig. 2a).
The PDF of CO3 s is then computed for an independent test set containing unseen writers.
Results revealed a high-sensitivity of p(CO3 ) for identifying individual writers (see fig.
2b). This method can be applied directly on samples of uppercase handwriting (isolated
handprint). For lowercase (cursive) handwriting a segmentation stage is needed and we
use a procedure based on finding the minima of the lower contour. The PDF of frag-
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Figure 2: a) A Kohonen self-organized map of 33x33 CO3 s, b) Density plots of p(CO3 ).
If A and B are samples from two different writers, the overlap between their PDFs is
much lower as can be seen in the third column (’Common’).
mented CO3 s p(F CO3 ) is used as a writer characteristic. This fragmentation approach
is applicable to general free-style handwriting, when it is not a priori known whether the
handwritten sample contains lowercase, uppercase, cursive or handprint script.
The proposed automatic techniques bridge the gap between image-statistics approaches
on one end and manually measured allograph features of individual characters on the
other end, covering both the angular and Cartesian domains. Our methods outperformed
two systems (X and Y) used in current forensic practice (see table 1).

Table 1: Writer identification accuracy. The dataset contains two samples per writer.
One selected sample is matched against the remaining 2N − 1 samples that contain only
one target sample (the pair) and 2N −2 distractors. The performance percentages express
how often the correct writer is in the top 1 respectively top 10 entries in the sorted list.
The performance of p(F CO3 ) depends on the category of samples used in the evaluation
(whether copied or self-generated handwriting).
Method /
Feature
p(φ)
p(φ1 , φ2 )
p(φ1 , φ3 )
p(CO 3 )
p(F CO 3 )
system X
system Y

N
writers
150
150
150
150
150
100
100

lowercase
Top 1 (%)
Top 10 (%)
53
88
84
97
70
94
–
–
71 - 97
90 - 100
34
90
65
90

UPPERCASE
Top 1 (%)
Top 10 (%)
34
79
84
97
68
91
72
93
73
91
–
–
–
–
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[1]
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[3]
[2]
[2]

References
[1] Marius Bulacu and Lambert Schomaker. Writer style from oriented edge fragments.
In Proc. of CAIP 2003: LNCS 2756, pages 460–469, 2003.
[2] Lambert Schomaker and Marius Bulacu. Automatic writer identification using
connected-component contours and edge-based features of uppercase western script.
IEEE Trans. on PAMI, 26(6):787–798, 2004.
[3] Lambert Schomaker, Marius Bulacu, and Katrin Franke. Automatic writer identification using fragmented connected-component contours. In Proc. of IWFHR 2004,
page (in press), 2004.

372

Online Multicamera Tracking with a Switching
State-Space Model
Wojciech Zajdel

A. Taylan Cemgil

Ben J.A. Kröse
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Introduction Object tracking in wide areas often relies on a network of cameras
that have disjoint fields of view (FOVs). In this setup, every camera provides only
a local description of objects appearing within its FOV. Global trajectories of
objects are recovered by association of their local appearances at various FOVs.
This is a hard association problem, since objects may appear at varying viewing
angles and under different illumination. Moreover, the motion of objects between
distant FOVs is irregular (non-smooth) and the number of tracked objects is not
known beforehand.
In the full paper [1], we present a probabilistic approach for asynchronous
tracking with distributed cameras, where events received from the cameras are
processed centrally. An event reports spatio-temporal features (e.g. position) and
appearance features (e.g. color) of the detected object(s). The task is on-line estimation of the number of tracked objects and their trajectories by association of the
observations. Our model views every feature vector as a noisy observation from a
latent variable that represents underlying object’s ’true’ appearance. We propose
a hybrid generative model that builds upon Dirichlet process mixture models. The
model maintains a memory of continuous appearance variables together with discrete latent labels indicating their association. We estimate the latent variables
by Bayesian inference; conditioned on the observations we compute their posterior
distributions. Unfortunately, due to the inherent association ambiguity the posterior densities in our model are computationally intractable. For approximate,
online inference we apply an assumed-density filtering (ADF) method.
Generative Model The idea underlying our approach is to identify each object
with an unique label, and treat the sequence of local appearances as noisy observations from the hidden labels. More specifically, to model the effects of camera
noise we assume that each object is a Gaussian process and its appearance features
are samples from a Normal pdf specific to the object. Such assumption allows to
view the collection of observations generated by different objects, as samples from
a Gaussian Mixture Model (GMM), where each mixture component corresponds
to a different object (i.e. a target). Since we do not know a-priori the number of
tracked objects, we have to allow a possibility that each new observation comes
from a new target, i.e. a new mixture component. A convenient probabilistic
model that describes such data is a Dirichlet process mixture model also known
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Figure 1: A graphical representation of the model as a Dynamic Bayes Network.
as Infinite Gaussian Mixture Model. It allows to introduce new mixture components, when new data arrive. However, the standard Dirichlet process mixture
model does not allow to capture Markov dependencies between spatio-temporal
features measured together the appearance features. Therefore, we have to extend
the standard model with auxiliary variables.
Figure 1 shows a graphical representation of our model. Each column corresponds to the single, kth observation. Variable Yk denotes the measured features,
Xk the (hidden) parameters of Gaussian pdf generating appearance features of
(1)
(k)
Yk , and Hk denotes association variables; Hk ≡ {Sk , Ck , Zk , . . . , Zk }. Term Sk
is the label of kth observation, Ck the counter indicating the number of distinct
(i)
targets, and Zk is an auxiliary variable that points to the previous observation
of the ith target. This variable allows to describe the Markovian transitions of
spatio-temporal features along the trajectory of the ith target.
The Gaussian kernel parameters, Xk , evolve with a transition distribution
p(Xk |X1:k−1 , Hk ) typical to Dirichlet process mixture models. The past variables
X1:k−1 become a ’memory’ and Hk a discrete ’switch’ selecting one X from X1:k−1 .
New parameters Xk are generated by copying the selected variable from memory
or sampled from a global prior.
Inference For online tracking we wish to compute posterior label distributions,
p(Sk |Y1:k ). However the presence of discrete latent variables, renders our model
an intractable hybrid model and we have to reside to approximate inference methods. In the paper we describe implementation of assumed-density filtering (ADF)
algorithm, which is particularly suitable for online inference. The tests involving
real-world data recorded in an office environment show that ADF-based tracker
performs superior to a multiple-hypothesis tracker or a sampling-based tracker.
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[1] W. Zajdel, A.T. Cemgil and B. Kröse. Online Multicamera Tracking with a
Switching State-Space Model. In Proc. of IEEE Int. Conference on Pattern
Recognition, ICPR-04, August 23-26, 2004, Cambridge, UK.

374

Reasoning about Emotional Agents
John-Jules Ch. Meyer
ICS, Utrecht University, Utrecht
The full version of this paper appeared in Proceedings of ECAI 2004, IOS Press, 2004.

In this paper we are concerned with reasoning about agents with emotions. To
be more precise: we aim at a logical account of emotional agents. The very topic
may already raise some eyebrows. Reasoning / rationality and emotions seem
opposites, and reasoning about emotions or a logic of emotional agents seems a
contradiction in terms.
However, emotions and rationality are known to be more interconnected than
one may suspect. There is psychological evidence that having emotions may help
one to do reasoning and tasks for which rationality seems to be the only factor [1].
Moreover, work by e.g. Sloman [5] shows that one may think of designing agentbased systems where these agents show some kind of emotions, and, even more
importantly, display behaviour dependent on their emotional state. It is exactly in
this sense that we aim at looking at emotional agents: artificial systems that are
designed in such a manner that emotions play a role. Also in psychology emotions
are viewed as a structuring mechanism. Emotions are held to help human beings
to choose from a myriad of possible actions in response to what happens in our
complex world (cf. [3]).
So we advocate the use of emotional states to design an artificial intelligent
agent. One has to bear in mind, that this has in itself nothing to do with the
philosophical and very difficult question whether these agents really possess true
emotions in the sense that we humans do! This is similar to the question whether
artificial agents possess true intelligence or consciousness like humans do. One
can perfectly well think about the design of intelligent agents without addressing
this issue. In this paper we argue that emotions make sense in describing the
behaviour of certain intelligent agents, and may help structuring the design of
the agent (by means of an architecture that caters for emotional aspects) and
consequently it is useful to reason about emotions of an agent, or rather about
the emotional states an agent may be in, together with its effects on the agent’s
actions, as an important aspect of the agent’s behaviour.
So our logic is more concerned with the behaviour of such a system than with
emotions per se. This is a perfectly sensible way to go in line with software and
system engineering practice. To specify systems in a rigourous way one may employ
certain logical methods by which one can unambigously state how the system
should behave. In agent-based systems where the agents are perceived as rational
or intelligent ones, possessing some sort of attitudes pertaining to information
and motivation such the well-known BDI (belief–desire–intention) agents, we can
describe their behaviour in terms of the evolution of the mental states of the agent
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over time (e.g. BDI logic [4], and KARO logic [2]). We now want also perceive
emotional agents as systems that evolve over time and can be described by some
logic as the one mentioned above for rational agents.
So what we aim at is
describing behaviours of emotional agents in terms of the way their (emotional)
states evolve over time. This means that we are interested in at least two things:
how do actions of agents (by definition agents act!) change their emotional states
and how do emotional states determine what action is taken and what effect is
obtained from this in the given state.
The way the full paper proceeds is as follows. From the psychological literature
we get evidence that the way emotions influence behaviour is on a rather high
level. Emotions like happiness and fear generally do not result directly in taking
concrete actions by agents, but rather in an attitude towards handling their goals
and intentions. Emotions moderate the execution and maintenance of the agent’s
agenda, so to speak. It will turn out that we can model these high-level attitudes
adequately in the logical framework that we have devised for rational agents. In
essence our approach is thus: to reason about the dynamics of (emotional) states
we use the framework of dynamic logic and (an extension of) the KARO framework
([2]) in particular. In the full paper we provide KARO-style formulas expressing
emergence of the four basic emotions of happiness, sadness, anger and fear, as
well as their influence on the agent’s deliberative behaviour. A simplified example
for illustrating the flavor of these formulas is the following: I(π, ϕ) ∧ Com(π) →
[π](Bϕ → happy(, ϕ, ϕ)), expressing that an agent that was committed to a plan
π which it intended to do with ϕ as goal, and that believes that its goal ϕ is realised
after having executed/performed its plan π, is indeed happy with this (w.r.t. this
goal ϕ and a (by now) empty plan ).
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Currently, evolutionary computation can reliably address problems for which
the order of the dependencies between the n variables is limited to a small number k, where two variables are called dependent if the fitness contribution of one
variable depends on the setting of the other variable and the order of the dependencies is the largest number of interdependent variables. Apart from these problems,
there are certain specific problems with higher-order dependencies that can also
be addressed. Indeed, hierarchical problems with dependencies up to order k = n
can still be solvable in a scalable manner. Examples of hierarchical problems so far
include H-IFF, H-TRAP, and H-XOR, which can be addressed by methods such
as SEAM [3] and H-BOA [2].
The class of hierarchical fixed-length problems is of interest because it is the
most complex problem class that may still be efficiently addressed by currently
known evolutionary algorithms. The class of feasible problems may be further
extended however if variable-length hierarchical problems can be addressed. A potential in this direction is demonstrated by the DevRep algorithm [1]; this method
was reported to address a 1024-bit version of the HXOR problem. While HXOR
indeed features modularity, hierarchy, and repetition, this result does not demonstrate that the DevRep algorithm can exploit these problem features in isolation.
Our aim will be to explore whether modularity, hierarchy, and repetition can
be identified in isolation. Existing test problems contain a combination of these
features. Therefore, we introduce new test problems that enable the study of these
problem features in isolation. The Sequence problem (SEQ) features modularity,
but no hierarchy or repetition. The Hierarchical Sequence problem (HSEQ) features hierarchy but no repetition. To study repetition, we employ the OneMax
problem.
We develop a variable length algorithm for module formation. The operation of
the algorithm on the SEQ, HSEQ, and OneMax problems is studied in experiments.
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Control experiments are performed to analyze the necessity of different features of
the algorithm.
128−variable Hierarchical Sequence problem
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Figure 1: Performance on the 128-variable HSEQ problem for various methods.
It is demonstrated that the modules formed by the method correspond to
the modules present in the problems, and the method can thus be said to detect modularity, hierarchy, and repetition to a substantial degree. For the HSEQ
and OneMax problems, a significant performance gain was achieved as a result
of module formation. While translocation is seen to be useful in the presence of
repetition and no insurmountable obstacle in the hierarchical HSEQ problem, a
position-specific module-acceptance test was found crucial in the latter problem.
These findings suggest that successful exploitation of both hierarchy and repetition will require both position-specific module testing and position-independent
module use.
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1

Introduction

A contract between multiple business partners contains some statements about
their business relationship, in particular on their physical and informational actions. One purpose of such a contract is to distinguish expected and acceptable
behaviour from forbidden behaviour.
The introduction of workflow systems and enterprise resource planning systems
increases the automation of business contract execution. To the same degree, the
demand for automated monitoring increases just because more information about
the contract execution has to be processed by the business partners.
The business partners are interested in answers to the following questions:
1 Given the current state of contract execution, which actions are expected
from a partner in the future.
2 Is a contract violation imminent, i.e. likely to happen within short time?
Which partner has to be remind to fulfil her obligation?
3 Which partner is responsible for a contract violation?
We address the problem by regarding it as a formalisation problem: Given a
paper contract, formalise it into suitable representations such that the three main
questions can be answered. Essentially, we map informal requirements (the paper
contract) into formal specifications that are subject to automated processing very
much like system requirements are mapped into implementations.

2

Monitorable Contract Model

This paper proposes an approach to formalise electronic contracts into a set of
representations that enable automatic monitoring. The formal contract model
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consists of two core components: a monitorable element and a monitoring mechanism.
The monitorable element include
• trade process
– actions: all activities mentioned in a contract.
– commitment: a sequence of activities promised by some partner to
become true in the future.
• logic relationships
– contract constraints: a statement about the well-formedness of a contract execution by using temporal logic.
– guards of constraints: the right order of actions checks what obligations
remain to be realized after the occurrence of the guarded action.
The monitoring mechanism consists of:
• monitoring module
– commitment graph: an overview of commitments between contractual
parties.
– pro-active detect algorithm
– maintaining guard algorithm
• reactive modules: they respectively support anticipation and avoidance before anomalous action occur, detection and compensation after anomalous
actions occur

3

Conclusions

Our contract model is more suitable for electronic contract executions. Imminent
contract violations may be forecasted by checking the state of the so-called guard
expressions ahead of the formal deadline of an expected action. This feature allows
pro-active use of formal contract representations in order to avoid real violations.
Rather than passing a violation case to a legal law suit, the failing partner can be
forced to commit to a compensation that creates value for all partners. Without
automatic monitoring, the detection of compensation opportunities is simply too
costly to justify complete monitoring.
Further research has to be undertaken in the area of quality safeguards in electronic contracts. Lack of trust between partners may be dealt with by introducing
a trusted third party which sub-divides actions into parts that are then irrevocable
or provide monitoring services. An electronic contract can be analysed prior to its
execution in order to avoid incomplete commitment structures. Specifically, one
may verify whether any violation of a contract constraint can be traced back to a
commitment, i.e. a partner who is responsible for the violation.
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Introduction: The use of approximation as a method for dealing with complex
problems is a fundamental research issue in Knowledge Representation. The literature
on approximate and anytime reasoning of the last decade has studied specific algorithms:
their anytime behaviour, their performance profiles, compositionality of such algorithms,
monitoring and control of such algorithms, etc. However, a declarative characterisation
of such algorithms is often lacking. On the other hand, declarative formalisms have been
provided for approximate reasoning, but this work only tackles general logical deduction,
and needs to be made more concrete for specific forms of AI problem solving. In this
article we try to bridge the gap between these algorithm studies on the one hand and the
analytical/declarative characterisations on the other hand. We present a case study in
which we show how to do a structured analysis of an approximate entailment method for
approximate problem solving.
Approximation method: The approximate entailment method focussed on is the
method of Cadoli and Schaerf.1 This method is general and can be applied to any problem
that can be formalized in (propositional) logic and uses logical entailment for inferencing.
This method has a number of desirable properties for an approximation method, but
also has a number of limitations. In particular, it is not immediately obvious what the
effect is of applying the method on a specific problem domain such as diagnosis or
classification. Furthermore, the method uses a parameter S resulting in a whole spectrum
of approximations that range from zero to optimal precision. Practical usefulness of
the method therefore depends on the choice for S, making this choice a crucial part of
the method. Currently, the method has not been evaluated beyond diagnosis and belief
revision by means of a quantitative and qualitative analysis.
1 Marco Schaerf and Marco Cadoli.
74:249–310, 1995.

Tractable reasoning via approximation.
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Domain: In classification the goal is to identify an object as belonging to a certain
class. The object is described in terms of a (possibly incomplete) set of observations,
i.e., attributes with some value. The classification criteria we consider are weak, strong,
and explanative classification. In weak classification a class is a solution when it is
consistent with the domain theory and the observations. In strong classification a
class c is a solution when the domain theory together with c explains all observations.
That is, we want candidate solutions to actually possess the properties that have been
observed. In explanative classification a class is a solution if the class is explained by
the observations. That is, a class is a candidate solution if all its properties are observed.
Note that in strong classification a candidate solution may have more properties while
in explanative classification a candidate solution may have less properties than the ones
actually observed.
Structured analysis: This article shows how to do a structured analysis of the use of
an approximate entailment method for approximate problem solving. The approach consists of two steps. Theoretical analysis: In this step the properties of the approximation
method applied on a specific problem domain are analyzed by using the rules of the logic
and the properties of the approximation method. This step tries to limit the choices for
the parameter S resulting in a smaller search space of useful settings (and changes) for
the crucial approximation parameter. Empirical analysis: In this step heuristics for the
parameter S are determined and experiments are set up that measure the quality of these
heuristics. The experiments include choosing problem instances, a quality measure for
the heuristics, and a way to compare the measured qualities of the heuristics.
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Results: The main results of the theoretical analysis are formulas obtained that describe the effect of replacing the entailment
operator by the approximate entailment operator for the three classification forms. It
was proven that, approximate weak classification behaves identical to weak classification that allows certain observations to be
inconsistent. Approximate strong classification behaves identical to strong classification restricted to a subset of all classes.
Approximate explanative classification behaves identical to classical explanative classification to which a set of classes is added.
Furthermore, the results of the theoretical analysis resulted in a number of restrictions for reasonable choices for the parameter
S of the approximation method. These restrictions for the parameter S are used in the
empirical analysis for developing concrete guidelines for choosing the parameter S. In
the article, several heuristic orders are constructed for strong and explanative classification and validated using an empirical analysis. A typical outcome of such an empirical
analysis is shown in the figure and is explained in more detail in the full paper.
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The Secret Prover:
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Abstract
The Secret Prover is a Java application which allows a user (A) to prove
to another user (B), that A possesses a file. If B also possesses this file B will
get convinced, and if B does not possess this file B will gain no information
on (the contents of) this file.
This is the first implementation of the protocols described in the paper “New Protocols for Proving Knowledge of Arbitrary Secrets While not
Giving Them Away” [2], which is also discussed in this volume [3].

1

Introduction: Proving Secrets

In application domains where sensitive information plays an important role, such
as police research, intelligence, finance and the medical domain, one may want
to ask whether someone knows a specific fact. Because of the sensitivity of the
information concerned, it is often undesirable for the specific fact itself to be told
by way of posing the question. For example posing the question “Did you know
that Geertje is pregnant?” will inform the asked person about a fact. If it is
the aim to ask this very question without informing the asked person about the
fact, we need a dedicated protocol for asking such questions. [2] Introduces six
protocols which offer a solution to this problem.
The trust needed between the participants of the protocol is minimal: essentially, only the prover must truly want to prove knowledge of a fact to others who
also know.
In this demonstration, we introduce the Secret Prover, a Java application implementing these protocols.
The kind of secrets that the Secret Prover can handle is secrets in the form of a
file. A file can be considered as a sequence of bits, and knowledge of this sequence
can be proven using the Secret Prover. No limitation exists on what kind of files
can be used.1
1 Note

that in this scenario, the file name is irrelevant to the protocol.
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2

The ANITA project

The research contributing to the protocols and this demonstation is the Administrative and Normative Information-Transaction Agents project, ANITA for
short[1]. The ANITA project is funded by NWO/ToKeN2000. Its aim is to use
multi-agent systems to provide methods for both complete and legitimate information exchange of sensitive information, such as in the Dutch police domain.
The Dutch police offers us a very interesting application area for our protocols.
Police investigation teams typically want to keep their files secret, but do want
to know whether other teams are investigating on the same persons or locations.
If indeed multiple teams are investigating the same person, they would better
co-operate, or at least make sure they do not hinder one another.

3

System requirments

The demonstation software is a Java application, which can be used on any computer with a currect Java installed. To run the protocol, two computers running
this software are needed, and the computers need to be connected through the internet. One of the computers needs to allow “incoming connections”, which means
its firewall should not be set too paranoid. The protocol can also be run within
just one single computer, but this may make understanding the protocol somewhat
less easier. The demonstration will approximately take 25 minutes. The software
can be found at http://www.ai.rug.nl/~woutr/provingsecrets/

4

Future application of the software

The protocols can be run in standalone applications such as this demonstation, but
typically the protocols will be components of larger access control systems. In our
forthcoming research, these protocols will be incorporated within the prototypes
which will be developed in the ANITA project.
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1. Overview of the proposed system
Negotiations have been identified as a key form of interaction in multiagent systems. Multi-attribute negotiations are of particular interest, since
in such cases outcomes that bring utility gains for both parties are
possible. Our fundamental research [1,2] aims at bridging the gap
between negotiation theory and human negotiation practice and to
construct answers to open challenges (e.g., how to handle incomplete
preference information). Based on this theoretical foundation, a software
environment was developed to enable better understanding and testing of
the model (this was originally presented as [3]).
The considered type of negotiation follows an alternating-offers
protocol; a bid has the form of values assigned to a number of attributes.
If the negotiation is about a car, for example, the relevant attributes
considered are CD player, Extra Speakers, Airco, Tow Hedge, Price, and
a bid consists of an indication of which CD player is meant, which extra
speakers, airco and tow hedge, and what the price of the offer is. The
proposed demonstration is based on this domain, and was originally
developed in collaboration with Dutch Telecom KPN. However, the
negotiation model presented in [1] and [2] is a generic one and
instantiations in other domains are possible. In both cases, the DESIRE
software environment (developed at Vrije Universiteit, Amsterdam) was
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used to design and (automatically) implement the agents. The system
supports 3 types of negotiation (all of which can be shown during the
demonstration): human vs. human negotiation, human vs. software agent
and software agent vs. software agent.

2. Purpose of the Demonstration
There are several aims that we wish to achieve in our demonstration.
The first aim is to show how incomplete preference information can be
used to increase the efficiency of the joint exploration of the utility space.
The method used to achieve this is to compare the traces produced by two
negotiations: a perfectly closed negotiation with no guessing and one
where some profile info (in the form of one or several preference
weights) and/or guessing is used (see [1] for a description).
The second important aim is to show how humans can use such a
system to negotiate both against other humans or software agents. This is
significant, because it gives us the possibility to analyze the behaviour of
humans in complex negotiations over multiple attributes and in the
presence of uncertain information. This may hold important clues for the
design of future automated trading mechanisms.
Finally, the system can also be used as a training tool for introducing
human negotiators into the complexities of multi-attribute utility theory
(described in the classical work by Howard Raiffa and others). In this
educational capacity, our software may be useful both to students, as well
as professionals outside the academic field.
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1. Overview of the transportation model
A recent development in multi-agent systems research is their
application in the logistics of the transportation sector. Transportation is a
challenging application area where, due to strong competition, profit
margins are typically low. Furthermore, the current practice of centralized
solutions is a bottleneck and does not support the flexibility required for
incidence management or exploiting new and profitable opportunities.
The multi-agent system paradigm can overcome these challenges and
offer new opportunities for profit. In our research, this is achieved by
developing robust, distributed, market mechanisms.
In recent research ([1, 2]), we have proposed a model with online,
decentralized auctions, where agents bid for cargo to increase profits by
exploiting new transportation opportunities that appear in the course of a
day. In this context, we studied the effect of bidding strategies that are
novel for such a large scale settings (e.g. allowing decommitment of
previously won loads in favour of new, more profitable opportunities).
The fundamental research on which this model is based and results from
performed simulations are presented in [2]. Based on this fundamental
model, a software tool was built to allow us to visualize the simulations,
in the form of a Java applet. The demonstration paper for this software
tool was originally presented as [1]. Due to space constraints, we cannot
describe all the details of our simulation here, and the interested reader is
asked to consult [1] for details.
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2. The visualization applet
Our visualization is comprised of several panels. The main panel
presents the structure of the world (i.e. the grid or the road network
graph). Two side panels are used to display information about the current
truck or depot selected and general information about the world. The
visualization can run in two modes: static (in which the user can
manually browse through the turns in a day) and dynamic, in which the
appearance of new loads and movements of trucks are shown
dynamically evolving during the course of a day.
The most relevant elements to visualize in such a simulation are the
routes the trucks take during the day, since this can give an idea of the
planning involved. There are 2 types of routes that may be visualized:
- Actual routes taken by the trucks (here the routes taken by individual
trucks or by trucks owned by different companies may be highlighted).
- Planned routes. Viewing the evolution of the planned paths, as new
loads appear at different time points, gives an insight of the complexity of
planning algorithms used. The planned routes for each truck may change
dynamically during the day, as plans are continuously expanded to cover
the pick-up/delivery of loads newly won in the online auctions.
The objectives we pursued in building our visualization are to:
• Present all information on a single graphical interface
• Provide the user with the ability to easily navigate through the
simulation, with complete information and intermediate results.
• The information given should be palatable: it can be understood
without delving in the underlying complex semantics of the model.
A Power Point presentation (in the form of a story board), which
contains screen shoots of this software is available at [3].
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Abstract
The trust and tracing game - played by humans - is a research tool designed for study
of trust in commodity supply chains. Preliminary observations from the game suggest
that rational choice is to some extent dominated by player’s personal preferences.
Multi-agent simulation systems are being developed for comparison between
behavioural models and experimental results. A prototype will be demonstrated and
directions for future development will be presented. The purpose of this demonstration
is to get in touch with AI researchers working in related areas.

1. Description of the Trust and Tracing Game
The trust and tracing game1 is a research tool designed for study of actor
behaviour in commodity supply chains. The focus of study is on trust in the
stated quality of the commodities. The game is played by a group of persons that
play the roles of producers, middle-men, retailers, or consumers. In the initial
state, consumers, retailers and middle-men are supplied with (artificial) money.
Producers are supplied with envelopes of different colours representing lots of
different product types A, B, and C. Each lot is of either low or high quality,
represented by a ticket covered in the envelope. Each combination of product
type and quality grade has a different consumer satisfaction value (Table 1).
Producers are informed about the quality of each lot, but other players may not
open the envelopes. Buyers must either trust sellers or involve a tracing agency,
at the cost of a tracing fee. If the tracing agency finds an untruthful quality
statement, the seller will be punished with a fine and public disgrace. So a seller
may put some money and her reputation at stake by deceiving buyers or by
trusting her supplier. A bottle of wine is the reward for the winners in each
player category. In the consumers category the player having gained the most
satisfaction points is the winner; in other categories profit is the criterion (Fig 1).
Table 1: Consumer satisfaction value for product types A, B, and C, by quality.

Quality grade
Low
High
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A
1
2

B
2
6

C
3
12

producers
profit

middlemen

retailers
profit

consumers
profit

satisfaction

Figure 1: Commodity flow and performance criteria.

2. Multi-Agent Simulation Model
A pay-off matrix has been formulated, assuming rational choice1. However,
preliminary game observations suggest that rational choice is influenced by
personal preferences for taking risk, being honest, reputation, and interpersonal
relations. People do not only maximize profit. They also follow rules of
appropriateness. Multi-agent systems are being developed for study of these
phenomena. We demonstrate a prototype using the Swarm simulation
environment2. The purpose of this prototype is to assess feasibility of using
multi-agent models for research of behaviour in supply chains.
The prototype comprises player agents for the roles of producers,
middlemen, retailers, and consumers, and a tracing agent that may on request
assess the quality of a product and impose a fine in case of deception. The
trading agents are composed of processes for:
• Needs determination: determine if an agent intends to buy or sell;
consumers always buy; middlemen and retailers buy if stocks is below
threshold; producers, middlemen, and retailers sell any product in stock.
• Trade partner selection: agents intending to sell advertise; buyers contact
sellers with trust-based preference; sellers may refuse (busy or distrusting).
• Cheating decision: the seller randomly decides whether to cheat or not,
weighted with an “honesty” parameter and trust in the trade partner.
• Price negotiation: based on agent’s belief about reasonable price; agents
will terminate negotiations that do not satisfactorily proceed.
• Trust-or-trace decision: after successful transaction buyer decides whether
to request a trace or not, based on its trust in the trade partner.
• Trust maintenance: agents maintain trust for any other agent they have done
business with, based on the outcome of negotiations and traces.
• Price belief maintenance: adjust price belief based on negotiation results.
With this prototype the feasibility of multi-agent systems for supply
chain research has been demonstrated. Currently we are developing more
extensive models and exploring other agent platforms.
1

Meijer, S. and G.J. Hofstede “The Trust and Tracing game” In: Proc. 7th Int. workshop
on experiential learning. IFIP WG 5.7 SIG conference, May 2003, Aalborg, Denmark.
2
http://wiki.swarm.org/wiki/Main_Page
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Abstract
Some sort of agent framework is an obvious requirement for teaching the basics of
multi-agent systems to first year undergraduate students. This framework should be
capable of supporting all vital properties that are needed for the intended course, yet
remain simple enough to teach to first year undergraduates. Although numerous agent
frameworks have been suggested in the large body of literature, none of these are
simple enough for usage by the undergraduates. Hence we set out to create a new
framework, which would realize all the requirements of the intended course without
sacrificing simplicity. The students’ evaluation and subsequent research into the
current state of java-based agent frameworks has led to the current version of our
framework. We will demonstrate both the framework, which embodies the concepts of
multi-agent systems, concurrency, persistency, distribution and mobility, and the
content of the pertinent course teaching the basic concepts of AI using our framework.

1. Introduction
As a part of a new educational program at Delft University of Technology, an
introductory first-year undergraduate course on Knowledge Engineering has
been introduced in the academic year 2001-2002. The main aim of this course is
to achieve the following:
1. Introducing the basic concepts of knowledge engineering and relevant
artificial intelligence (AI) techniques including search algorithms,
knowledge representation techniques, rule-based reasoning algorithms,
and agent technology.
2. Explaining and instructing on issues related to AI programming in
general and intelligent multi-agent systems in particular.
In contrast to the classic notion of AI, which represented a promise of
intelligent machines with abilities comparable or possibly superior to those of
humans [1], this course has been envisioned to approach AI as a set of
techniques for making software that is more intuitive and easier to use and
which makes users more productive (e.g., as proposed in [2]).
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2. Fleeble
The current version of the Agent Framework (we’ve named it ‘Fleeble’) is in its
third generation. It has been designed based upon the feedback given by the
students who took part in the course during 2002 and 2003 [3].

3. Coursework
The coursework consists of 3 separate exercises. The first exercise, partly meant
to identify those students without sufficient programming experience to
complete the course, introduces epistemic logic and agent technology by letting
the students play a game of Rock-Paper-Scissors [4] against the computer. The
second exercise is designed to use rule based reasoning to sort students
participating in the course according to their suitability to be ‘the perfect project
partner’. The design of the rule base is left to the students themselves. The third
exercise introduces semantic networks as a tool for ‘understanding’ text that the
students should use to filter the live BBC news feed for those articles that appear
to be of interest to the user. The fourth exercise introduces the concepts of adhoc networks and non-deterministic routing algorithms by letting students
implement the behaviour of agents who’s task it is to route messages on an adhoc network.

4. Demonstration
We will demonstrate Fleeble using the coursework specified above.
The application runs on a PC with Windows (2000 or XP), sun’s java 1.4.2
JDK or higher. Due to its live nature, the third exercise requires an internet
connection.
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Introduction
The system that is demonstrated is an agent platform developed for the DEAL
(Distributed Engine for Advanced Logistics ) project. The primary goal of this
project is to enhance the utilization of trucks for transportation companies. This
is to be realized by a distributed computer system that connects all trucks, orders,
planners, and customers. Each of these entities is modeled by an agent. In a
logistics setting, the main problem is to nd the best truck for a container while
nding appropriate routes for all trucks. In this project a feasible solution for
this problem is constructed by distributed, communicating agents. For example,
a container agent may request its transportation from a truck agent, and a truck
agent can refuse such a request if it may be able to construct a more ecient route
without this container. A similar system is introduced in [FMPS95], with the
dierence that they have not modeled the orders by agents, instead the company
and truck agents take care of all aspects.
The purpose of the agent platform is to study the eciency of communicating
agents. Coordination logic and processing logic in a component (agent) should be
separated [PA98]. In other words, the main logic of the agent should not contain
explicit references to whom it speaks to or from whom it receives messages. For
this we constructed a general purpose agent system (i) that can run in a distributed
manner to scale well when the number of agents grows, (ii) that has tight control
of system resources, and (iii) in which the coordination logic is separated from the
processing logic.

Technology
The agent platform has two layers: one to ensure scalability and another to provide support for asynchronous communication and coordination. The lower layer
(Abbey and monks ) is responsible for the system not running out of resources (it
controls threads, distributes the load  fullling the scalability requirement), while
the upper layer (Agents) provides an environment to ensure the separation of coordination and processing in the agent code, and provides support for asynchronous
communication.
In our vocabulary a monk is a 'blind worker', who runs a thread all the time.
Note that there is a one-to-one assignment between threads and monks. One can
dispatch an open task to a monk and it will execute it without having any idea
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what it is about. When it has nished the execution of the task, it sets the task
state to ready and looks for another open task.
An abbey consists of a number of monks and a task pool. The abbey creates
the monks, manages them and handles the task dispatching. On the one hand,
the abbey ensures that there are always enough monks to execute the tasks, and
on the other hand it prevents the system to be overloaded by numerous monks
(threads). If it is short of system resources it can decide to spawn a new abbey on
a dierent machine and transfer some of the agents to ease the load of the current
system.
The services of an abbey implement a non-preemptive virtual-thread scheduling
of the methods of the agents. Methods are dispatched to monks when they are
to be executed and there is no way to interrupt their execution (non-preemptive).
A monk executes dierent methods of dierent agents subsequently, but from a
perspective of an agent it looks like it has its own (virtual) execution thread.
Agents communicate through asynchronous message sending. Messages are
called prayers and are delivered by the agents themselves. There is a queue for
every agent. If an agent is busy answering a prayer, the next prayer is queued.
There is a designated method in every agent to receive the prayer and call the
corresponding method of the agent. This organization helps to separate the coordination from the processing in the agents.

Demonstration
The agent platform is demonstrated by simulating a situation within the logistics
domain. For this demonstration we need a beamer and projection screen. The
demonstration can be given either continuously for some time, or in a session of
about 15 minutes.
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Abstract
Automatic recognition of human facial expressions is a challenging problem with many
applications in human-computer interaction. Most of the existing facial expression
analyzers succeed only in recognizing a few basic emotions, such as anger or
happiness. In contrast, the system we wish to demonstrate recognizes a large range of
facial behavior by recognizing facial action units (AUs, i.e. atomic facial signals). Our
system performs AU recognition using temporal templates as input data and a
combined kNN-rulebase two-stage classifier. Besides demonstrating the facial action
recognizer, we will demonstrate a new point-tracking algorithm based on particle
filtering with factorized likelihoods that we use for the registration of the input data.

1. Introduction
Interaction between man and machine is presently far from perfect. It is even
perceived by a broad user audience as the bottleneck for the utilization of the
available information flow. Of all modalities available to humans, the face
carries the most information. Thus, being able to read the face as humans do
would greatly benefit a machine to interpret the messages send by a human.
The system we wish to demonstrate is able to recognize 15 AUs occurring
alone or in combination in an input face video displaying a facial expression [1].
The proposed method performs AU recognition using temporal templates as
input data. All face images are first registered using point tracking based on
particle filtering with factorized likelihoods [2]. It classifies a new face video by
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first finding k nearest neighbors and subsequently compensating for common
confusions by applying a rulebase on the results of the kNN classifier.

2. Temporal Representation
Temporal templates are images constructed from image sequences, showing
areas where motion occurred in white and areas that remained static in black.
This way, a 2 dimensional motion representation is extracted from 3
dimensional input data.

3. Two Stage Learning Machine
The classifier used consists of a kNN algorithm for the initial classification
followed by a set of rules to overcome some common confusions made by the
kNN classifier. When two AUs produce activity in globally the same part of the
MHI, we still can make a distinction by comparing the motion activation in
specified facial regions, defined by an expert in facial expression recognition.

4. Demonstration
The first part of the demonstration shows how the tracking algorithm that is
used for image registration works. A test subject shows a facial expression in
front of a webcam connected to a PC. In the first frame of the recorded face
video 9 facial points have to be selected. The demonstrator then shows how the
likelihood of the particles is distributed and the resulting tracking of the points.
The second demonstration shows the registration of the image sequence and
subsequently the creation of the temporal template. Next, the input temporal
template is classified by the combined kNN rulebased classifier (i.e. activated
AUs are recognized).
For our demonstration we would like to use a bigger display device than our
laptop display (plasma screen or a screen/projector for instance).
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Abstract
The automatic recognition of human facial expressions is an interesting research area
in AI with a growing number of projects and researchers. In spite of repeated
references to the need for a reference set of images that could provide a basis for
benchmarking various techniques in automatic facial expression analysis, a readily
accessible and complete enough database of face images does not exist yet. This lack
represented our main incentive to develop a web-based, easily accessible, and easily
searchable repository of still and motion face images.

1. Introduction
Automatic recognition of human facial expressions has recently gained an
increased interest from Artificial Intelligence researchers. Numerous efforts
have been made to enable machine recognition of facial expressions. For
exhaustive overviews of existing techniques, readers are referred to [1] and [2].
Validation studies of automated analyzers of human facial expression
address the question whether the interpretations of these automatons equal those
given by human observers. This testing of automated facial expression analyzers
involves obtaining a set of test material coded by human observers in terms of
shown emotions and/or in terms of displayed facial muscle activation (facial
Action Units (Aus)). In order to enable proper testing and comparison of
different automated analyzers, this test data should be easily accessible and as
complete as possible in terms of expressions shown and variation of the persons
displaying the facial expression (at the least it should contain still and motion
images of six basic emotional expressions and of each facial muscle activated
individually). Nevertheless, none of the currently available databases of face
images fulfills these requirements [1]. This motivated our effort to develop a
database that will comply with those demands.

2. Database Criteria
The following criteria have been defined for our MMI-Face-DB. It should be
easily accessible, extendible, manageable, user-friendly, accompanied with
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online help files, equipped with different search criteria, enabled with a preview
for each and every search request, and because of the accessibility it should be
secure. The database should contain still images and videos displaying both the
six basic emotional displays and the individual activations of each of 44 existing
facial muscles. The database images should represent a number of demographic
variables including ethnic background, gender, and age. Because of the large
number of variables involved here (six emotions, combinations of 44 Aus,
various human aspects) it is important that the database is easily searchable.

3. Technology Used
To build the database, we used JavaScript, Macromedia Flash, MySQL,
PHP, and Apache HTTP server. The use of JavaScript enabled us to create
dynamic pages. Macromedia Flash1 was used to build a Rich Internet
Applications, providing some extra animation features. MySQL2 was chosen as
the database server because it is available for free, it is platform independent,
fast and robust, and it is well documented. PHP3 was used because it is an open
source platform that works extremely well with MySQL database server.
Finally, we use Apache HTTP Server because it is an open source application,
secure, efficient and extendible, and is well documented.

4. Demonstration Description
In order to show how the MMI-Face-DB works, we need two computers,
preferably with a fast Internet connectio. The participants will be able to explore
our database (±200 still images and ±800 videos) and to try some of it’s
functions, such as searching, downloading or viewing parts of the database
content.
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Egon L. van den Broekb
c
Peter van der Putten
Marten J. den Uyla
a

c

ParaBot Services bv / Vicar Vision bv,
Singel 160, 1054 TA Amsterdam
b
NICI, Radboud University Nijmegen,
P.O. Box 9104, 6500 HE Nijmegen
LIACS, P.O. Box 9512, 2300 RA Leiden

This work has been done as part of the EU VICAR (IST) project and the EU
SCOFI project (IAP). The aim of the first project was to develop a real time
video indexing classification annotation and retrieval system.
For our systems, we have adapted the approach of Picard and Minka [3], who
categorized elements of a scene automatically with so-called ’stuff’ categories (e.g.,
grass, sky, sand, stone). Campbell et al. [1] use similar concepts to describe
certain parts of an image, which they named “labeled image regions”. However,
they did not use these elements to classify the topic of the scene. Subsequently,
we developed a generic approach for the recognition of visual scenes, where an
alphabet of basic visual elements (or “typed patches”) is used to classify the topic
of a scene.
We define a new image element: a patch, which is a group of adjacent pixels
within an image, described by a specific local pixel distribution, brightness, and
color. In contrast with pixels, a patch as a whole can incorporate semantics.
A patch is described by a HSI color histogram with 16 bins and by three
texture features (i.e., the variance and two values based on the two eigen values
of the covariance matrix of the Intensity values of a mask ran over the image. For
more details on the features used we refer to Israel et al. [2].
We aimed at describing each image as a vector with a fixed size and with
information about the position of patches that is not strict (strict position would
limit generalization).
Therefore, a fixed grid is placed over the image and each grid cell is segmented
into patches, which are then categorized by a patch classifier. For each grid cell a
frequency vector of its classified patches is calculated. These vectors are concatenated. The resulting vector describes the complete image.
Several grids were applied and several patch sizes with the grid cells were
tested. Grid size of 3x2 combined with patches of size 16x16 provided the best
system performance.
For the two classification phases of our system, back-propagation networks were
trained: (i) classification of the patches and (ii) classification of the image vector,
as a whole.
The system was tested on the classification of eight categories of scenes from
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the Corel database: interiors, city/street, forest, agriculture/countryside, desert,
sea, portrait, and crowds. Each of these categories were relevant for the VICAR
project. Based upon their relevance for these eight categories of scenes, we choose
nine categories for the classification of the patches: building, crowd, grass, road,
sand, skin, sky, tree, and water. This approach was found to be successful (for
classification of the patches 87.5% correct, and classification of the scenes 73.8%
correct).
An advantage of our method is its low computational complexity. Moreover,
the classified patches themselves are intermediate image representations and can
be used for image classification, image segmentation as well as for image matching.
A disadvantage is that the patches with which the classifiers were trained had to
be manually classified. To solve this drawback, we currently develop algorithms
for automatic extraction of relevant patch types.
Within the IST project VICAR, a video indexing system was built for the
Netherlands Institute for Sound and Vision1 , consisting of four independent modules: car recognition, face recognition, movement recognition (of people) and scene
recognition. The latter module was based upon the afore mentioned approach.
Within the IAP project SCOFI, a real time Internet pornography filter was
built, based upon this approach. The system is currently running on several
schools in Europe. Within the SCOFI filtering system, our image classification
system (with a performance of 92% correct) works together with a text classification system that includes a proxy server (FilterX, developed by Demokritos,
Greece) to classify web-pages. Its total performance is 0% overblocking and 1%
underblocking.
Acknowledgments: This work was partially supported by the EU projects
VICAR (IST-24916) and SCOFI (IAP-2110; http://www.scofi.net/). Further, we
thank the reviewers, for their comments on the manuscript, and Robert Maas for
his work on the texture algorithm.
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