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The analysis of texts has been central to humanists since at least the Renaissance. Italian 

humanists like Lorenzo Valla developed critical practices of interpretation and textual 

analysis as they tried to recover and interpret the classical texts of Greece and Rome 

(Nauta 2013; Valla 1985). The Renaissance humanism of writers like Petrarch, 

Machiavelli, and Valla was a reaction against pedantic scholasticism and returned 

attention to human language and literature – to the texts themselves. Humanists renewed 

our interest in human expression, especially the literary, historical and philosophical 

classics. They started traditions of discovering and teaching our cultural record through 

the ongoing reading of texts, traditions still central to the humanities and, for that matter, 

the modern school system.
1
  

 

Now humanists are experimenting with text mining to study the large collections 

of literary and historical texts made available by projects like Google Books. To 

understand how the humanities are adopting text analysis and mining techniques this 

paper will look at a history of selected projects that expanded our view of how 

information technology can be used in textual studies and developed models for the 

infrastructure needed. The paper will complement this historical perspective by 

commenting on selected issues that arose in these projects in the light of recent 

discussions from critical data science. 

 

We take this historical approach beginning with Father Busa’s Index Thomisticus 

project initiated in the late 1940s both to remind readers that the challenges of mining 

bigger data with technology are not new, that they have a prehistory, and to tease out the 

                                                        
1
 The story told about Italian Renaissance humanism by the likes of Garin (1965) is, of course, not so 

simple. These traditions also have an elitist side (Davies 2008) and involved a changing view of the God, 

the universe, and our place in it (Greenblatt 2011). 
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evolution of how we think about texts and text mining such that we could now imagine 

projects like the Text Mining the Novel project (novel-tem.ca) that aims to reinvent the 

study of the novel on a grand scale. 

 

Busa and the Digital Text 

In 1946 Father Roberto Busa (1913-2011) defended a PhD thesis on presence in the 

voluminous work of Thomas Aquinas. The existing concordances of Aquinas didn’t 

include prepositions like “in” that indicate presence, so he had to go through the texts and 

create his own research index by hand on 10,000 cards. Creating his own concordance 

and studying how simple function words carried meaning led him to imagine a more 

ambitious project: a complete concordance of Aquinas called the Index Thomisticus 

which in turn led him to the office of Thomas J. Watson Sr. where he was able to get 

IBM support to set up one of the first and largest text computing projects of its time. 

(Busa 1980) The print Index Thomisticus, when finally completed in 1970 ran to 56 

volumes. A CD-ROM version was completed in 1989 and an online version is now 

available (www.corpusthomisticum.org/it/index.age). Busa may not have been the only 

person to adapt the information technology of the 1950s to text processing, but he 

certainly embarked on the most ambitious of first projects and his project is widely 

credited as the original, if not the most influential, digital humanities project.  

 

To understand Busa’s project and the origins of text analysis we need to 

understand the concordance as a tool for interpreting texts. The first concordances were 

for the Bible and they date to the 13
th

 century (McCarty 1993). Concordances gather all 

the “concording” or agreeing passages for a word into one place where you can quickly 

see what a text like the Bible has to say about a word. The typical concordance is more 

than an index of where words occur, it will have excerpted passages arranged so as to 

make it easy to skim the uses of the keyword in the target text. For many purposes you 

don’t need to consult the original, the concordance will do.  

 

The concordance evolved out of other forms of study tools adding a crucial 

feature: alphabetical organization so that it was easy to find the keyword you wanted to 

study. They were the proto-search tool of medieval scholarship letting someone look up a 

word and then skim its uses in order to prepare a sermon. Instead of imposing a 

preconceived order on the index, the alphabetical index let scholars search any word for 

any purpose (Rouse & Rouse 1982) from analyzing language use or following an idea 

through a text. They were so popular as tools that humanities scholars right up to Busa 

were willing to take years to laboriously develop them by hand. It was not surprising that 

humanists like Busa turned to information technology when it came along to save time 

processing texts for the purposes of creating analytical tools like concordances. 

 

I realized first that a philological and lexicographical inquiry into the verbal 

system of an author has to precede and prepare for a doctrinal interpretation of 

his works. Each writer expresses his conceptual system in and through his verbal 

system, with the consequence that the reader who masters this verbal system, 

using his own conceptual system, has to get an insight into the writer’s conceptual 

system. (Busa 1980, 83) 
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His reason for going to all this work was that he, as a philologist, believed a concordance 

allowed you to reread a text in a useful way, attentive to how language and ideas were 

used at the time. By excerpting passages out of their original context and bringing them 

together into a new hybrid text, the concordance allows the philologist to focus on word 

usage in the text. Only when you have mastered the language as it was used in the 

original context, traveling back in time through the concordance, can you begin to 

appreciate the argument of the text. The new text (the concordance) was the tool, one 

which was developed by processing the original. Thus he, and other early pioneers of 

digital concording like Glickman (1966) paid attention to the interface of the new display 

of the text, because that was the tool that would facilitate a different reading and thus 

different understanding, something that is still true. The importance of the source text and 

understanding its context of creation, aggregation and use is still important in text mining. 

The mining doesn’t relieve us of the need to know about our evidence, it lets us 

understand the evidence in different ways, showing new views while hiding others. 

 

What sort of infrastructure was needed for such a project? Despite skepticism that 

a computer could handle so much textual data, Busa and his IBM collaborator Paul 

Tasman developed ways of using punch cards to represent textual data and workflows for 

entering the data, proofing it, sorting it, and so on (Tasman 1957). This was a massive 

undertaking for its time; one that took scores of women for data entry, taking over an old 

warehouse.
2
 The innovation was developing a way to represent Latin text as digital data 

so that it could be processed on a device previously used for numeric data. Tasman, the 

IBM engineer in charge, right concludes his paper “Literary Data Processing” (1957) 

looking forward to a “new era of language engineering”, 

 

The indexing and coding techniques developed by this method offer a 

comparatively fast method of literature searching, and it appears that the 

machine-searching application may initiate a new era of language engineering. It 

should certainly lead to improved and more sophisticated techniques for use in 

libraries, chemical documentation, and abstract preparation, as well as in 

literary analysis. (Tasman 1957, 256) 

 

Reading Tasman one realizes how physical the digital text was – it was stacks of cards 

for things like phrases, words, and word forms. The new material text on cards was the 

digital data. It wasn’t hidden away on a drive somewhere. It was tokenized and 

manipulated as cards. The new punch card text was the point. 

                                                        
2
 Melissa Terras and Julianne Nyhan have been documenting the role and training of the women involved. 

See the blog entry by Terras “For Ada Lovelace Day – Father Busa’s Female Punch Card Operatives” on 

her blog <http://melissaterras.blogspot.co.uk/2013/10/for-ada-lovelace-day-father-busas.html>. See also the 

interview with Nyhan by Elin Widfelt at <http://hum.gu.se/english/current/news/Nyhet_detalj//julianne-

nyhan-wanted-to-reveal-the-history-of-digital-humanities.cid1280568>. 
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Thesaurae Linguae Graecae and the Ibycus Computer as Infrastructure 

The goal of the UCLA Classicist's Workbench is to create a distributed computing 

network for the study of Classics at all levels, including the beginning student and the 

most advanced scholar: 

 

Our project adopted the model of the workbench of 1987. A "workbench," in the 

context of computing, implies a generic tool (or, kit of tools) for accomplishing 

the major tasks of assembling, learning, researching, and communicating the 

information proper to a discipline. (Frischer 1989, 1)   

 

One of the first disciplines to develop a relatively complete corpus of materials 

for analysis was Classics which was why Bernie Frischer was able to describe the 

(partial) development of networked infrastructure to support both teaching and research 

in the late 1980s. The relationship between Classics, in a broad sense that includes 

philology (the study of the structures and development of language) goes back to Father 

Busa’s Index Thomisticus project discussed above. Already in that project one sees 

computing being used to extend beyond existing concordances as infrastructure to 

imagine a “complete” infrastructure.  

 

The project that best illustrates the scope of infrastructure imagined in Classics in 

the 1970s is the Thesaurus Linguae Graecae (TLG) and the associated computing, the 

IBYCUS. The TLG, or “Thesaurus of the Greek Language” was imagined by Marianne 

McDonald in 1971 and she subsequently provided seed funding. The project was 

officially founded in 1972 at a TLG Planning Conference and Theodore F. Brunner 

named Director. By 1976 it was distributing texts on tape, but it was with the 

development of the associated computer system IBYCUS that the TLG became essential 

research infrastructure for Classicists. By 1979 David Packard (noted classicist and son 

of the Hewlett-Packard co-founder of the same name) was demonstrating a minicomputer 

system with its own operating system designed for Classicists. In 1985 with William 

Johnson he founded a company that developed the Ibycus Scholarly Personal Computer 

(PSC) that could search, display and print Greek.
3
 Now universities could buy integrated 

infrastructure that could work with an increasingly complete collection of texts 

distributed and updated on CD-ROM.  

 

Classicists have become accustomed to scanning wide swathes of Greek and Latin 

literature, with full professors today who have never known a world without 

searchable texts. Many take for granted this core infrastructure and, when asked, 

admit that these tools have had far more impact upon the questions that they ask 

and the research that they conduct than they readily articulate. (Crane et al. 

2008) 

 

I (Rockwell) remember the final days of the Ibycus PSC. When I first went to McMaster 

University in 1994 they were decommissioning theirs as Apple Macs with CD-ROM 

                                                        
3
 For a history of the TLG see their web site <http://stephanus.tlg.uci.edu/history.php>. 
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drives could now search the TLG CD-ROMs and Macs had more standardized font 

support, in addition to being relatively cheap by comparison. What stood out was how a 

graduate student could search every text of significance for a word and then write a paper 

about the evolution of the word and associated ideas without having to have the 

phenomenal memory we valued in senior classists. It seemed as if technology has 

provided a recipe for the memory we considered a sign of deep scholarship. The 

warnings of Plato’s Phaedrus had finally become true and you needn’t read deeply if you 

had copy of the TLG.
4
  

 

Complete Datasets 

As far as this paper goes, what matters is that Classics is one of the first disciplines to 

have something like a complete corpus of texts. In Big Data (Mayer-Schönberger & 

Cukier 2013) the authors describe one of the effects of big data as the shift from datasets 

that sample a phenomenon to complete datasets where you have all of the feasible data. 

This is what Classics experienced in the 1980s as they went from limited concordances to 

the TLG. While the TLG may not qualify as big data in terms of data volume compared 

to today’s datasets, it was really big and really expensive for its time – so big and in a 

foreign language (ancient Greek) that dedicated systems had to be designed for it. 

Classics was thus one of the first disciplines to build the infrastructure that allowed them 

to adapt their research practices to big data and text mining. What did they do with it? 

How did it affect the field? Karen Ruhleder (1995) in an important study provides some 

of the answers: 

 

 It flattened the complexity of what was considered the text. Easily searchable e-

texts based on specific editions hide the bibliographic issues around the choice of 

edition of what are often highly edited fragments. With electronic concordances 

(KWICs) you also see the text differently (Luhn 1966).The idiosyncratic critical 

print edition with all the apparatus of scholarship is flattened in order to 

standardize things for panoptic searching. The TLG threatened to instantiate a 

canon of chosen texts beyond which no graduate student would bother to go. 

 

 The switch from library (and archive) infrastructure to computing infrastructure 

creates a new class of infrastructure services and professionals. The digital 

humanities emerge as a field training these professionals to develop, maintain and 

support the new resources. This also changes the interdisciplinary connections 

Classicists make as they need different types of support or collaboration. 

 

 It changes the skills valued in the discipline and the practices taught, though not 

as quickly as some would like as generations negotiate which digital skills count. 

Complicated manual practices of following a word through the literature in a 

                                                        
4
 Plato’s dialogue Phaedrus (274c – 275b) contains a famous story about the writing and judgment of 

writing that is told by Socrates. He concludes that “Their trust in writing, produced by external characters 

which are no part of themselves, will discourage the use of their own memory within them.” (Perseus 

Project <http://data.perseus.org/citations/urn:cts:greekLit:tlg0059.tlg012.perseus-eng1:275a>).  
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library are automated in ways that change the value put on certain texts, libraries 

and human memory.  

 

 Classicists start having to deal with too many results. It isn’t enough to save time 

searching for a word; now you have to deal with thousands of results (or not.)  

 New questions arise around the digital text, questions around writing style and 

dating that are difficult to measure by hand, but with a computer you can measure 

markers of style like length of sentences or use of function words. 

 

More recently Crane summed up the paradigm shift of infrastructure with a larger 

question when he asked “What Do You Do with a Million Books?” (2006) He proposes 

in that article (Crane et al. 2008) ways in which e-books can be enriched automatically, 

and through crowdsourcing, thereby producing intelligent hypertext editions that are 

connected not only to the scholarship but also to maps, dictionaries, grammars and so on.. 

Background parsing and other text processes can automatically enrich the human record 

with translations, named entity links, and other types of annotations so that a student can 

understand the context of what they read across time and civilizations. Again one can see 

the dream of philology where the text is a way into the world it came from. 

 

These developments and discussions in Classics re-occur in interesting ways in 

recent discussions in data science, and we argue that all involved domains stand to profit 

from knowing about these parallels. 

 

The first is the assumption of “complete” datasets. The idea is clearly alluring, 

given how it seems to provide the scientist with the possibility of omniscience and 

control. It obviates the need for sampling and the uncertainties engendered by it, it fulfills 

a positivistic dream of having the full truth at one’s fingertips, with the only limitation 

being the computing power to ask all the questions and go through all the combinatorics 

for finding all the answers.  

  

Critical data scientists today emphasize that in real-world domains
5
, data sets are 

always a representation and a sample (cf. boyd & Crawford 2012; Kitchin 2014). For 

example, even a complete Facebook or Twitter stream of a certain time period is what 

Facebook or Twitter users (a self-selected sample of people) express by “friending” or 

“following” other users of the same platform and by other digital actions they take
6
, 

which are conditioned on the affordances of the platform, cultural conventions for 

behaving in social media, and other factors – and thus are a representation and a sample 

of their full set of ideas. Even with the best of intentions, scientists and practitioners can 

                                                        
5
 It is difficult to identify the right dichotomy of terms here. What we mean is that while there are domains 

such as “all possible chess moves” that are indeed finite and enumerable, this does not appear to be the case 

for most human knowledge and activities as studied by humanists and social scientists.  

6
 Many definitional questions arise here. Is the thus articulated “social network” identical to “the” social 

network of a user (usually not; boyd and Crawford 2012); which actions should be taken into account and 

how should they be weighted (status updates, private chats, comments, likes, tweets, retweets…); who but 

the platform provider has access to the full stream (and if messages are encrypted, arguably not even the 

provider); which data may legally and ethically be used. 
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reach severely biased and even discriminatory conclusions and actions if they ignore the 

flattening of the corpus that happens in these new infrastructures. This is illustrated by an 

example given by Crawford (2013): Boston decided to monitor the city’s potholes by 

drawing on data from an app that leverages smartphone sensors when cars drive over 

uneven surfaces. The risk (which in this case was addressed, according to Crawford) is 

that such seemingly objective data-gathering privileges wealthier areas simply by their 

inhabitants having more smartphones (and, it could be added, cars and attentiveness to 

public urban issues).  

 

Arguments about how similar issues affect the “complete” datasets of Classics are, 

interestingly, much older and could serve to enrich current debates in data science. They 

range from definitional issues (until what time of authorship should a Latin-language text 

still count as a classical text), or the possible marginalization of groups (see the claims of 

“Black Athena” and the debates around them, e.g. Berlinerblau 1999), to the influence of 

media and cultural techniques (such as the copying, or not, of ancient Greek manuscripts 

by early Christian scholars, see Greenblatt 2011).  

 

Another issue much debated in current data science and practice is that of “too 

many” results. In computer-science data mining (and text mining as a subfield of it), this 

has been recognized early on as a defining feature of algorithms that search for patterns. 

“Objective interestingness measures” have been developed by which an algorithm itself 

can concentrate on the “interesting” patterns it generates and discard the “non-interesting” 

ones; obviously these measures themselves rely on assumptions such as probabilistic 

models (see the survey of Geng and Hamilton 2006). Discarding “non-interesting” 

patterns may be an essential prerequisite for allowing algorithms complete their analysis 

in a (more) reasonable timeframe; for an example see Pasquier et al. (1999). Still, the 

argument that “we had too many results, so we didn’t spot …” is a stock phrase heard 

when real-world activities including large databases and analytics go awry (e.g. 

Biermann 2015; Jonas & Harper 2006). Increasingly, scholars and developers realize that 

“the human in the loop” remains necessary who applies “subjective interestingness 

measure” to interact with a software, so that they together steer the knowledge discovery 

process. However, as with other “human” issues, the details of this process are often left 

vague, and this poses risks of wrong interpretations (see Miettinen 2014). Data scientists 

as well as computational social scientists and digital humanists stand to profit from 

applying the more systematic methods of questioning one’s results that have been 

developed in areas outside core computer science.  

 

Cooking with Statistics 

Another large text project started in the 1970s was the French national Trésor de la 

langue française (TLF or the Treasury of the French Language) which set out as a 

dictionary project in the 1950s. To develop the dictionary they digitized thousands of the 

most important works of French literature, philosophy, and history from 1700 to the 

1900s.
7
 This textbase was thus conceived in order to support a monumental linguistic 

                                                        
7
 The resulting FRANTEXT database is available in North America through the ARTFL project 

<http://artfl-project.uchicago.edu> which has been one of  the leaders in humanities text mining. 
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study of the French language over time, not to provide a corpus for text mining. It 

became clear that scholars from other fields could use the over 2500 full texts and so they 

developed one of the first online text indexing and query mainframe tools, STELLA with 

terminal access. Brunet in "L'Exploitation des Grands Corpus” (1989 – The Exploitation 

of Big Collections) discusses how useful a “grand corpus” or (at that time) big dataset 

can be. He discusses the statistical analyses and visualizations he can do, comparing the 

bestiary (words for animals) between authors and over time. He offers what we would 

call big data mining as an alternative to the form of text analysis of the time which was 

stylistics. Quantitative methods had been used in textual studies since the 1960s (actually 

since the late 19
th

 century) primarily for studying the style of authors – counting function 

words, or the distribution of words as a way of identifying unique stylistic “fingerprints” 

for the purpose of authorship attribution and rhetorical study. Such quantitative methods 

had been rightly called into question (Fish 1980; Wagner 1990) as they made 

assumptions about what was or was not in the control of the author and could devolve 

into rather pedantic attempts at pseudo science. Current attempts to use text mining for 

surveillance purposes would do well to revisit some of the discussions around authorship 

attribution and stylistics, but that is another story. Brunet offered an alternative way of 

using quantitative methods and that was to explore large data sets visualizing results in a 

way that was comprehensible to humanists. His article used cooking as a metaphor for 

the statistical work that results in transformed ingredients pleasing to the eye and palate. 

He proposed to ask a different set of questions than those who did stylistics – questions 

that took advantage of a corpus with many authors from different eras.  

 

We do not need more interpretations, I take Culler to mean, not because they have 

nothing to say, but because, by and large, they have already said what they had to. 

A lot of good work has been done on the relation between meaning and meaning; 

far too little on meanings and forces. … 

In this situation, 'defending' interpretation from explanation misses the point: 

where the real challenge lies, and the hope for genuine breakthroughs, is in the 

realm of causality and large-scale explanations. (Moretti 2013, 154-155) 

 

More recently Franco Moretti (2007) and Matt Jockers (2013) have brought large 

scale text mining to the attention of Anglophone humanists. Moretti coined the phrase 

“distant reading” to describe the difference between what he believes we can do with tens 

of thousands of text in contrast to the traditions of “close reading” that Father Busa would 

be more comfortable with. He contrasts the scholarly work he believes we can do with 

text mining (explanation) to what literary scholars traditionally thought they were doing 

(interpretation.)  Distant reading is not about interpreting the text from within by 

appreciating the language of the author, but about explaining the history of forces that 

affect literature and meaning. They are doing in the literary field what Aiden and Michel 

(2013) popularized as “culturnomics” with the Google Books Ngram Viewer 

(books.google.com/ngrams). Jockers (2013) calls it “macroanalysis”, emphasizing the 

scale of what is analyzed, Moretti calls it “distant reading” which emphasizes the new 

theoretical view of the reader.  
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Moretti recognizes that in order to do this work we first create new digital models 

of the phenomena we want to study. The distant reading involves the creation of evidence 

for what one wants to read – a hybrid digital text that models in the small or big the 

discourse to be explored. The very selection and formation of data for simulating human 

phenomena involves all sorts of choices that can be hidden by the infrastructure. These 

models can often be flawed, or misused, especially when built on mass digitization 

efforts like Google Books. The hope is that the sheer volume of data will overcome the 

lack of quality.
8
 Either way, the infrastructure for research is changing. To do distant 

reading you don’t need a good library of critical editions, but access to the grand corpora 

of our time through projects like the TLF or the HathiTrust Digital Library 

(www.hathitrust.org/). 

 

Conclusions 

This chapter has been a necessarily episodic jump over the evolution of text analysis and 

mining in the humanities. We might be start concluding by listing some of the histories 

we have skipped over including: 

 

 The history of the development of tools for text processing after Busa and 

Tasman’s work on punch cards. We could mention Sally Sedelow (1970), a 

pioneer in linguistic text processing who developed some of the earliest reusable 

programs and curriculum. She taught John B. Smith who built on her code, 

eventually developing ARRAS (Smith 1984) which presented the scholar with the 

then novel idea: an interactive, rather than batch processing, interface for analysis. 

Smith was also a pioneer in text visualization (Smith 1978). 

 

 The history of the development of text and markup standards that enrich data. One 

might look at the work Susan Hockey did on the Chilton Atlas Laboratory 

representing Akadian (Churchhouse 1972) and then look at the Text Encoding 

Initiative and its influence on the development of XML (www.tei-c.org). 

 

 The history of computing services, computer science, computing instruction and 

the computing infrastructure deployed in universities.  We need to start asking 

about the history of computing infrastructure, software and its politics. Historians 

of technology have begun to look critically at the claims for computing over time 

and how these often reflect other historical movements like the counterculture 

movement (Markoff 2005; Turner 2006). What claims have been made about 

electronic texts and text mining over time and what do those claims tell us about 

that time?  

 

Perhaps the most important contribution of the humanities has yet to come. In 

2013 Edward Snowden fled to Hong Kong with a large stash of top secret files 

documenting the breathtaking scope of the NSA’s surveillance infrastructure. He has 

                                                        
8
 This is another problem currently discussed in critical data science. As statisticians (“systematic bias“) 

and computer scientists (“garbage in, garbage out“) have known for a long time, this is a risky hope, and 

such claims require at least clarity about assumptions and some tests. 
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been working with journalists like Glenn Greenwald who have then been reporting on the 

massive data gathering and mining efforts of our intelligence services (Greenwald 2014). 

In Canada the Globe and Mail published high-resolution images of slides leaked by 

Edward Snowden of a CSEC (Communications Securities Establishment of Canada) 

PowerPoint slide deck describing how they had developed software that allowed them to 

spy on, for example, the Brazilian Ministry of Mines and Engineering.
 9

 The deck 

included slides describing the questions their tools help them answer – in effect how they 

use big data to study the social networks of economic rivals. This deck and other 

revelations from Snowden’s cache challenge us to ask about the ethics and politics of big 

data. Infrastructure justified by the “war on terror” seems to be being used for other 

purposes, an old story about claims for technology. Humanists and data scientists have to 

ask about the techniques now being used to manage us (Berendt et al. 2015), especially 

since we may be responsible for these techniques. We have to combine our traditions of 

studying document traces and data sciences to make sense of the potential and excesses 

of text mining. 

 

                                                        
9
 See <http://www.theglobeandmail.com/news/politics/read-a-csec-document-on-brazil-that-was-first-

acquired-by-edward-snowden/article15699941/>. The slides can be found at 

<http://www.scribd.com/doc/188094600/CSEC-Presentation>. 
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