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Abstract 

 “Big Data” and data-mined inferences are affecting more and more of our lives, and concerns about 

their possible discriminatory effects are growing. Methods for discrimination-aware data mining 

and fairness-aware data mining aim at keeping decision processes supported by information 

technology free from unjust grounds. However, these formal approaches alone are not sufficient to 

solve the problem. In the present article, we describe reasons why discrimination with data can and 

typically does arise through the combined effects of human and machine-based reasoning, and 

argue that this requires a deeper understanding of the human side of decision making with data 

mining. We describe results from a large-scale human-subjects experiment that investigated such 

decision making, analysing the reasoning that participants reported during their task to assess 

whether a loan request should or would be granted. We derive data protection by design strategies 

for making decision making discrimination-aware in an accountable way, grounding these 

requirements in the accountability principle of the EU General Data Protection Regulation, and 

outline how their implementations can integrate algorithmic, behavioural, and user-interface factors. 

 

Keywords: Discrimination discovery and prevention, Discrimination-aware and fairness-aware 
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1 Introduction 

 

“There’s software used across the country to predict future criminals. And it’s biased against 

blacks”: This (sub)title of a recent article
1
 summarises the concerns that more and more citizens, 

authorities, and also the computer scientists who develop predictive methods have about 

computerised decisions: their potential to create unlawful or unwanted discrimination. 

Discriminatory phenomena linked to software are not limited to the justice system, but have also 

been found in domains as diverse as university admissions
2
, search-engine results and 

advertisements
3
 or waiting times for Uber taxis

4
. Substantial biases can also arise in employment-

related decisions
5
. Effects are also not limited to discrimination based on ethnicity, but relate to 

gender
6,7,2

 or poverty
8
. 

Freedom from discrimination is recognised as a right throughout jurisdictions. The European 

Union (EU) has explicitly included the protection against discrimination based on data processing 

into the General Data Protection Regulation (GDPR), its new data protection law to come into 

effect in 2018. As stated in Recital 71, data controllers should “implement technical and 

organisational measures” to prevent that processing has, or results in “discriminatory effects on 

natural persons on the basis of racial or ethnic origin, political opinion, religion or beliefs, trade 

union membership, genetic or health status or sexual orientation”. The challenge for data scientists 

is how to best support this goal.  

Computer scientists have proposed formal measures of (non-)discrimination or fairness 
9,10,11 a

 

and modifications to data and/or algorithms to avoid or minimise discrimination (from the seminal 

work of Pedreschi et al.
12

 to a rich body of literature described in recent surveys
13,14

). We will refer 

to these methods as DADM (discrimination-aware data mining).  

However, in many decision situations, software-generated rankings and predictions are only 

one component in decision making. While “the software” may be “biased”, it is not the software 

(“it”) that discriminates. Rather, it is the ensembles of algorithms, data, software implementing the 

operations of these algorithms and used on these data, humans, and larger dynamic systems that 

leads to discriminatory outcomes. Research that investigates and unpacks these complex ensembles 

is only just beginning. The present paper is part of a larger research effort at such investigation 

drawing on an interdisciplinary methodology. 

In the first, empirical, part of this paper we present a user study that takes a detailed look at 

human decision processes in semi-automated decision making, as they relate to discrimination. 

Decision processes differ by domain, frequency and severity; it is therefore imperative to focus on 

concrete decision problems. We focus on a routine task that nonetheless can significantly affect 

individuals: the granting (or not) of a loan in retail banking. We analyse so-far-unexplored data 

from an experimental study with 215 participants
15

 who were given a fictitious data-mining 

                                                 

a  The term “non-discrimination” tends to be used in EU and “fairness” in US contexts. In EU 

law including data protection law, “fairness” carries the connotations of “a fair deal”, “according to 

expectations”, etc., and hereby concerns the relationship between the data subject and the data 

controller rather than a comparison between the way in which different data subjects are treated. 

Where we use the term “fairness”, it carries the US meaning. 



engine’s results and asked to determine whether a portrayed loan applicant should or would receive 

a loan or not, keeping in mind that unlawful discrimination needs to be avoided. Results show 

argumentation patterns that focus on discrimination or on real-world knowledge, the influence of 

task and human-computer interaction (HCI) design on argumentation, and differences in 

argumentation between high-performing and low-performing participants. 

In the second, conceptual, part of the paper, we widen the view to consider further ways in 

which humans are involved in shaping the outcomes of systems involving data mining, and consider 

limitations on formalising fairness or non-discrimination. We then turn to the notion of 

accountability which is currently intensively debated in connection with decisions involving 

computers. Informally speaking, this means that it should be possible to “hold someone/something 

to account” for decisions and outcomes
16

. Thus, accountability is a property that complements the 

(utopian?) idea that it could be possible to “fix” machine biases: an accountable data controller 

should be able to and support the inspection, questioning, and ideally also rectification of machine 

and other biases. This will often involve transparency, i.e. providing the basis of decisions. We then 

discuss the principle of accountability set forth in the new European General Data Protection 

Regulation (GDPR) and explain why we consider this definition particularly useful for the current 

problem. Drawing on the results of our empirical study and our conceptual analysis, we then ask 

how mining software can help make decision makers accountable with respect to discriminatory 

biases. 

The twofold contribution and organisation of the paper are as follows: First, we present results 

from a user study that provide a detailed look at human decision processes in semi-automated 

decision making, as they relate to discrimination (Section 3; this builds on work summarised in 

Section 2). Second, we highlight key aspects of the role of humans in the discriminatory outcomes 

from (semi-)automated decision making in order to derive two data protection by design strategies 

to support accountable data processing, as defined by the GDPR and applicable also beyond it 

(Sections 4 and 5). Section 6 concludes with design recommendations, limitations, and future work. 

The relevant literature comes from different areas and is woven into the text to enhance readability. 

To contextualise this content, we show, in Figure 1, a simplified overview of key actors, 

entities, and processes involved in decision making. Consider first the downward-pointing arrows. 

We focus on the human decision makers who make decisions by performing a decision process that 

yields some decision result. The experimental design assumes that there is a software tool that has 

mined data and computed analysis results, and keeping these constant, we investigate different ways 

in which a tool presents these results (Section 2.1) and study the resulting decision processes 

(Section 3). We argue throughout the paper that most decision making involves humans in this way, 

and we move from the HCI-centric perspective on such involvement to a more general (e.g. 

organisational and societal) one, see in particular Sections 4 and 5.1. This is in contrast to classical 

DADM, which focusses on the dashed line describing cases in which software tools alone can make 

decisions, and/or regards only algorithms and their outcomes.  

We also discuss a number of the upward-pointing arrows: that decision results may not only 

impact data subjects directly, but also become data feeding into future mining and decision making 

(Sections 4.1 and 4.2), and relevant aspects of how the law regulates data processing (Sections 4.3, 

4.4 and 5.1). We then move back to a software- and HCI-centric perspective and ask how these 



legal requirements can inform the design of processing, focusing on the software tools (Sections 5.2 

and 5.3). We briefly mention some of the other entities and processes (the influence of 

organisational context); the remaining ones are beyond the scope of the present paper.  

The paper complements an earlier publication
15

, whose conceptual part introduced the notions 

of constraint-oriented and exploratory DADM (summarised in Section 2.1) and discussed the 

relative merits of these two forms of computing and presenting analysis results in the light of how 

laws conceptualise discrimination (not surveyed here), and whose empirical part focused on the 

decision results (summarised in Section 2.2). 

  

 

 

FIG. 1. Actors, entities, and processes involved in data-based decision-making. 

 



2 Computer-assisted (non-)discriminatory decisions with data mining? A user study 

 

How do people make decisions with data mining? We investigated this question by focusing on a 

task discussed and modelled throughout the literature on discrimination and data mining: retail 

banking. This formed our first experimental setting: a bank clerk tasked with preparing a loan 

decision, and given the instruction to not discriminate against applicants. We also considered a 

second setting, which we had explored in a prior user study
17

: that of a person working in an anti-

discrimination agency looking into loan applications to check for possible occurrences of 

discrimination. Again, we assumed that this person would work with the results of data mining as a 

basis for their judgements.  

Our goal was to find out whether a sanitisation of the data mining algorithm would be 

sufficient and necessary for avoiding discrimination, to investigate the influence of setting or task as 

well as HCI design (sanitising vs. flagging discrimination), and to study the reasoning and decision 

processes when working with data mining results.  

A first analysis of data from this experiment was presented in the companion article
15

. To keep 

the present paper self-contained, in this Section we give an overview of the experiment’s design and 

method, as well as main findings, and refer the reader to that earlier paper for details.  

 

 

2.1 Design, materials and method 

 

We created experimental conditions that differed along two dimensions: 

 Setting (see Fig. 2) 

o Bank: participant assumes the role of a bank clerk  

o ADA: participant assumes the role of an anti-discrimination agency  

 Mining form (see Fig. 3) 

o cDADM: the standard, algorithm-focused approach of discrimination-aware and 

fairness-aware data mining, in which constraints define which discrimination to 

avoid and rules are sanitised. 

o eDADM: an approach involving exploratory data analysis, which invites the user to 

explore the discriminatory components in rules to reach the desired decision 

outcomes. These components are highlighted visually.  

o DM: non-DADM data mining as a control condition. 

This resulted in 2 (settings) * 3 (mining forms), i.e. 6 experimental conditions. The settings 

were introduced to participants via instructions about how to use data-mining results for reaching 

decisions and instructions to avoid discrimination in the process (Fig. 2). 

 



 

FIG. 2. The overall task descriptions for the settings Bank (a, c) and ADA (b, c), and the 

instructions against discrimination in the two settings (d). ADA, antidiscrimination agency. 

 

215 participants were recruited over Amazon Mechanical Turk.
b
 They received USD 6.00 for 

full participation and up to USD 1.50 as an additional performance-dependent payoff (bonus). To 

reduce cultural confounds, we recruited only US participants. We also heeded factors that have been 

observed to drastically reduce the occurrence of cheating and increase data quality
18,19

. We included 

attention-check questions whose cross-evaluation can help identify users who checked answer 

options randomly. All participants obtained a check score of at least 50 % of the possible maximum. 

Further analyses of our results gave no indication of cheaters either. 

The participants, randomly and approximately equally distributed over the 6 conditions, were 

asked to consider a series of loan requests. They were given features of the request and the 

applicant, and provided with decision-supporting rules of a data-mining tool that was fictitious but 

based on the principles of the mining form. Bank participants were asked to decide whether to grant 

the loan or not, and to motivate their decision. ADA participants were asked to conclude whether 

they considered it likely that the loan would be granted or not, and to motivate their conclusion.  

The textual loan request description contained an equal number of applicant and request details 

for each example, with the applicant details comprising features considered legitimate and others 

considered discriminatory in the decision context  (e.g., “Dabiku is a Kenyan national. […] She has 

been employed as a manager for the past 10 years. She now asks for a loan of $10,000 for 24 

months to set up her own business. […]”). The rules given as tool output referred to these and other 

features. The tool output consisted of visualisations of decision rules in an intentionally 

minimalistic way that follows the basic logic of the rule miners that inspired DADM. However, it 

                                                 
b 

 Participants gave informed consent to the collection and processing of their answers via the 

study’s Web interface. 



does not perform the last step of calculating the scores that makes the miner decide between two 

classes (“yes”/ “no”). This calculation was left as a task for the user. These visualisations were 

given in three versions to implement the three mining forms. Figure 3 shows an example. The 

“foreign worker” and “gender” attributes are highlighted in the dark red rules in eDADM , but do 

not appear in cDADM, where sanitisation has led to different rule contents. The discriminatory 

content of rules can only be explored when it is there (in eDADM and not in cDADM). In principle, 

DM also allows for exploration, but due to its undifferentiated visual display, it does not actively 

encourage it. 

 

 

 

FIG. 3. The tool interfaces for (top left) cDADM, (top right) eDADM, and (bottom) DM. The 

visualization is identical between cDADM and DM, and the risk factors are identical between DM 

and eDADM. eDADM highlights rules with discriminatory features in red (second and fourth bar in 

the example). Identical visualizations were used for the Bank and ADA settings. DADM, 

discrimination-aware data mining. 

 

Participants solved three practice tasks with feedback and six assessed tasks. An exit 

questionnaire completed the study. First, we asked for impressions about the task and the tool. 

Subsequently, participants were asked for some basic demographics. Three quarters of participants 

stated that they had “applied for a loan at least once in [their] life” (73 %, validated by a reverse-

coded question), with 50 % of these having at least once been denied a loan. Also, 50 % of all 

participants reported that they had “experienced discrimination in [their] own life”, and 59 % 

reported having experienced it around them. These tended to occur together (r=.60 overall, with 

83% of those reporting “own” experience also reporting “other” experience, and 72% vice versa). 

We applied some simplifications when operationalizing the constructs in order to test the 

formalisations of discrimination employed in today’s DADM, maximise experimental control, and 



make the tasks feasible for participants. First, we applied a simplified definition of 

“discrimination”: we restricted the specified attributes to four (gender, marital status, nationality, 

and age), and declared any use of these attributes towards the decision as illegitimate 

discrimination, without exceptions. All other attributes were legitimate (for examples, see Fig. 3). 

Second, we wanted to avoid obtaining results confounded by the choice of any specific data mining 

algorithm. We therefore decided to implement only the key difference between cDADM and 

eDADM: whether to hide/remove or to highlight discrimination-indexed features in rules. 

 

 

2.2. Results and discussion: Overview of decision outcomes 

 

We addressed the accuracy and actionability of the conclusions and the reasoning process. Decision 

quality was measured by the number of correct decisions and motivations, i.e. those that 

corresponded to the outcome of taking into account all legitimate features present both in the 

scenario and in the rules, their numerical weights in the rules, and nothing else. The results suggest 

that both constraint-oriented and exploratory DADM support correct conclusions as well as 

reasoning and do so better than data mining without DADM support. They also showed that the 

“Bank” task focused on preventing discrimination was supported better by the sanitisation approach 

embedded in the cDADM interface, whereas the “ADA” task focused on detecting discrimination 

was supported better by the eDADM interface that focused on exploration and highlighting possible 

discrimination. We also found that features of the loan applicant that the data-mining engine filtered 

out, or even non-present features, were in some cases “re-inserted” by the decision maker in 

motivating their choice. In the example of Figure 3, re-insertion occurs for instance when, given the 

sanitised rules, a participant refers to the applicant being a foreign worker. Thus, discriminatory 

reasoning may persist even when algorithms and results are sanitised. Details of the results 

including the sizes and statistics of the effects are contained in the companion article
15

. 

 

 

3. Results and discussion: Decision process  

 

The analysis summarised in the previous section
 
focused on the task and the decision outcomes. As 

an indication of how people reasoned towards their decision, we analysed the multiple-choice 

motivations regarding which actual and potential features of applicant and request were taken into 

account. In the experiment, participants were also encouraged to describe their reasoning in textual 

free form. Here, we focus on decision process as described in these comments, analyse their 

contents, and investigate possible determinants (setting, mining form, selected demographics) as 

well as the relation with decision outcomes. This will help to better understand a feature of 

decisions that is key for accountability: how decision makers explain and justify their conduct. In 

Section 5, we will situate the explanation and justification of conduct in the context of a 

comprehensive definition of accountability, and discuss implications of our results.  

 

 



3.1 Argumentation features 

 

111 participants gave comments explaining their decisions and motivations. For each participant 

who had commented in any way, the comments on all the assessed tasks were concatenated. On 

average, these concatenated comments were 66 words (375.2 characters) long, ranging from 2 

words (“too risky” for task 1) to a detailed account for each task of a total of 220 words.  

After a first reading of all comments and a discussion about relevant features, we settled on the 

following features, to be coded in binary fashion (present or absent). Each involved the mentioning 

of specific information. Except in obvious cases (NAME, OTHER_FEATURES, WEIGHTS, 

META), we also list sample words that were used for coding instructions. 

1. Who? 

 I: The participant in a first-person narrative (e.g., “I”, “me”) 

 YOU: The reader or a fictitious dialogue partner who is given advice (e.g., 

“you”) 

 NAME: The name of the person described (the loan applicant) 

2. What?  

 DISCRIMINATION: discrimination as such (e.g., “discrimination”, 

“discriminatory”) 

 DISC_FEATURES: discriminatory features of the applicant; specifically: age, 

gender, nationality or family status (including obvious synonyms or labels) 

 OTHER_FEATURES: other features of the applicant or the application 

3. Why? 

 WEIGHTS: Numerical weights as given by the data-mining results, with an 

explicit comparison between positive and negative weights (e.g., “outweigh”, 

“more than”, “stronger”, “higher”) 

 WORLD_KNOWLEDGE: Real-world knowledge beyond the data mining tool’s 

rules was referred to (e.g., “unreliable job”). 

 CAUSAL: Reasoning, establishing a causal relationship (e.g., “because”, 

“since”, “so”) 

4. META: A meta-comment on the task was given. 

Two coders independently classified each comment with these features. A comparison showed 

that there was disagreement on 9% of the labels (103 of 1110 = 111 participants * 10 variables). 

Cohen’s kappa per feature indicated a reasonable (0.77) inter-rater agreement for 

WORLD_KNOWLEDGE and a good to very good one for the remaining features, ranging from 

0.83 (CAUSAL) to 0.99 (NAME). In a discussion round, all cases of disagreement were resolved, 

and the resulting consensus matrix was used in further analyses.  

The argumentation styles were well distributed over the comments, and most comments 

included several argumentation styles, as shown in Table 1. Ten comments were not labelled with 

any code; these consisted only of ‘no’s (=“I have no comments”) and/or of non-pertinent remarks. 



 

 0 1 2 3 4 5 6 7 

Comments with that many distinct features 10 17 30 22 17 12 1 2 

 

Table 1. Distributions of argumentation features over comments 

 

The most frequent types of reasoning involved OTHER_FEATURES of the loan application or 

applicant: 46.8% of the comments. This was to be expected given the feature-centric descriptions, 

the data-mining results and the questions, as well as the instruction to not make decisions based on 

discriminatory features. Many participants made it explicit that and how they had made a decision 

(I: 43.2%); only 3.6% gave advice to another decision maker (YOU). This may have been 

encouraged by the question that addressed the participant personally. 31.5% each mentioned 

DISCRIMINATION or DISC_FEATURES. The loan applicant him/herself receded behind his/her 

features: a NAME was only mentioned in 17.1% of comments. 

31.5% of the comments explained a decision made in terms of WORLD_KNOWLEDGE, 

which was sometimes at odds with the results of the fictitious data-mining engine. 27% explained a 

decision in terms of these results, referring to the WEIGHTS and comparing them explicitly. 9.9% 

employed CAUSAL reasoning that indicated they diverged from purely following the 

(correlational) data-mining results, explaining their reasoning in detail. 19.8% gave META 

comments. Figure 4 shows examples.  

 

 

FIG. 4. Sample comments from two participants in mining form eDADM. Settings and 

argumentation feature coding, in bold font: (a) Bank; NAME, DISC_FEATURES, 

OTHER_FEATURES, DISCRIMINATION, WEIGHTS. (b) ADA; I, OTHER_FEATURES, 

WEIGHTS, WORLD_KNOWLEDGE, CAUSAL. (Each paragraph refers to one task). 

 



To identify possible patterns, we inspected the results manually and calculated pairwise 

Fisher’s Exact Test of independence
c
. Due to the large number of comparisons and the ex-post 

nature of the comparisons, the significance results must be interpreted with care, but they still serve 

to identify relevant findings. Throughout Sections 3.2 – 3.4, we use an error level of α=.05 and 

distinguish between  

(**) significant after a Bonferroni correction for all tests in Tables 2 and 3, and 

(*) significant without the Bonferroni correction. 

The results (total numbers) are shown in Table 2, and co-occurrences are described in the text. 

All pairwise relationships not described in the text were non-significant. 

 

 

 forming patterns  

 NAME I YOU DISC_FEATURES OTHER_FEATURES DISCRIMINATION CAUSAL WEIGHTS WORLD_KNOWLEDGE M  

total 19 48 4 35 52 35 11 30 35 22  

NAME  10 1 8 13 8 5 6 7 3  

I   2 20 26 19 7 15 19 8  

YOU    2 3 2 0 2 2 2  

DISC_FEATURES     14 21 3 11 4 4  

OTHER_FEATURES      8 9 15 35 10  

DISCRIMINATION       3 11 1 3  

CAUSAL        5 7 2  

WEIGHTS         7 5  

WORLD_KNOWLEDGE          7  

M            

 

Table 2. Argumentation features forming patterns 

 

 

3.2 Argumentation patterns 

 

To identify possible argumentation patterns, we considered co-occurrences of argumentation 

features. The results are shown in Table 2. 

DISC_FEATURES and DISCRIMINATION were often mentioned together (**), as were 

OTHER_FEATURES and WORLD_KNOWLEDGE (**). All comments involving 

WORLD_KNOWLEDGE also involved OTHER_FEATURES, but not vice versa. These appeared 

to be characterizing two modes of reasoning, with DISCRIMINATION and 

WORLD_KNOWLEDGE being dis-associated with each other (**). The same relationship re-

surfaced in dis-associative relationships between OTHER_FEATURES – DISCRIMINATION and 

DISC_FEATURES – WORLD_KNOWLEDGE (both *). CAUSAL reasoning tended to be 

associated with OTHER_FEATURES (*) and with WORLD_KNOWLEDGE, although the latter 

was non-significant.  

                                                 
c 

 using http://www.langsrud.com/fisher.htm  

http://www.langsrud.com/fisher.htm


Names of loan applicants were accompanied less often by this person’s discriminatory features 

(in 8/19 cases). NAMEs of loan applicants and CAUSAL reasoning tended to be dis-associated (*).  

We group these findings into the two pattern groups. 44.5% of all comments were 

discrimination-centric (DISC_FEATURES, DISCRIMINATION or both), and 47.3% were 

financial-logic-centric (OTHER_FEATURES, WORLD_KNOWLEDGE or both). 13.6% of all 

comments included both styles of reasoning (DISC_FEATURES or DISCRIMINATION, coupled 

with OTHER_FEATURES and WORLD_KNOWLEDGE). 

 

 

3.3 The influence of mining form and setting on argumentation 

 

We investigated the possible influence of the experimental treatments on argumentation, with 

results shown in Table 3 (left). 

 

 

  setting  mining form   demographic features 

  bank ADA  
c 

DADM 
e 

DADM 
DM   own other loan denied 

 total 61 50  38 41 32  total 48 63 44 

 NAME 10 9  5 9 5  NAME 13 11 9 

 I 25 23  11 23 14  I 22 31 17 

 YOU 2 2  2 2 0  YOU 2 2 0 

 DISC_FEATURES 16 19  5 16 14  DISC_FEATURES 17 21 14 

 OTHER_FEATURES 29 23  22 16 14  OTHER_FEATURES 22 32 16 

 DISCRIMINATION 13 22  2 20 13  DISCRIMINATION 13 18 13 

 CAUSAL 8 3  3 5 3  CAUSAL 5 5 4 

 WEIGHTS 14 16  14 11 5  WEIGHTS 14 16 12 

 WORLD_KNOWLEDGE 23 12  13 11 11  WORLD_KNOWLEDGE 14 21 10 

 M 15 7  11 6 5  M 12 13 6 

 

Table 3. Argumentation features in relation to (left) setting and mining form; (right) demographics 

 

The mining form influenced the style of reasoning: in eDADM, about half of the commenting 

participants in the eDADM treatments referred to discrimination, more than in DM, which in turn 

was more than in cDADM (mining form – DISCRIMINATION: **). Discriminatory features were 

also mentioned more often in eDADM than in cDADM; but interestingly, they were mentioned 

most often in DM (mining form – DISC_FEATURES: *). This may be interpreted as showing that 

eDADM made participants more aware of the need to avoid or detect discrimination, but DM made 

it more necessary to pay attention to the detailed features (because these were not flagged by the 

interface). This attention to features did however not lead to better results; instead, the decision 

quality was best in eDADM
15

. The observation that discrimination and discriminatory features were 



mentioned less often in cDADM is probably a result of the fact that no discriminating features were 

shown in the fictitious data-mining results in the cDADM treatment. 

Loan applicants’ names were also mentioned more often in eDADM than in DM and in turn in 

cDADM, which may indicate that eDADM makes it easier to relate to the applicant as a person 

rather than a case. However, this relationship was not statistically significant, and it may also be an 

effect of other factors.  

The setting also had an influence: ADA made it more likely that discrimination was mentioned 

(setting – DISCRIMINATION: *), which could be interpreted to mean that the clerk in the ADA 

setting had one goal (to detect cases of discrimination), whereas the clerk in the Bank setting also 

had the business goals of their bank to take into account.  

 

 

3.4 Demographic features and argumentation 

 

We also investigated the relationship between selected demographic variables and argumentation. 

We focused on “own experience of discrimination”, “discrimination of others experienced” and 

“having had a loan denied in the past”, each of which were quite evenly distributed in the 

respondent population. The results are shown in Table 3 (right). 

Participants with “own experience” tended to mention loan applicants’ NAMEs more often (*).  

Some further relationships did not reach statistical significance, but we mention them as 

interesting descriptive statistics of our observations. Participants with “other experience” tended to 

express more “first-person messages” than seemingly objective messages (other experience – I: 

p=.2) and refer more seldom to the applicants. Having had a loan denied in the past may be 

associated with less attention to OTHER_FEATURES and WORLD_KNOWLEDGE reasoning 

(however, each only had p=.1) – styles of argumentation that these participants may have 

experienced in their own unsuccessful past attempts at getting a loan.  

 

 

3.5 Argumentation and decision outcomes  

 

Finally, we investigated whether patterns could be found linking certain argumentation features to 

outcomes. First, the participants who did make comments scored better than those who did not 

(average numbers of correctly solved tasks were 4.4 versus 3.9, p<.05 on a two-tailed t-test). This 

indicates that reflection per se may have a beneficial effect on making less discriminatory decisions, 

although we cannot be sure of the causal structure.  

With regard to argumentation styles it is difficult to establish a cause-effect relationship, and in 

addition the high number of variables and the cardinal scale level of outcomes make statistical tests 

difficult to apply. We therefore limit ourselves to a descriptive search for possible patterns of 

argumentation by more or less successful decision makers. Figure 5 shows the result. 

 



 

FIG. 5. Proportion of participants who argued with the help of each of the features. 

 

The results indicate that successful solvers (5 or 6 correct) tended to focus on the numerical 

WEIGHTS and their high-level task to avoid or detect discrimination, and they paid attention to 

DISC_FEATURES. Less successful solvers (3 or 4 correct, and in particular 1 or 2), in contrast, 

were led by WORLD_KNOWLEDGE reasoning with OTHER_FEATURES and tended more than 

the others to consider the applicant as a person (NAME); they tended to focus less on discrimination 

as a topic or as features (DISCRIMINATION, DISC_FEATURES).  

In sum, task as well as HCI choices had an impact on reasoning, and outcomes were linked to 

different foci in the comments. The statistically weak relationships between demographic 

background and comment contents should be investigated in future work. 

The tasks and HCI choices we studied were designed to model prototypical conditions in which 

decision makers and their organisations have to (be able to) explain and justify their conduct as part 

of being accountable for it. Our results indicate that the tasks and HCI choices have an impact, via 

their influence on human computer-assisted decision making, both on decision outcomes (Section 

2) and on explanations and justifications (Section 3) and should therefore be investigated carefully 

in technological and process decisions that aim at reducing or avoiding discrimination. The question 

arises whether there are further dimensions along which human influences and influenceability can 

contribute to less (or more) discrimination in connection with data mining. After a conceptual 



investigation of this question in the following Section 4, we will derive, from an integrated view of 

these results, proposals for designing for accountability in Section 5.  

 

 

4. The role of humans in generating discriminatory outcomes of data mining, and the limits of 

formalisation 

 

In the previous sections, we have investigated the direct involvement of human decision makers in 

data-based decisions and investigated factors related to task and HCI factors. However, humans are 

involved in data mining at other levels too. These will be investigated in this section. 

 

 

4.1 Data and data creation 

 

The role of data and the potentially discriminatory outcomes (“disparate impact”) produced by the 

interaction of ‘harmless’ or ‘neutral’ algorithms and data fraught with biases have been shown by 

analysis
5
 and many examples, as illustrated in the Introduction. More often than not, it is humans 

generating these data, as when search-engine users create an association between black-sounding 

names and searches for criminal records (this is one possible reason
3
) or searching often for 

“women shouldn’t vote” (which then became an auto-completion proposal
7
), or Twitter users 

‘training’ a bot to make racist jokes
20

. In predictive policing applications, where algorithms are 

often praised for being more ‘objective’ than people, data on crimes are generated where police 

have searched for these crimes in the past, which can bias recommendations for future searches
21

.  

The “sanitisation” of data is an approach alongside the “sanitisation” of algorithms (see the 

classification of approaches
22

). Such data/result modifications are possible when one knows what to 

avoid (such as using gender or ethnicity as features, and outcomes such as loan decisions or 

insurance premiums as the target variable), or when indirect discrimination can be detected by 

correlational analysis of attributes (such as location of residence as a proxy for ethnicity or poverty, 

e.g.
23,24,22,25

). Even when the problem is clear, the detection of discrimination is often not 

straightforward and requires a whole knowledge discovery (KDD) process
26

. 

However, it is impossible for an algorithm designer, or even a  search-engine provider with 

access not only to algorithms, but also to rich data, to expect (and remedy a priori) all possible 

relations of, e.g., all words referring to a protected group on the one hand and all phrases denying 

this group their rights, ascribing them negative properties, etc. Also, even the automated detection 

of learned discriminatory associations would require a human-level artificial intelligence. Barring 

“associations” as such, on the other hand, would preclude adaptivity and personalisation of services. 

This trade-off remains an open problem. 

 

 



4.2 Dynamics of data, decisions, and discrimination 

  

Vicious circles have been recognised as major contributors to discrimination for a long time, from 

Myrdal’s classic study on US racial inequalities
27

 to current investigations of discrimination against 

Muslims in Europe
28

. Myrdal described the “cumulative causation” in which prejudices of white 

populations and low living standards of black populations reinforce each other in a downward 

spiral: prejudice leads to institutional discriminatory processes, which lead to deteriorating 

standards of living, which feeds prejudice, and so on. Thus, decisions often arise from hard-to-break 

“entire networks of rules and practices [that disadvantage] less empowered groups” known as 

structural or institutional discrimination
5
. At any point in the chain, there may or may not be intent 

to discriminate – good intentions are immaterial for the outcome when viewed through the lens of 

disparate impact. Today, “data” about individuals assume part of the role of “living conditions”. 

One part of these dynamics is that discrimination solidifies into data as described in Section 

4.1, but the dynamic nature of the process makes it much harder to detect this. For instance, 

“applicant has no collateral” may have been identified as a factor against granting a loan by an 

algorithm. Even if one detects that it is correlated with membership in a protected group, it appears 

to be a perfectly legitimate factor in the banking domain and thus should not be blocked by 

algorithmic safeguards against indirect discrimination; it becomes “explainable discrimination” 
29,30,31

. At the micro-level of the individual loan decision, the resulting differential treatment appears 

“rational”
32

. However, at the macro-level one may find discriminatory dynamics.  

Consider two examples. First, there is evidence that people with bad credit scores (presumably 

because of reasons such as missing collateral), i.e. people who are likely to not get loans from the 

traditional banking sector, turn to payday loans. These not only impoverish applicants further by 

higher interest rates, the data feature “has had a payday loan” also negatively impacts the 

individual’s future credit score
33

. Similar dynamics may play out, second, in the domain of research 

funding, in which evidence of discrimination against female researchers was found
26

. As a result of 

such funding decisions, female researchers will have less research funding – a data item which often 

negatively impacts future funding decisions.  

Complicating matters further, dynamics can create new discrimination grounds, 

intersectionality and pluridimensional discrimination, phenomena that generally defy the 

algorithmic detection and prevention of discrimination
15

. 

Cumulative causation can also work towards improvement, via virtuous circles, and this thesis 

has influenced major policy decisions such as the desegregation of schools in the US. Vicious and 

virtuous circles are also consistent with European explanations of and concepts against 

discrimination
28

.
d
 A necessary prerequisite for such attempts at remediation is to notice and 

understand the dynamics of cumulative causation. This first should draw on the huge body of 

knowledge from the social sciences
32

. However, the study of manifestations of discrimination in 

data has only just begun (if only because “Big Data” itself is a relatively recent phenomenon). 

Computer science can contribute tools for exploratory and interactive data analysis, and the 

understanding that phenomena may need repeated and iterative analysis. 

                                                 

d  Myrdal’s optimism as well as his belief in the strength of the moral basis needed to 

overcome racial inequality in the US, on the other hand, have been more controversial
34,35

. 



4.3 Decision making is rarely fully automated 

 

Even if we differentiate between the roles of data and algorithms and account for their interactions: 

which of the decisions referred to in the introduction, and similar ones, are actually made in a fully 

automated way? The serving of search-engine results may be one example, although even here 

decisions to censor certain content must be “manually” programmed, for example as exceptions. 

However, most real-life decision making is not purely algorithmic, but computer-assisted.  

The claim of less-than-full automation is, first, descriptive. It follows from the observation that 

discrimination can not only result from the application of “the data-mining algorithm” to “the data” 

(e.g., through the reproduction of biased associations, see Section 4.1), but also from the definition 

and selection of features, target variables, and labels, as well as the collection of data
5
. In other 

words, discrimination can result from decisions along the whole process of knowledge discovery. In 

domains such as the justice sector, automated risk assessments regularly are – and must remain – 

input to human decisions. But what about domains such as banking and insurance? 

EU data protection law requires forms of involving humans in decisions in a normative way in 

Article 22 GDPR: “The data subject shall have the right not to be subject to a decision based solely 

on automated processing, including profiling, which produces legal effects concerning him or her or 

similarly significantly affects him or her.” In the – permitted – exceptions to this general rule that 

are relevant to our discussion (decisions necessary for contract or based on data subject consent), 

“the data controller shall implement suitable measures … [giving the data subject] the right to 

obtain human intervention on the part of the controller, to express his or her point of view and to 

contest the decision”. A similar combination of prohibition, exceptions, and requirements of 

safeguards, is already contained in current law, Article 15 of the EU Directive 95/46/EC
e
. 

The reasoning towards this provision reflected, long before “Big Data”, the same concerns 

about unbridled fully automated decision making that we summarised in Sections 1 and 4.1. Further 

arguments concerned legal or ethical responsibility and the roles of data subject and data controller: 

the former should remain a participant in a decision concerning him or her, the latter should not 

abdicate responsibility
36

). Whether and what protection against out-of-control algorithmic power 

this actually offers has been controversial
36

.  

Investigating uses of Article 15 (using the example of Germany, since a full exploration was 

beyond the scope of this paper), we saw that only two court judgments
f
 have actually referred to § 

6a Bundesdatenschutzgesetz (BDSG), the implementation of Article 15 in the Directive – and that 

they found it inapplicable. The complaints concerned the expected main use case of § 6a: loan 

decisions. In both cases, the question was whether scores produced by the major German credit 

scoring agency constitute an example of “automated individual decision making” and are therefore 

contestable under § 6a. The courts ruled in both cases
37,38

: The loan decision procedure is not fully 

automated, because it is not a unitary decision but one composed of parts. The score is only an 

                                                 
e 

 There are some differences between the two Articles, irrelevant for the current argument 

and thus omitted for brevity. 
f 

 As determined by a search on the pertinent legal portal, juris.de 



“expression of opinion” (not a “fact”
g
). In a KDD sense, this means that a bank deploys human 

discretion to use the scores in some way – which confirms the descriptive claim made above.  

Another important type of data processing does not fall under § 6a BDSG: the compilation of 

candidate lists for job interviews
39

– the significant individual decision is the decision to hire 

someone or not, the shortlist is but a preparation for this decision. It should be obvious after Section 

4.2 that such interpretations become dubious when a large proportion of job applications are never 

seen by a human (an estimate about the US is 72%
40

) and people get continuously “redlighted”, i.e. 

de-selected, based on (maybe the same) undisclosed criteria. However, for the present purposes they 

serve to highlight the multitude of ways in which humans are and remain involved in decisions 

involving data. 

Article 22 and its predecessors do not prohibit the use of automated individual decisions. 

Instead, Article 22 entitles individuals to hold data processors to account for such decisions and 

demand a human intervention: data subjects have the right to ask for and obtain an explanation of 

the decision, to enter into a conversation in the sense of putting their own point of view forward, 

and to contest the decision. Under the GDPR, data subjects are also entitled to ask for and obtain an 

explanation of the logic behind processing (Article 15 1 (h)).  

  

 

4.4 Limitations of formal measures of discrimination  

 

The Aristotelean principle “treat equal things equally and unequal things unequally” stands behind 

non-discrimination laws. If one had a formal measure of equality, a test would be able to determine 

automatically whether this principle was followed. However, it is extremely difficult in practice to 

find such measures. In addition, satisfying one formal notion of fairness may mean violating 

another
41

. 

Intended to regulate human societies, laws are not formal rules, but require interpretation in the 

respective contexts. This can present a challenge for data-based modelling. First, equal feature 

values (of individuals and of treatments) suggest equality. However, a failure to apply differential 

treatment may constitute discrimination. For example, requiring all employees to enter the 

workplace building by a staircase can discriminate against people in wheelchairs. Conversely, 

differential treatment may constitute no discrimination when it is justified by a legitimate aim and 

the means of achieving that aim are appropriate and necessary (“proportional”).  

Data as representations of what individuals are may fail for a second reason. Consider a recent 

court case that ruled that it had been discriminatory to treat an unmarried homosexual couple 

equally to unmarried heterosexual couples (the non-EU partner was denied a residence permit on 

family grounds)
 42

. The court argued that a heterosexual couple can get married (and thus change its 

feature value relevant to this domain), whereas at the time and place under consideration a 

homosexual couple was not able to do so. The judgement not only shows the importance also of 

                                                 
g 

 For this reason, the agency is also allowed to not disclose its formula (this was ruled in a 

different judgement), and the differential treatment that was the original motivation of the first court 

case does not constitute gender discrimination. 



counterfactual reasoning (which may be amenable to AI reasoning
h
). It also shows how non-

discrimination interacts with other fundamental rights such as autonomy and agency.  

It is difficult and maybe impossible to preview all such considerations and formalise them. 

Again, human intelligence can be brought to bear better through exploratory analysis tools. Such 

tools constitute an important component of the approach that we will sketch in the following 

section. 

 

 

5. Towards accountability with respect to discrimination-aware decisions 

 

Given the risks of data-based decision making and the importance of humans in the related 

processes, how can data subjects’ rights be strengthened? In the “Bank” setting of the user study, 

the bank had the task of taking measures to ensure that their mining-based decisions do not violate 

anti-discrimination requirements. The “ADA” setting presumed another task of the bank: that of 

supplying the authority with documentation of its data processing (here: their data-mining rules, as 

in Fig. 3). This enabled the authority to perform its task of monitoring the bank’s compliance; the 

ADA setting modelled this task. In addition to, and in preparation of, such external monitoring, 

internal monitoring is useful and could be mandated legally.  

 

 

5.1 Accountability as a social relationship and as a data protection principle 

 

These two tasks instantiate the principle of accountability as defined by Articles 5 (2) and 24 of the 

GDPR on the responsibility of the data controller: “the controller shall implement appropriate 

technical and organisational measures to ensure and to be able to demonstrate that processing is 

performed in accordance with this Regulation”. Accountability is also a requirement in other 

common data protection guidelines, in particular the OECD Guidelines
43

 or the ISO/IEC 29100 

standard
44

, and in some national laws (e.g., Canada
45

). However, the term’s meaning remains 

contested and often vague
46,45

.  

Bovens
46

 provided a clear operationalisation (and an in-depth discussion): “A relationship 

qualifies as a case of accountability when there is a relationship between an actor and a forum, in 

which the actor is obliged to explain and justify his conduct, the forum can pose questions, pass 

judgement, and the actor may face consequences.”
i
 For the present purposes in which accountability 

stands in relation to a norm, we propose to add that the conduct is relative to the norm and that the 

actor also, and in general before the other activities, has to report on the conduct.  

EU data protection law has so far contained, implicitly, elements of accountability, such as the 

data controller (the actor) being responsible for informing data subjects about processing and 

                                                 
h
 “Counterfactual fairness” is a recent research direction exploring similar issues, see 

https://www.turing.ac.uk/research_projects/counterfactual-fairness/.    
i 

 We believe that the consequences, which may be sanctions as well as rewards, constitute an 

essential component of accountability: the incentive to comply. It is for this reason that we believe 

true accountability can only be a property of people or organisations that in turn internally make 

people accountable, and not of algorithms. 

https://www.turing.ac.uk/research_projects/counterfactual-fairness/


correcting inaccuracies in data if requested. The possibility for individuals to hold the controller to 

account (Section 4.3) is another example in which the forum is the data subject. The motivation for 

including an explicit principle of accountability into the GDPR was the perception that such implicit 

requirements to be accountable, as well as other data protection requirements, were not put into 

practice sufficiently: while data processors were under meaningful obligations and may have, 

internally, put in place meaningful policies designed to meet these obligations, this did not ensure 

that they actually acted accordingly
47

. The principle of accountability of the GDPR aims to 

overcome this problem. Here, data protection authorities are the forum, and they are generally likely 

to be in a stronger position to monitor and enforce compliance than data subjects. Through Article 5 

the GDPR emphasises (a) responsibility (and therefore people) as an essential element of 

accountability, and (b) that transparency and accountability require each other, but are not identical.  

 

 

5.2 Design strategies for accountability, and their limitation in the age of profiling 

 

Requirements to comply with rules, and, maybe even more strongly, requirements to ensure and 

demonstrate that one complies with rules, are more effective when these considerations are built, 

from the start, into policies, procedures, practices and last not least products. To further strengthen 

data protection, the GDPR therefore requires data controllers to apply data protection by design 

(Article 25). Methodologies for designing software and systems in this way have been and are being 

developed actively (see for example a recent proposal and overview
48

. Hoepman
49

has provided a 

useful analytical complement to such procedural methodologies: to use the principles of the GDPR 

as high-level design goals and the wealth of existing PETs (privacy-enhancing technologies) as 

possible implementations. This gulf is bridged by design strategies and design patterns as 

increasingly concrete steps.  

Specifically for the principle of accountability, Hoepman formulates two design strategies: 

1. ENFORCE: A privacy policy compatible with legal requirements should be in place and 

should be enforced.  

2. DEMONSTRATE: The controller is required to demonstrate compliance with the privacy 

policy and legal requirements. 

He then lists typical design patterns for the two strategies, such as access control and sticky 

policies for ENFORCE and logging and auditing for DEMONSTRATE, and gives sample PETs. 

However, these strategies, patterns and PETs focus strongly on those threats that classical data 

protection is concerned with: the wrong people (for the wrong purposes, at the wrong time, …) get 

access to data. This focusses on the data as they are and the knowledge about single individuals as 

encapsulated in a data point about this individual. With data increasingly being used to make 

inferences, the threat changes to also encompass inferred knowledge (e.g. “profiles”), which may 

(a) derive from data about other individuals, (b) be based on data that was anonymised in 

sophisticated ways and otherwise handled in compliant ways, and (c) that has harmful effects on 

groups, whereas Article 22 and others only protect individuals. The requirement to protect against 

harms including discrimination arising from profiling is therefore not covered adequately. 

 



5.3 Design strategies for accountability with respect to discrimination-aware decisions 

 

As Sections 2-4 have shown, non-discrimination can neither be enforced nor demonstrated by 

software means alone, and it is difficult, if not impossible, to prove the absence of discrimination. 

We therefore propose two new design strategies with a wider scope of corresponding design 

patterns: 

 

PREVENT-D specifies that technical and organisational measures that avoid discrimination should 

be in place and be enforced. This design strategy is implemented by design patterns consisting of 

 Formal and algorithmic means to ensure discrimination-/fairness-awareness (data mining 

used in a predictive fashion), 

 HCI choices to support discrimination-aware decision making, 

 Recursively, implementations of the design strategy DEMONSTRATE-ND, in order to 

ensure that (1) the data operated upon and (2) the data generated as a result encode as little 

discrimination as possible. 

DEMONSTRATE-ND requires the controller to demonstrate that given the available knowledge, no 

discrimination (as specified by the agreed-upon measures and thresholds) can be detected. This 

design strategy is implemented by design patterns consisting of  

 Formal measures of non-discrimination/fairness, applied in data mining used in a descriptive 

fashion, 

 Tools and KDD processes for discrimination discovery and exploratory discrimination 

discovery, 

 HCI choices to support the detection of possible discrimination. 

 

 

6 Conclusions and future work 

 

We conclude with recommendations for design, important limitations of our method, and ideas for 

future work. The discussion extends elements of Fig. 1: the ways in which laws – and also other 

norms and values – can inform design, how mining results should be presented, and which decision 

makers’ behaviour we should investigate. 

Recommendations for design. Data controllers must perform different tasks to avoid 

discrimination and comply with data protection law. Our study has shown that different tasks are 

better supported by different interface choices, that the tasks as well as the interfaces draw attention 

to different features of the problem, and that verbalizing argumentation per se, as well as different 

argumentation patterns, were associated with different outcomes. This suggests that sanitisation vs. 

flagging and highlighting should be employed in interfaces depending on the task, and nudges or 

requirements to verbalise used encourage reflection. 

Interactive decision-support tools can support such reflection and help avoid that unconscious 

bias unwittingly re-enters decision making. We have made a first proposal for a visualisation tool 

that supports the multi-perspective exploration of a decision dataset for possible discrimination, and 



demonstrated in a user study that this form of presentation and interaction can help human decision 

making
17

. However, design was informed only by general HCI considerations, and it was constant 

across tasks. 

One design pattern, which implements the strategy DEMONSTRATE-ND and thereby also 

helps PREVENT-D, is an admissibility test of new features. When a human decision maker 

considers taking into account a feature that the data-mining engine did not use (e.g. the “unreliable 

job” referred to in Section 3.1), tools could check whether there is organisation-internal or -external 

knowledge that signals that this must not be used. This knowledge could for example be guidelines 

or statistics that show that using this new feature would amount to indirect discrimination because it 

is correlated with an explicitly protected ground, and use the available detection algorithms for such 

indirect discrimination. The knowledge could also be a reminder of the fact that a particular piece of 

information, such as health or pregnancy status, must not be asked. To enhance the detection 

capabilities, third-party datasets could be integrated into the analysis. This requires well-designed 

interactions between human intelligence, machine intelligence, and organisational measures that 

encourage the reflection needed in the first step (realising and making explicit the consideration of a 

certain feature), the analytics in the second step (and the enforcement of their use), and the action 

upon the results in the third step (discouraging/preventing the use of features found to be 

inadmissible, accountable documentation and management of the process). The flipside is that such 

searches could also help find better proxies to mask discrimination. Empirical evaluations will be 

needed to determine whether such processes are effective and efficient. 

Extension by further notions of accountability. The strategies should be combined with 

others for data protection by design: Interaction with tools could be logged, thereby enhancing the 

accountability of the whole process (strong accountability
50

). Logging could automatically generate 

raw forms of report of the consultation session that help demonstrate that possible problems were 

checked and policies and procedures complied with (the account to be given
16

). However, logging 

itself creates new personal data and thereby poses new challenges. Note that all these software 

approaches are technical measures that cannot alone ensure accountability (including 

responsibility). They need to be complemented by organisational measures to make the law inform 

the design of processing in Fig. 1. 

Future work should also investigate the relationships with further notions of accountability. It is 

impossible to survey this wide field here, so we will focus on links to resource collections. These 

include informationaccountability.org and algorithmic accountability (e.g. the summary
51

 of group 

discussions in the FATML (fatml.org) and “Data, responsibly” workshops’ context). These notions 

share many characteristics with the notion used here, such as auditability. Many of them do not 

make a strong distinction between accountability and transparency (such as the discussions around 

algorithmic transparency, epic.org/algorithmic-transparency/). In recent work, the question what 

and how much needs to be transparent, explained, and understandable is investigated in more 

detail
52,53

.  

Limitations of the user study. Besides the limitations of the user study design and 

operationalization
15

, parts of our interpretation hinges on our assumption of what the “correct” 

decisions were. We designed the tasks such that considering the numerical weights and the features 

in the rules carefully, automatically led to the “correct decisions”. Future work should investigate 



the value of the decisions made by participants who were loath to use the sometimes 

counterintuitive rules and relied on background knowledge instead – thereby also opening new 

questions about how to deal with data-mining results.  

Our interfaces supported decision makers by information on the features of their task. This is 

only one facet of individual decision making, and it ignores other relevant factors such as social 

influence or prior decisions. In future work, we aim to investigate a wider range of choice 

strategies, as well as associated HCI support
54

. 

The present paper focused on results from exploratory data analysis rather than experimental 

design. Future work should refine these by experimental controls or nudges. For example, it could 

be explored how instructions to verbalise reasoning, or measures that draw attention to the 

applicant-as-a-person and/or strengthening self-reflection of the decision-maker-as-a-person, 

influence the detection and prevention of discrimination.  

Mechanical Turk. Our participants were recruited via MTurk, and we used established 

methods for ensuring study validity and data quality (see Section 2.1). Still, the question arises 

whether these participants’ choices can be regarded as representative of the decision makers whose 

role they took: people working in banks or anti-discrimination agencies. To the best of our 

knowledge, no studies of this question exist. We therefore ask (a) to what extent MTurkers 

resemble study participants recruited in more traditional ways and (b) to what extent the latter 

resemble the modelled decision makers.  

Summarising pertinent observations from a huge body of literature, we find: (a.1) The 

demographics of MTurkers are similar, but not equal to the general population with regard to age, 

gender, ethnic origin, political orientation, and education (for specifics and further references, 

especially US samples, see 
19,55

; our sample showed a similar pattern
15

). On the other hand, they are 

more diverse than standard samples and exhibit very similar value-based motivations, including 

“racial resentment”
 56

. MTurkers are mainly motivated financially, but also by the contents of 

studies
19

; in this sense, they are more similar than standard participants to the working decision 

makers whose role they took here. Also, 36% of our sample reported having had professional 

experience working with data mining, finance, and/or banking. Of course, this does not make them 

equal to the employees with specific skills whose role they took. (a.2) MTurkers are comparable to 

standard participant populations with regard to decision-making biases
57,19

. Regarding (b), a study 

of risk assessment in commercial bank lending
58

 indicated that real bankers are subject to the same 

cognitive biases as general study populations, but that organisational influences, specifically profit 

motives, were stronger than cognitive factors when both are present. MTurkers, in turn, because of 

the remuneration and reputation system of the crowdworking platform, tend to pay more attention 

to the instructions they are given than standard participants
59

. We speculate that to the extent that 

organisational factors are captured in business rules, and these are made explicit in instructions, this 

may lead to MTurkers behaving more similarly to professionals than standard participants. In sum, 

while laboratory and MTurk studies have unavoidable limitations in terms of external validity, these 

results indicate that recruitment through MTurk is adequate for studies such as ours. 

Empirical studies in real-life settings. Still, future work should also study decision making by 

real-life professionals. It should be kept in mind, however, that this presents not only the challenges 

that professionals are expensive participants and that the experimental data-mining tool should be 



realistic with regard to algorithms, data, and discrimination-aware modifications. It may also be 

difficult to carry out meaningful experimental studies; different study designs may be needed. First, 

the introduction of new AI is usually accompanied by other organisational changes such as staff 

reductions
60

. Second, while statistics and data mining have a long tradition in fields such as banking 

and insurance, the use of such methods is less wide-spread in anti-discrimination agencies, NGOs, 

and similar organisations, and also by data protection authorities. Algorithmic accountability 

reporting
61

, in which the media act as Boven’s forum
46

, is a development in this direction. However, 

additional research is needed to identify the best algorithmic, HCI, and generally organisational 

design decisions for these different use cases. Third, real-life decisions are often not made at one 

point in time only. The law does not forbid fully automated decision making, but (in the EU) allows 

data subjects to request a human explanation and rectification. This points to another area of future 

research: how do humans reason about machine-based decisions ex post? Under which cognitive 

biases and organisational pressures do they revisit an already-made decision, and how can HCI 

assist?  
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