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Motivation
Daughter likes shopping

Model as a graph

¥ places are nodes

¥ streets are links

¥ labels on streets ?

¥ degree of belief that the street 
brings her from a to b: probability 
labels on links

¥ links independent of one another
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Questions to ask
Query : what is the probability that she can arrive at Ipanema  ? 

¥ that there is a path [NP hard - two-terminal network reliability]

Most likely path

¥ path with highest probability 

Explanation : what is the best generalized  path to take ? 

¥ generalizing speciÞc street names into properties (labels)

Analogy - EBL : can I use this explanation for other goals ?

¥ for Þnding the Copacabana  / for walking in Salvador  ?

Compression : give her a compressed map to memorize ?

¥ given examples of desirable (start,end) pairs and undesirable ones, Þnd a compressed map.



Motivation
Many problems are similar to this toy problem

Are connected to mining and learning in graphs and 
networks

¥ Link mining, see also [Getoor, SIGKDD 
Explorations]

Our problem is a biological one

Using a probabilistic database and data mining approach 
to tackle it



Overview

The Biomine biological network

ProbLog : the probabilistic database

Various probabilistic & inductive queries

WARNING
An Information 

Retrieval/Data Mining 
Perspective 



Biological Networks
Biomine Database @ Helsinki
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Nodetype  # nodes  avg. degree
Article    330970    6.9
BiologicalProcess    10744    6.8
CellularComponent      1807  16.2
Domain      15727  99.8
Gene    395611    6.1
GeneCluster   362155    2.4
HomologGroup                  35478  28.5
MeSHHeading     22997    2.6
MolecularFunction      7922    7.3
OMIM      15253  34.3
Protein    741856    5.4
StructuralProperty    26425    3.3
Tissue          348  14.9
TOTAL            1,968,951      7,008,607 edges

BioMine Project @ Helsinki [Sevon, Toivonen et al.]

Biomine Data



Network around Alzheimer Disease

presenilin 2
Gene

EntrezGene:81751

Notch receptor processing
BiologicalProcess
GO:GO:0007220

-participates_in
0.220

BiologicalProcess

Gene

prob
- reliability
- rarity
- relevance

P = reliability x rarity x relevance



Questions to ask
How to support the life scientist in using and discovering new knowledge in 
the network ?

¥ Is gene X involved in disease Y ?

¥ Should there be a link between gene X and disease Y ? If so, what type 
of link ? 

¥ What is the probability that gene X is connected to disease Y ? 

¥ Which genes are similar to X w.r.t. disease Y?

¥ Which part of the network provides the most information (network 
extraction) ?

¥ ...



gene

disease

probability of 
connection?

Network around 
Alzheimer Disease

most relevant subgraph 
of given (max.) size?

best explanation of 
connection?

gene

commonalities?
gene

gene

gene

2term network 
reliability



?

Network around 
Alzheimer Disease

2term network 
reliability

class of entity ?
gene ? disease ?



gene
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Network around 
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2term network 
reliability
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link prediction



Two types of queries
Probabilistic queries

¥compute the probability of a query

Inductive queries

¥using some kind of pattern, model, a kind of 
learning query

Inductive querying integrates data mining and 
database principles 



How to query the 
database ? 

Key contribution

¥ representing Biomine in a probabilistic logical / 
relational database

¥ different types of inductive and probabilistic queries

¥ to support link mining and analysis 

¥ to produce and rank possible hypotheses = new 
currently unknown links

¥ a computer scientistÕs perspective

C O M P U T E R  S C I E N C E 
F O C U S

ADVISORY
B I O L O G I C A L
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ProbLog Example
0.9 :: y_edge(1,2).
0.8 :: r_edge(2,3).
0.6 :: g_edge(3,4).
...

probabilistic facts

edge(X,Y) :- y_edge(X,Y).
edge(X,Y) :- y_edge(Y,X).
...
path(X,Y) :- path(X,Y,[X]).
path(X,X,_).
path(X,Y,A) :- X \== Y, edge(X,Z),
        absent(Z,A), path(Z,Y,[Z|A]).

background 
knowledge



Basic Questions

¥Can we prove the query?

¥Best proof?
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P = 0.9 · 0.8 · 0.6
á(1 ! 0.5) á(1 ! 0.7) á0.7
·(1 ! 0.4) · (1 ! 0.2)

Sampling Subprograms



T = {p1 :: c1, . . . , pn :: cn } ∪BK

ProbLog Semantics
probability fact

logic program

P (L|T ) =
∏

ci ! L

pi

∏

ci ! L T \ L

(1 ! pi )

L T = { c1, . . . , cn }sample subsets of 

independent
...



ProbLog Semantics

¥Success probability

¥Explanation probability

Ps(q|T) =
!

L⊆LT ,BK∪L|=q!

P(L |T)

random subprogram contains some  proof

Px (q|T) = max
e proof of q

!

ai ! e

pi

random subprogram contains most likely  proof



Semantics ProbLog
Not really new, rediscovered many times

Intuitively, a probabilistic database 

Formally, a distribution semantics [Sato 95]

Other systems, such as SatoÕs Prism and PooleÕs ICL avoid the disjoint sum 
problem

¥ assume that explanations / proofs are mutually exclusive, that is, 

¥ P(A v B v C) = P(A) + P(B) + P(C)

Long term vision: develop an optimized probabilistic Prolog implementation 
in which other SRL formalisms can be compiled. (work together with Vitor 
Santos Costa and Bart Demoen, integration in YAP Prolog)
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acyclic path
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Explanation Probability
Px (q|T) = max

e proof of q

!

ai ! e

pi

A ∧ B ∧ C = A ∧ B ∧ C ∧ (D ∨ ÂD) ∧ . . . ∧ (H ∨ ÂH )
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Success Probability
using Subprograms
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...
Ps(q|T) =

!

L⊆LT ,BK∪L|=q!

P(L |T)



Disjoint-Sum Problem

A ∧ B ∧ C = A ∧ B ∧ C ∧ (D ∨ ÂD) ∧ . . . ∧ (H ∨ ÂH )
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P(ABC + ABEH + . . . + FDBEH )

...

Ps(q|T) =
!

L⊆LT ,BK∪L|=q!

P(L |T)

incl-excl

symbolic 
(network rel)
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Inference

Disjoint-Sum Problem is NP-Complete

¥ Inclusion - Exclusion:  

¥ Experimentation with Hyspirit [Fuhr 2000] has shown that this is 
infeasible for the evaluation of about 10 or more conjuncts.

¥ Some results in ÒNetwork Reliability Ó

¥ up to 100 conjuncts

¥ Using BDDs & Optimized Prolog implementation

¥ up to O(105) conjuncts 

¥ Approximations  are needed for larger problems

Avoided by
alternative languages
such as PRISM and 

ICL

Ps(path (1, 4)|T)

= P(ABC + ABEH + . . . + FDBEH )



Binary Decision Diagrams
[Bryant, 1986]

X ! Y ! Z

X

Y

Z Z

Y

Z Z

0 111 1 1 1 1
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X

Y

Z
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0 1

X
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Z
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X   0   0   0   0   1   1   1   1
Y   0   0   1   1   0   0   1   1
Z   0   1   0   1   0   1   0   1

X ∨ (ÂX ∧ Y ) ∨
(ÂX ∧ ÂY ∧ Z )

EDGES!

REDUCED 
ORDERED



Probability Calculation 
using BDDs

X
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Z
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PN = (1 ! p) áPL + p áPH

random walk

eval changes

gradient
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Approximations

1. Use the k best explanations (use a branch-
and-bound algorithm) ; 

¥generalization of explanation probability

2. Upper and lower bound

3. Monte-Carlo with a conÞdence interval



Inference
exact:
all proofs

lower bound:
some proofs

upper bound:
partial proofs

?-path(1,4)

:-edge(1,4) :-edge(1,A),path(A,4)
A F

:-path(2,4) :-path(6,4)
...

:-edge(2,4) :-edge(2,B),path(B,4)
B D

:-path(6,4)
...

:-path(3,4)

:-edge(3,C),path(C,4)
...

:-edge(3,4)

[]
C

ABC+AB+AD+F

ABC+ABEH+ADGH+ADGEC
+FGH+FGEC+FDBC+FDBEH

ABC

iterative 
deepening

best proofs



Some results

On small graph 144 edges (query connecting 
three nodes, 0.01 threshold)

¥meta-implementation in Prolog 46/206/308

¥new optimized Prolog 2/5/0.5 secs

Using k=1024 and Monte-Carlo

¥full Biomine database can be queried



Some Results

Kimmig et al. ICLP 08



Probabilistic Queries

¥Success probability

¥Explanation probability

¥Various approximations

random subprogram contains some  proof

random subprogram contains most likely  proof



Inductive Querying

Examples
- - - -

++++

Explanations

Patterns

Subprograms

Parameters

ProbLog program

Similar examples

ProbLog engine



 Explanation Based Learning
as presented by Gerald DeJong



 Explanation Based Learning
as presented by Gerald DeJong

Example:
no burned 
hands

Explanation: use stick

why?

Theory:
knowledge 

about 
world (Þre, 
meat, ...)



Network around 
Alzheimer Disease

gene

phenotype

most similar pairs ?



Inductive Query =
Find similar examples

Which gene - phenotype pairs are most 
similar / analogous ? 

Use the most likely connection between gene A 
and phenotype B as an explanation.

Probabilistic Explanation Based Learning



Most Likely Generalized 
Explanation
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query 
path(1,4)



Prolog Setting
path(1,4).

edge(1,2).

y_edge(1,2). edge(2,3).

r_edge(2,3). edge(3,4).

g_edge(3,4).

path(2,4).

path(3,4).

proof tree

concrete 
explanation

   path(P,S) ! 
      y_edge(P,Q),r_edge(Q,R),g_edge(R,S).



Use of Generalized 
Explanation
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Experiments PEBL

Two settings: Alzheimer disease and Asthma

Graphs extracted from Biomine database 

¥Set of genes annotated with one disease 

¥All nodes & edges occuring on paths 
starting at one of the genes (max length 4 
or 5, min path prob 0.01)



Graph Characteristics

extr. annot. other pheno- pos. neg. frac.
graph depth nodes edges genes genes types ex. ex. pos
Alz1 4 122 259 14 15 3 182 2254 0.07
Alz2 5 658 3544 17 20 4 272 5056 0.05
Alz3 4 351 774 72 33 3 5112 27648 0.16
Alz4 5 3364 17666 130 55 6 16770 187470 0.08
Ast1 4 127 241 7 12 2 42 642 0.06
Ast2 5 381 787 11 12 2 110 902 0.11

PEBL Examples = triplets of two different annotated 
genes and disease phenotype



Alz1 prec(1) prec(3) prec(5) pos n pos a prec
Alz1 0.95 0.84 0.79 6.91 16.82 0.46
Alz2 0.84 0.75 0.72 7.37 18.65 0.42
Alz3 0.99 0.88 0.82 23.20 126.09 0.48
Alz4 0.84 0.74 0.72 7.37 18.80 0.42
Ast1 0.09 0.09 0.09 2.07 2.07 0.02
Ast2 0.08 0.08 0.08 2.00 2.00 0.01

 Average Results (1)

fraction of positives among Þrst knumber of positives before Þrst negativetotal and relative number 
of positives in ranking

test graphs

¥Learning on graph around Alzheimer disease (Alz1)

¥26 explanations on 91 examples  

Alzheimer
disease

Asthma

transfer learning

Alzheimer
disease

Asthma



 Average Results (2)  
¥Learning on graph around Asthma (Ast1)

¥3 explanations on 21 examples 

¥2 shared with Alzheimer disease

Alzheimer
disease

Asthma

Ast1 prec(1) prec(3) prec(5) pos n pos a prec
Alz1 1.00 1.00 0.97 6.86 10.57 0.23
Alz2 0.86 0.95 0.94 6.86 14.56 0.22
Alz3 1.00 0.90 0.83 6.86 28.00 0.24
Alz4 0.86 0.76 0.69 5.14 28.00 0.15
Ast1 1.00 1.00 0.97 17.14 17.14 0.34
Ast2 0.86 0.86 0.86 16.57 16.57 0.20



Network around 
Alzheimer Disease

gene

commonalities?
gene

gene

gene

2term network 
reliability



Probabilistic Local 
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? ? ?

¥Frequent patterns (+ exs)

¥Correlated patterns (+/- exs)

¥No path deÞnition given

¥Variants of Apriori / Warmr

+

+

+

+

+



Criteria

Probabilistic correlation measures
¥ increase with probability of positives

¥decrease with probability of negatives 
pf (q, D) =

!

t ! ID +

P (t|q, D) −
!

t ! ID !

P (t|q, D)

LLn (q, D) =
"

t ! n ( ID + )

P (t|q, D) á
"

t ! ID !

(1− P (t|q, D))

Probabilistic 
frequency

Softened likelihood: 
n best positives only

Find k best patterns 



Runtimes & Patterns



?

Network around 
Alzheimer Disease

2term network 
reliability

class of entity ?
gene ? disease ?



Experiments



gene

disease

Network around 
Alzheimer Disease

most relevant subgraph 
of given (max.) size?



Theory Compression
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F ig. 4 Evolvement of log-likelihood for 10 test runs with positive examples
only (a) and with both positive and negative examples (b). Di! erent starting
points of lines reflect the number of clauses in the BDDs used in theory compres-
sion.

7.3 Quality of ProbLog theory compression

The quality of compressed ProbLog theories is hard to investigate using a
single objective. We therefore carried out a number of experiments investi-
gating di! erent aspects of quality, which we will now discuss in turn.

H ow does t he l ikel ihood evolve dur ing compression? Figure 4(a)
shows how the log-likelihood evolves during compression in the real data,
using positive examples only, when all revision points are eventually re-
moved. In one setting (black line), we used the three original paths con-
necting Alzheimer gene pairs as examples. This means that for each gene
pair (g1, g2) we provided the example path(g1,g2). To obtain a larger num-
ber of results, we articifially generated ten other test settings (grey lines),
each time by randomly picking three nodes from the graph and using paths
between them as positive examples, i.e., we had three path examples in each
of the ten settings. Very high compression rates can be achieved: starting
from a theory of 144 clauses, compressing to less than 20 clauses has only
a minor e! ect on the likelihood. The radical drops in the end occur when
examples cannot be proven anymore.

To test and illustrate the e! ect of negative examples (undesired paths),
we created 10 new settings with both positive and negative examples. This
time the above mentioned 10 sets of random paths were used as negative
examples. Each test setting uses the paths of one such set as negative exam-
ples together with the original positive examples (paths between Alzheimer
genes). Figure 4(b) shows how the total log-likelihood curves have a nice
convex shape, quickly reaching high likelihoods, and only dropping with
very small theories. A factorization of the log-likelihood to the positive and
negative components (Figure 5(a)) explains this: clauses that a! ect the neg-
ative examples mostly are removed first (resulting in an improvement of the
likelihood). Only when no other alternatives exist, clauses important for the
positive examples are removed (resulting in a decrease in the likelihood).
This suggests that negative examples can be used e! ectively to guide the
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F ig. 5 Evolvement of log-likelihood for 10 test runs with both positive and neg-
ative examples (a). Evolvement of log-likelihood for settings with artificially im-
planted edges with negative and positive effects (b). In (b), curve color indicates
the type of edge that was removed in the corresponding revision step. Likeli-
hoods in the middle reflect the probability on artificial edges: topmost curve is for
p = 0.9, going down in steps of size 0.1

compression process, an issue to be studied short ly in a cross-validat ion
set t ing.

How appropriately are edges of known positive and negative

e! ects handled? Next we inserted new nodes and edges into the real bi-
ological graph, with clearly intended posit ive or negat ive e! ects. We forced
the algorithm to remove all generated revision points and obtained a rank-
ing of edges. To get edges with a negat ive e! ect , we added a new Òneg-
at iveÓ node neg and edges edge( gene_620, neg) , edge( gene_582, neg) ,
edge( gene_983, neg) . Negat ive examples were then speciÞed as paths be-
tween the new negat ive node and each of the three genes. For a posit ive
e! ect , we added a new Òposit iveÓnode and three edges in the same way, to
get short art iÞcial connect ions between the three genes. As posit ive exam-
ples, we again used pat h( g1, g2) for the three pairs of genes. All art iÞcial
edges were given the same probability p.

(Di! erent values of p lead to di! erent sets of revision points. This de-
pends on how many proofs areneeded to reach the probability interval ! . To
obtain comparable results, we computed in a Þrst step the revision points
using p = 0.5 and interval width 0.2. All clauses not appearing as a revision
point were excluded from the experiments. On the result ing theory, we then
reran the compression algorithm for p = 0.1, 0.2, . . . , 0.9 using ! = 0.0, i.e.,
using exact inference.)

Figure 5(b) shows the log-likelihood of the examples as a funct ion of the
number of clauses remaining in the theory during compression; the types of
removed edges are coded by colors. In all cases, the art iÞcial negat ive edges
were removed early, as expected. For probabilit ies p ≥ 0.5, the art iÞcial pos-
it ive edges were always the last ones to be removed. This also corresponds
to the expectat ions, as these edges can contribute quite a lot to the posi-
t ive examples. Results with di! erent values of p indicate how sensit ive the



Parameter Estimation
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Key Novelties

A probabilistic database is NOT a generative 
model

¥rules out EM algorithm

First setting that combines

¥learning from entailment, and 

¥learning from proofs 

MSE(T ) =
1
K

∑

1! i ! K

(
Ps(qi |T ) ! ÷pi

)2



Comparison MLNs

Experiment on the Department of CSE 
University of Washington Dataset

¥contains information about people, 
courses, publications in the Dept. 

¥Several predicates, such as taughtby, 
advisedby, yearsinprogram,  writtenby, ..

¥5 areas, such as AI, graphics, ...
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Network around 
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2term network 
reliability

?

link prediction







Overall Results



Experiments
¥ subgraph from the 

BIOMINE database 
around asthma genes

¥ 127 nodes, 241 edges

¥ sampled 500 random 
node pairs

¥ calculated P(path(X,Y))

¥ 10-fold cv

62



Recovering Probabilities
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Reducing Test Error
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Using Proofs
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Inductive Querying

Examples
- - - -
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Explanations

Patterns

Subprograms

Parameters

ProbLog program

Similar examples

ProbLog engine

support the life scientist



Where are we heading?

We are working towards a generic probabilistic 
Prolog environment (extending ProbLog in the 
direction of SatoÕs PRISM)

Should allow to emulate other SRL models and 
learning techniques

Should give new insights into relationships



Based on

Link discovery in graphs derived from Biological databases (Sevon et al, LNBI 4075)

ProbLog: a simple Probabilistic Logic (De Raedt, Kimmig, Toivonen, IJCAI 07)

Probabilistic Explanation Based Learning  (Kimmig, De Raedt & Toivonen, ECML 
Best Paper Award 2007)

Probabilistic local pattern mining (Kimmig & De Raedt, ILP 08 & Submitted)

Compressing ProbLog programs (De Raedt, Kersting, Kimmig, Revoredo, Toivonen, 
MLJ 08)

Parameter Learning in Probabilistic Databases (Gutmann, Kimmig, Kersting, De 
Raedt, ECML 08)
On the E

On the efÞcient Execution of ProbLog Programs (Kimmig, Santos Costa, Rocha, Bart 
Demoen, and  De Raedt ICLP 08)



Thank you!


