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“Big Data“ – that amalgam of Google, Facebook, the Large Hadron Collider and the NSA – 

“will transform how we live, work and think“ – so we’re told. So what is “Big Data“ (BD, 

henceforth)? Two recent books – Mayer-Schönberger and Cukier’s “Big Data“
1
 and Kitchin’s 

“The Data Revolution“
2
 give answers. The aim of the present text is to briefly describe these 

two books and to deconstruct an example from the first with the help of ideas from the 

second. I will conclude with a recommendation for your reading lists and a call to action. I 

write this as a scientist and teacher on data, privacy, and related social issues, working in 

computer science and with interdisciplinary roots and leanings.
3
  

 

 

1. Big Data: What is that anyway? 

 

BD are, first of all, data. Etymologically, the word would indicate that data be given by 

phenomena that are measured. However, in general use, “data refer to those elements that are 

taken [abstracted from phenomena]: extracted through observations, computations, 

experiments, and record keeping”, “selected from nature by the scientist in accordance with 

his [sic] purpose”.
4
 So “capta” rather than “data” would actually be a better name, in that it 

stresses the taking as opposed to an assumed, but impossible giving.  

 

Kitchin discusses notions of data and their changes across history at greater length. But it is 

this first observation that lies at the heart of much of his critique of a widespread but naïve 

form of data (and big data) enthusiasm, hype, and misunderstanding: that data, measurements, 

and analytics can and should “speak for themselves”, that they provide us with direct access 

to the true nature of things, as opposed in particular to the subjectivity of qualitative methods 

and their central involvement of humans in sense-making. Kitchin argues that rather than 

naïvely assume such objectivity in data, we should always critically question the origins of 

data, the purposes with which they were collected and processed, and the methods with which 

this was done. He also points out that all such questioning and all interpretations of data and 

analysis results again arise from a human speaking about the data or inferences made from 

them and on behalf of the interpreter’s agenda, rather than the data speaking “for 

themselves”. 

 

“Big Data” then inherit these general properties of data. In addition, their defining 

characteristics are commonly taken to be the 3 Vs: Big Data are 

 “huge in volume, consisting of terabytes or petabytes of data; 
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 high in velocity, being created in or near real-time; 

 diverse in variety in type, being structured and unstructured in nature, and often 

temporally and spatially referenced.” 

Kitchin (p. 68) lists these and adds as additional characteristics (which are prototypical rather 

than necessary-and-sufficient): Big Data are also 

 “exhaustive in scope, striving to capture entire populations or systems (n = all), or at 

least much larger sample sizes than would be employed in traditional, small data 

studies; 

 Fine-grained in resolution, aiming to be as detailed as possible, and uniquely indexical 

in identification; 

 relational in nature, containing common fields that enable the conjoining of different 

datasets
5
; 

 flexible, holding the traits of [extensibility]
6
 (can add new fields easily) and scalable 

(can expand in size rapidly).” 

 

I propose to modify the second of these additional criteria to “uniquely indexical in 

identification or fine-grained in descriptive identification”, in order to be able to account for 

the manifold influences that BD have on people not because a dataset or knowledge base 

identifies them indexically (“Ms. Jones, with ID number 12345”) but descriptively (“females 

wearing red jumpers, shoes size 39, and playing volleyball”).
7
 As a consequence of BD 

processing, specific and often undesirable consequences may be associated with and applied 

to people with such descriptive profiles (see the discussion of profiling below).
8
  

 

This is of course just one definition of BD (even if I believe it is useful and summarises many 

others); at present, the term is still a hype term in need of semantic consolidation. This is 

nicely illustrated by a recent blogpost that assembles definitions from 30 people in the field.
9
  

 

Beyond referring to the data themselves, the term “Big Data” is often used to encompass also 

the analyses of such data and the applications of analysis results. Finally, the repercussions of 

such practices are also discussed by an increasing number of scholars: “[Big Data is an] 

emerging field of practices that is not defined by but generative of (sometimes) novel data 

qualities such as high volume and granularity and complex analytics such as data linking and 

mining”.
10
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2. Mayer-Schönberger’s and Cukier’s “Big Data” 

 

The book by Mayer-Schönberger and Cukier (MS/C, henceforth) is a popular-science text, but 

it is also being used by (usually non-computer) scientists as an introduction to the topic, for 

themselves and/or their students. Like many other popular-science texts, MS/C operates with 

the wider meaning of BD: lots of data, analyses on them, and the applications of their results. 

The “capta” qualities of data are largely ignored; an (implicit) assumption of data neutrality 

and objectivity pervades the discussion. 

 

In what way should one review a book that has, on amazon.com alone, over 300 reviews, that 

has been presented in leading newspapers, and that is listed on bestseller lists such as those of 

the New York Times and the Wall Street Journal (as the stickers on my hardcopy of the book 

tell me)? Reading a host of reviews online, I became convinced that it would not make sense 

for me to write another review of this book – because most of what I would want to say about 

it has been said before
11

: 

 The book presents the reader with a rich collection of examples of “positive” 

(commercially successful, socially desirable) applications of BD. It does so in an easy-

to-read, entertaining way. 

 The book also discusses some key “risks” of BD that are currently being discussed, 

such as the implications on privacy. 

 Both the “positive” and the “negative” examples provided can serve as useful starting 

points into discussions of BD, for example in teaching.  

However, the book is analytically rather weak. In particular, it proposes to characterize BD in 

terms of three elements: 

 “[BD is] big but not necessarily that big, their definition for big is that n = all. 

 Big data is messy, it is perhaps incomplete or poorly encoded. 

 Working with big data we must discard an enthusiasm for causality and replace it with 

correlation. Working with big data we shouldn’t mind too much if our results are just 

correlations rather than explanations (causation).”
12

 

As Hopkinson argues, none of this is really new (in other words, the book disregards previous 

research), and MS/C’s claim that you can do things with BD that you weren’t able to do with 

small data gets repeated throughout the book but not substantiated
13

.  
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A careful reading of (for example) Kitchin will lead to an even more critical take on these 

three points. The exhaustivity assumption is shown to be over-simplified if one considers that 

even the typical “big” datasets (all Google queries, all Facebook users’ posts) are still 

representations (of what people want to know, of what people think) and samples (because 

they are limited to the users of these platforms, plus often filtered by users’ access restrictions 

and/or platforms’ API policies
14

). The second claim, along with MS/C’s claim that “more 

trumps better”, is easily countered by the old but still valid “garbage in, garbage out” adage of 

computer science.  

 

More insidious is the “correlation instead of causation” tenet. Few people would argue that 

correlation is never useful and causation always needed; as Hopkinson argues, this argument 

is nothing new. However, MS/C rather uncritically adopt the hype that correlation be all that 

is needed and that it has rendered causal thinking obsolete, and they underline this with 

disparaging formulations such as “society will need to shed some of its obsession for 

causality“ (p. 7.) In his book review of MS/C
15

, Kitchin just dryly remarks that “No scientist 

or analyst worth their salt believes that data simply speak for themselves free of theory”; in 

his own book, he presents a very detailed analysis of why the simple assumption that 

correlation can replace causation is simply wrong.  

 

Further issues are aptly summarised in Kitchin’s book review: “Second, the account is quite 

sketchy as to how analysts can make sense of big data and the new analytical techniques that 

are being developed. […] Third, the book avoids tackling the deep and difficult 

epistemological questions that arise when a paradigm shift occurs. […] Fourth, they rightly 

acknowledge that big data raises all kinds of ethical issues, but their analysis lacks depth and 

critique and pushes a business-friendly, market-orientated line about self-regulation without 

adequately setting out the pros and cons of such a strategy. Finally, the text suffers from being 

overly repetitious […]. Overall then, whilst the book provides an initial text about big data 

and does include some interesting and useful nuggets, the analysis in general is narrow and 

weak, and it seems more about championing an emerging ICT market than providing a 

thorough, critical overview of the nature of big data and its implications and consequences.” 

 

Unfortunately, thus, in spite of its advantages the book contains too many instances of what 

Goldacre has termed “Bad Science”
16

: “sciencey-sounding” but in fact misleading or even 

wrong accounts of phenomena that the public cares for. And I believe that, just as in the case 

of medicine that Goldacre analyses in detail, bad science and uncritical reviewing (witness the 

many positive reviews in major news media) can have real consequences on public 

understanding of BD and the social and political acceptance of highly problematic data 

collection, analysis and usage practices. It is not only the weaknesses in the book’s “science” 

understanding (i.e. mostly computer-science questions) that make me concerned. As I will 

argue with reference to Kitchin’s book and through the example in Section 4, a science 
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background is necessary but not sufficient when it comes to Big Data – instead, a truly 

interdisciplinary approach is needed. 

 

3. Kitchin’s “The Data Revolution” 

 

Kitchin’s “The Data Revolution” is clearly a more academic (but still accessible) work. It is 

also an extremely well-informed and reflective book that is comprehensive in scope. It is 

structured into eleven chapters whose titles alone show the near-encyclopedic coverage of the 

book, and that show that Kitchin organises his text by concepts. He illustrates these concepts 

by some examples (not as copiously as MS/C do), but the structuring approach itself is much 

more suited for a deep understanding of BD: 

1. Conceptualising Data 

2. Small Data, Data Infrastructures and Data Brokers 

3. Open and Linked Data 

4. Big Data 

5. Enablers and Sources of Big Data 

6. Data Analytics 

7. The Governmental and Business Rationale for Big Data 

8. The Reframing of Science, Social Science and Humanities Research 

9. Technical and Organisational Issues 

10. Ethical, Political, Social and Legal Concerns 

11. Making Sense of the Data Revolution .  

 

This book is more recent than MS/C and has, partially for that reason, received fewer reviews 

so far. One exception is the very positive reception as an “Essential Text” of the first 

(overview) and third chapters by the Berkeley Center for Law & Technology.
17

 Again, I quote 

a passage that I would have written in much the same way: “[This] is the best monograph we 

have discovered on open and big data. It defines the issues of open and big data and the 

potential consequences of the data revolution. In a balanced way, and without the hyperbole 

of trade press books on big data, Kitchin explains that the data revolution has implications for 

governance, management of business, and even understanding of science and knowledge. 

Therefore, the movement needs a ‘more critical and philosophical engagement.’ Kitchin 

extensively reviews the literature to highlight the contours of such an engagement.” 

 

Instead of reviewing all chapters in detail (and all of them are important and interesting), I 

want to highlight some key observations with particular relevance for BD.  

 

The first and second points have already been described above: the problematisation of the 

term “data” and the observation that data are never neutral, and the observation that even if 

BD may “strive” for exhaustivity, “n = all” is generally impossible since even big data are a 

representation and a sample. 

 

The assumption of neutrality is also rejected for the technology that supports BD: Kitchin 

“[posits] that databases and data infrastructures are not simply neutral, technical means of 

assembling and sharing data; they are not merely products that store captured data about the 

world, but are bundles of contingent and relational processes that do work in the world […]. 

They are complex sociotechnical systems that are embedded within a larger institutional 

landscape of researchers, institutions and corporations, constituting essential tools in the 

production of knowledge, governance and capital.” (p. 21). And he highlights (and later warns 
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of) the decontextualisation that these infrastructures encourage: “databases unmoor data 

analysis from the data by enabling complex queries and calculations without those conducting 

such analyses having to peruse and work the data themselves or even understand how the data 

have been compiled and organised” (p. 22). An example of how easily such 

decontextualisation can lead to erroneous concepts and conclusions was provided by boyd and 

Crawford
18

. They showed the flaws in the popular assumption that the data one can get from 

social-networking platforms – the articulated networks of “friends” or “followers” and the 

behavioural networks derived from communication patterns – are people’s social networks.  

 

BD is a main concern throughout Chapters 4-11, with Chapter 4 concentrating on definitional 

issues (see above). Chapter 5 is a thorough synopsis of the “enablers and sources of BD”: the 

range of devices and behaviours that create ever-larger and more fine-grained datasets. 

Chapters 6-11 likewise provide comprehensive and sharply observed overviews of their 

respective topics. A particularly relevant section on the fallacies of empiricism is contained in 

Chapter 8. This is recommended reading for anyone who believes that “correlation can 

replace causation” and that “data can speak for themselves”. Kitchin convincingly argues how 

data analysis is always imbued with prior knowledge, assumptions about causation, and 

interpretations based on these.
19

 He then lays out “an alternative vision of data-driven science 

that blends aspects of abduction, induction and deduction” (p. 133) – a vision that I believe is 

being shared, and followed, by many researchers today, but certainly one that needs to 

strengthen its profile and visibility, both in academia and the public. 

 

Rather than describe these chapters in more detail, I would like to recommend to you to read 

them, and here restrict myself to pointing out possible improvements or follow-up work. The 

main weakness I see in Kitchin’s otherwise excellent work is probably due to the concept-by-

concept structure of the book: some of the examples that are used here to illustrate chances of 

BD could actually have been analysed more critically – in the spirit, and sometimes with the 

techniques, that the book itself advocates.  

 

I would like to illustrate this using three examples: First, while DNA as a concept may 

“[fulfil] the […] criteria of [a] list of desirable characteristics for effective human 

identification” (p. 84), the reality of DNA measurements and the changing assumptions about 

them may lead to false certainties about identification, as many court cases have shown or 

suggested.
20

 Second, some examples may be correct observations, e.g.: “forms of public 

service provision that were casually monitored, such as rubbish collection, can now be 

automatically surveilled through the use of RFID chips attached to bins that are scanned at the 

point of collection […] it then becomes possible to measure waste disposal and charge 

individual households on a volume basis rather than a flat fee” (p. 90). However, without 

further discussion, such examples suggest that the described BD-based approach (RFID chips 

and scales) is the only way of fulfilling a goal (to charge based on volume). This is not the 

case. Instead of citing only the programmatic but vague Cavoukian principles of privacy by 

design (pp. 173f.), the rubbish example could be used to show privacy by design in action. 

                                                 
18

 Supra, p. 671 
19

 Beyond scientific fallacies, rejecting causation in favour of correlation can also pose threats 

to fundamental rights, see Solove, D. (2011). Nothing to hide. The false trade-off between 

privacy and security. Yale University Press; or Berendt, B., Dettmar, G., Demir, C., & Peetz, 

T. (2014). Kostenlos ist nicht kostenfrei. oder: If you’re not paying for it, you are the product. 

LOG IN, 178/179:41–56. 
20

 See for example https://firstlook.org/theintercept/2014/11/17/is-texas-getting-ready-kill-

innocent-man/  

https://firstlook.org/theintercept/2014/11/17/is-texas-getting-ready-kill-innocent-man/
https://firstlook.org/theintercept/2014/11/17/is-texas-getting-ready-kill-innocent-man/


For example, the Belgian system of rubbish collection that forces households to visibly 

dispose of their rubbish in official bags only, enables charging by volume in a more privacy-

friendly way: A household may dispose of 30 litres of rubbish only if it has bought, and uses, 

one 30-litres bag, of 120 litres only if it has bought, and uses, two 60-litre bags, etc. The 

necessary purchase of rubbish bags happens in supermarkets; if paid in cash, the bags and 

therefore volumes cannot be linked to the rubbish-disposing household. Third, it is somewhat 

misleading to classify the provision of data via social media or quantified-self 

(“sousveillance”) devices as (purely) “voluntary” (pp. 93ff.). As Kitchin observes in Chapter 

7 that “[t]he discourses utilised […] seek to promote and make their message seem like 

common sense, to persuade people and institutions to their logic, and to believe and act in 

relation to this logic” (p.113). Applying such discourse analysis sheds doubt on the purely 

voluntary nature of these data contributions, as when for example employers check LinkedIn 

profiles for candidates’ qualifications and endorsements or health-insurance companies 

reward the use of quantified-self devices.
21

  

 

I believe that such interlinking of concrete examples of BD uses with concrete examples of 

BD criticism is needed not only for encouraging more critical perspectives on uses of BD but 

also for transforming the critical programme itself (whose abstract notions such as 

“discourse” are hard to grasp for many readers) into actionable recommendations. In the 

following section, I will attempt such a critique, using an example from MS/C. 

 

4. From BD hype’n’fear to interdisciplinary data-driven science with technical depth 

and breadth: the example of predictive policing 

 

The dangers inherent in the approach that the MS/C book takes are best illustrated using an 

example. “Predictive policing“, the use of data-mining by police to plan which areas to patrol 

with priority, and now increasingly also for other purposes such as deciding whom to parole 

and whom not, is one of the scariest stories in the “Risks“ chapter. It is also one of the 

examples reported on – as in most coverage, usually without any comments – in press 

coverage of the book.
22

 The scene is set by a graphic recounting of the climactic scene in the 

film Minority Report, in which the hero is arrested for a murder he was foreseen to be going 

to commit – without actually having done anything.  

 

Predictive policing by patrol planning is then introduced as one “seedling” of Minority 

Report. The text mentions that it has been found successful in reducing (or associated with 

reduced; we have no causality any more, as the authors remind us) levels of property crimes 

and violent offenses. The reader is left in the dark about the exact nature of those “violent 

offenses“, but having been primed by the Minority Report intro, may think of them as 

comprising murder. Also, these crimes are reported to “have fallen by a quarter, according to 

one measure“ (p. 158). This makes the reader wonder: What was this measure, what were the 

other measures, and what were their results?  
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The following paragraph mentions that this specific form of correlational/predictive thinking 

has always been part of police work. As in other texts on the subject
23

, language is revealing: 

police officers’ expertise in the past was that they “sensed“ something (p. 159), as opposed to 

the new, non-emotional data analysis that shows something objectively. 

 

The text goes on to describe a Department of Homeland Security system purporting to 

identify terrorists that, “in tests, [...] was 70 percent accurate“. How was this done? Were 

convicted terrorists flown in from high-security prisons, told to “behave“ like the non-terrorist 

control group, and all that under the stress of having their “vital signs“ monitored? (all quotes 

from p. 159). The standard accuracy measure for prediction models should actually be a lot 

higher: If we perform tests with a normal base rate of terrorists in the sample (say, 1%), then 

even the baseline predictor “always predict no“ will make a correct prediction in 99% of 

cases, i.e. have an accuracy of 99%.  

 

4.1 Intermission: Basics of prediction learning from data and their evaluation 

 

At this point, some basics about classifier learning and evaluation need to be introduced. A 

classifier can be viewed as a decision rule: If (you observe) this then (think or do) that. This 

decision rule may be based on anything: intuition, prejudice, past human experience, or 

statistics. In the latter case, we say that the classifier has been “machine-learned” (or “data-

mined”). Regardless of how a classifier was constructed, it can be evaluated via its prediction 

quality on new data (data that are assumed to originate from the same underlying population). 

 

How can a classifier/predictor be machine-learned? For simplicity, I assume a simple form of 

classification model that is typical of many real-life applications: there are only two classes of 

entities, and each entity belongs to exactly one of these two. Let us first look at a possible set 

of cases where the true nature of the person is known, and we have several descriptive 

features. Assume a dataset such as the one shown in Table 1. 

 

ID Skin colour Colour of 

jumper 

Shoes Hands Voice Criminal? 

1 Green Red Boots Sweaty Normal Yes 

2 Green Red Flip-flops Sweaty Deep Yes 

3 Green White Sandals Dry High-pitched Yes 

4 Green Yellow Sandals Normal High-pitched Yes 

5 Green White High heels Dry Normal No 

6 Green White Flip-flops Dry Normal No 

7 Blue White boots Dry Normal No 

… (not Green) … … … … (all No) 

 

Table 1: A fictitious dataset for learning a classifier  

 

A (very simple) classifier model that could be machine-learned from these data is that 

everyone with a red jumper and sweaty hands is a criminal, as is everyone wearing sandals 

and having a high-pitched voice. This model would be 100% accurate on the training data. 

(The statement is always true for the cases in which one of the premises holds.) A “prejudice 

model” that some people could hold is that all green-skinned individuals are criminals, which 

is still 67% accurate on the training data. However, note that these numbers do not tell us how 
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the model would perform when used to predict on new data. The latter is the yardstick of 

evaluation, and it is indeed accuracy (and other measures) on test data (that are disjoint with 

training data) that needs to be reported.
24

 Let us now look at a potential example of 

performance on test data. Table 2 shows the basic structure of evaluation in counts of entities 

from the set on which the classifier is tested. 

 

Individuals are … … classified as 

criminals 

… classified as 

innocent 

Row sum 

… indeed criminals True positives : 4 False negatives : 6 

(falsely assumed to be 

innocent) 

True total number 

of criminals : 10 

… in fact innocent False positives : 100 

(falsely assumed to be 

criminal) 

True negatives : 900 True total number 

of innocents : 1000 

Column sum Positives : 104 Negatives : 906 1010 

 

Table 2: A fictitious confusion matrix for evaluating a classifier  

 

In this fictitious example, the classifier that was trained on some historical data (or created 

otherwise), when applied to a new dataset of 1010 people, classifies 104 of them as criminals 

and 906 as innocent. The prediction is correct in 904 cases (4 + 900), so the accuracy of the 

model is 904/1010 = 89.5%. However, the precision of the model for the class “criminals” is 

only 3.8%: out of 104 individuals classified as criminal, only 4 really are. On the other hand, 

it does find 40% (4/10) of all those that really are criminal; this is the recall for the class 

“criminals”. Compare this to the baseline predictor “always predict no“: This will have an 

accuracy of 99% (1000/1010), but a precision resp. recall of 0.  

 

4.2 Pitfalls in describing BD applications: MS/C’s remarks on predictive policing 

 

MS/C investigate the predictive-policing activity “profiling” (which may also be a part of the 

activities “parole planning” and “terrorist identification” mentioned earlier) in some more 

detail. (Criminal) profiling, generally, is the practice by law enforcement officials of targeting 

individuals for suspicion of crime based on a group of characteristics that they believe to be 

associated with crime.
25

 In the technical terms introduced above, it is the use of a classifier as 

a basis for law-enforcement activity (such as stop and search, or arrest). It has been criticized 

often when it appeared to be racial profiling: when that group of characteristics is based on 

individuals’ ethnicity, religion or national origin.
26

  

 

The following passage is their summary of the advantages and disadvantages.  
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“The promise of big data is that we do what we’ve been doing all along – profiling – 

but make it better, less discriminatory, and more individualized. That sounds 

acceptable if the aim is simply to prevent unwanted actions. But it becomes very 

dangerous if we use big-data predictions to decide whether somebody is culpable and 

ought to be punished for behaviour that has not yet happened.” (p. 161) 

 

I believe that this passage is particularly well-suited for a close reading, and that this can serve 

as a concrete example of the critical thinking about data practices that Kitchin calls for.  

 

4.2.1. Misconceptions about profiling and of how machine-learned prediction works 

 

“The promise of big data is that we […] make [profiling] better, less discriminatory, 

and more individualized.” 

 

Specifically, “using big data we hope to identify specific individuals rather than groups; this 

liberates us from profiling’s shortcuts of making every predicted suspect a case of guilt by 

association. [...] With big data we can escape the straitjacket of group identities, and replace 

them with much more granular predictions for each individual.“ (pp. 160/1) This is an odd 

mixture of techno-optimism (mark the use of words like “liberate“ and “escape“) and fear-

mongering (every individual gets individually targeted, just like in Minority Report), and it 

misrepresents the way statistical prediction models actually work.  

 

It appears that the authors assume that (a) “traditional profiling“ rests on group identities 

defined by simple features (as in racial profiling), about which in addition there are persistent 

stereotypes in society, whereas (b) big data mining singles out individuals and does so 

correctly. Both of these assumptions about data mining are wrong. 

 

(1) The illusion that BD-based profiling targets individuals rather than groups. Indeed, 

profiling of the first type happens, for example, in “racial profiling“, and it leads to many 

cases of guilt by association (in addition to a whole range of other undesired effects). A 

statistical model – whether on small or on big data – looks for correlations with the target 

variable, and this may replace a socially preconceived feature (such as having a certain skin 

colour) by any other combination of features (such as wearing a red jumper and having 

sweaty hands). (a) However, the model learned (“if red jumper and sweaty hands, then 

criminal“) circumscribes a group of suspects just like a manually defined model does (“if 

green skin, then criminal“). (b) It is possible that the model identifies different groups (in 

addition to the red jumper rule: “if high-pitched voice and sandals, then criminal“). While 

such “more granular predictions“ may at first sight look “more individualised“, they still 

identify groups: in our case, the group comprised of sweaty-handed red-jumper wearers and 

high-pitched sandal wearers.  

 

 (2) The foregone conclusion that BD-based profiling is more correct than traditional 

profiling. (a) Guilt by association is (incorrectly) assumed whenever someone fits any of the 

descriptions but is in fact innocent. Whether and how often this occurs depends not on the 

granularity of the description, but on the precision of the prediction. If 9 out of 10 people with 

green skin are actually criminal, compared to only 4 out of 10 sweaty-handed red-jumper 

wearers and 3 out of 10 high-pitched sandal wearers, the old model actually leads to fewer 

innocent people being wrongly suspected. While it is true that BD models may identify 

smaller groups and that they are often more precise than those based on prejudice, this is by 

no means inherent either in their being based on data at all or in their being based on big data, 



and it needs to be confirmed in every single context. However, specifically in “terrorist 

identification” schemes, it has been argued that this has not yet been demonstrated.
27

 

 

(b) In addition, such statistically-based profiles (which usually are trade secrets or national-

security secrets) create a kafkaesque situation in which individuals do not even know why 

they are targeted and will find it much harder to mount legal arguments against discrimination 

(amongst other reasons, because there is no law protecting red-jumper wearers).
28

 In addition, 

non-dislosed algorithms and results may hide classifiers that also discriminate against groups 

protected by law
29

, even though this threat (discrimination by a set of known attributes) can 

be addressed algorithmically
30

. 

 

(3) The need for frequent events. A third reasoning error is the implicit assumption that in a 

world of big data, you can somehow overcome the laws of statistics and learn from sparse 

data. In contrast, police officers who employ predictive policing are well aware that this 

works only for frequent crimes such as burglaries, car break-ins (in which gangs often 

proceed quite methodically), and (in the US case mentioned in the book) the use of firearms 

after gun shows. They add that it is known to not work for “individual or impulsive crimes” 

such as murder.
31

 And this marks a categorical difference with the “precog” dystopia 

developed in Minority Report.  

 

“Not making predictions about individual crimes” does not necessarily mean “not making 

predictions about individuals”. For example, Chicago police employ a predictive model that 

gives them “an index of the roughly 400 people in the city of Chicago supposedly most likely 

to be involved in violent crime”. Conceivably, an aggregation over lifetimes of citizens who 

do or don’t become involved in violent crime, may provide a training set with sufficient 

frequencies. However, it is difficult to assess this given that the data, the algorithm, and the 

results
32

 are not open to public scrutiny.  

 

(4) The need to question the supposedly neutral data. The correctness of any pro-BD 

argument also hinges critically on the data themselves. Who defined the “ground truth” of 

Table 1, i.e. which individuals are sorted into which rows? In other words, what will a 

machine-learned classifier learn? In the case of “terrorism”, it is interesting to note that 

official definitions imply that only acts against the interests of the US can be terrorism.
33

 

Viewed purely technically, this is not wrong; it just means, for example, that the classifier 

may not be transferable to terrorist-detection tasks of other countries. Things get more 

problematic (well, circular) when the “ground truth” gets defined ex post, via the classifier’s 
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prediction, because then reported successes (such as high precision) are inflated and risk 

becoming meaningless. This happens regularly in reporting on drone strikes, which have been 

described as a BD application (“We kill based on metadata”
34

) and that may be regarded as an 

extreme form of predictive policing if one works with the MS/C notion: the goal is to prevent 

crime, and individuals are targeted, apparently with high success rates. Success rates look 

high in the sense that media often report a (rather large) “number of militants killed”. 

However, “militant” is essentially defined as “any military-age male whom we kill, even 

when we know nothing else about them”
35

. With such definitions, however, the numbers in a 

confusion matrix become uninterpretable.  

 

4.2.2. Misconceptions about the use of data (or indeed any breach of fundamental rights) 

under the rule of law 

 

 “[Big-data profiling is] acceptable if the aim is simply to prevent unwanted 

actions.”
36

  

 

Actually, no. 

 

(5) The cavalier use of “unwanted” is surprising. Unwanted by whom? So it would be ok to 

arrest people for chewing gum, having the wrong haircut, or listening to the wrong music – 

because surely there is someone who does not “want” this behaviour. A word such as 

“criminal” would be more suitable here – remember, this is the police analysing data and 

acting on those analyses. 

 

(6) Even if the behaviour to be prevented is criminal (or might interfere with other people’s 

rights, endanger public health or safety, etc.), this aim does not justify just any means – in 

particular when these means interfere with fundamental rights. Recall that profiling involves 

the use of some decision rule in a law enforcement activity. Even in comparatively “harmless” 

cases such as stop-and-search, these activities will involve breaches of fundamental rights 

(which we may simply summarise as privacy in the sense of “the right to be let alone”). 

Profiling-based activities may also involve more severe breaches of fundamental rights, as we 

have argued with respect to drone strikes. 

 

A central legal principle is the proportionality principle. In the EU, it restricts interferences 

with fundamental rights by public authorities or on behalf of them (an example of the latter 
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are security measures at airports).
37

 “Any interference with [a fundamental right] must, in 

addition to being ‘prescribed by law’ and having a ‘legitimate aim’, also be proportionate. 

This means that the interference must pass the following three-part test: 

(1) a ‘suitability’ test, which evaluates whether the measure is reasonably likely to achieve its 

objectives (effectiveness); 

(2) a ‘necessity’ test, which evaluates whether there are other less restrictive means capable of 

producing the desired result (least intrusive means); and 

(3) a proportionality test ‘stricto sensu’, which consists of a weighing of interests whereby the 

consequences on fundamental rights are assessed against the objectives pursued (balance of 

interests).”
38

 

 

Even if only the suitability/effectiveness test is applied, many profiling activities in fact start 

to appear rather “unacceptable”.
39

 It is true that in recent years, when national security seemed 

to be at stake, these have often been ruled to outweigh fundamental rights, but this remains 

contested.
40

  

 

It is also questionable to what extent it is acceptable at all to confront someone with the 

prediction that they “are likely to become involved in violent crime at some time in their 

lives”, and how this may or should be done: visit by a police officer, inclusion in a list not 

even accessible or contestable by citizens
41

, a social-work approach premised on regarding the 

invidual to be “at risk” (as opposed to “a risk to others”), …?   

 

 

4.2.3. The need for an analysis of politics and power  

  

“But [this form of profiling]
42

 becomes very dangerous if we use big-data predictions 

to decide whether somebody is culpable and ought to be punished for behaviour that 

has not yet happened.” 

 

(7) Undoubtedly, predictive policing taken to the extreme amounts to a “negat[ion] [...] of the 

presumption of innocence“ and the “deny[ing] that humans have a capacity for moral choice“ 

(p. 162), and it is good to see this reasoning laid out clearly in this book. However, the 

question is whether it is only this negation and denying, and whether the description as a “risk 

of big data”, as MS/C suggest via the title of their chapter, is a good starting point. Starting 

not from BD, but from a legal and political analysis, Solove (ibid.) identifies the danger of 
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disregard for due process and bypassing the law altogether – well-known power strategies 

rather than paradigmatic shifts in philosophisizing about free will.  

 

In sum, simplistic speculations about predictive policing as a BD application may not only 

misunderstand what BD can and cannot do for policing, but also block the view needed to be 

able to understand what predictive policing – or other uses of BD – can and cannot do for a 

state under the rule of law.  

 

5. Conclusion 

 

In this text, I hope to have convinced you that both doing and understanding “big data” and 

“data analytics” require a deep, interdisciplinary, and critical analysis, and that it is our 

responsibility as scientists working with data to do so. I hope that the worked-out example has 

inspired you to perform such analyses yourself or with your students. I hope you will find The 

Data Revolution to be a useful recommendation for your own, and your students’, reading 

lists – whether it is in computer science, law, or other fields, in particular the (not only 

“digital”) humanities and social and behavioural sciences.
43

 Last but not least, I would very 

much like to hear your thoughts and criticisms about this text, and your experiences about 

learning and teaching about Big Data.  
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